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Abstract 
The technology of object oriented databases was introduced to system 
developers in the late 1980’s. Despite that it is rarely used today. This 
thesis introduces the concept of object oriented databases as the 
purposed solution to the problems that exist with the use of relational 
databases. 
 
The thesis points to the advantages with storing the application objects 
in the database without disassembling them to fit a relational data 
model. Based on that advantages and the cost of introducing such a 
rarely used technology into a project, a guideline for when to use object 
oriented databases and when to use relational databases is given. 
 
Keywords: Object oriented database, relational database, persistence, 

notation, model, UML, ER, impedance mismatch. 
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1. Introduction 
This thesis is submitted to the Department of Software Engineering and 
Computer Science at Blekinge Institute of Technology in partial 
fulfilment of the requirements for the degree of Bachelor of Science in 
Computer Science. The thesis is equivalent to 10 weeks of full time 
studies. 
 
In the following section a brief introduction to the thesis and the work 
with the thesis will be given. 
 
Computer systems are used in a growing variety of domains and 
applications today. They are getting more and more common and are 
performing tasks in almost every area of our lives. To do that the 
computer systems need to have a lot of information available. That 
information has to be stored and structured in a way that is useful for 
both the system itself and the humans designing and working with the 
system. Such structuralized information is called data and is usually 
stored persistently in a database. There are many types of databases, 
even a simple list on a piece of paper could be thought of as a database. 
But to be accessible by a computer system it has to be electronically 
stored. There are a variety of database systems available on the market, 
ranging from small personal desktop solutions to enormous systems 
designed to be ran on mainframes or clusters of computers, made 
available for almost anyone over the Internet. 
 
The systems developed today are in most cases developed in some kind 
of object oriented language, as stated in [6]. That often works out very 
well because the real world is in many cases easy to perceive as an 
object oriented paradigm. Despite the fact that the object oriented 
paradigm works very well there are problems with the development of 
these systems; the databases. The databases and the software systems 
use different approaches; the most commonly used database technique 
today is not object oriented see [12]. That leads to several problems 
with the development of computer systems that uses databases. Among 
these problems are the fact that there are two different models of the 
same data; one for the database and one for the computer system using 
the database. In many ways, using two different models for the same 
data, contradicts common sense. Data objects have to be translated 
between the two models both when modelling and developing the 
system and at system run time. That is both time consuming and uses a 
lot of computing power at run time. 
 
The purpose of this thesis is to address these problems by introducing a 
relatively new technique to develop and implement the database; 
making the database object oriented as well. By using an object 
oriented database many, if not all, of the problems that exist with 
relational databases will be solved. 
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The most central questions that arise are about what an object oriented 
database is and what characterizes it. Of course questions about what a 
relational database is and what characterizes it also arises. Further the 
problems mentioned above have to be analyzed and more specifically 
formulated. That is because a good foundation for the investigation of 
the effects of introducing an object oriented database in the software 
development process is needed. This thesis is investigating and analyzes 
these effects to find out if the effects are always positive or if there are 
some cases where they are not. Even if the effects are positive the 
introduction of a new technology has a price. The thesis is trying to 
estimate that price to find out in what cases it is worth paying to gain 
the positive effects and in what cases it is preferable not to introduce a 
new technology and use a traditional database approach. 
 
This thesis is equivalent to ten weeks of full time studies witch is in deed 
not a sufficient amount of time to investigating such a big area. That led 
to some limitations in the work. The thesis discusses only two database 
architectures; relational and object oriented. The thesis will discuss only 
pure object oriented databases and not relational databases with some 
kind of object extensions, which would almost include every relational 
database system of today. The thesis is not presenting any practical 
experiments with neither relational database nor object oriented 
databases, witch could be ten full time weeks of work on its own, 
instead there will be case studies of existing projects that uses 
databases. 
 
The first step in the investigation is to perform a literature study on the 
relevant topics; relational databases, software development processes 
and object oriented databases. That literature study provides a set of 
problems with the use of relational databases and where these problems 
occur in the software development process. It also gives an insight in 
how object oriented databases could solve these problems. The second 
step is to perform a survey with participants from three projects that 
used relational databases. That gives empirical evidence of the existence 
of the problems with relational databases and the software development 
process. The third step is to discuss the outcome of the survey and 
based on this and the literature give a guideline on when to use object 
oriented databases and when to use relational databases. 
 
The thesis is structured in the following way. First the goal and the 
hypothesis of the thesis is stated. After that, in chapter 2, the context is 
defined and the hypothesis is analyzed and discussed. In the next 
section, chapter 3, relational databases and how they are used is 
discussed. The section after that, chapter 4, introduces the object 
oriented database architecture and discusses what defines an object 
oriented database. After that a section on modelling persistence is 
given, chapter 5. That section discusses what persistence is and what 
problems there are with modelling persistence using the relational 
database model. Object oriented databases are presented as a solution 
to these problems. After that the case study projects is presented in 
chapter 6 along with the results from the surveys. Based on these 
results and the literature study some conclusions on the use of object 
oriented databases are made in chapter 7. In chapter 8 there is 
discussion of the validity of the results of this thesis. 
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1.1 Goal 
The goal of this thesis is to investigate how the introduction of an object 
oriented database would affect the software development process. It is 
investigating what advantages and what disadvantages that would have. 
The thesis will investigate if object oriented databases is to complex for 
some application types and system domains. 

1.2 Hypothesis 
It is more convenient to use an object oriented database than a 
relational database when developing software in an object oriented 
language. 
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2. Context 
This thesis is concerned about one of the most central parts in the 
rapidly growing software systems present in the world today; databases. 
A database could be considered as the heart of a computer system. It is 
in the database all knowledge of computer and software systems are 
contained today. That indicates that a database would be some kind of 
big collection of data, and that is exactly what it is. This is how it is 
defined in [7]. 
 

“A structured collection of data held in computer storage; 
esp. one that incorporates software to make it accessible in a 
variety of ways; transf., any large collection of information.” 

 
That definition indicates that a database is a collection of data and 
some kind of structure to keep track of what data are present in 
the database. It also indicates that the data should be made 
accessible from other software systems; otherwise it would not 
make any sense storing the data at all. A more specific definition 
of a database is given in [12]. 
 

“A shared collection of logically related data, and a 
description of this data, designed to meet the information 
needs of an organization.” 

 
This thesis discusses some of the basic ideas that exists on how 
the internal structure of the database is built up; the architecture 
of the database. There are several types of database architectures 
today. The most common ones are relational databases, 
hierarchical databases, network databases and object oriented 
databases. The one that is most commonly used today is the 
relational one, see [12]. The thesis discusses the problems that 
arise when using the relational architecture developing the 
database when developing object oriented software. The object 
oriented database architecture is introduced as a purposed solution 
to these problems. With the help of that new technology it seems 
as a reasonable thought that the integration of the database and 
the object oriented software would be made much easier. 
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2.1. Analysis of hypothesis 
So far the thesis has defined and described the context in which the 
investigation will take place. To be able to continue the hypothesis, as 
stated in section 1.2 has to be analyzed; the concepts of the hypothesis 
has to be explained. 
 
The key concept in the hypothesis is convenient. That could mean a lot 
of different things in different situations. In [7] several suggestions to 
the meaning can be found. The one that is best suited for this thesis is 
the following one. 
 

“Personally suitable or well-adapted to one's easy action or 
performance of functions; favourable to one's comfort, easy 
condition, or the saving of trouble; commodious. (The 
current sense.)” 

 
With that definition in mind the meaning of convenient in the problem 
domain of this thesis could be defined. Looking at the problems that 
exist today with the use of relational databases is a good starting point 
for that. If these problems are solved, or at least a few of them, when 
introducing an object oriented database and that is done without 
creating new and/or bigger problems that would be convenient. A 
deeper analysis of the problems with relational databases is given in 
section 6.1. Here the will only be discussed briefly. 
 
In relational databases a data model is used that differs from the data 
model used in the object oriented software. That is a problem because 
of the need for a translation between these two models. If the same 
data model could be used for both the database and the application, 
that would be convenient. 
Traditionally when creating the database model Entity Relationship 
Diagrams [3] are used. That is not the same notation used to model the 
object oriented application that is often modelled with Unified Modelling 
Language [2], UML, defined by the Object Management Group [2]. If the 
database model could be created using the same notation as the rest of 
the application, that would be convenient. 
An awful lot of computing power and lines of code are dedicated to 
disassemble and reassemble objects that are going in and out from the 
database. That means that the time to develop the software is 
increased, the number of rows potentially containing an error increases 
and the performance of the final software decreases. If the database 
could store objects instead of tables and rows that would be avoided and 
it would be more convenient. 
 
The other concepts of the hypothesis are analyzed in other sections of 
the thesis. 
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3. Relational databases 
[12] states that the relational database is the most commonly used 
database in computer software today. It is a very powerful type of 
database based on the mathematical set theory. It uses relations for 
storing the data. A relation is represented by a table and contains 
information describing an entity of interest. The relation is built up by 
the attributes of the entity. For each entity there is a tuple1, or row, in 
the relation. A relational database is defined as follows by [12]. 
 

“A collection of normalized relations with distinct relation 
names.” 

 
That definition states that there should be a collection of relations that is 
normalized. A normalized relation is a table that is in a ‘perfect’ state. It 
has been defined in a way that minimizes the number of nulls and 
makes sure all data is stored in only one place; that is the same data 
does not appear in several relations. The only data that appears in 
several relations is the key data. The key of a relation is an attribute 
that is unique for all tuples in the relation, for example the relation 
persons and the attribute social security number. The reason why that 
key appears in several relations is because they can appear as foreign 
keys that are used to create relationships between the relations. One of 
the most important features of relational databases is referential 
integrity, which is created using foreign keys. Referential integrity is 
defined as follows by [12]. 
 

“If a foreign key exists in a relation, either the foreign key 
value must match a candidate key value of some tuple in its 
home relation or the foreign key value must be wholly null.” 

 
With that type of constructions the database developer can create rules 
for what data is allowed when other data does or does not exist. For 
example if there is a relation ‘course participants’  and a relation 
‘student’ all tuples, e.g. table rows, in the ‘course participants’ relation 
must be in the ‘student’ relation, that is one can not take a course if one 
is not a student. If these rules are not enough the developer can create 
triggers and stored procedures. That is small program scripts that is ran 
when data changes to ensure the integrity of the data in other relations. 
There are a lot more to relational databases that will not be covered 
here but can be read about in [12]. 

                                           
1 A tuple is a row in a relational database table, or relation as it is called. 
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3.1. Modelling relational databases 
When creating a database, the work is traditionally divided into three 
steps; analysis, design an implementation. 
 
The analysis phase is concerned with establishing a deeper knowledge of 
the system domain and the data present in that domain. The first thing 
the developer has to do is to analyze the environment, the enterprise 
where the database is to reside; that is what is often called the domain 
of the software development process. When performing that analysis the 
developer has to look at what data is used and how it is used. He or she 
also has to look at how the different data flows through the domain are 
working. An experienced developer is looking for ways of improving the 
handling of the data in parallel with the analysis of the data flows. In 
that phase contact with the people working within the domain, i.e. the 
enterprise employees is essential. They have an invaluable knowledge of 
the data used in the current domain. 
 
The design phase can be further divided into three sub steps as 
described in [12]. The first step, the conceptual database design, is 
concerned with the creation of a conceptual model. The developer has to 
find a way to capture the data and data flows in the conceptual model.  
When describing the conceptual model ER-diagrams2 are traditionally 
used. That could also be done using UML. The conceptual database 
design is defined as follows in [12]. 
 

“The process if constructing a model of the information used 
in an enterprise, independent of all physical considerations.” 

 
The second step of the design phase is the logical database design. That 
step is concerned with creating a logical model of the data present in the 
domain with respect to specific database architecture. The logical model 
adds attributes to the data entities in the conceptual model and 
eliminates all many-to-many relationships. A many-to-many relationship 
is a relationship that exists in the following situation, for example. One 
course is taken by many students. One student can take many courses. 
The relationship between course and student is many-to-many. Logical 
database design is defined in [12] as 
 

“The process of constructing a model of the information used 
in an enterprise based on a specific data model, but 
independent of a particular DBMS3 and other physical 
considerations.” 

 

                                           
2 ER-diagram is an acronym for Entity-Relationship-diagram. It could also be referred to as 
ER-models. 
3 DBMS is an acronym for Database Management System. 
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The third step is about constructing the physical database design. It 
adds key constraints to the attributes of the entities as defined in the 
logical model. That process is defined in [12] as  
 

“The process of producing a description of the 
implementation of the database on secondary storage; it 
describes the base relations, file organizations, and indexes 
used to achieve efficient access to the data, and any 
associated integrity and security measures.”  

 
When the analysis and design phases are finished the developer know 
what should be in the database and how it is to be organized. 
 
In the implementation phase the database is actually implemented on a 
specific database management system. That is done using the SQL Data 
Definition Language [1]. These scripts generate the database’s Meta 
data when executed on the target platform. The Meta data is the data 
describing the structure of the database. 

3.1.1. Entity Relationship diagrams 
Presented here are the conceptual, logical and physical models of a 
simple database developed using ER diagrams.  
 

 
 

Figure 3.1; conceptual model in ER. 
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Figure 3.2; logical model in ER. 
 

 
 

Figure 3.3; physical model in ER. 
 
The models are getting very hard to work with, because the amount of 
figures, when ER is used. That is not the case when UML is used as in 
the next section. 
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3.1.2. Unified Modelling Language 
Presented here are the conceptual, logical and physical models of the 
same database as in the previous section, but this time modelled using 
UML. 
 

 
 

Figure 3.4; conceptual model in UML. 
 

 
 

Figure 3.5; logical model in UML. 
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Figure 3.6; physical model in UML. 
 
To read more about how to use UML please consult [14]. A 
customization making UML more suitable to model databases is 
presented in [21]. 



 
 

 
 

 
 

12 

3.1.3. Implementation model 
This is the implementation model, the actual implementation, of the 
database modelled in section 3.1.1 and 3.1.2. The implementation is for 
the Microsoft SQL Server 2000 platform. The result is the same whether 
ER or UML is used. 
 

CREATE TABLE Student 
{ 
 pnr varchar(10) NOT NULL, 
 name varchar(50) NOT NULL, 
 email varchar(50) NOT NULL, 
 
 PRIMARY KEY (pnr), 
 UNIQUE (email) 
}; 
 
CREATE TABLE Professor 
{ 
 pnr varchar(10) NOT NULL, 
 name varchar(50) NOT NULL, 
 
 PRIMARY KEY (pnr) 
}; 
 
CREATE TABLE Course 
{ 
 code varchar(6) NOT NULL, 
 name varchar(50) NOT NULL, 
 credits int NOT NULL, 
 professor_pnr varchar(10) NOT NULL, 
 
 PRIMARY KEY (code), 
 
 FOREIGN KEY (professor_pnr) REFERENCES Professor 
  ON DELETE NO ACTION 
  ON UPDATE NO ACTION 
}; 
 
CREATE TABLE Student_Course 
{ 
 student_pnr varchar(10) NOT NULL, 
 course_code varchar(6) NOT NULL, 
 
 PRIMARY KEY (student_pnr, course_code), 
 
 FOREIGN KEY (student_pnr) REFERENCES Student 
  ON DELETE CASCADE 
  ON UPDATE CASCADE, 
  
 FOREIGN KEY (course_code) REFERENCES Course 
  ON DELETE NO ACTION 
  ON UPDATE CASCADE 
}; 

 
Figure 3.7; Microsoft SQL Server 2000 implementation. 
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3.2. Usage of relational databases 
Relational databases are used in almost every area where there is a 
need for storing data. There are a variety of database management 
systems on the market. The smallest one are for personal desktop use 
and the largest are for use on mainframes or clusters and stores 
enormous amounts of data. The relatively easy to learn technique used 
in relational databases combined with the solid mathematical foundation 
and the fact that relational databases are very powerful and can handle 
a lot of data makes them appear everywhere where software systems 
are used. 
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4. Object oriented databases 
To define what an object oriented database is the concept of object 
orientation has to be defined. The definition of what a database is was 
given in section 3, so this section focuses on what defines an object 
oriented database, not a database. I.e. this section covers the features 
of the object oriented part in object oriented databases. It is trying to 
distinguish an object oriented database from a relational database. 
 
Today many things are said to be object oriented; databases, languages 
and applications. A definition based on chapter 6 in [6] is given here. 
The focus is on object orientation in software development. To consider 
a system, a programming language or a database for example, as object 
oriented it has to fulfil the following requirements as a minimum: 
 

� There has to be some kind of support for abstract data typing. 
That means that it should be possible in some way to define 
abstract data types. An abstract data type is a data type that 
cannot be instantiated. It could be considered as a blueprint for 
other data types. A common way of looking on abstract data 
types is to consider them as the highest common denominator. 
Other data type inherits the functionality and attributes from the 
abstract data type. 

� The next criteria to be fulfilled by the system to be considered 
object oriented is there have to be support for inheritance. 
Inheritance is one of the most basic features of object 
orientation. It works much in the same way as it does in the 
ordinary life outside the computer. With the inheritance 
mechanism subtypes can be created with the abstract data type 
as a starting point. These data types can then be handled in the 
same way when implementing them, but at run time they will act 
different. That is known as polymorphism. 

� The third requirement on an object oriented system is that it 
should support object identity. That means it should at any given 
moment be possible to uniquely identify all objects present in the 
system. 

� The fourth requirement is that there has to be some kind of 
support for encapsulation of data and functionality. That is there 
has to be a support for private data and functions. 

 
Today there is no formal definition of what an object oriented database 
is. Based on [4] an object oriented database can be said to have some 
certain characteristics. An object oriented database stores object 
oriented structures. It also has many of the features of relational 
databases for example it is persistent. Persistence in the domain of 
object oriented databases is equal to post run time persistence. In other 
words the data is not lost when the system is shut down. Persistence 
could be implemented in many ways. Another important feature of 
object oriented databases is the ability to store behaviour. That could, 
as the persistence, also be implemented in several ways, but that is not 
important when defining what an object oriented database is. The data 
access language should also include features for data/object 
manipulation. That is often done by providing a separate object 
manipulation language or interface. A deeper look at how object 
oriented databases works is given in [13] and [16]. A nice modern look 
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at today’s object oriented databases implemented with Java and XML is 
given in [17]. 
 
The Object Data Management Group [5] was founded in 1991 with the 
goal of introducing standards in the world of object databases. The 
group has defined a standard that implies what an object oriented 
database is as follows.  
 

On June 14, 1994, the ODMG Board approved the following 
definitions for ODMG Compliant and ODMG Certified: 

 
� We define the terms ODMG x-compliant and ODMG x-

certified for the following ODMG component x's: ODL, 
OQL, C++, Smalltalk, and Java. 

� ODMG x-certified means that the product has passed 
ODMG test suites for component x. The definition of 
ODMG x-compliant depends on x. For x = ODL and OQL, 
it means that the product would pass ODMG test suites 
for x when we have one. For x = Java, Smalltalk, or C++, 
it means that the product would pass ODMG test suites 
for that language's ODL, OML, or OQL. 

� The term ODMG-compliant (without qualification) 
means that the product is ODMG x-compliant for one or 
more of the five ODMG components x. 

 
With that definition of compliant and certified there are a lot of products 
that are compliant but none that is certified. A complete listing of 
compliant applications could be found at [5]. Implementation using 
these definitions is further discussed in [16]. 
 
In the ODMG 2.0 the following things are defined. 
 
Object model 
An object model could be thought of as a map over the data types 
existing in a software system. To avoid the problem with the impedance 
mismatch as present with relational databases the ODMG has developed 
an object model. The ODMG object model is based on the C++ object 
model and includes several primitive data types found in C++. It also 
includes data types for structured values such as dates and timestamps. 
Even more complex data types are included as well. A set of collection 
types are included, for example List, Array and Set. The data model also 
supports inheritance and operator overloading. It is possible to define 
indexes and keys. Objects can be defined to exist during a transaction 
or to be persistent.  
 
Object Definition Language 
The object definition language is used for defining and creating objects 
in the database. The object definition language is a language of its own. 
It is used to describe the database schema. It is translated into class 
definitions in the desired language (C++, Java or Smalltalk) by a pre-
processor. 
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Object Query Language 
The object query language is used for querying the database, i.e. 
extracting information from the database. It is used for retrieving 
objects and data from the object oriented database. It is the object 
oriented equivalent of Structured Query Language [1] used in relational 
databases. 
 
Bindings 
Bindings are used as a language specific interface to the database. 
There are three bindings defined, they are for C++, Java and Smalltalk. 
The bindings provide an interface or environment for the programmer to 
work with. The meaning with the bindings is that they should be 
independent of the database system used. 

4.1. Modelling object oriented databases 
The modelling of object oriented databases could be integrated in the 
modelling of the rest of the application. That is because the database 
can store the objects used in the application. There are no problems 
with storing behaviour and or inheritance and there is no need for any 
mapping of objects between data models. The process is basically the 
same as with the rest of the application. That process is described in 
[14]. The Object-Oriented System Modelling notation could be used to 
model the database and is described in [16]. That solution still suffers 
from the problem with the double notation. If the database model is 
created using UML that problem is solved. 
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4.1.1. Unified Modelling Language 
Here is an example of the database model for an object oriented 
database created in UML. The database is an extended version of the 
example in section 3.1.1 and 3.1.2. The model is assuming that the 
database system implements persistence by reachability, which means 
that the object is persistent as long as it has a pointer pointing to it; 
compare Java garbage collection technology [8]. 
 

 
 

Figure 4.1; class hierarchy modelled in UML for an object oriented database implementing 
persistence by reachability. 

4.2. Usage of object oriented databases 
Object oriented databases are today rarely used, but in some cases they 
are used. It is where the data is very complex, in the sense that the 
data is not primitive data types, or if there is a need for storing 
behaviour, that the need for object oriented databases arises. For 
example if a company has developed several software agents and want 
to reuse them in different ways. One way of doing that could be by 
reusing the source code and recompile the agent every time it is to be 
reused. But for some reason that may not be desirable, then it could be 
a good thing to store the agents in an object oriented database along 
with its behaviours. In that way the complete agents with attributes and 
behaviour could be stored and reused. Another example of the usage of 
object oriented databases, where the data is very complex, is given in 
[5]. 
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5. Modelling persistence 
When persistence is modelled the actual tasks performed are concerned 
with creating a description of what data are present and how to store it 
on persistent storage, e.g. magnetic disk or tape. Something that is 
persistent is stable and has a long existence in time. In [7] several 
definitions of the word persistence are found. The one that is best suited 
when describing persistence in the world of databases and computer 
systems is this one: 
 

“Continued existence in time or (rarely) in space; endurance; 
continuous occurrence.” 

 
In [12] the following is said about persistence. 
 

“A DBMS must provide support for the storage of persistent 
objects, that is, objects that survive after the user session or 
application program that created them has terminated.” 

 
DBMS is an acronym for database management system. It could 
also be noted that the opposite of persistent objects is transient 
objects, which is that objects cease to exist when the user session 
terminates. 
 
So when there is a need for a computer system to store data that 
should not cease to exist if the system is restarted or halted in 
some way, there is a need for a persistent storage of that data. If 
there is a large amount of data, that persistent storage is most 
conveniently done in a database. The process of modelling 
persistence is concerned about creating a map or model for the 
database, how it will store the data and how it will be accessible to 
users, for example a computer system. 

5.1. Software development process 
The need for a persistent storage is often introduced very early in the 
software development process. In many cases it is a requirement from 
the final user of the software that is stated in the initial description of 
the problem or project. That gives the development team time to 
analyze, design and implement the needs for persistent storage during 
the whole development process. In other words the problems of creating 
a persistent storage are involved in almost every part of the software 
development process. Some of the concerns that have to be taken under 
consideration from the beginning are what systems there are today, 
what type of data is needed to be stored in a persistent way and how 
large amounts of data there will be. Depending on the answers to these 
initial questions the persistent storage could be of various types. For 
example if the final customer already has an expensive database server, 
he or she would probably want to use it instead of buying another 
database system. In the analysis phase of the software development 
process the most important topics for the database developer is to find 
out what data is needed to be stored into the database and how large 
amounts of that data there will be. The database developer also has to 
analyze existing systems to see if some of them could or maybe have to 
be used. The design phase of the software development process is 
concerned with two things for the database developer. The first thing is 
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to decide how the data will be structured in the actual database. The 
second thing is how to make the data accessible to the rest of the 
computer system and communicate that information to the people 
working with other parts of the system. The implementation is exactly 
what it seems to be. It is to actually create the database with all its 
indexes and stored procedures and whatever there may be. The 
implementation phase is also concerned about tuning the performance 
of the database. The larger system and amounts of data the more 
important it is to make the best use of the system hardware. Read more 
about the software development process in [18]. 

5.2. Problems with relational databases 
When using relational databases in today’s applications there are some 
central problems that arise. In the following sections the most obvious 
ones that are mentioned in most of the literature, for example [19], are 
discussed. 

5.2.1. The impedance mismatch 
UML is mainly developed on principles derived from software 
engineering. One property of UML is that it is object oriented therefore 
best suited for modelling object oriented systems and data. 
Relational databases are base on the mathematical set theory. That 
means that concepts as objects and classes do not exist. That is the 
core of the problem known as the impedance mismatch. 

5.2.2. The double notation 
Because of the different theoretical foundations of relational databases 
and object oriented system development there is a need for two 
notations. One for the object oriented system and one for the relational 
database. Today UML is used in most cases for modelling the object 
oriented system. At the same time Entity Relationship (ER) diagrams are 
used to model the relational database. That leads to two problems. First 
the developer needs to have modelling skills in two notations, UML and 
ER. Second the data stored in the relational databases are almost 
always object oriented because it is extracted, generated or in some 
way used in the object oriented system. When it is used in the system it 
is described and managed by classes and objects. These classes and 
objects must be mapped to the relational database and modelled with 
ER. 

5.2.3. Mapping of objects to relational databases 
One of the two biggest problems is the mapping from UML class 
diagrams to ER diagrams. There is a variety of patterns for that 
mapping. Most of them are built up in steps. The core of the different 
patterns is almost the same and will be described here. 
The first step is to find out what information is to be stored and in what 
classes it is located. 
The second step is to map the classes to relations, i.e. tables, in the 
relational model. 
The third step is to map attributes of these classes into columns in the 
tables of the relational model. 
The fourth step is to find the unique identifiers that could be used as 
keys in the database. If there isn’t anyone, a surrogate key must be 
generated by the system. 
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The fifth step is to find objects encapsulated by other objects and map 
them to relationships in the relational database model. 

5.2.4. Implementing inheritance in a relational database 
This is the biggest issue when mapping object oriented data to relational 
databases and there are many ways of doing that mapping. The three 
fundamental ways of doing the mapping are described here, based on 
[19]. 
 
Assume the following class hierarchy modelled in UML notation is 
present, an abstract super class Vehicle and two subclasses Car and 
Aircraft se figure 5.1. 
 

 
 

Figure 5.1; class hierarchy. 
 

The first way of doing the conversion is to map the entire class hierarchy 
to one data entity. When that is done we add a surrogate key, surrKey. 
We also have to store the type of the object; that is done in the 
attribute vehicleType. See the result of that mapping in figure 5.2. The 
obvious advantage with that mapping is its simplicity. The most obvious 
disadvantage is that the coupling between the classes increases. If an 
attribute is added to one class the table must be changed and thereby 
the model of all classes. The table will also be filled with a lot of nulls, 
because there are a lot of fields that are not applicable for all rows. That 
is not desirable in relational databases. 
 

 
 

Figure 5.2; class hierarchy from figure one mapped to one data entity. 
 
The second way of doing the conversion is to map every concrete class 
to a data entity. The resulting data entities will contain both the derived 
attributes and the attributes of the class itself. In each of the tables a 
surrogate key must be introduced. Even that way of mapping is easy to 
perform. The biggest disadvantage is that when modifying a class all its 
subclasses’ tables must also be modified. The result of that mapping is 
shown in figure 5.3. 
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Figure 5.3; concrete classes of figure 1 mapped to data entities. 
 
The third way is to use one data entity per class. That solution has the 
most object oriented look, which is the biggest advantage with that 
solution. However, while performing that mapping some problems will 
arise. First of all there will be a lot of tables in the database. That will 
lead to complex queries and low performance. The performance issue is 
in many cases not that big today because of the very fast growing 
capabilities of today’s hardware. In those applications where the 
performance is crucial much can be gained from constructing proper 
indexes and stored procedures. When that is done the developer is left 
with the complex queries. That can be solved by defining views of the 
desired combinations of tables in the database. Second if the developer 
wants to use the primary key in the Vehicle table as a primary key in 
the Car and Airplane tables he or she has to assign two stereotypes to 
the primary keys in these tables; both primary and foreign key. That is 
not allowed in many UML modelling tools today. But it will probably be 
allowed in future UML tools, because it is allowed in UML itself. If a tool 
that allows doing so I used the result will look like figure 5.4. 
 

 
 

Figure 5.4; all classes in hierarchy in figure 1 mapped to data entities. 
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5.3. Object oriented database approach 
The problems of sections 5.2.1 to 5.2.4 are all derived from the fact that 
there are two different data models; one for the application and one for 
the database. That could be avoided if an object oriented database is 
used. In that way the same data model could be used for both the 
application and the database. That eliminates the problems with the 
impedance mismatch and the problem with implementing inheritance. 
There is also no need for mapping objects to relations in the database 
because the actual objects are stored in the database. If the database is 
object oriented it could easily be modelled with UML like the rest of the 
application, and by that the problem with the double notation is solved. 
Furthermore if the application design is made in a way that separates 
the data to store in persistent storage the database design can be 
directly based on a part of the application design. 

5.3.1. Problems with object oriented databases 
Although object oriented databases seems like a new and very nice 
technology that solves many problems it is still not frequently used. The 
main reason to that is that developers know relational databases and 
has worked a lot with that technology. The problems that exist with the 
use of relational databases have been solved before and these solutions 
can be used again if needed. That is the problem with the use of object 
oriented databases; it is a new technology that developers do not know. 
In projects with tight economy, which probably all projects have, there 
is no time for learning a new technology for use in such a central part of 
a computer system as the database. If the database implementation 
fails the project is probably not only delayed but it fails and will be 
abandoned. Today many software projects are delayed due to bad 
decisions taken during the project, see [15]. These decisions include for 
example choosing the database architecture. The reason why the cost of 
introducing an object oriented database is that high is the lack of 
standards on the area. There are several vendors that provide object 
oriented database management systems but they are all implemented in 
different ways. That means that the user of an object oriented database 
management system must not only know the technology of one 
application but several applications to be able to choose the one that is 
best suited for the current task. Those two problems lead to that the 
benefits from introducing an object oriented database in many cases is 
less then the cost, measured in time consumed for learning the new 
technology. The fact that many of the existing products are 
implemented in different ways leads to difficulties gaining knowledge 
from the use of one system when using another. That is further 
discussed in [22]. 
 
Another problem with object oriented databases could be the 
performance. Many object oriented databases implement persistence by 
reachability. The database is represented by a tree with a root node. 
Because there is a limit how much a tree can be optimized that leads to 
possible performance issues. 
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6. Case studies 
The goal of the case studies was to verify the existence of the problems 
stated in section 5.2. In order to do that, three projects were examined. 
The three selected projects were relatively small. They were selected 
because they all used a database with different requirements for it. The 
lack of time resulted in limitations of the size of the projects to small 
size. They involved 2 to 5 persons per project. 
 
The case studies were performed in two steps. The first step was to 
send out a survey to the participants in the different projects. When the 
answers were received the second step was to have a discussion 
seminar with participants from the projects. The questionnaire was 
divided into four parts. The first part was about describing the project 
and the project team. The second part was concerned with modelling 
problems. The third part was about the communication within the 
project team and the last part was about the implementation of the 
project. The questions as sent to the project teams could be found in 
appendix A. 
 
The method used in the case studies was qualitative description. That 
form of the case studies was selected because it does not limit the team 
members to pre defined answers of the questions and problems. The 
questionnaire could be filled with information by the team members and 
additional thoughts could be added. 
 
The goal of the case studies, besides proving the existence of the 
problems as of section 5.2, was to give a further and deeper knowledge 
about how databases are used in the software development process and 
to verify the hypothesis. 



 
 

 
 

 
 

24 

6.1. Project Personal Address Book 
This project was selected because it uses new web technologies 
combined with an object oriented development language and a 
database. The project dealt with making an address book, similar to the 
one found in Microsoft Outlook, available on the internet. The users of 
the address book logs on to the web site and can then add and / or edit 
their personal contacts. A function for storing personal bookmarks is 
also included in the system. The system was developed using Java 
Servlets [8]. The platform as used is Microsoft Windows 2000 Server [9] 
and the database management system used was Microsoft SQL Server 
2000 Developer Edition [10]. 
This is the smallest project, ran by two developers in a two-week time 
span. 

6.1.1. Results 
In this project the database was modelled using ER diagrams and the 
application was modelled using UML. The modelling of the database did 
not cause any huge problems. That was so mainly because the data 
were not complex and both team members knew the UML as well as ER 
notations. Both team members were involved in the modelling of the 
database as well as the application which led to almost no 
communication problem within the project team. That is possible and 
even preferable in a small-size project. A separate database design was 
developed along with a data dictionary. According to the team members, 
the usage of an object oriented database would have saved some work 
during the modelling of the database because it would have been 
modelled using the same notation as the application. When 
implementing the database it would have been much easier to use an 
object oriented database because it would have saved a lot of coding for 
translating the data from the Java set of data types to the set of data 
types that exists in Microsoft SQL Server. 
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6.2. Project Mobile Enterprise 
This project was selected because it uses a new and mobile technique 
combined with a database. It was developed in Java and runs on a 
Pocket PC that connects to a stationary PC. The project dealt with 
making an inventory application. The inventories are entered into the 
Pocket PC and the data is synchronized with an existing IBM database 
through a stationary PC. There were five people in the project team and 
the project ran on half-time for 20 weeks. 

6.2.1. Results 
In this project the database existed prior to the project start. That 
resulted in that there was no modelling of the database. As there was no 
modelling of the database in the project and all the project members 
knew relational databases they experienced a no problem making the 
database connections. Had an object oriented database been used a lot 
of converting efforts would have been saved. The main problem of the 
project was to transfer data from the Pocket PC to the existing 
database. That was done using file replication, which is not a very fast 
solution for big quantities of data. It worked out fine in this project but 
in a project with a larger amount of data it would probably not have 
been suitable. There were some commutation problems, not within the 
project team but with the customer. That was not because of the use of 
a relational database but mainly because the customer of the project 
was not the final customer of the application. 
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6.3. Project Ignorance 
The project dealt with developing an error report program. The system 
should group different reports with respect to the attributes of the 
reports. The reports had many internal attributes such as description of 
the error and priority of the report. The system was a client/server 
application with the reports stored in a SQL database connected to the 
server. The project uses the Microsoft .NET [11] platform. This project 
was selected because it uses the client/server architecture combined 
with a database. There were five people involved in the project that ran 
on half-time for 20 weeks. 

6.3.1 Results 
In this case there was a dedicated database designer who used ER to 
model the database. That worked out fine because of the tight 
communication between the application team and the database 
designer. The reason why that is possible is the low number of people 
involved in the project. The data stored in the database were quite 
simple and the interface between the application and the database was 
very well defined, helped of the client/server architecture. According to 
the members of the investigated team the database could still have 
been more efficiently implemented if it had been an object oriented 
database. That, because there would have been no need for data type 
translation if an object oriented database had been used. 
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6.4. Analysis of the results 
As a result of the three case study questionnaires and the discussion 
seminar the existence of the problems stated in section 5.2 were 
verified. All the problems were solved in the different projects, in 
different ways. There are some obvious advantages by using an object 
oriented database but the lack of standards in the area is a very big 
problem. All teams knew about object oriented databases but did not 
possess the knowledge how to use them. There were no experiences 
from working with object oriented databases. That sure did affect the 
choice of database. In a small-size project concerned with simple data, 
or at least not very complex in the sense that there are primarily 
primitive data types such as integers and texts, people tend to make the 
decision to use a known technique instead of a new one. That is because 
the time cost of learning a new technology is simply too high with 
respect to the advantages gained from the use of the new technology in 
a small-size project. All the problems of section 5.2 do exist even in 
small-size projects, but these problems have been solved before. It is 
more cost effective to use a know technology with solutions proved 
working, rather than learning a new technology, in a small-size project. 
 
With the support of the results from the three case studies the thesis 
argues that the use of an object oriented database is not suitable for 
small-size projects, although as stated in [4] it is still suitable for big-
size projects. 
 
Another thing that is revealed during the case studies is that there is 
seldom a need for storing inheritance in a small-size project. The reason 
to that could be one or both of the following. First it could be the case 
that the data is simple and inheritance is simply not needed to model to 
be modelled. The other reason could be that in a small-size project 
people tend to know from the beginning what type of database will be 
used. If the database is a relational one and that is known from the 
beginning the application will be designed with that knowledge and 
thereby designed in a way that is suitable when storing the data. One 
could argue that this could affect the entire system design in a negative 
way which would not have be the case if an object oriented database 
had been used. 
 
The impedance mismatch is solved in the examined projects since the 
data stored in the database is primarily primitive. The primitive data 
types are all present in today’s relational database systems, although 
they have other names than in the languages in which the applications 
were developed. That means there are just conversions of data type 
names needed, not a conversion of the actual data. 
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The problem with the double notation was solved in different ways in the 
examined projects. In one case it was solved by all team members 
working with both the design of the database and the application itself. 
That is possible in small-size projects but not in bigger projects. In 
another case there was a dedicated database designer who provided an 
interface to the database to the application developers and thereby 
hided the database design from the developers. That was possible 
because there were no need for converting the data, but just the data 
type names. 
 
The mapping of objects to the relational database model was in all cases 
easily performed. That was so because there were only primitive data 
stored in the database. These data were held in different kinds of 
container classes and were not composite data. However, there was a 
lot of work put into disassembling and reassembling these container 
objects. That would have been avoided if an object oriented database 
had been used. 
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7. Conclusions 
The conclusions of the thesis are as follows. 
 

� Object oriented databases solve the problems stated in section 
5.2 with the use of relational databases. 

� Object oriented databases are too complex for small-size 
projects. 

� The lack of standards for object oriented databases is a problem. 
� Relational databases could with many benefits be modelled using 

UML with some modifications. 
 
The following can be used as a guideline when selecting database 
architecture. 
 
If there is a need for storing behaviour or the data is very complex, in 
the sense it is composed of several primitive data types; consider using 
an object oriented database. Otherwise it is in most cases preferable to 
use a relational database. 
 
The hypothesis is falsified. 
That is because it is not true for all projects that it is suitable to use an 
object oriented database. It is far too time consuming for usage in 
small-size projects. In big-size projects the usage of an object oriented 
database is still an interesting option. 
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8. Validity and reliability of conclusions 
The conclusions of the thesis are valid when dealing with small-size 
projects. The lack of time limited the case studies to small-size projects 
only, for which the conclusions are valid, i.e. the hypothesis is falsified. 
 
The hypothesis is still true in one sense; object oriented databases could 
save a lot of work and leaves the developers with a more open minded 
approach to the database. 
 
To gain that work savings there has to be a lot of time put into 
investigating and learning the technology of object oriented databases. 
In big-size projects where the time to develop the database is long, it is 
more likely to be worth spending the time to learn the object oriented 
database technology. 
 
When there is a need for storing behaviour or data that are very 
complex the object oriented database offers a very good solution to the 
developers. That is confirmed by [4]. 
 
If the hypothesis had been stated in a slightly different way as 
 

It is more convenient to use an object oriented database 
than a relational database when developing software in big-
size projects that are concerned with very complex data in an 
object oriented language. 

 
That hypothesis would probably have been true, see [4]. 
 
Despite the limitations in the case studies to small-size projects the 
results are reliable anyway. That is because the conclusions are most 
concerned with small size projects. The conclusions made about big-size 
projects are supported by the examination of the much larger project 
presented in [4]. The fact that the conclusions are supported by [4] 
increases the reliability of them. 
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9. Further work 

9.1. Modelling relational databases with UML 
As the thesis has described it is possible to model relational databases 
using UML. That would solve the problem with the double notation and 
still leave the developer with the familiar technology of relational 
databases. That could be a first step in changing the quite old 
techniques used when dealing with relational databases. A guideline 
must be created on how to use UML to model relational databases. It 
has to describe how to model relations and relationships in a database. 
UML is too powerful for modelling relational databases as it is, for 
example it is no problem modelling behaviour using UML but that can 
not be stored in a relational database. For that sake the guideline also 
has to state a set of rules to be applied on UML to make it suitable for 
relational database modelling. The guideline could also give suggestions 
on how to integrate the database model with the application model. 

9.2. Simulating an object oriented database 
using software agents 

Today there is a lot of object oriented information stored in relational 
databases. That forces the developers to write enormous amounts of 
code for assembling and disassembling objects that are transferred to 
and from the database. To avoid that, so to say, meaningless code, a 
software agent could be used to simulate an object oriented database. 
The agent would work as an interface between the database and the 
connecting software system. That would allow the software developer to 
treat the database as an object oriented database and leave the 
translations to and from the relational database to the software agent. 
The obvious benefit with that would be that old relational databases 
could be used in a new software system without making it suffer from 
any of the problems with relational databases. That is an important 
thing because database management systems are very expensive. 

9.3. Comparing different object oriented 
database systems 

One of the biggest problems with the use of object oriented databases is 
that the developer has to perform an analysis of present object oriented 
database systems to be able to select the one best suited for the task he 
or she is working with. If that was already done and presented in some 
kind of guideline it would clearly cut down the costs of using an object 
oriented database.  

9.4. Automated conversions of existing 
relational databases to an object oriented 
database  

An exiting research project could be concerned with implementing for 
example a software agent that converts a relational database into an 
object oriented one. That would make the further development of 
complex systems, today based on a relational database, easier. 
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9.5. Relational databases with object 
extensions 

The next generation of SQL includes features for object extensions of 
today’s relational databases. The fact is that there are a lot of relational 
database systems present today that includes some kind of object 
extensions. An investigation on how these extensions are to be used 
could be a first step on introducing the object oriented database in the 
software development process. 
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Appendix A 

Object oriented databases – a natural part of 
object oriented software development? 
 
Anders Carlsson, 2002-11-14 
pt00aca@student.bth.se 
 

Case study 
 
Today most application modelling is done using the Unified Modelling 
Language, UML. At the same time most databases are modelled with 
Entity Relationship diagrams, ER. 
 
Here are some questions regarding that which I would be very happy if 
you tried to answer. If there is something else you think is interesting; 
feel free to add your own thoughts. If anything is not clear or whatever 
it may be, please contact me at pt00aca@student.bth.se. 
 
Best regards 
Anders Carlsson 

Project 
1. Please make a brief description of what your project was 

about. 
2. Who were the people involved? 
3. What platform did you use? 
4. What else do you think is of interest? 

Problems with the modelling phase 
5. Is it a big problem that different notations are used 

modelling the application and the database? 
6. The people modelling databases, do they know UML at the 

moment? 
7. Did you have a dedicated person to analyse and model the 

database? 
8. If you had a dedicated person, did she/he also take part in 

designing other parts of the system? 
9. Did you have a separate database design? 
10. What considerations to external circumstances did you take 

when designing the database? 
11. Are patterns used for transforming classes in the 

application models to tables and rows in the database 
models? 

12. Did you model inheritance in the logical database model? 
13. If you did so, how did you do it? 
14. Did you use any patterns for modelling inheritance? 
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Communication problems 
15. Did the different notations for the database models and the 

application models create any problems with the 
communication between the people working with the two 
parts? 

16. If so, would these problems be solved if the database 
models were made using UML? 

Problems with the implementation 
17. Was there a separate person responsible for the logic that 

handles the translation between objects in the application 
domain and the corresponding tables in the database 
domain? 

18. The responsible person or persons should know the 
application and the database very well. How did that work? 

19. Does that person or persons know both UML and ER or 
does he or she need help with that? 

20. In a relational database only passive data is stored. Is that 
a problem? 

21. Would it be easier if for example procedures could be run 
on objects in the database? 

22. Would it be nice to be able to fire triggers at, for example a 
certain time, on objects stored in the database without 
anyone accessing the database at that very moment? 

23. Is there any need at all for a database to store behaviour? 


