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Abstract

Recommender systems are used on many different websites today and are mechanisms that
are supposed to accurately give personalized recommendations of items to a set of different
users. An item can for example be movies on Netflix. The purpose of this paper is to im-
plement an algorithm that fulfills five stated goals of the implementation. The goals are as
followed: the algorithm should be easy to implement, be effective on query time, accurate
on recommendations, put little expectations on users and alternations of algorithm should
not have to be changed comprehensively. Slope One is a simplified version of linear regres-
sion and can be used to recommend items. By using the Netflix Prize data set from 2009 and
the Root-Mean-Square-Error (RMSE) as an evaluator, Slope One generates an accuracy of
1.007 units. The Weighted Slope One, which takes the relevancy of items into the calculation,
generates an accuracy of 0.990 units. Adding Weighted Slope One to the Slope One imple-
mentation can be done without changing the fundamentals of the Slope One algorithm. It is
nearly instantaneous to generate a recommendation of a movie with regular Slope One and
Weighted Slope One. However, a precomputing stage is needed for the mechanism. In order
to receive a recommendation of the implementation in this paper, the user must at least have
rated two items.
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Sammanfattning

Rekommendationssystem används idag på många olika hemsidor, och är en mekanism som
har syftet att, med noggrannhet, ge en personlig rekommendation av objekt till en mängd
olika användare. Ett objekt kan exempelvis vara en film från Netflix. Syftet med denna rapport
är att implementera en algoritm som uppfyller fem olika implementationsmål. Målen är en-
ligt följande: algoritmen ska vara enkel att implementera, ha en effektiv tid på dataförfrågan,
ge noggranna rekommendationer, sätta låga förväntningar hos användaren samt ska algorit-
men inte behöva omfattande förändring vid alternering. Slope One är en förenklad version av
linjär regression, och kan även användas till att rekommendera objekt. Genom att använda
datamängden från Netflix Prize från 2009 och måttet Root-Mean-Square-Error (RMSE) som
en utvärderare, kan Slope One generera en precision på 1.007 enheter. Den viktade Slope
One, som tar hänsyn till varje föremåls relevans, genererar en precision på 0.990 enheter. När
dessa två algoritmer kombineras, behövs inte större fundamentala ändringar i implementa-
tionen av Slope One. En rekommendation av något objekt kan genereras omedelbart med
någon av de två algoritmerna, dock krävs det en förberäkningsfas i mekanismen. För att få
en rekommendation av implementationen i denna rapport, måste användaren åtminstone
ha värderat två objekt.
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1 INTRODUCTION

Most internet users today have in some way come across recommender systems on websites
that they are on. A recommender system is a mechanism that is supposed to accurately sug-
gest some sort of item to the user. These item suggestions could for example be movies on
Netflix, advertisements on Google or products on Amazon that the user may find appealing. A
good recommender system will give an accurate and personalized recommendation. A per-
sonalized recommendation means that the suggestions are dynamically generated and that
every user sees different content when visiting the site. This is opposed to a static top-list
that is based solely on trends and is non-personalized (Ricci et al., 2010, p. 2). For instance, a
user may dislike fantasy movies, but The Lord of the Rings will still be one if the item entries
on the top list because it is popular. This means that in order to have a personalized rec-
ommender system, the mechanism is dependent on user profiles that stores accurate user
preferences. Depending on the website or application that the recommender system is run-
ning on, the approach that the mechanism is written in differentiates on the data that the
user profile holds. Examples of data could be specific tastes in genre, demographic, gender,
or a specific rating on a movie, etc. The approaches when designing the mechanism can be
divided into three subcategories, Content-Based Filtering (CBF), Collaborative Filtering (CF)
and Hybrid Recommender Systems (HRS). The Slope One algorithm is categorized as CF and
can be applied to a recommender system. The algorithm is fundamentally based on linear
regression, hence the name Slope One. Linear regression is for example used in statistical
forecasting and can be applied in a recommender system. Ever since Slope One has been in-
troduced, there have been many alternations and hybrid applications of the algorithm. There
are for instance alternations such as Weighted Slope One, Bipolar Slope One, Slope One with
temporal dynamics, etc. This paper will focus on the regular Slope One and the weighted
alternation.

1.1 PURPOSE

The purpose of this report is to evaluate the Slope One algorithm and its weighted alternation.
The algorithm is written by Lemire and Maclachlan, 2005. When designing the algorithm, the
authors state five goals that are to be satisfied:

• The algorithm should be easy to implement.

• Efficient on query time.

• Generate accurate recommendation.

• When changing to an alternation of Slope One, the system should be updateable on the
fly. In other words, the system should not be dependent on the algorithm and have to
change comprehensively or at all.

• Expect little from users. Newly visiting users should not need to have a big user profile
to get a recommendation.
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Both the regular Slope One and the Weighted Slope One algorithm will be implemented and
evaluated for this paper satisfying the five goals mentioned.

1.2 MOTIVATION

Recommender systems have been developed intensely over the past decade in connection to
increased usage of the internet. An example is the Netflix Prize Competition held 2009 which
contributed to the interest of such systems (Koren and Bell, 2011). The competitions goal was
to develop a more accurate recommender system for Netflix than their current one. It is in-
teresting to examine recommender systems because of their great use on many websites and
systems. A good recommender system will let the user discover new items, which increases
the frequency of visiting the website. This will in the end benefit the company behind the
website and increase the quality of the user experience.

2 BACKGROUND

2.1 COLLABORATIVE FILTERING

CF is completely based on the user’s preferences for items. Usually a preference is repre-
sented by a rating that a user gives to an item, such as when a user rates the movie The Godfa-
ther a 5 on a scale from 1 to 5. In contrast, CBF does not consider ratings at all. CBF is totally
based on preferences of meta data, like "genres" or "what genres the users prefers" (Ricci et al.,
2010, p. 365). Figure 2.1 illustrates an E-R diagram of the relations between users, items and
ratings. Notice that the only essential data for CF is the relational entity rating.

Figure 2.1: E-R diagram of user, item and rating

Using data provided in rating, CF has the property to address missing data in this database.
In other words, items that users have not rated yet, which the algorithm should predict accu-
rately (Ma, King, and Lyu, 2007).

Systems with ratings tend to have two different distinct ways to operate over ratings in the
database - either handling explicit or implicit ratings. Explicit ratings are referred to as how
the user directly makes a rating or declares his/her preferences of a certain item, for instance,
rating a certain movie on a 5-numbered rating scale on Netflix, and based on this rating to
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conclude other movies’ relevance to this certain user. Implicit rating is not as straight-forward
as the explicit one. Implicit ratings is based on user behavior for example analysis of external
browsing data, time and frequency of rating a movie, and other relevant behavioral patterns
(Ricci,Rokach,Shapira 2011: 9).

CF can generally be divided into two categories, model-based algorithms and memory-based
algorithms. For the model-based algorithm, the mechanism learns or estimates a model
based on a subset of the rating data set to make predictions. The advantage is that its pre-
dictions are faster, and it takes less space in memory. This is due to that the algorithm does
not have to compute the whole data set (Ricci et al., 2010, p. 113). The disadvantage is that
the accuracy of a prediction is compromised. The less data the algorithm has of user prefer-
ences, the less accurate the rating will be. Another compromise is that the algorithm has to
prepare the model before it makes the prediction, which makes it inflexible for adding new
data (Ricci et al., 2010, p. 169). For memory-based algorithms, the mechanism iterates over
the whole data set of ratings to make a prediction. The advantages and disadvantages are
quite the opposite of the model-based algorithms. The accuracy of the predictions is more
precise, though in comparison take more time to compute. This is due to the larger set of
data needed to be computed.

CF algorithms categorize a family of different approaches and methods being able to be used
in order to implement a recommender system, for example, Vector Similarity Measure, Corre-
lations, Bayesian Network Models, the Pearson Reference Scheme, etc. (Lemire and Maclach-
lan, 2005). As of this report, the Slope One and the Weighted Slope One algorithm will be the
main ones in focus.

2.1.1 SLOPE ONE

The Slope One algorithm categorizes as a memory-based CF algorithm. The algorithm is
based on the assumption that there is a linear correlation between a user rating and an item,
or between the rating and the user itself. These kind of CF algorithms are known to be item-
based and user-based respectively.

Slope One focuses on the average rating difference of different items, and thus not depen-
dent on the number of users in the data model. Only the average rating difference between
every item needs to be considered (Lemire and Maclachlan, 2005). In addition, the Slope One
algorithm handles the ratings explicitly meaning that the algorithms does not analyze the be-
havioral patterns of specific users.

The algorithm then predicts ratings of items on the form f (x) = x + b. This is a simplified
regression of the linear regression, f (x) = ax + b. Slope One has one free single variable,
b = f (x)−x, that represents the average rating difference between pairs of items. It is proven
that many cases the Slope One regression performs faster than the linear regression due to its
simplicity (Lemire and Maclachlan, 2005).
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To further illustrate the Slope One algorithm, consider following example presented in Table
2.1 representing a table of rated movies.

The Godfather Goodfellas Scarface
Brian 3 4 4
Benny 2 4 1
Donia 2 * 3

Table 2.1: An example of table of rated movies.

"*" means that Donia has not rated the movie Goodfellas yet, which is the rating that Slope
One should predict. The average rating difference between items The Godfather and Good-
fellas is ((4−3)+ (4−2))/2 = 1.5. Likewise the average rating difference between Goodfellas
and Scarface is ((4−4)+ (4−1))/2 = 1.5. The whole table of average rating difference between
items is represented in table Table 2.2 based on the example presented in Table 2.1.

The Godfather Goodfellas Scarface
The Godfather 0.00 1.50 0.33
Goodfellas -1.50 0.00 -1.50
Scarface -0.33 1.50 0.00

Table 2.2: An example of average rating differences between items

More formally this can be described with the following formula:

n∑
i=1

wi − vi

n

Formula 2.1

where w and v represents the different items. The constant b, as in f (x) = x+b, must in other
words be chosen as the average difference of the two different sets containing item ratings of
each user that are used for the prediction.

To get the best prediction on the form f (x) = x +b is done by minimizing

n∑
i=1

(vi +b −wi )2

Formula 2.2

given two arrays with evaluations vi and wi respectively with i = 1,2, ...,n. Setting the deriva-
tive to 0 and deriving with respect to b will imply that b equals to Formula 2.1. With this
mathematical model, the following scheme can be explained. Given a user evaluation u with
ratings ui and u j of items i and j and a training set X , the average deviation between these
two items (item i with respect to j ) as:
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devi , j =
∑

u∈Si , j (X )

u j −ui

numb(Si , j (X ))

Formula 2.3

where Si , j (X ) is the set of all user evaluations in the training set X with respect to items i and
j . The deviation will in other words only take into account those users that have specified
a preference or rating of these specific items. The information taken from the calculation
of the deviations is then stored in a symmetric matrix, thus making it being appendable for
continuous addition of items. If it is known that devi , j +ui is a prediction of u j , given ui , a
reasonable and known prediction would therefore be the average of all of those predictions
of this kind. This is illustrated in Formula 2.4:

P (u) j =

∑
i∈R j

devi , j +ui

numb(R j )

Formula 2.4

where P (u) j is the prediction of item j , and R j the set of all relevant items to this item. Worth
to mention is that many other CF schemes are dependent on each user’s ratings of an individ-
ual item, which in the case of a Slope One algorithm is rather considering the user’s average
rating and also checking which items the user actually have rated.

As for the example in Table 2.1, The predicted rating, "*", of Goodfellas for user Donia can be
estimated to ((1.5+2)+ ((1.5)+3))/2 = 4 using Formula 2.4.

2.1.2 WEIGHTED SLOPE ONE

One of Slope One’s weaknesses is that the number of relevant ratings are not taking into con-
sideration, making all ratings equally as important. With Weighted Slope One it is possible to
increase the weight of the more relevant ratings, thus also decreasing the weight of less im-
portant ones. To illustrate this further, consider this example: Assume that item A and item
B have 10,000 users in common (users that have rated both A and B), while C has only 1,000
users in common with B . This would in other words mean that item A would be a far better
element to use for prediction than item C would be (Lemire and Maclachlan, 2005). With
Formula 2.5 the weighted average can be stated:

P
′
(u) j =

∑
i∈S(u)− j

((dev j ,i +ui )∗ c j ,i )∑
i∈S(u)− j

c j ,i

Formula 2.5

where c j ,i is the number of relevant items in the set S, and is considered to be the weight.
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Using Table 2.1 as an example, the weight between The Godfather and Goodfellas would be
the number of users that has rated both movies, which is the relevance name as c j ,i . This
means, only Brian and Benny have rated both movies, making the weight to be 2 between
these to users. The weight table is illustrated in the following table:

The Godfather Goodfellas Scarface
The Godfather 3 2 3
Goodfellas 2 2 2
Scarface 3 2 3

Table 2.3: Table of weight between movies

Based on Formula 2.5, a weighted prediction for the movie Goodfellas for user Donia is cal-
culated as followed: ((1.5+2)∗2+ (1.5+3)∗2)/4 = 4.

2.2 EVALUATION WITH ROOT-MEAN-SQUARE-ERROR (RMSE)

Root-mean-square-error (RMSE), also known as Root-mean-square-deviation (RMSD) is a
way to measure the deviation or error between two sets of data. In this study the data set is
the actual ratings, preferenced by the users and the approximated ratings from the Slope One
algorithm (Ricci et al., 2010, p. 149). The formula for RMSE is as followed:

RMSE =

√√√√√ n∑
i=1

(wi − vi )2

n

Formula 2.6: RMSE

where w is a set of the actual ratings, and v the set of the predicted ratings. Both w and v have
both n number of ratings each in total. The closer to 0 the RMSE is, the less the deviation is
and the predicted rating is more accurate to the actual rating.

2.3 DATA SOURCE

In 2009, Netflix held a contest with the purpose to improve the accuracy of their recom-
mender system. The team BellKor’s Pragmatic Chaos won the one million USD grand prize.
Their solution increased the suggestion accuracy by 10.06%. In this work we will be us-
ing the data source that was provided for the contest in 2009. The data source includes
17,770 movies, 480,189 users and 100,480,507 user ratings on the movies. The user data are
all anonymous, so confidentiality will not be breached (Netflix, 2009a). The provided data
source is most fit to develop a CF algorithm because the data source contains user-item rat-
ing. This report will therefore not examine a CBF system because the data source does not
provide preferences about each individual user or movie, for example, there is no data pro-
vided about what genres a movie categorizes as or what genres specific users prefer. Figure
2.1 represents the E-R diagram for the Netflix data not considering date. Cinematch is the
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name of Netflix’s current algorithm, and has an RMSE 0.9525. BellKor’s Pragmatic Chaos has
itself a value 0.8567 (Netflix, 2009b).

3 METHODOLOGY

One of the five goals stated in Section 1.1, is that the algorithm should be easy to implement.
To illustrate the course of action, this section will show each moment of implementation,
from managing the raw data set to getting an output from the Slope One algorithm.

3.1 IMPORTING DATA SET TO DATABASE

The Netflix Prize data set provides a directory of about 2.5GB of text files, containing the
users and their ratings on a movie (more about how the data is formatted in Appendix 8.1).
The raw data is imported into a relational database. In this study MySQL is used with the
MyISAM default storage engine. MyISAM is optimized for environments where it is heavy no
reading operations than writing (MySQL, 2015c). The following steps are applied to import
the raw data set:

• 1. File Concatenation
The method used to concatenate the files is to make a program in a scripting language,
and because if its built-in functions it is time efficient to implement such program. In
this case, PHP is used Appendix 8.2. When concatenating the files, the script formats
the data in comma-separated-values (CSV) in preparation for step 3.

• 2. Create the Database
Database is created according to the design illustrated in Figure 1.1. A relational en-
tity named Rati ng is used and represented as the relationship between the two en-
tities User , containing users, and I tem, containing all movies. This relation is de-
scribed in the sense that one user has rated on several movies, which is identified as a
one-to-many relationship. See Appendix 8.3 for the MySQL-queries used to create the
database. Note that Date provided for each rating is not used in this study. Temporal
dynamics is not considered in the Slope One algorithm.

• 3. Import Raw Data to Database
The LOAD DATA INFILE function is used in MySQL to import the raw data into the
database.

3.2 IMPORTING RATING TABLE TO MEMORY

Before importing the rating table from the database to memory, the heap memory is in-
creased to 3GB . This can be done using the flag −X mx3g while running the Java program.
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3.3 PRECOMPUTING AVERAGE RATING DIFFERENCE BETWEEN ITEMS

The prephase of Slope One is to calculate the average rating difference between pairs of items
into a table. Consider Table 3.1 as an example of a table to compute an item-based average
rating. Note that (i temx to i temy ) = -(i temy to i temx ), where x 6= y , therefore only the
upper triangle of the matrix should be stored. The diagonal of the matrix is the average rating
difference between i temx to i temx which average difference is always 0. Furthermore, this
data does not have to be stored with the purpose to save memory space of the computer.
Thus as observed, the data represents an upper triangular matrix marked in bold.

i tem001 i tem002 i tem003 i tem004

i tem001 0 a b c
i tem002 -a 0 d e
i tem003 -b -d 0 f
i tem004 -c -e -f 0

Table 3.1: Average difference in rating between pairs of items

To calculate the table, Formula 2.1 is applied for all pairs of items. Pseudocode for this appli-
cation is stated as followed:

for (every item i) {
for (every other item j<=i and i!=j) {

for (every user u that has rated both i and j) {
Calculate the sum of the deviation between
the rating for i and j

}
Calculate the average rating difference between the items
Add the result to a table

}
}

This algorithm is applied to Appendix 8.6.

3.4 PRECOMPUTING THE WEIGHT BETWEEN ITEMS

To precompute the weight between items i and j , i 6= j , the algorithm has to count the num-
ber of users that has rated both items. Pseudocode is stated as followed:

weight := 0
for (every item i) {

for (every other item j <= i) {
for (every user u that has rated both i and j) {

weight++
}
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Add the total weight to a table
weight := 0

}
}

The application of this algorithm can be found at Appendix 8.5.

3.5 COMPUTING SLOPE ONE

To compute a prediction Formula 2.4 for Slope One is used. The formula translated into
pseudocode is:

for (every item i the user u has not rated) {
totRatingDifference := 0
totalRating := 0
totalNumRating := 0
for (every other item j that user u has rated) {

totRatingDifference += find the average rating difference between i and j
totalRating += find the u’s rating for j
totNumRating++

}
predictionForI := (totRatingDifference + totalRating / totNumRating)

}

This algorithm is applied in Appendix 8.5.

3.6 COMPUTING WEIGHTED SLOPE ONE

To calculate a prediction we use the Weighted Slope One Formula 2.5. The formula translated
into pseudocode is:

for (every item i the user u has not rated) {
totRatingDifference := 0
totalRating := 0
weight := 0
totalWeight := 0
for (every other item j that user u has rated) {

weight := find the weight between i and j
totRatingDifference += find the average rating difference between i and j

multiplied by found weight
totalRating += find the u’s rating for j multiplied by found weight
totalWeight += weight;

}
predictionForI := (totRatingDifference + totalRating / totalWeight)

}

This algorithm is applied in Appendix 8.5.
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4 RESULT

4.1 MEMORY CONSUMPTION AND RUN TIME

The table below illustrates all the processes involved with Slope One using the whole data set,
regarding memory- or disk usage, which data structure or file type that is being used and also
time it takes to execute each process. The time is rounded to the nearest minute or hour.

Memory Usage Data Structure/File Type Time
Concatenation of files 2.8 GB TXT 3 min
Importing data to DB < 2.8 GB SQL 28 min
Load ratings into RAM 930 MB Nested HashMap 8 min
Precomputing Avg.Diff Matrix 737 MB Nested HashMap 10 min
Precomputing Weighted Matrix 755 MB Nested HashMap 10 min
Prediction of one movie 4 B int < 1 sec
Prediction of whole data set 1.4 GB ArrayList 23 h
RMSE evaluation 2.8 GB Two ArrayLists 5 min

Table 4.1: Memory Consumption and Run Time of Implementations

The values presented in Table 4.1 can vary depending on which version of Java Virtual Ma-
chine (JVM) that is used or what workstation the algorithm runs on. See Appendix 8.9 for the
workstation specifications.

4.2 RUNNING THE ALGORITHM

As mentioned in Section 2.2, RMSE will be used to evaluate the accuracy of predicted rating.
For each iteration in the evaluation, one more user, including the movies it has rated, are
evaluated. The RMSE results are presented as follows:

Slope One Weighted Slope One
100-iterations 1.040 1.001

1000-iterations 1.017 0.993
6000-iterations 1.007 0.991

Table 4.2: RMSE results of Slope One and Weighted Slope One

After running the evaluator for both regular Slope One and Weighted Slope One, it is ob-
served that the value of the RMSE will not change comprehensively after approximately 6000-
iterations. This means that the RMSE value will not deviate more than 0.01 units despite fur-
ther iterations.
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It is observed that the RMSE result can deviate up to 0.05 units in the first 100-iterations de-
pendent on the subset of rating that is used. In Table 4.2, the iteration is in ascending order
according to the given user IDs, meaning that the algorithm always starts at user id = 1 and
ascends from there. Choosing another subset to compute the evaluation could for example
be randomly chosen users during iteration.

By comparing the results of regular Slope One and Weighted Slope One, the weighted ver-
sion has about 1.6 % better accuracy than regular Slope One for the Netflix data set for 6000-
iterations. It takes about 9 minutes to compute 6000-iterations.

Running the whole data set takes into account over 100 million user ratings since each user
of all 480,189 users is evaluated. It takes about 23 hours to compute the whole data set. The
result compared to other algorithms is illustrated in the table below:

Slope One Weighted S.O. Cinematch BellKor’s Pragmatic Chaos
Whole data set 1.007 0.990 0.9525 0.8567

Table 4.3: RMSE of Netflix data Set (Netflix, 2009b)

The following Figure 4.1 illustrates how close the ratings are predicted to the actual theoretical
values of the rating scale. The y-axis represents the predicted ratings, while the x-axis the
actual stored ones. The five blue dots represents the function f (x) = x. The scattered dots
should be as close as possible to this line. The graph represents ratings of 6000-iterations,
which means ratings of 6000 users.
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Figure 4.1: Graph of the accuracy of Slope One (green) and the weighted version (red). The
x-axis shows the exact ratings, and the y-axis the predicted ones

5 DISCUSSION

5.1 METHODS FOR IMPORTATION OF DATA

It is important to have considered the effectiveness of importing the entire data set, because
importing large data must be feasible in practice. Section 3.1 describes the steps done when
importing the raw data to a relational database. The reason why the data is imported to a
MySQL database is because the data collection becomes more manageable and organized
than just keeping them in their initial text file format. When creating the database tables, the
attributes should have the smallest possible data type. This is important because disk space
can be an issue in larger data sets if the database is not optimized. For example, the table
rating will only contain any integer from 1 to 5. TINYINT, which is the used data type for the
table rating, is therefore sufficient because it stores only 1 byte per rating, unlike INT that
stores 4 bytes (MySQL, 2015b).

One performance issue that was noticed during the importation was if the data is read and
parsed from multiple files in large quantities, in this case 17 770 files. The performance is-
sue is due to that the separate files are not necessarily aligned in sequential order in the disk
memory. An overhead also exists for opening and closing files. Many files will result in giving
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many file opening and closing operations, thus increasing this overhead (Sunderam et al.,
2005, p. 491). After concatenating all files into a single file, the importation becomes more
time efficient. The advantage with having multiple files is the ability to resume at a certain
file if the program crashes during the importation.

In MySQL, there exists a syntax designed to read text files into relational tables at high speed
(MySQL, 2015a). This syntax is LOAD DATA INFILE, which is much faster than using a large
number of INSERT-statements.

The data fetched from the database is stored in the memory. It is approximately six times
faster to fetch from the memory than from the disk (Jacobs, 2009), although memory con-
sumption must be compromised and the size of the heap may need to be increased.

5.2 SLOPE ONE PERFORMANCE

As given in Table 4.1, to receive a recommendation of one movie takes less than one second.
This is feasible in practical use, because when a user browses through pages on a website, the
update time of the site is expected to be instantaneous. However, before receiving a rating,
an average difference matrix must be precomputed. This means that whenever a user rates a
movie, new data must be appended to this matrix in order for users to further predict ratings.
This precomputing stage will not affect the end-user in terms of performance because the
calculation is only done once. On the other hand, this is on the premise that the current data
already been set is not changed dynamically. If that would be the case, the data set would be
needed to be precomputed every time a change would be made, thus causing more conse-
quences in terms of feasibility in practical use.

A naive approach would be to implement an index for the rating table in the database. How-
ever, the purpose of using indexing on tables is to be able to quickly access a row specified by
an index. This is not the case in this application because Slope One is a memory based algo-
rithm, meaning that the entire data set needs to be evaluated. This makes indexing a useless
tool to optimize the efficiency of importing the whole data set.

In terms of performance, the Weighted Slope One must precompute the weight matrix, which
takes as long time as precomputing the average difference matrix. To receive a recommenda-
tion, there is no considerable time difference between the two versions.

5.3 TIME COMPLEXITY

The time to compute a prediction for Slope One will grow in worst case cubic polynomial time
due to the precomputing phase of the rating average difference table. The time complexity
to compute such table is O(i ∗ j ∗u), where i and j is the number of items, i 6= j , and u is the
number of users that has rated both i and j in the sets. It takes additional O(i ∗ j ∗u) long time
if the weighted version is in use. In conclusion, the precomputing phase in the weighted case
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is: T (n) =O(2∗ i ∗ j ∗u) =O(n2 ∗u). Although it might take 30 minutes to precompute both
tables, this is done once in runtime.

Furthermore, the time complexity of the Slope One algorithm can also be analyzed. As given
the pseudocode at Section 3.5, the algorithm consists of two different indices used in a nested
for-loop. The first one, i , representing the index of the outer loop iterates through all items
that the user has not rated. The second one, j , representing the index of the inner loop it-
erates through every other item that a certain user has rated. Thus, the time complexity of
the Slope One algorithm is O(i ∗ j ) in worst case. This analysis can also be applied for the
Weighted Slope One Algorithm.

5.4 METHODS FOR IMPLEMENTATION

The algorithm’s simplicity is considered in this section. The Slope One algorithm is a simpli-
fied version of using linear regression in a recommender system, meaning that the function-
ality will have a less complex structure. Despite this, the algorithm is still a powerful approach
of handling predictions of large data sets in terms of accuracy. The largest difference between
Slope One and linear regression is that the latter one can suffer from overfitting. This happens
when a model is complex and has too many parameters. (Lemire and Maclachlan, 2005). As
mentioned in Section 2.1.1, Slope One uses far less parameters and regressions, and still re-
ceives more accurate results in some instances.

However with this implementation, an exception exists for users that have rated only one
movie. If the algorithm wants to make a prediction of this single movie, it will be considered
as "not rated" in the first loop. Items already rated by users, will be considered "not rated"
to get a prediction and then the two values can be compared with RMSE. By considering the
only rated movie "not rated" means that the user has not rated any movies at all. By this con-
tradiction, to get a prediction a user must at least have rated two movies or else the prediction
will not be considered in this study.

As for the implementation of Weighted Slope One, the Slope One algorithm can be alternated
without changing the fundamentals of the algorithm. By considering and comparing the pre-
computing phase of the matrices shown in Section 3.3 and Section 3.4, they can be ssen as
similar and are therefore implemented in one class. The implementations of the Slope One
algorithm and the weighted alternation (as shown in Section 3.5 and in Section 3.6), are both
put in a joint class as well.

5.5 ACCURACY

Slope One and its weighted alternation can be used as an accurate recommender system. The
RMSE of regular Slope One deviates with 0.0545 units from Cinematch’s (Netflix’s algorithm)
and Weighted Slope One deviates with 0.0375 units. Observing Figure 4.1, it is possible to see
that some ratings are more accurate than other ones. For example, the majority of the pre-
dictions deviate less for ratings 3, 4, and 5 than ratings 1 and 2. For this reason the Slope One
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algorithm is observed to be more accurate for larger values than smaller. Although the algo-
rithm deviates more for lower ratings, it is more applicable in reality since a recommender
system wants to recommend items with higher rating.

As mentioned at Section 5.4, the condition of this research is that every user must have rated
at least two movies different from each other, otherwise the implemented algorithm will not
be able to do a recommendation. Since this case is ignored, the current result would be differ-
ent from the result also considering this case. However as of this research, it is not considered
and it can therefore not be decided if the RMSE would become even more accurate.

5.6 CRITICISM OF RMSE

Although RMSE is the official measurement for the predicted ratings in Netflix Prize, the eval-
uation method itself has been criticized by statisticians, including Ph.D. James Berger, long
before the competition. The main problem with RMSE is that the resulting value has the
same weight despite the error (Bermejo and Cabestany, 2001) In other words, although the
algorithm predicts a 2 when the actual value is 1 or if the prediction is 5 and the actual value
is 4, both of these have the same weight in error. In practical use, the application would not
recommend a movie with rating 2.

Furthermore, there is also no correlation between the value of RMSE given from the predic-
tion and the actual satisfaction of the end-user when the recommendation is put in practice.
A possible user study could be made to analyze if the recommendation really satisfies the
user’s need.

5.7 IMPROVEMENTS AND FURTHER STUDIES

Regarding the performance of importing data, Slope One has a time consuming precomput-
ing phase (parse raw data, generate average rating difference matrix, etc.). In this study, the
methodology used is satisfactory for the purpose (Section 1.1) and the run-time is efficient
enough. Dependent on how important performance is in this phase, many options can be
done to optimize the run-time. Following suggestions described briefly can be considered
for the optimization:

• Unlike the item data set, the user ID in the user data has gaps in between when listed
in ascending or descending order. Reordering the user ID (or filling in the gaps) will
optimize the iteration of these users without checking if there is a gap.

• Convert the raw data files to a single binary file. When parsing data in the binary file,
exact length of each corresponding data will be used sequentially, meaning for instance
there is no need for using substrings or parsing a comma separated file which is used
in this research.

• Split the workload on different processes and threads.

• Split the processing over several workstations/computer clusters.
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Furthermore, it is also worth to mention the restrictions that exist when computing a whole
data set in the main memory. Even though this method is a lot faster than doing it on query
level, it gives the system restrictions on a hardware level. As mentioned the size of the Heap
must be compromised which puts requirements on the hardware that the system is execut-
ing on. In order to reduce this restriction, it would be better to implement a system based on
computing on query level. Therefore, for further studies it is possible to investigate more
about this topic and implementing a system different from the one implemented in this
study. Following this methodology, a comparison in terms of processing and computational
efficiency can be made.

Mentioned in Section 5.4, there is an exception when a user only has rated one movie. The
Slope One algorithm is able to predict movies even with one movie rated, but an alternation
of the code in Appendix 8.5 needs to be changed. Before predicting this certain movie, all
of the other "not rated" movies needs to be predicted first. It is interesting to consider this
solution for this special case, if performance is compromised and if the RMSE value will be
better or worse.

6 CONCLUSION

To summarize, Slope One and its weighted version satisfy all of the five goals mentioned in
the purpose Section 1.1. This section will refer to the goals mentioned in Section 1.1.

The algorithm is easy to implement since Slope One is an algorithm that is less complex than
using linear regression in a recommender system, where only the ratings’ average differences
are needed to be considered in the prediction.

The algorithm does not have to be changed comprehensively when alternating the Slope One
algorithm in the implementation to include weight in the calculation. This is because both
implementations have similar structure and complexity, and can thus be implemented in the
same class without changing the fundamental algorithm. The only difference is that, in addi-
tion, a weighted matrix must be precomputed for the weighted alternation.

In this implementation, the expectations needed from the user is little. Users only need at
least two rated items in order to make a recommendation. This means that new users can
receive a recommendation without having a large data set of ratings.

Using RMSE as an evaluator, Slope One generated an accuracy of 1.007 units for the predicted
rating. Weighted Slope One generated a more accurate prediction with 0.990 units. Weighted
Slope One deviates with 0.0375 from Netflix’s own algorithm. The algorithm can therefore be
considered accurate enough for a recommender system. It is however important to consider
that the measurement RMSE does not give a fair view for all ratings. Through analysis it is
shown that ratings are more accurate for higher ratings rather than lower ratings.
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Receiving one recommendation will take less than a second, and can thus be considered as
an instantaneous execution. In order to keep this behavior, a precomputing phase must be
done consisting of the computation of the average difference matrix. As for the weighted
alternation of the Slope One algorithm, the precomputing phase also consists of the com-
putation of the weighted matrix. These two phases are though only done once and will not
affect the performance of giving a recommendation to the end-user.

As of this research, there is a range of different approaches to follow in order to improve the
depth of the current analysis. In conclusion, the investigation in its current state fulfills the
five given goals and thus fulfills the given purpose itself.
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8 APPENDIX

8.1 NETFLIX PRIZE 2009 TRAINING DATA SET FILE DESCRIPTION

The file "training_set.tar" is a tar of a directory containing 17770 text files, one per movie. The
first line of each file contains the movie id followed by a colon. Each subsequent line in the
file corresponds to a rating from a customer and its date in the following format:
CustomerID,Rating,Date

• MovieIDs range from 1 to 17770 sequentially.

• CustomerIDs range from 1 to 2649429, with gaps. There are 480189 users.

• Ratings are on a five star (integral) scale from 1 to 5.

• Dates have the format YYYY-MM-DD.

8.2 CONCATENATION OF NETFLIX DATA SET [PHP]

1 <?php
2 /* *
3 * concatenate . php
4 * Concatenates the N e t f l i x Prize traning_set f i l e s into one singl e f i l e .
5 * Input arguments : [ 1 ] : Directory of traning_set f i l e s
6 * [ 2 ] : Path to output f i l e . I f f i l e does not e x i s t ,
7 * the s c r i p t w i l l create a new one .
8 * The s c r i p t formats the concatenated in following :
9 * [ item id ] , [ user id ] , [ rat ing ]

10 * [ item id ] , [ user id ] , [ rat ing ]
11 * . . .
12 * Date i s an optional variable , dependent on use ( i . e , Temporal dynamics ) .
13 */
14

15 $time_start = microtime ( true ) ;
16

17 $dirWithMovies = $_SERVER[ " argv " ] [ 1 ] ;
18 $outFile = $_SERVER[ " argv " ] [ 2 ] ;
19

20 i s _ d i r ( $dirWithMovies )
21 or die ( $dirWithMovies . " i s not a directory . \ n" ) ;
22

23 $dh = opendir ( $dirWithMovies )
24 or die ( " Error opening directory : " . $dirWithMovies ) ;
25

26 $ o f i l e = fopen ( $outFile , "w" ) ;
27

28 while ( ( $ f i l e = readdir ($dh) ) ! = FALSE) {
29 $ f i l e = $dirWithMovies . " / " . $ f i l e ;
30 $fc = f i l e ( $ f i l e ) ;
31

32 $itemID = a r r a y _ s h i f t ( $fc ) ;
33 $itemID= rtrim ( $itemID ) ;

19



34 $itemID = rtrim ( $itemID , " : " ) ;
35

36 foreach ( $fc as $l ine ) {
37 $pieces = explode ( ’ , ’ , $ l ine ) ;
38 $userID = $pieces [ 0 ] ;
39 $rating = $pieces [ 1 ] ;
40 // $date = $pieces [ 2 ] ;
41

42 $outLine = $itemID . ’ , ’ . $userID . ’ , ’ . $rating . " \n" ;
43 f w r i t e ( $ o f i l e , $outLine )
44 or die ( " Error writing to f i l e " . $outFile . " \n" ) ;
45 }
46

47 }
48

49 cl ose di r ($dh) ;
50

51 $time_end = microtime ( true ) ;
52 $time = $time_end − $time_start ;
53 echo "Runtime : " . round ( $time , 2 ) . " seconds\n" ;
54 ?>

8.3 DATABASE CREATION AND DATA IMPORT [MYSQL]

1 CREATE DATABASE IF NOT EXISTS [DATABASE ] ;
2

3 USE [DATABASE ] ;
4

5 DROP TABLE IF EXISTS user ;
6 DROP TABLE IF EXISTS item ;
7 DROP TABLE IF EXISTS rat ing ;
8

9 CREATE TABLE user (
10 id i n t UNSIGNED NOT NULL AUTO_INCREMENT PRIMARY KEY
11 ) ENGINE = MyISAM;
12

13 CREATE TABLE item (
14 id i n t UNSIGNED NOT NULL AUTO_INCREMENT PRIMARY KEY
15 ) ENGINE = MyISAM;
16

17 CREATE TABLE rat ing (
18 user_id i n t UNSIGNED NOT NULL,
19 item_id i n t UNSIGNED NOT NULL,
20 rat ing TINYINT NOT NULL,
21 PRIMARY KEY ( user_id , item_id )
22 ) ENGINE = MyISAM;
23

24 LOAD DATA LOCAL INFILE ’ [PATH TO . CSV−FILE ] ’
25 IGNORE INTO TABLE rat ing
26 COLUMNS TERMINATED BY ’ , ’
27 LINES TERMINATED BY ’ \n ’
28 ( item_id , user_id , rat ing ) ;
29

30 INSERT INTO item (SELECT DISTINCT item_id FROM rating ) ;
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31 INSERT INTO user (SELECT DISTINCT user_id FROM rating ) ;

8.4 MAIN [ JAVA]

1 import java . u t i l . ArrayList ;
2 import RecommenderSystem . * ;
3

4 /* *
5 * Predicts a l l users and a l l movies of a certain DataSource . Evaluates the
6 * predictions with RMSE.
7 */
8 public c l a s s Main {
9 public s t a t i c void main( Str ing [ ] args ) {

10 DataSource dataSRC = new DataSource ( ) ;
11 SlopeOneMatrix avgDiff = new SlopeOneMatrix ( dataSRC , true ) ;
12 SlopeOneRecommender slopeOne = new SlopeOneRecommender( dataSRC , true ,
13 avgDiff ) ;
14 RMSE rmse = new RMSE( ) ;
15 double prediction = 0 . 0 ;
16 double rat ing = 0 . 0 ;
17 ArrayList <Double> predictions = new ArrayList <Double > ( ) ;
18 ArrayList <Double> rat ings = new ArrayList <Double >( ) ;
19

20 // I t e r a t e a l l users
21 for ( i n t userID : dataSRC . getUsers ( ) ) {
22

23 // I t e r a t e a l l movies
24 for ( i n t i = 1 ; i <= dataSRC . getNumItems ( ) ; i ++) {
25

26 // Get a prediction
27 prediction = slopeOne .recommendOne( userID , i ) ;
28 // Get the actual value
29 rat ing = dataSRC . getRating ( userID , i ) ;
30

31 // Rating and Prediction i s NaN i f rat ing does not e x i s t
32 // or i f a user only has rated one movie
33 i f ( ! Double . isNaN ( rat ing ) && ! Double . isNaN ( prediction ) ) {
34 rat ings . add ( rat ing ) ;
35 predictions . add ( prediction ) ;
36 }
37 }
38 }
39 System . out . print ln ( ) ;
40 System . out . print ln ( "RMSE: " + rmse . evaluate ( ratings , predictions ) ) ;
41 }
42

43 }

8.5 SLOPEONERECOMMENDER [ JAVA]

1 package RecommenderSystem ;
2

3 /* *
4 * A Slope One Recommender System . Takes input in constructor : DataSource ( see
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5 * c l a s s DataSource ) , boolean to specify i f weighted version i s used and
6 * SlopeOneMatrix to get the matrices that Slope One uses in the algorithm .
7 *
8 */
9 public c l a s s SlopeOneRecommender {

10 boolean isWeighted ;
11 DataSource dataSRC ;
12 SlopeOneMatrix soMatrix ;
13

14 public SlopeOneRecommender( DataSource dataSRC , boolean isWeighted ,
15 SlopeOneMatrix soMatrix ) {
16 t h i s . isWeighted = isWeighted ;
17 t h i s . dataSRC = dataSRC ;
18 t h i s . soMatrix = soMatrix ;
19

20 }
21

22 /*
23 * Predicts one item i for the user u using the Slope One algorithm .
24 */
25 public double recommendOne( i n t u , i n t i ) {
26 double dif ference = 0 . 0 , userRatingSum = 0 . 0 , prediction = 0 . 0 ;
27 i n t weight = 0 , weightSum = 0 , numRatings = 0 ;
28

29 // For every item j that user u has rated
30 for ( i n t j = 1 ; j <= dataSRC . getNumItems ( ) ; j ++) {
31 i f ( dataSRC . getRatings ( ) . get ( j ) . get (u) ! = null && i ! = j ) {
32

33 i f ( isWeighted ) {
34 // find the weight between j and i
35 weight = soMatrix . getWeight ( i , j ) ;
36 // find the average rat ing dif ference between j and i
37 dif ference += soMatrix . getItemPairAverageDiff ( j , i )
38 * weight ;
39 // find the sum of r at i ngs for j
40 userRatingSum += dataSRC . getRatings ( ) . get ( j ) . get (u)
41 * weight ;
42 // calculate the weight sum
43 weightSum += weight ;
44

45 } e lse {
46 dif ference += soMatrix . getItemPairAverageDiff ( j , i ) ;
47 userRatingSum += dataSRC . getRatings ( ) . get ( j ) . get (u) ;
48 // calculate the number of rat i ngs u has rated
49 numRatings++;
50 }
51 }
52

53 }
54

55 // calculate the prediction
56 i f ( isWeighted ) {
57 prediction = ( double ) ( ( userRatingSum + difference ) / weightSum ) ;
58
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59 } e lse {
60 prediction = ( double ) ( ( userRatingSum + difference ) / numRatings ) ;
61 }
62

63 return prediction ;
64 }
65

66 }

8.6 SLOPEONEMATRIX [ JAVA]

1 package RecommenderSystem ;
2

3 import java . u t i l . * ;
4 import java . u t i l .Map. * ;
5

6 /* *
7 * The c l a s s SlopeOneMatrix i s a repository for matrices used in Slope One.
8 * itemAVGDiffMatrix i s the rat ing dif ferences between each pair of items .
9 *

10 */
11 public c l a s s SlopeOneMatrix {
12 private DataSource dataSRC ;
13 private HashMap<Integer , HashMap<Integer , Double>> itemAVGDiffMatrix ;
14 private HashMap<Integer , HashMap<Integer , Integer >> itemItemWeightMatrix ;
15 private boolean isWeighted ;
16

17 public SlopeOneMatrix ( DataSource dataSRC , boolean isWeighted ) {
18 t h i s . dataSRC = dataSRC ;
19 t h i s . isWeighted = isWeighted ;
20 itemAVGDiffMatrix = new HashMap<Integer , HashMap<Integer , Double> >() ;
21 calcItemPairs ( ) ;
22 }
23

24 private void calcItemPairs ( ) {
25 i n t weight = 0 ;
26 HashMap<Integer , Integer > innerHashMapWeight = null ;
27 HashMap<Integer , Double> innerHashMapAVG = null ;
28

29 i f ( isWeighted ) {
30 itemItemWeightMatrix = new HashMap<Integer , HashMap<Integer , Integer > >() ;
31 }
32

33 Integer r a t i n g I = −1, r a t i n g J = −1, userI = −1, userJ = −1;
34

35 i n t dev = 0 ;
36 i n t sum = 0 ;
37 i n t countSim = 0 ;
38 Double average = 0 . 0 ;
39

40 System . out . print ln ( "Now running : Calculate Item−Item Average D i f f " ) ;
41

42 // for a l l items , i
43 for ( i n t i = 1 ; i <= dataSRC . getNumItems ( ) ; i ++) {
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44 // for a l l other item , j
45 for ( i n t j = 1 ; j <= i ; j ++) {
46 // for every user u expressing preference for both i and j
47 for ( Entry <Integer , Integer > entry : ( dataSRC . getRatings ( ) )
48 . get ( j ) . entrySet ( ) ) {
49 userJ = entry . getKey ( ) ;
50 r a t i n g J = entry . getValue ( ) ;
51

52 i f ( dataSRC . getRatings ( ) . get ( i ) . containsKey ( userJ ) ) {
53 i f ( isWeighted ) {
54 weight ++;
55 }
56 i f ( i ! = j ) {
57 userI = userJ ;
58

59 r a t i n g I = dataSRC . getRatings ( ) . get ( i ) . get ( userI ) ;
60

61 dev = r a t i n g J − r a t i n g I ;
62 sum += dev ;
63 countSim++;
64 }
65 }
66 }
67

68 i f ( i != j ) {
69 // add the dif ference in u s preference for i and j to an
70 // average
71 average = ( ( double ) sum / ( double ) countSim ) ;
72

73 innerHashMapAVG = itemAVGDiffMatrix . get ( i ) ;
74

75 i f ( innerHashMapAVG == null ) {
76 innerHashMapAVG = new HashMap<Integer , Double >( ) ;
77 }
78 }
79

80 i f ( isWeighted ) {
81 innerHashMapWeight = itemItemWeightMatrix . get ( i ) ;
82 i f ( innerHashMapWeight == null ) {
83 innerHashMapWeight = new HashMap<Integer , Integer > ( ) ;
84 itemItemWeightMatrix . put ( i , innerHashMapWeight ) ;
85 }
86 innerHashMapWeight . put ( j , weight ) ;
87 weight = 0 ;
88 }
89

90 i f ( i != j ) {
91 innerHashMapAVG . put ( j , average ) ;
92

93 // Put the deviation average in a matrix for the items
94 itemAVGDiffMatrix . put ( i , innerHashMapAVG) ;
95

96 countSim = 0 ;
97 sum = 0 ;
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98 }
99 }

100 }
101 }
102

103 public double getItemPairAverageDiff ( Integer i , Integer j ) {
104 HashMap<Integer , Double> outerHashMapI = itemAVGDiffMatrix . get ( i ) ;
105 HashMap<Integer , Double> outerHashMapJ = itemAVGDiffMatrix . get ( j ) ;
106

107 double avgDiff = 0 . 0 ;
108

109 i f ( outerHashMapI != null && ! outerHashMapI . isEmpty ( )
110 && outerHashMapI . containsKey ( j ) ) {
111 // I f itemI < itemJ return the item else return the negation
112 i f ( i < j ) {
113 avgDiff = −outerHashMapI . get ( j ) ;
114 } e lse {
115 avgDiff = outerHashMapI . get ( j ) ;
116 }
117 } e lse i f ( outerHashMapJ != null && ! outerHashMapJ . isEmpty ( )
118 && outerHashMapJ . containsKey ( i ) ) {
119 i f ( i < j ) {
120 avgDiff = −outerHashMapJ . get ( i ) ;
121 } e lse {
122 avgDiff = outerHashMapJ . get ( i ) ;
123 }
124 }
125

126 // I f none of the cases applies above , the average dif ference i s 0
127 return avgDiff ;
128 }
129

130 /*
131 * Returns the weight between items i and j
132 */
133 public i n t getWeight ( Integer i , Integer j ) {
134 HashMap<Integer , Integer > outerHashMap = itemItemWeightMatrix . get ( i ) ;
135

136 i n t weight = 0 ;
137

138 i f ( outerHashMap ! = null && ! outerHashMap . isEmpty ( )
139 && outerHashMap . containsKey ( j ) ) {
140 weight = outerHashMap . get ( j ) ;
141

142 } e lse {
143 outerHashMap = itemItemWeightMatrix . get ( j ) ;
144 i f ( outerHashMap ! = null && ! outerHashMap . isEmpty ( )
145 && outerHashMap . containsKey ( i ) ) {
146 weight = outerHashMap . get ( i ) ;
147 }
148 }
149 return weight ;
150 }
151 }
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8.7 DATASOURCE [ JAVA]

1 package RecommenderSystem ;
2

3 import java . sql . * ;
4 import java . u t i l . * ;
5

6 /* *
7 * Data source i s represented as a repository of information about users , items
8 * and the users preference ( rat ing ) for the items . Fetches and writes
9 * information with query to a SQL−database .

10 */
11 public c l a s s DataSource {
12 private Connection conn ;
13 private Statement statement ;
14 private DBConnect dbconnect ;
15 private ResultSet r e s u l t S e t ;
16 private i n t numItems , numUsers , getUserItemRating ;
17 i n t [ ] items , users ;
18 private HashMap<Integer , HashMap<Integer , Integer >> rat ings ;
19

20 public DataSource ( ) {
21 dbconnect = new DBConnect ( ) ;
22 conn = dbconnect . getConnection ( ) ;
23 r e s u l t S e t = null ;
24 numItems = −1;
25 numUsers = −1;
26 getUserItemRating = −1;
27 items = null ;
28 rat ings = null ;
29

30 t r y {
31 statement = conn . createStatement ( ) ;
32 } catch ( SQLException e ) {
33 e . printStackTrace ( ) ;
34 }
35 }
36

37 // Get the t o t a l number of users
38 public i n t getNumUsers ( ) {
39 i f (numUsers == −1) {
40 t r y {
41 r e s u l t S e t = statement . executeQuery ( "SELECT COUNT( * ) FROM user " ) ;
42

43 i f ( r e s u l t S e t . next ( ) ) {
44 numUsers = r e s u l t S e t . getInt ( 1 ) ;
45 }
46 r e s u l t S e t . close ( ) ;
47

48 } catch ( SQLException e ) {
49 e . printStackTrace ( ) ;
50 }
51

52 }
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53 return numUsers ;
54 }
55

56 // Get the t o t a l number of items
57 public i n t getNumItems ( ) {
58 i f (numItems == −1) {
59 t r y {
60 r e s u l t S e t = statement . executeQuery ( "SELECT COUNT( * ) FROM item" ) ;
61

62 i f ( r e s u l t S e t . next ( ) ) {
63 numItems = r e s u l t S e t . getInt ( 1 ) ;
64 }
65

66 r e s u l t S e t . close ( ) ;
67

68 } catch ( SQLException e ) {
69 }
70 }
71 return numItems ;
72 }
73

74 // Get the set of items
75 public i n t [ ] getItems ( ) {
76 i f ( items == null ) {
77 t r y {
78 r e s u l t S e t = statement . executeQuery ( "SELECT * FROM item" ) ;
79 items = new i n t [ getNumItems ( ) ] ;
80

81 // F i l l in array with data
82 i n t i = 0 ;
83 while ( r e s u l t S e t . next ( ) ) {
84 items [ i ] = r e s u l t S e t . getInt ( 1 ) ;
85 i ++;
86 }
87 r e s u l t S e t . close ( ) ;
88 } catch ( SQLException e ) {
89 }
90 }
91 return items ;
92 }
93

94 // Get the set of users
95 public i n t [ ] getUsers ( ) {
96 i f ( users == null ) {
97 t r y {
98 users = new i n t [ getNumUsers ( ) ] ;
99

100 r e s u l t S e t = statement . executeQuery ( "SELECT id FROM user " ) ;
101

102 i n t i = 0 ;
103 while ( r e s u l t S e t . next ( ) ) {
104 users [ i ] = r e s u l t S e t . getInt ( 1 ) ;
105 i ++;
106 }
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107 r e s u l t S e t . close ( ) ;
108 } catch ( SQLException e ) {
109 e . printStackTrace ( ) ;
110 }
111 }
112 return users ;
113 }
114

115 /*
116 * Get the rat ing for item i for user u , i f NaN i s returned , the rat ing i s
117 * non e x i s t e n t .
118 */
119 public double getRating ( i n t u , i n t i ) {
120 t r y {
121 String query = "SELECT rating FROM rating " + "WHERE user_id = "
122 + u + " " + "AND item_id = " + i ;
123

124 r e s u l t S e t = statement . executeQuery ( query ) ;
125

126 i f ( r e s u l t S e t . next ( ) ) {
127 getUserItemRating = r e s u l t S e t . getInt ( 1 ) ;
128 r e s u l t S e t . close ( ) ;
129 return getUserItemRating ;
130

131 } e lse {
132 r e s u l t S e t . close ( ) ;
133 return Double .NaN;
134 }
135 } catch ( SQLException e ) {
136 e . printStackTrace ( ) ;
137 }
138 return Double .NaN;
139 }
140

141 /*
142 * Get rat ings represented in a nestled HashMap: HashMap{ [ item_id ] ,
143 * HashMap{ [ user_id ] , [ rat ing ] } }
144 */
145 public HashMap<Integer , HashMap<Integer , Integer >> getRatings ( ) {
146

147 i f ( r at i ngs == null ) {
148 t r y {
149 // −−quick in MySQL
150 statement . setFetchSize ( Integer .MIN_VALUE) ;
151 r e s u l t S e t = statement . executeQuery ( "SELECT * FROM rating " ) ;
152 rat ings = new HashMap<Integer , HashMap<Integer , Integer > >() ;
153

154 Integer item , user , rat ing ;
155

156 HashMap<Integer , Integer > innerHashMap = null ;
157 while ( r e s u l t S e t . next ( ) ) {
158

159 item = r e s u l t S e t . getInt ( 2 ) ;
160 user = r e s u l t S e t . getInt ( 1 ) ;
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161 rat ing = r e s u l t S e t . getInt ( 3 ) ;
162

163 innerHashMap = r at i ngs . get ( item ) ;
164

165 i f ( innerHashMap == null ) {
166 innerHashMap = new HashMap<Integer , Integer > ( ) ;
167 }
168

169 innerHashMap . put ( user , rat ing ) ;
170 rat ings . put ( item , innerHashMap ) ;
171

172 }
173 r e s u l t S e t . close ( ) ;
174 } catch ( SQLException e ) {
175 }
176 }
177 return r at ings ;
178 }
179 }

8.8 RMSE [ JAVA]

1 package RecommenderSystem ;
2

3 import java . u t i l . ArrayList ;
4

5 /* *
6 * RMSE ( a . k . a . RMSD) evaluates an ArrayList of predicted doubles with an
7 * ArrayList of the the actual value
8 */
9 public c l a s s RMSE {

10

11 public double evaluate ( ArrayList <Double> actualVal ,
12 ArrayList <Double> predictedVal ) {
13 double rmse = 0 . 0 ;
14 double d i f f ;
15 for ( i n t i = 0 ; i < actualVal . s i z e ( ) ; i ++) {
16 d i f f = actualVal . get ( i ) − predictedVal . get ( i ) ;
17 rmse += d i f f * d i f f ;
18 }
19 rmse = Math . sqrt ( rmse / actualVal . s i z e ( ) ) ;
20 return rmse ;
21 }
22

23 }
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8.9 WORKSTATION SPECIFICATION

Following data presents the specifications of the workstation used for this paper.

Computer Asus Zenbook UX32VD
Release Year 2012

Processor Intel® Core™ i7 3517U Processor (1.9 GHz, Dual core)
Memory DDR3 1600 MHz SDRAM, OnBoard Memory GB , 1x DIMM socket (4 GB)

Disk Corsair Force GT Series 3 2.5" 120GB SSD MLC
Operating System Linux Ubuntu 15.04
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