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Intelligent Transport System (ITS) can utilize advances in Information and 
Communication Technology (ICT) and maximize the capacity of existing 
transportation systems without building new infrastructure. However, in spite 
of these technical feasibilities and significant performance-cost ratios, the 
deployment of ITS is limited in the real world because of several challenges 
associated with its architectural design.  

This thesis studies how to design an efficient deployable architecture for ITS, 
which can utilize the advantages of cloud computing and the publish/subscribe 
communication model. In particular, our aim is to offer an ITS infrastructure 
which provides the opportunity for transport authorities to allocate on-demand 
computing resources through virtualization technology, and supports a wide 
range of ITS applications. We propose to use an Infrastructure as a Service (IaaS) 
model to host large-scale ITS applications, and to use a publish/subscribe system 
as a building block for developing a low latency ITS application. We investigate 
different strategies to improve performance of an ITS application during service 
mobility such as utilizing multiple paths to spread network traffic, or deploying 
recent queue management schemes.
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Architectural Evolution of Intelligent Transport Sys-
tems (ITS) using Cloud Computing
ROBAYET NASIM
Department of Mathematics and Computer Science
Karlstad University

Abstract
With the advent of Smart Cities, Intelligent Transport System (ITS) has be-
come an efficient way of offering an accessible, safe, and sustainable transport-
ation system. Utilizing advances in Information and Communication Tech-
nology (ICT), ITS can maximize the capacity of existing transportation sys-
tems without building new infrastructure. However, in spite of these tech-
nical feasibilities and significant performance-cost ratios, the deployment of
ITS is limited in the real world because of several challenges associated with its
architectural design.

This thesis studies how to design a highly flexible and deployable architec-
ture for ITS, which can utilize the recent technologies such as - cloud com-
puting and the publish/subscribe communication model. In particular, our
aim is to offer an ITS infrastructure which provides the opportunity for trans-
port authorities to allocate on-demand computing resources through virtualiz-
ation technology, and supports a wide range of ITS applications. We propose
to use an Infrastructure as a Service (IaaS) model to host large-scale ITS ap-
plications for transport authorities in the cloud, which reduces infrastructure
cost, improves management flexibility and also ensures better resource utiliz-
ation. Moreover, we use a publish/subscribe system as a building block for
developing a low latency ITS application, which is a promising technology
for designing scalable and distributed applications within the ITS domain. Al-
though cloud-based architectures provide the flexibility of adding, removing
or moving ITS services within the underlying physical infrastructure, it may
be difficult to provide the required quality of service (QoS) which decrease
application productivity and customer satisfaction, leading to revenue losses.
Therefore, we investigate the impact of service mobility on related QoS in
the cloud-based infrastructure. We investigate different strategies to improve
performance of a low latency ITS application during service mobility such as
utilizing multiple paths to spread network traffic, or deploying recent queue
management schemes.

Evaluation results from a private cloud testbed using OpenStack show that
our proposed architecture is suitable for hosting ITS applications which have
stringent performance requirements in terms of scalability, QoS and latency.

Keywords: ITS, cloud computing, OpenStack, virtualization, asynchron-
ous communication, publish/subscribe system, scalability, distributed archi-
tecture, QoS, latency.
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am grateful to Professor Ivana Podnar Ẑarko and Aleksandar Antonic̀ for their
support, specially during my visit to the Faculty of Electrical Engineering and
Computing at University of Zagreb, Croatia. Also, I am grateful to Professor
Dr.-Ing. Franz J. Hauck to accept the role of opponent for my thesis defense.

A special thanks to my parents. Words cannot express how grateful I am
to my father, Nasimul Ghani, and my mother, Ferdoshi Begum for all of the
sacrifices that you have made on my behalf. Your prayer for me was what
sustained me thus far. I also thank my brother, Ridnan Nasim and my sister,
Refata Nasim. Furthermore, I would like to thank all of my friends who sup-
ported me in writing, and incented me to strive towards my goal. Last but not
least, I would like to express appreciation to my beloved wife Afrina Zabeen
for her love and support throughout this journey.

Karlstad, 22nd May 2015 Robayet Nasim





vii

List of Appended Papers
1. Robayet Nasim, Andreas J. Kassler. Distributed Architectures for In-

telligent Transport Systems: A Survey. In IEEE Second Symposium on
Network Cloud Computing and Applications (NCCA 2012), pages 130-
136, London, UK, December 3th-4th, 2012.

2. Robayet Nasim, Andreas J. Kassler. Deploying OpenStack: Virtual In-
frastructure or Dedicated Hardware. In IEEE 38th Annual International
Computers, Software and Applications Conference Workshops (COMPSACW
2014), pages 84-89, Västerås, Sweden, July 21-25, 2014.

3. Robayet Nasim, Andreas J. Kassler, Ivana Podnar Ẑarko and Aleksandar
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1 Introduction
In recent years the term Intelligent Transport System (ITS) has emerged, which
refers to the fact of transforming transportation systems through the use of
ICT and its related infrastructure [17]. According to [34], “ITS can be defined
as the application of advanced sensor, computer, electronics, and communic-
ation technologies and management strategies in an integrated manner to im-
prove the safety and efficiency of the surface transportation system”. ITS has
potential to solve the most common challenges related to recent transportation
systems such as - heavy traffic congestion in large cities, poor traffic manage-
ment, unreliable services, etc. Moreover, it is shown that ITS has the possibil-
ity to act as a key factor for economic growth in many countries [13]. How-
ever, the diversity of data sources and multiple distributed traffic departments
make the ITS development complex. Further, ITS should support a wide range
of core services ranging from “Traveler Information” to “ICT Infrastructure”.
Even though the possibilities of ITS have been recognized, they have not yet
turned out as real-world deployment for the public transport systems. There-
fore, in order to deploy ITS for public transport systems, the architecture
needs efficient sharing of real-time traffic and road conditions among oper-
ated vehicles and transport authorities. This will increase road safety and im-
prove traffic flow by operating traffic signals intelligently and assisting drivers
to avoid potential dangerous road conditions by sending prior traffic advisories
such as road repairs, blocked lane, etc.

Cloud Computing offers geographically distributed computing resources
as services to users based on demand by taking the advantages of virtualiza-
tion technology. The term cloud computing is defined in [31] as a computing
model which combines multiple technologies such as - utility computing, grid
computing, Service-Oriented Architectures (SOA), web services, etc. to de-
liver hosted services over the network. Deploying transportation systems over
a cloud platform explores a number of benefits which may not be possible to
achieve through a traditional architecture of transportation systems such as a
flexible deployment environment for traffic management strategies, intelligent
decision support, etc. Additionally, a cloud-based architecture is a good choice
for managing and storing large volumes of data from heterogeneous sources in
ITS. Architectures based on cloud computing not only provide efficient data
processing capability but also ensure an established and proven platform for
implementation and maintenance because of virtualization and other under-
lying techniques to separate the softwares from the characteristics of Physical
Machines (PMs). But deploying this model to a real-world scenario is associ-
ated with several challenges such as admission control, scaling resource auto-
matically, utilize resources optimally, etc. Further, its always hard to make
a balance between Service Level Agreements (SLA) and resource utilization.
Therefore, the physical machines are often either under-provisioned or over-
provisioned. A closely related problem of the cloud-based ITS architecture is
that the workloads for most of the ITS applications are user-driven that means
resource demands are non-deterministic and variable. Therefore, sudden fluc-
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tuations in workloads can lead to non-optimal resource utilization. In order
to tackle this problem dynamic mappings between Virtual Machines (VMs)
and PMs are required. To this end, several solutions have been proposed from
different vendors addressing the problem of providing “Infrastructure as a Ser-
vice (IaaS) ” [31]. OpenStack [35] [43] is one of the most popular and widely
adopted open-source IaaS providers. However, before adapting an OpenStack-
based solution for ITS , it’s necessary to investigate the actual performance and
scalability of the cloud infrastructure in detail.

Live VM migration is one of the major tools in a cloud deployment to re-
balance workload across PMs with a goal of maximizing utilization, manage-
ability and fault tolerance of the infrastructure. In general, virtualization de-
couples the cloud applications from underlying PMs by deploying them inside
VMs. It gives the flexibility of migrating VMs within PMs to accommodate
workload spikes and/or to utilize resources. Therefore, live VM migrations
should not break service levels of the applications that are running on top of
the VMs. Again low latency networking support is one of the major require-
ments not only for the ITS applications but also for many different modern
applications such as financial transactions, etc. But often during live VM mi-
grations, applications’ performance are affected in different ways due to vary-
ing underlying resources usage and access patterns. Moreover, such migrations
may increase traffic on certain links of the underlying networks, which may
negatively affect the performance of other deployed applications and/or re-
sponse time for the interactive applications. Therefore, a detailed research is
required on different aspects of the underlying concepts of live VM migrations
which can improve its performance.

A Publish/Subscribe system offers an asynchronous and flexible commu-
nication model [11] to establish communication between a set of data produ-
cers and consumers, where the producers publish information and the con-
sumers express their interests in form of subscriptions. The middleware used
in this communication model is responsible for matching and delivering the
right information to the consumers. The major characteristics [44] - reliabil-
ity, flexible communication pattern, decoupled interaction scheme of a Pub-
lish/Subscribe system, make it suitable for developing large scale distributed
application in the area of ITS. Two important features - “Loose coupling” and
“Asynchronous push based communication” of a Publish/Subscribe system,
make it attractive for designing an ITS architecture because an efficient ITS
application always requires extensive integration among diverse data sources
and distributed transport departments to offer a reliable service to the end
users. Beside the appealing advantages of using a Publish/Subscribe interac-
tion model in ITS, there are still several issues that need to be investigated and
resolved such as scalability, expressiveness, smart management framework, etc.

This thesis investigates how recent technologies such as - Cloud Comput-
ing and Publish/Subscribe system can interact with each other for building
a reliable, scalable architecture for ITS, which gives public transport author-
ities the ability to aggregate and analyze diverse real-time data from different
sources and to take intelligent actions. A general architecture for providing ITS
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core services in different deployment scenarios is proposed and a low latency
ITS application is investigated against different parameters such as - scalability,
mobility, latency of the service times, etc. The thesis contains an introduct-
ory summary, followed by re-prints of four peer-reviewed papers on this area,
which were co-authored by the author of this thesis. To provide a clear under-
standing of the research problems presented, Section 2 presents an overview
of the background material. The research problems of this thesis and contri-
butions are listed in Section 3. The research methods which are employed by
the appended papers are discussed in Section 4. Section 5 provides a summary
of all the appended papers. Finally, Section 6 concludes the introductory sum-
mary of the thesis.

2 Background
The goal of this section is to present underlying concepts and technologies that
are investigated in this thesis. The discussion starts with ITS and its core ap-
plications. Then the discussion proceeds with the description of asynchronous
communication models and cloud-enabled technologies. Finally, a brief over-
view about the OpenStack cloud platform is presented.

2.1 Intelligent Transport System and Its Applications
Unlike traditional traffic engineering, ITS is considered as a smart technology
which integrates information, communication, control, computer technology
and other modern technologies to deploy a real-time, flexible, reliable and ef-
ficient transportation management system. The concept of ITS was proposed
by united States in the 20th century [19], but nowadays it is spread out all
over the world especially in Japan, Singapore, Korea and some of the European
countries at significant level. In order to solve the problems related to trans-
portation and to advance the research related to people-centric ITS for pub-
lic and private sectors, European Road Transport Telemetric Implementation
Coordination Organization (ERTICO) [12] was formed in 1985. According
to [34], ITS can offer five key benefits over traditional traffic infrastructure -
1) reduce congestion and hence increase operational performance, 2) increase
safety for the travelers and vehicles, 3) enhance mobility and flexibility for the
travelers, 4) impose environmental benefits, and 5) raise employment oppor-
tunity, and therefore, force economic growth. There are different technologies
which are required to integrate together in order to design a concrete architec-
ture for ITS. According to [13], a general infrastructure for ITS includes three
key steps: data collection, data processing and information delivery. Each step
involves a set of diverse technologies, devices, platforms, entities which require
seamless interaction in order to deliver reliable services to the end users.

A high level view of the ITS architecture and interactions among three
key entities - Service Providers, Service Consumers and Service Producers within
the ITS domain is illustrated in Figure 1. The architecture is designed while
keeping in mind the diversity of ITS applications which includes data from
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Figure 1: Generic Infrastructure for ITS, adapted from [32]

multiple transport agencies. The “Integration platform” supports collection
of transportation related static and real-time data from different sources, such
as - public transport (PT) databases, taxi databases, etc. The “Transformation
layer platform” supports processing of large volumes of data and transforming
it to a common format so that the next layer can utilize the data to provide
services. Finally, the “Event-Oriented service platform” enables loose coup-
ling among Service Providers and Service Consumers which ensures a flexible
communication model. In general, public transport agencies, taxi agencies,
etc. are considered as Service Providers (denoted as ‘S’ in the figure) and the
end users are considered as the Service Consumers (denoted as ‘C’ in the fig-
ure). Additionally, one service can also act as a consumer for other services.
For example, a service called StopsInArea, which provides a list of stops for
a given area, can use the service named VehicleStops, which include all the
stops. Service Consumers might for example choose to carpool, making the car
driver also a Service Producer - such users could be called prosumers (denoted
as ‘P’ in the figure). ITS applications vary over a wide range, and therefore its
not possible to present all possible applications within the ITS domain [13].
However, most of the ITS applications can be classified into six different cat-
egories [32] - Traveler Information, Traffic Management, Electronic Pricing and
Payment, Vehicle Safety Systems, ICT Infrastructure, and Freight and Logistics,
where each category includes multiple ITS services.

2.2 Asynchronous Communication Model
A Publish/Subscribe system defines an asynchronous interaction model where
three entities - Publishers, Subscribers, and Notifications are loosely coupled.
A Publish/Subscribe system is a well-established continuous processing and
communication infrastructure for efficient and flexible data processing as well
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as push-based data dissemination from data sources, i.e. publishers, to data
destinations, i.e. subscribers. Data filtering and distribution is flexible as it
takes into account users’ preferences expressed as subscriptions. It is often
used for efficient messaging in real-time because it has the ability to process
large volume of data due to flexible and expressive subscription languages and
efficient filtering algorithms. Several Publish/Subscribe systems have been
presented by both industry and academia [30]. But in general, they can be clas-
sified into two categories: Subject-based and Content-based. In a subject-based
system, publishers and subscribers can interact based on individual topics. In
a content-based system, subscribers can subscribe based on the content of the
individual topics.

In this thesis, a content-based Publish/Subscribe system, called MoPS [36],
is used because of its support for expressive predicate language, and flexible
design principles. MoPS uses a broker or set of inter-connected brokers in
order to establish communication among publishers and subscribers. The
broker acts as the core component of the system which is responsible for match-
ing and routing notifications to the proper subscribers. The number of brokers
can vary with the workload. The routing algorithm of MoPS is designed by fo-
cusing on the mobility of the publishers and/or subscribers so that subscribers
can get all the valid notifications after reconnecting to a new broker with the
same subscriptions. MoPS manages the mobility of the publishers and sub-
scribers through a sequence of commands named connect, disconnect, recon-
nect, and the validity of a publication or subscription is defined by its associ-
ated timestamps. MoPS uses TCP as the underlying communication protocol
because of its reliability for data transfers. If there is more than one broker
connected within the system, flooding is used for routing among the brokers
to update about current active subscribers and their interests.

2.3 Cloud-Enabling Technologies
2.3.1 Virtualization

Virtualization is a prominent technology which has been used since 1960s
[8]. It allows to run one or more VMs to be co-located on a single phys-
ical machine where the PM is known as the host and the VMs are referred
to guests. Applications hosted on the VMs are isolated form each other and are
not aware of the virtualization of the underlying hardware. A special software
layer, called hypervisor or Virtual Machine Monitor (VMM) [3] is responsible for
managing common physical resources among VMs. Unlike emulators, hyper-
visors use the self-virtualization feature of CPUs instead of emulating them.
Most of the recent CPUs from Intel and AMD have incorporated explicit sup-
port for “virtualization extensions” feature which provides hardware acceler-
ation and hence, VMs show improved performance [18]. In general virtual-
ization can be classified into three general categories [29]: full-virtualization,
para-virtualization and OS-level virtualization (see Figure 2). Full virtualiza-
tion provides the opportunity to run multiple VMs on top of the virtualized
hardware where the VMs are not aware about the hardware virtualization.
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Figure 2: Virtualized Infrastructure with Full virtualization,
Paravirtualization and OS-level virtualization, adapted from [33]

Each guest VM will operate in a similar way as it is operating directly over
the underlying hardware. Examples of hypervisors providing full virtualiza-
tion are KVM [20], VMware [42], etc. Paravirtualization is a virtualization
technique where the guest VMs are modified to inform that they are running
over virtualized hardware. In this case, the hypervisor acts as a virtualization
layer. Guest VMs make the system calls to the hypervisors in order to share
common hardware resources. A typical example of a hypervisor supporting
paravirtualization is Xen-PV [40] [3]. OS-level virtualization works at the OS
layer by allowing a single instance of the operating system into multiple isol-
ated partitions. The OS kernel is running on the physical host and provides
OS functionality to each partition, where each partition acts as a real server.
FreeBSD jail [25] is an example of an OS-level virtualization technique.

2.3.2 Live Migration

VM migration is one of the key features offered by a cloud platform. A VM
can be migrated from one physical machine to another by transferring its state
such as - CPU, devices, associated memory and storage. Basically, there are two
types of VM migration: “Hot (Live) Migration” and “Cold Migration” [6]. In
hot or live migration, a VM does not lose its state, therefore, it is not required
to shutdown and restart the VM to continue its operation at the destination
host. In contrary, cold migrations suspend operating systems and applications
on VMs and transfer VMs’ states, the associated memory and storage to the des-
tination host and resume VMs’ operation at the destination host. The amount
of time during which VMs stop executing both at the source and destination
host is called VM downtime. Today, live migration is supported by most of
the common hypervisors such as - Xen, KVM and VMware, but the down-
time can vary from few hundred milliseconds to several seconds depending on
the hypervisor and workload of the VM.

Three different categories of live migration strategies are discussed in [39].
The outlines for the algorithms of live VM migrations are presented in Figure
3. In the Precopy approach [7], VMs transfer their CPU, storage, and memory
states before starting their execution at the destination node. This is the most
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Figure 3: Live Migration Strategies a) Precopy b) Postcopy c) Hybrid

common approach used by most of the common hypervisors such as KVM
by default. In general, the Precopy approach consists of three steps [9]. In
the Start-up phase, VMs’ memory are transfered form source to destination
node over several iterations. But some of the memory pages may change at the
source node after transferring to the destination node which require re-transfer
in order to ensure consistency of the VM. The iterations may run for infinite
amount of times, if memory change rate is higher than the memory transfer
rate. Therefore, some conditions are applied in the Precopy Termination phase
to limit the iterations over a deterministic time. These stop conditions mainly
depend on implementations of the hypervisors but can be classified into three
main categories. Firstly, the approaches can limit the highest number of itera-
tions. Secondly, they may limit the highest amount of transferred memory or
finally, they may limit the number of modified pages in the last iterations. In
the last phase, called Stop-and-Copy, the VMs stop their execution at the source
node and transfer CPU and device states and remaining memory pages to the
destination node and re-start their operation. In contrary, in the postcopy ap-
proach [22], at the beginning VMs transfer their CPU states to the destination
to start their operation, and afterwards memory pages are transferred from
source to destination based on demand. Finally, another strategy called hy-
brid approach [39], combines both precopy and postcopy approaches. In the
hybrid approach, at the beginning, the most frequently accessed memory pages
are transferred from source to destination and then the migration follows the
steps from pure postcopy approach.

2.3.3 Elasticity

Elasticity in a cloud-based architecture can be defined as the way of allocating,
deallocating and reallocating physical resources among the VMs automatic-
ally based on demand. For the dynamic nature of workloads of cloud applic-
ations, a cloud platform should able to allocate and deallocate resources with
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workload variations, and mitigate peaks as close as possible in unpredictable
environments with rapid changes [21]. An elasticity policy can be defined as
the approach how and when resources are added to an application, depend-
ing on its load. There are two approaches to achieve elasticity [37] in a cloud
environment. In horizontal elasticity, scaling is achieved by adding and/or re-
moving the number of allocated VMs for an application. On the contrary,
in vertical scalability, scaling is achieved by allocating and/or deallocating re-
sources to the available VMs for an application. There are two main alternative
approaches [16] to implement an elasticity policy for a cloud-based applica-
tion. The first approach is using a control theoretic approach where a decision
for resource allocation is based on the current application performance and its
projection based on QoS (such as - response time) with given resources. The
second approach is called heuristic, rule-based approach, where the scaling de-
cision is based on the specification of a set of heuristic rules. For example,
setting an upper or lower threshold for a VM based on its CPU utilization.

2.4 OpenStack Infrastructure
OpenStack [35] is a collection of open source software to build and manage
private, public and hybrid cloud platforms. OpenStack falls into the category
of IaaS and provides the flexibility to the end users to manage the infrastructure
efficiently. OpenStack consists of different components and its open nature
provides the opportunity to include additional components depending on the
requirements. However, in general the OpenStack community has considered
nine different components as the core components.

Nova: It provides the compute service and is considered as the core com-
puting engine behind OpenStack. It is responsible for creating and managing a
large number of VMs and other instances for handling computing tasks. Nova
consists of six different sub components to ensure different types of related
services. Nova API provides an interface for the end users or system adminis-
trators to carry out the management related tasks. Nova Compute is respons-
ible for maintaining the life cycles of VMs such as - creating, deleting or mov-
ing VMs within the cloud platform. Nova Conductor implements a new layer
which allows Nova Compute to offload its database operations. Nova Scheduler
handles the coordinations between resource requests and resource allocations.
Nova Network provides the network connectivity for the VMs within Open-
Stack. Active Message Queuing Protocol (AMQP) is used for communication
between different services through extensive use of messaging and MySQL is
used for storing all the metadata.

Neutron: It is the networking component of OpenStack which is a plug-
gable, scalable and API-driven system for managing network related service
such as L3 forwarding, NAT, VPN, edge firewall, etc. for the OpenStack
VMs. Unlike Nova Network, it manages software-defined networking and of-
fers the opportunity to configure advanced virtual network topologies such as
tenant-based network traffic segregation. As a part of creating a VM within
OpenStack, Nova Compute interacts with Neutron through API calls to enable
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network connection for the VM.
Swift: It offers cloud storage software for objects and files . It uses unique

identifiers for referencing to the files or other pieces of information rather than
the location on the storage. Users can store and retrieve information through
an API which is ideal for storing unstructured data in a scalable way.

Cinder: It is a block storage component for OpenStack VMs. It uses a more
traditional approach to access files based on its location on the disks which is
suitable for the scenarios where data access speed is an important factor.

Keystone: It provides the authentication and role-based access control ser-
vices for OpenStack. It maps all the users against all the available services in
the cloud platform and decides about access over that services. It also provides
an OpenStack identity API for the developers.

Glance: It provides the image services within OpenStack. It allows system
administrators to use images and snapshots as a template for launching VMs
within OpenStack.

Ceilometer: It provides the services related to billing. It keeps track of
the users’ usage of cloud resources and allows cloud providers to offer billing
services based on the usage reporting.

Heat: It is the orchestration component of OpenStack to manage the re-
quirements such as - resources and configurations for deploying services on
top of the cloud platform.

Horizon: It provides a web-based interface to the system administrators to
manage the cloud platform. For delivering the core support for the OpenStack
services it classifies the interface into three dashboards, a “User Dashboard”, a
“System Dashboard”, and a “Settings Dashboard”. Further, it provides a set of
API abstractions for the core OpenStack projects so that developers can work
with a consistent set of reusable methods without getting familiar with the
APIs of each OpenStack project.

Figure 4 provides an overview of the steps to create a VM within Open-
Stack. It starts from taking the command through Nova API or OpenStack
Dashboard from cloud administrators, then the Nova Scheduler takes the de-

Figure 4: Overview of VM Creation within OpenStack Cloud Platform,
adapted from [33]
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cision about resource allocation and placing the VM on a suitable Compute
Node. For AMQP broker, either RabbitMQ [41] or Qpid [1] is used for man-
aging the communication between Nova Scheduler and Nova Compute. Finally,
Nova Compute launches the VM where Glance supports with the VM image.
Then, either Nova Network or Neutron is used for setting up network con-
nectivity for the VM. All the metadata regarding the VM is stored in MySQL
database in order to manage the consistency of the cloud platform. Keystone
acts as the central entity for checking credentials for all the services. Regarding
VM migrations, OpenStack supports different ways [14] which can be classi-
fied into three categories - “migrations with shared storage known as Live Mi-
gration”, “migrations without shared storage known as Block Live Migration”,
and “migrations with an attached volume (block storage) known as Volume-
backed Live Migration. In OpenStack, live migration mainly depends on its
hypervisor. For example, KVM is the ephemeral hypervisor for OpenStack
which supports QEMU [4] to utilize hardware virtualization on different ar-
chitectures. Libvirt [5] provides an API to manage both KVM and QEMU.
The live migration technique is faster than block live migration as for the prior
case the hypervisor only transfers the VM’s state rather than the entire virtual
disk. In volume-backed live migration, VMs use block storage rather than eph-
emeral disk and migration is possible without moving and copying a volume,
only by handshake between Nova and Cinder to attach/detach the volume
from one host to another. The detailed steps for OpenStack block live migra-
tion is presented in Figure 5. At the beginning, instruction for live migration
is given through Nova Compute API. Then, the Nova Scheduler schedules the
task and forwards this to Nova Conductor. Nova Conductor checks the stor-
age availability and compatibility of source and destination nodes for the mi-
gration. Nova Compute creates an empty disk and an instance directory and
transfers missing files through Glance to the destination node. Finally, Nova
Compute initiates the actual migration on the source node and a libvirt XML
file is created on the destination node for storing metadata about the VM.

Figure 5: OpenStack VM Block Live Migration Workflow
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3 Research Problems and Contributions
The key challenge that is addressed in this thesis is to design and implement
a distributed information architecture and exchange mechanism for ITS. For
the context of the thesis we focus on a system that is flexible, scalable, elastic,
and supports loose coupling among different transportation departments and
asynchronous push based communication between service providers and con-
sumers. Moreover, during architectural design, we concentrate on flexible
support and optimal management of available resources while considering the
QoS requirements. We map out the research space by identifying a set of ma-
jor challenges for designing a reliable distributed architecture for ITS. Further-
more, we investigate on different network based optimization techniques to
improve the performance of live VM migrations while concentrating on the
utilization of available network bandwidth within a cloud platform which is
important for the ITS architecture but generally applicable to any cloud-based
infrastructure. Our aim is to utilize usable underlying network paths to trans-
fer high-volume migration traffic quickly without affecting other intra traffic
within a cloud infrastructure.

How to design a generic architecture for distributed ITS in
the context of public transport systems?

An answer to this question is provided in paper I, where a reference distrib-
uted architecture for ITS is proposed. The paper identifies recent technologies
such as - SOA, Cloud and Grid Computing, and presents prominent solutions
based on these technologies, which can be applied for building a reliable infra-
structure for ITS. It also discusses the relative challenges of these technologies
that require special attention before deploying the architecture in real-world.
The proposed architecture focuses on a set of core and innovative ITS applic-
ations during design. The major goals of the architecture are to offer services
which include data from multiple transport authorities and to provide services
on time to large numbers of mobile consumers. E.g. a traveler starts a travel
from point A to C via point B where the complete trip includes services from
multiple transport authorities. The architecture should continue service de-
livery to the travelers without disruption during the travel from A to C in the
proposed architecture. This is achieved by separating the data collection layer
which collects data from diverse transport agencies from the transformation
layer which converts collected data into a common format.

How to take advantages of a cloud-based architectural model
for ITS?

Utilizing the concept of cloud computing in the area of ITS can provide a num-
ber of benefits over traditional architectures regarding operational perform-
ance and associated cost such as dynamic allocation/deallocation of computa-
tional resources based on workload. But before shifting an ITS infrastructure
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to a cloud platform, it is an important step to investigate the level of perform-
ance degradation imposed by the virtualization due to cloud computing. This
issue is discussed in Paper II. It highlights the difference in performance using
different levels of virtualization. The results help the transport authorities to
decide about their underlying setup for the ITS infrastructure.

Paper III presents one of the core low latency application from the ITS
domain. It deals with two major challenges - mobility management and large
volumes of data exchanged in large smart cities. The proposed idea of deploy-
ing a low latency ITS application on top of a cloud platform is motivated by
the advantages - performance and high availability offered by cloud comput-
ing; and loose coupling and asynchronous push based communication offered
by publish/subscribe system. It also considers low latency requirement for the
ITS services. Furthermore, Paper III provides an insight into resource sharing
techniques of the cloud platform and scalability of the overall system under
real-life workload scenarios.

How to ensure QoS for the low latency applications designed
for ITS over a cloud-based architecture?

In order to ensure the optimal resource management for the transport author-
ities in a cloud-based infrastructure, initial placement of VMs into PMs is not
enough. The replacement technique of VMs from the current PM to another
PM needs to be efficient. More specifically, migrating a VM from one PM to
another PM while serving a number of connected ITS clients is an important
criteria for any cloud-based ITS infrastructure. Paper IV uses the ITS applic-
ation proposed in Paper III and discusses different innovative approaches to
provide QoS for this low latency ITS application while considering the dy-
namic and optimal resource utilization issue for the transport authorities. Pa-
per IV uses the most common deployment scenario for the cloud platform
where PMs are connected via multiple network paths for separating manage-
ment and data traffic. Paper IV introduces different techniques to achieve op-
timal trade-offs between cost and QoS which can be beneficial for both trans-
port authorities and end users. It shows how the existing infrastructure can
be utilized efficiently to provide best service times for the ITS applications
without investing on the hardware level. Further, an extensive evaluation for
different workload scenarios is presented in order to support the proposed
ideas about spreading migration traffic over multiple paths and deploying re-
cent queue management schemes.

4 Research Methodology and Related Issues
In general, scientific methods are a common and useful way of defining sci-
ence. Computer science can be divided into two main groups - ‘Theoretical
Computer Science’ and ‘Experimental Computer Science’ [10]. It can be con-
sidered as empirical science where the scientists observe phenomena, state hy-
pothesis, and test it or prove it. In most cases, scientific methods refer to an it-
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erative cycle of literature review, problem formulation, hypothesis building or
description, verification and analysis. The methods used for hypothesis veri-
fication include - real-world measurement, simulation, emulation or analytical
methods. When using analytical methods, a mathematical model is used to rep-
resent a system. Computer simulations involve more detailed features of the
underlying system but often based on many assumptions and artificial model-
ing in order to reach a certain realistic degree. Real-world experiments have the
lowest level of abstraction, but it is difficult to design the setup and hard to con-
trol the environmental factors. Due to lack of control over the experimental
environment, this method is time consuming to take decision about a hypo-
thesis. As both simulation and real-world experiments have shortcomings,
a hybrid method called emulation is becoming more common. In this case,
some components of the experimental setup are abstracted and some compon-
ents run within a real environment. It is possible to combine any of these
approaches, and as a best practice [24], it is typically not worth to trust results
until they are validated with another method.

For this thesis a testbed based experiment method is selected as the sci-
entific method because research carried out using simulations, mathematical
modeling or small prototypes are not necessarily applicable to real world cloud
platforms. For instance, modeling the behavior of multi-path TCP in a data-
center (focus of Paper IV) may impose more complexity but this higher level
of complexness may not lead to higher level of accuracy due to some wrong as-
sumptions. Additionally, it becomes crucial to design a simulation tool that is
able to reflect all the properties of the cloud platform as well as QoS paramet-
ers of the cloud applications such as - two-level virtualization and hardware-
assisted virtualization feature (focus of paper II), response time for a low latency
ITS application (focus of paper III), etc. In our case, a testbed allows to run
all the experiments in a controlled environment, which takes synthetic traffic
as input to mimic large numbers of complex use case scenarios and different
traffic characteristics. To evaluate all the experimental scenarios, a physical
testbed is deployed for hosting a cloud platform. For the cloud platform,
OpenStack [35] is used (Paper II - IV). OpenStack is selected because it contin-
ues to demonstrate enormous growth in development and participation of a
large number of vendors. Further, OpenStack is designed to provide massive
scalability by keeping loose coupling among its different components.

However, there are a large number of challenges associated with physical
testbed (OpenStack) deployment. First, although OpenStack is an open source
software and does not charge any licensing fee, frequent changes to the source
code make it hard to maintain. One of the major problems is that the latest
code is always unstable and may contain some critical bugs which are difficult
to identify before deployment. Additionally, a configuration management is-
sue can cause problems at several points in the cloud platform which requires
troubleshooting. This troubleshooting can be a very difficult and time con-
suming task for a large scale complex software like OpenStack. Second, the ar-
chitecture of OpenStack is modular and different components work together
as mentioned in Section 2, and hence, the deployment is challenging as the
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underlying hardware must be designed at the beginning. It requires a sophist-
icated plan to deal with everything from cabling to designing networks, stor-
age, etc. based on the use cases and workload types. Furthermore, a large
number of OpenStack deployment tools such as - Juju-MAAS (Metal as a Ser-
vice) [28], DevStack [15], Fuel [38], TripleO [26], Puppet-openstack [27], etc.
impose uncertainty regarding product selection for the testbed setup. In ad-
dition, these automation tools are often associated with different technolo-
gies which add extra complication for most of the cases. Third, cross-domain
technical expertise such as - IP networking, hypervisor resource management,
storage architectures, source code management, security, distributed applic-
ation architecture, etc. is mandatory to deploy and maintain OpenStack as
it spans compute, network, storage, security and other domains. Additional
challenges are related with ranges of involved technologies, rapid progress on
the design and development, diverse implementation teams for different com-
ponents. Therefore, there is a steep learning curve to deploying and working
with OpenStack. Finally, there are challenges involved in experimental eval-
uation on a cloud platform to provide the flexibility of repeating the experi-
ments and reproducing results. For some cases, experimental results vary due
to different hidden factors of OpenStack such as - underlying hardware, hyper-
visor types and related parameters, OS parameter settings, and specially, the
communication overhead among different components of OpenStack. There-
fore, discovering, and possibly reducing these factors in order to improve eval-
uation methodologies is also a complex and time consuming task. Paper II-IV
present the hardware and software configurations and the tunning of the para-
meters for the experiments in order to achieve repeatability. For instance, in
Paper II, we enabled ‘nested virtualiztion’ on the physical host to maximize
the performance of VMs, and loaded VHostNet kernel module to improve
network performance of the VMs. Again, in Paper III, we tuned some para-
meters to enable parallel connections for a large number of subscribers such
as adjusted hard and soft limits for the file descriptors, increased the value for
the maximum number of requests queued to a listen socket, etc. Further, in
paper IV, we investigated different factors that can affect the VM migration
performance such as - hypervisor specific parameters that can be used for re-
serving bandwidth and setting tolerable downtime for the VMs, performance
impacts due to software switching (OpenvSwitch), data transfer rates of the
attached storage, etc.

5 Summary of Appended Papers

Paper I - Distributed Architectures for Intelligent Transport
Systems: A Survey

In order to make the public transport system popular among people from dif-
ferent sectors, it should be people-centered by offering efficient and reliable
services, and comfortable usability. Although a public transport system has
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several advantages, it is inflexible, unreliable, especially in the rural areas where
services are infrequent and costly due to low-density populations. Moreover,
nowadays most of the big cities in the world have identified the problem of
heavy traffic and the resulting congestion. Furthermore, with the rapid de-
velopment of modern technology, transportation systems have become more
complex because of distributed transportation departments, heterogeneous
devices and data. ITS has great potential to solve these issues by utilizing recent
concepts from different fields of information sciences and engineering. Des-
pite their advantages, the architectures of todays ITS are far from being ideal
because of their inadequate support for integration of large number of services
from different providers and poor traffic management. Additionally, deploy-
ing these applications in a large scale distributed environment has always been
a challenging job and requires a scalable, flexible, elastic, loose-coupled com-
munication model to establish a link between providers and consumers. Paper
I starts by presenting an overview of the major applications and core services
in the area of ITS. Then we review a large number of existing works to design
an architecture for distributed ITS for public transport systems. Finally, we
have illustrated a deployment reference architecture for a distributed ITS with
particular focus on its opportunities and challenges.

Paper II - Deploying OpenStack: Virtual Infrastructure or
Dedicated Hardware

With increasing adaption of cloud computing in different sectors, virtualiza-
tion has become the core technology for offering economical on-demand com-
putational resources. But virtualization can degrade the performance of on-
top applications due to different factors, such as - CPU sharing, hypervisor
scheduling, etc. This paper investigates how the underlying virtualization af-
fects the performance of a private cloud environment. In particular, we have
conducted some basic experiments to check the performance of CPU, net-
work and storage throughput while shifting the underlying hardware from
physical servers to a virtualized setup for OpenStack deployment. The results
suggest that shifting from one-level virtualization to two-level virtualization
may significantly degrade the performance of CPU, disk and network. In the
worst case, the performance of the resources can degrade up to seven times.
Moreover, we shed some light on practical issues related to OpenStack deploy-
ment such as the processes of installation of OpenStack components, balance
between hardware amount and deployment requirements for a private cloud
setup, hypervisor performance tuning parameters and their impacts.

Paper III - Mobile Publish/Subscribe System for Intelligent
Transport Systems over a Cloud Environment

Based on the core applications for ITS presented in paper I, this paper dis-
cusses a design and implementation of a real-time ITS application - Real-time
Public Transit Tracking while taking into consideration two recent technolo-
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gies - Publish/Subscribe system and Cloud Computing. During the design and
implementation of the ITS application, two major challenges are addressed -
continuous handling of large volume of real-time data, and automated context
aware push-based communication for a large number of mobile consumers.
This paper makes several contributions. First, the implementation of a real-
time ITS application which is ready to be deployed in large cities. Each public
vehicle can publish its real time position at regular intervals and the subscribers
get the updated information while traveling. Second, a detailed evaluation of
the ITS application for different use case scenarios and diverse workloads is
presented. Finally, a practical insight of resource scheduling strategy used in
OpenStack for equal and unequal workload on guest VMs while keeping the
same aggregated workload on the physical machine, is analyzed as OpenStack
is used as the cloud platform for the ITS application deployment.

Paper IV - Network Centric Performance Improvement for
Live VM Migration

Live migration is an important feature offered by most of the cloud platforms
in order to optimize resource utilization while ensuring the service level agree-
ments for on-top applications. However, live migration strategies in Open-
Stack suffer from large VM downtime and migration time, which introduces
unwanted latency for the applications. In this paper, different network centric
techniques are introduced to improve the performance of the block live migra-
tion technique of OpenStack. First of all, we propose to take advantage of util-
izing multiple network paths instead of a single path during sending migration
traffic through data center networks. Secondly, evaluation of queue manage-
ment schemes such as - Hierarchical Token Bucket (HTB) [2], Fair Queuing
with Controlled Delay (FQ_CoDEL) [23] for the ITS application presented
in paper III, explores different ways of providing QoS guarantee to the con-
sumers of the cloud-based applications. Moreover, an extensive evaluation of
block live migration technique of OpenStack for different workload patterns
and traffic characteristics is presented.

6 Summary and Outlook
Major research goals of this thesis are to thrive an efficient deployable architec-
tural model for ITS, and to test parts of this architecture in large scale scenarios.
Our preliminary results on cloud-based ITS infrastructure are promising in
terms of hosting diverse ITS applications, suggesting that such an utility driven
architectural model is practical for real-world scenarios, and offer significant
benefits for designing a scalable, easily deployable, and cost-effective architec-
ture for ITS. Based on the work presented in this thesis, several research chal-
lenges are identified for future investigations.

Although the proposal for ITS infrastructure presented in this thesis im-
proves scalability and provides mechanisms for easy deployment, there is room
to improve its efficiency in terms of providing performance guarantees for
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on-top applications. Currently, several mechanisms at network and transport
layer have been proposed to improve the performance of the low latency ITS
applications during service mobility. Further study is required to test these
proposals on larger scale with diverse topologies. Two research questions need
to be investigated further in order to reduce service disruption during VM
mobility over underlying physical machines. First, finding the most suitable
physical machine to host the service after migration so that the service can
achieve predictable QoS with lower cost overhead. Second, finding a suitable
policy for services migrations such as - on-demand, scheduled, periodic, etc.

In the current proposal, the infrastructure uses the virtualization techno-
logy in order to reduce infrastructure cost through higher server utilization.
However, the cost-efficiency of the cloud-based ITS architecture mainly de-
pends on the balanced trade-off between energy consumption and perceived
QoS of the ITS applications. Therefore, research is required to find an op-
timal solution for energy-efficient VM re-consolidation in the infrastructure
that is dynamically moving VMs among PMs using live VM migrations in or-
der to optimize total energy consumption of the infrastructure under QoS
requirements.

For ITS applications which have strict requirements on network perform-
ance in terms of latency and throughput, our proposal is very useful since
it allows to use multiple disjoint network paths to achieve better aggregate
throughput. However, the architecture still largely relies on traditional TCP/
IP protocol stack, which may impose limitations on the performance of the
ITS applications because of extra latency added by network device virtual-
ization. Further research is required to find the effect of hypervisor or VM
scheduling delays on the application-level performance in a virtualized envir-
onment.

Elasticity is one of the major concerns for any applications deployed over
cloud infrastructure. Studies are required to explore different approaches to
construct an auto-scaler for cloud-based applications while considering limited
capacities for both physical machines and links among them.
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of these technical feasibilities and significant performance-cost ratios, the 
deployment of ITS is limited in the real world because of several challenges 
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different strategies to improve performance of an ITS application during service 
mobility such as utilizing multiple paths to spread network traffic, or deploying 
recent queue management schemes.
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