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Abstract

This thesis examines how different degrees of agent autonomy influence task efficiency, answer
quality, and emergent behaviours in LLM-based systems built for marketing automation. Two
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the agent-orchestrator won 44 and 15 were ties. Mean composite judge score improved by
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tasks, whereas multi-agent execution is more robust when the task requires exploration,
synthesis, and action planning across several marketing data sources.
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Chapter 1

Introduction

1.1 A Motivating Example

Before introducing concepts and architectures formally, it helps to ground the dis-
cussion in a concrete scenario. Consider a marketing manager at an e-commerce
company who connects Google Ads, Meta Ads, and Google Analytics to a market-
ing platform and asks the following question:

“Our cost per acquisition jumped sharply last week across paid channels.
What happened, and what should we do about it?”

This single prompt requires data from at least three platforms, cross-platform
reasoning, and a recommendation. The same question can be answered in three
very different ways, depending on who or what is in charge. We walk through
each in turn to illustrate the choice this thesis examines. The percentages in this
motivating example are illustrative rather than results from the benchmark.

Case 1: The Human Marketer

A human marketer would tackle this manually, one tab at a time:

1. Open the Google Ads dashboard, filter to the past two weeks, and look for
changes in CPA, CPC, and impression share. Note that CPA rose by 38 % on
Wednesday.

2. Switch to Meta Ads Manager, repeat the process, and find that CPA on Meta
also climbed, by 22 %, but starting two days earlier.

3. Open Google Analytics, look at landing-page traffic and conversion rates over
the same window. Notice that the conversion rate on the main product page
dropped from 3.1 % to 1.9 % on Monday.

4. Cross-reference: the conversion-rate drop predates both ad-platform CPA
spikes, suggesting the issue is on the site, not on the ad platforms.

5. Check whether anything was deployed to the site that Monday. Find a recent
A/B test on the product page.

6. Write a Slack message to the team summarising the finding and recommend-
ing a rollback of the test.



Cost. Roughly 30-60 minutes of attentive work, requires authenticated access to
three dashboards, and is error-prone if the marketer forgets to check one of the
platforms or misreads a chart.

Case 2: The Supervisor Agent

A supervisor agent receives the same prompt and runs a single sequential loop. One
LLM (the supervisor) holds every tool across all connected platforms and decides at
each step what to call next:

1. Step 1 (LLM call). The supervisor reads the prompt and reasons: “I need CPA
data for a closed period. I'll start with Google Ads.” It calls a Google Ads CPA
trend tool.

2. Step 2 (tool result). Google Ads returns the CPA series. The supervisor sees
the spike on Wednesday.

3. Step 3 (LLM call). “Let me check Meta now.” It calls a Meta Ads CPA trend
tool.

4. Step 4 (tool result). Meta returns its series. The supervisor notices an earlier
spike.

5. Step 5 (LLM call). “Both platforms show CPA increases, so it could be platform-
side or site-side. I should check Analytics” It calls an Analytics landing-page
conversion tool.

6. Step 6 (tool result). Analytics returns the conversion drop on Monday.

7. Step 7 (LLM call, final). The supervisor synthesises: site-side conversion drop
precedes both ad-platform spikes; recommend investigating the recent A/B
test.

Cost. Three platforms queried strictly in sequence. Total wall-clock time is the sum
of three round-trips plus reasoning steps. Every observation lives in one growing
context window. If the supervisor’s reasoning misfires at Step 5 and it concludes
“the issue is clearly on Meta, no need to check Analytics,” the root cause is never
discovered. The supervisor is a single point of failure.

Case 3: The Multi-Agent System

The same prompt enters the multi-agent system. There is no orchestrator deciding
which specialists to call. Instead, every specialist whose platform is connected starts
in parallel, each judges its own relevance, and they communicate through a shared
message board:

1. Triage. The conversational agent reads the prompt and makes one binary
call: this needs platform data. It signals specialists to start. It does not decide
which ones.

2. Parallel auto-activation. All connected specialists boot at the same time:



- Google Ads specialist self-assesses: the prompt mentions “paid chan-
nels” and CPA = engages. It queries CPA, CPC, and impression-share
trends, finds the Wednesday spike, posts to the board: “Google Ads CPA
+38 % on Wed; impression share unchanged.”

- Meta Ads specialist self-assesses: same reasoning = engages. Posts:
“Meta CPA +22 % starting Mon; CPM stable.”

- Analytics specialist self-assesses: “CPA spike could be site-side, I should
look at conversion rate” = engages. Posts: “Product-page conversion rate
dropped from 3.1% to 1.9 % on Mon.”

- TikTok specialist self-assesses: not connected for this client = does not
even start.

3. Inter-specialist reaction. The Google Ads specialist reads the Analytics post
mid-flight and notes: “Conversion drop predates my CPA spike by 2 days, so the
ad platform isn’t the cause.” The Meta specialist makes a similar reaction. This
emergent coordination would not happen in either of the previous cases.

4. Synthesis. Once all specialists have finished or slept, the conversational agent
reads the message board and writes a unified answer: the site-side conversion
drop on Monday is the root cause; both ad platforms are reacting downstream;
recommend rolling back the recent product-page A/B test.

Cost. Three connected specialists run in parallel, so wall-clock time is roughly the
slowest specialist plus a triage and a synthesis call. Total token use is higher than
the supervisor case (each specialist has its own context, plus relevance-check over-
head for any that sleep), but the routing bottleneck is gone: even if one specialist’s
reasoning is poor, the others still surface their findings independently.

Why This Matters

Each case answers the same prompt but exposes a different set of trade-offs. The
human is accurate but slow and bound by attention. The supervisor is fast and cheap
on narrow questions but fragile on cross-platform ones, because routing intelligence
sits in a single LLM call. The multi-agent system is more expensive per query and
adds coordination overhead, but it substantially reduces omission caused by central
routing decisions and supports mid-flight collaboration between specialists. The rest
of this thesis investigates exactly when each LLM-based architecture is preferable,
using the production marketing platform of Epiminds as a testbed.

1.2 Background and Motivation

Recent progress in Large Language Models has made it practical to build software
agents that interpret natural-language instructions, reason about what to do, and
carry out actions through tool calls [1, 25, 17]. A core design decision in such
systems is whether a single capable agent should handle the entire workload, or
whether multiple agents, each specialising in a narrower domain, should collabor-
ate.

Multi-agent systems (MAS) research has explored this tension for decades [23,
16], but LLM-based agents bring new trade-offs. A single LLM agent with a broad
tool set can, in principle, address any query that fits within its context window.
It operates as a sequential decision loop: observe the current state, decide what



to do, invoke a tool or produce an answer, repeat. This pattern is simple, avoids
coordination overhead, and sidesteps inter-agent communication costs.

The alternative is to decompose the problem across specialised agents that work
in parallel. Many existing multi-agent LLM frameworks rely on a supervisor or or-
chestrator agent, an LLM-powered router that decides which specialists to call and
how to combine their outputs [24, 7, 14, 10]. The supervisor pattern appears in two
forms. In the first, the supervisor holds all tools itself and executes them directly in
a single loop. In the second, the supervisor delegates to sub-agents that each own
a subset of tools, but the supervisor still makes every routing decision: which sub-
agent to call, with what instructions, and in what order. Both forms concentrate
routing intelligence in one model call, creating a single point of failure when the
supervisor misreads the intent or overlooks a relevant data source. The sub-agent
variant adds the further cost of maintaining the delegation logic and prompt con-
tracts between the supervisor and each sub-agent.

This thesis studies an alternative multi-agent design that removes central plat-
form routing from the orchestrator. Specialist agents are spun up automatically
based on which data sources the client has connected. Each specialist independently
judges whether the user’s query falls within its scope and either engages or goes to
sleep. Specialists share a message board through which they can post findings and
react to each other’s work. Once all specialists finish, a synthesis agent reads the
board and produces a unified answer, but it exercises no control over which special-
ists ran or what they did.

The architecture studied here is positioned against prior LLM multi-agent frame-
works that retain an explicit routing or coordination layer [24, 7, 14, 10]. I did not
find prior work that combines deterministic connection-based activation with per-
specialist self-assessment and a shared communication channel in the marketing-
agent setting. The multi-agent model sacrifices central routing intelligence for sim-
plicity and robustness: a connected specialist cannot be omitted solely because a
central router failed to select it, and the system grows by plugging in new data
sources.

The research takes place in collaboration with Epiminds, whose production mar-
keting platform implements the multi-agent configuration studied in this thesis:
platform-specific specialists auto-activate, self-assess relevance, run in parallel with
inter-specialist messaging, and feed findings into a synthesis step. For comparison,
the experiment evaluates this production architecture against an agent-orchestrator
baseline that uses the same platform tools but organises reasoning through one
general-purpose agent.

1.3 Research Questions

RQ1: How does choosing between the single-agent and multi-agent architecture
affect task completion efficiency (latency, token cost) in an LLM-based mar-
keting system?

RQ2: What quality differences (completeness, accuracy, coherence) appear between
the two configurations?

RQ3: For which task characteristics (complexity, number of platforms involved,
query ambiguity) does each architecture outperform the other?



1.4 Contributions

This work makes four contributions. First, it formalises a multi-agent architecture
that removes central platform routing and contrasts it with an agent-orchestrator
baseline. Second, it introduces a benchmark of marketing queries labelled by plat-
form scope, complexity, ambiguity, and required integrations. Third, it presents a
comparative evaluation combining trace-grounded agent-as-a-judge scoring, plat-
form coverage, latency, token use, tool use, and cost. Fourth, it distils practical
guidelines for choosing between the two architectures in production.

1.5 Thesis Outline

Chapter 2 defines core concepts and surveys related work. Chapter 3 describes the
two architectures and analyses their trade-offs. Chapter 4 explains how both con-
figurations were implemented in the same codebase. Chapter 5 lays out the exper-
imental methodology. Chapter 6 reports the final benchmark results. Chapter 7
discusses findings and limitations. Chapter 8 concludes.






Chapter 2

Background

This chapter lays the conceptual groundwork for the architectures compared later.
It covers Large Language Models, the notion of an agent, multi-agent systems, and
relevant prior work.

2.1 Large Language Models

A Large Language Model (LLM) is a neural network trained on large text corpora
to predict the next token in a sequence. “Large” refers both to the parameter count
(typically billions) and to the training data (trillions of tokens drawn from books,
code, and the web).

2.1.1 The Transformer Architecture

Modern LLMs build on the Transformer [18], whose central contribution is the self-
attention mechanism. Self-attention lets the model weigh the relevance of every pos-
ition in the input when computing a representation for any given position. Because
the entire input is processed in parallel, unlike recurrent networks, which consume
tokens one at a time, Transformers can be trained efficiently on very large datasets.

A Transformer-based language model takes a token sequence as input and out-
puts a probability distribution over the vocabulary for the next token. Generating
text means sampling from that distribution repeatedly, one token at a time. This
autoregressive process underpins every LLM-based agent system discussed in this
thesis.

2.1.2 Emergent Capabilities

Scaling LLMs in parameter count and data has given rise to capabilities that were
never an explicit training objective [1, 22]:

In-context learning The model adapts its behaviour to examples or instructions
placed in the prompt, with no weight updates [1].

Chain-of-thought reasoning Prompting the model to “think step by step” produces
intermediate reasoning traces that markedly improve performance on com-
plex tasks [21].

Instruction following Models fine-tuned on instruction-response pairs can carry
out multi-step natural-language instructions.



Tool use When its parametric knowledge falls short, the model can generate struc-
tured function calls to external tools (calculators, search engines, APIs) inter-
leaved with reasoning [25, 17].

Together, these capabilities make it possible to use an LLM as the decision en-
gine inside an autonomous agent, replacing hand-coded control flow with natural-
language reasoning.

2.1.3 Context Window

Every LLM has a finite context window: the maximum number of tokens it can see in
a single forward pass. The window must accommodate the system prompt, the con-
versation so far, any tool results, and the model’s own reasoning. In agent systems,
long tasks pile up observations that can exhaust the window, making compression
or summarisation necessary [20].

2.2 Agents

An agent is a computational entity that senses its environment, reasons over what
it perceives, and acts on the environment to pursue goals [16]. The classical Al
literature characterises an intelligent agent by four properties [23]:

Autonomy It operates without continuous human or external control, managing
its own actions and internal state.

Reactivity It perceives its surroundings and responds promptly to change.
Pro-activeness It pursues goals on its own initiative, not merely reacting.

Social ability It can interact with other agents or humans through some commu-
nication protocol.

These properties set agents apart from ordinary software components like func-
tions or microservices, which lack autonomy and initiative.

2.3 LLM-Based Agents

An LLM-based agent replaces traditional rule-based control with an LLM as its reas-
oning core. It draws on the capabilities outlined in § 2.1 to interpret observations,
choose actions, and generate outputs.

A useful decomposition identifies four modules [20]:

Profiling A system prompt that pins down the agent’s identity, domain expertise,
and behavioural guardrails.

Memory Short-term memory lives in the context window (conversation history,
tool outputs). Long-term memory may be added through retrieval-augmented
generation.

Planning The ability to break a complex task into steps, often through chain-of-
thought or ReAct-style reasoning that interleaves thought and action [21, 25].

Action Tool use, that is, calling external functions (APIs, databases, code sandboxes)
as part of the reasoning loop [25, 17].



tool result

Observe Reason not finished Act
state (LLM call) (tool call)
N
Respond
(final answer)

Figure 2.1: The agent loop. Each iteration observes state, reasons via an LLM call,
and either invokes a tool (looping back) or emits a final answer.

2.3.1 The Agent Loop

At bottom, an LLM-based agent is a sequential decision loop. Each iteration proceeds
as follows:

1. Observe. Collect the current state: user query, conversation history, results
of earlier tool calls.

2. Reason. Run an LLM inference to decide the next move.

3. Act or respond. Either invoke a tool (and feed its output back as a fresh
observation) or produce a final answer for the user.

The loop runs until the agent judges it has enough information. One “step” is
one LLM call plus at most one tool invocation; the total step count is open-ended,
since the model itself decides when to stop. In programming terms this resembles a
while loop whose condition and body are both controlled by the LLM.

This loop is the primitive of both architectures in this thesis. The single-agent
configuration runs one such loop with the full tool set. The multi-agent configura-
tion runs several loops in parallel, each scoped to a different platform.

2.3.2 Tool Use

A tool is an external function the agent can call mid-reasoning [25, 17]. It is specified
by a name and natural-language description (so the LLM knows when to reach for
it), a typed parameter schema, and an execution function that does the real work
and returns structured output.

Tools are how agents interact with the outside world. Recent work shows that
LLM agents can navigate catalogues of more than 16 000 APIs given adequate de-
scriptions and training data [15]. The size and diversity of the available tool set
matters for architecture choice: a single agent picking from dozens of tools faces a
harder selection problem than a specialist agent with a handful.

2.4 Multi-Agent Systems

A multi-agent system (MAS) consists of several interacting agents operating in a
shared environment [23]. The system’s overall behaviour is an emergent product of



individual actions and interactions. The principal design axes are:

Communication How agents share information, direct messages, a shared black-
board, broadcast.

Coordination How they keep their actions coherent. Options range from central-
ised supervision through fully decentralised self-organisation to hybrid schemes.

Task allocation Who does what. Allocation can be top-down (a coordinator assigns
work), bottom-up (agents volunteer), or environment-driven (triggered by ex-
ternal conditions).

Conflict resolution How the system handles contradictory outputs.

LLM-based multi-agent collaboration is typically grouped into topologies such
as peer-to-peer (flat, fully connected), centralised (star around a supervisor), and dis-
tributed (hierarchical or graph-based) [6, 20]. This thesis introduces a fourth pattern,
connection-driven activation with peer communication, in which specialists are activ-
ated by the presence of connected data sources, each assesses its own relevance, and
all can exchange findings through a shared message board.

2.5 Agent-as-a-Judge Evaluation

Agent evaluation is difficult when tasks require tool use, multi-step reasoning, and
open-ended synthesis. Traditional text metrics such as BLEU and ROUGE were
designed for surface overlap, not for validating tool trajectories or recommenda-
tions [13, 11]. Purely text-based LLM-as-a-judge methods can approximate human
preference judgements for open-ended outputs, but they may introduce position,
model-family, verbosity, or reasoning biases [27, 12, 9, 19]. Recent work therefore
distinguishes agent-as-a-judge evaluation from simpler LLM-as-a-judge scoring: the
judge is itself an agent that can inspect traces, reason over intermediate actions, use
tools or structured rubrics, and produce an evidence-aware verdict [26, 28]. This
paradigm matches the setting of this thesis because the answers are marketing ana-
lyses rather than single ground-truth strings. A good evaluation must check not
only the final wording, but also whether the answer used the required platforms,
respected the date window, avoided unsupported numerical claims, and produced
recommendations supported by observed data.

2.6 Related Work

2.6.1 Multi-Agent LLM Frameworks

A growing number of frameworks support multi-agent LLM collaboration, partic-
ularly for software engineering and enterprise workflows [24, 7, 14, 10]. Despite
differences in interaction style, they share a reliance on an intelligent orchestrator,
an LLM or rule-based component that decomposes the task, selects specialists, and
coordinates handoffs. Even when specialist agents run parts of the work concur-
rently, routing authority is centralised.

The architecture studied here departs in three ways. Specialist activation is de-
terministic, tied to which platforms are connected rather than to an LLM routing call.
Relevance assessment is distributed: every specialist independently judges whether

10



to engage. And specialists can communicate through a shared message board, en-
abling coordination without a central delegator.

2.6.2 The Supervisor Pattern and Its Limits

The supervisor pattern puts one agent in charge of decomposition, specialist se-
lection, and aggregation [24, 7, 14]. The supervisor may execute tools directly or
delegate to sub-agents that each own a narrower tool set; in either case the routing
decision is centralised. This brings structure and consistency, but at the cost of a crit-
ical dependency: if the supervisor routes incorrectly, downstream work may never
be triggered. The sub-agent variant does not remove this fragility; it merely pushes
the tool execution one layer down while keeping the routing bottleneck intact, and
adds maintenance overhead for the inter-agent contracts. Surveys of LLM-based
multi-agent systems similarly emphasise coordination, communication, and reliab-
ility as persistent open challenges [6, 20].

2.6.3 Single-Agent vs. Multi-Agent Trade-offs

Whether one agent or many is better depends on the task. Multi-agent debate
and role-specialised collaboration can improve factuality, reasoning, or software-
development outputs in some settings [3, 7, 14]. At the same time, adding agents in-
troduces additional prompts, messages, handoffs, and synthesis steps; surveys there-
fore frame coordination overhead and error propagation as central challenges rather
than incidental implementation details [6, 20].

This is the efficiency—quality tension examined empirically in this thesis. A
multi-agent design may improve coverage and synthesis when independent special-
ists inspect different evidence sources, but it may also spend substantial tokens on
coordination. A strong single agent avoids that communication tax, yet it concen-
trates tool selection and platform coverage in one reasoning loop.

2.6.4 Failure Modes in Multi-Agent Systems

Failure taxonomies for multi-agent LLM systems catalogue problems such as inter-
agent misalignment, verification gaps, cascading reliability failures, and communic-
ation overhead [6, 20]. The central lesson is that composing individually capable
agents does not automatically yield a reliable collective.

2.6.5 LLM Agents in Marketing

Applying LLM agents to marketing is still in its early stages. Prior work has ex-
plored LLM-based agent simulation for consumer and marketing behaviour [5, 2]
and advertising-analytics benchmarks for LLM agents [8]. This thesis adds to that
body of work by comparing two production architectures on live advertising data.
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Chapter 3

System Architecture

This chapter presents the two system configurations and analyses their structural
trade-offs. Both live inside the same production platform, sharing infrastructure,
tool implementations, and data access. The sole variable is how reasoning is organ-
ised: a single loop with all tools, or multiple parallel loops with focused tool sets,
self-assessed relevance, and inter-specialist messaging.

3.1 Shared Infrastructure

Both configurations sit on top of:

Tool set Tools for querying advertising platforms (Google Ads, Meta Ads, TikTok,
LinkedIn, DV360), analytics services (Google Analytics, Search Console), e-
commerce platforms (Shopify), and general-purpose utilities (sandboxed code
execution, file operations, knowledge retrieval).

Sandbox An isolated runtime in which agents can execute Python or shell scripts
for data analysis, so that large datasets need not pass through the context
window.

Context A state object carrying client identifiers, platform credentials, conversa-
tion history, and runtime metadata.

Model backend Both configurations use models from the same family (Anthropic
Claude), with the specific model configurable per agent.

3.2 Configuration A: Single-Agent Architecture

Here a single general-purpose agent owns the entire interaction. It sees all tools
across every connected platform and runs one sequential decision loop (§ 2.3).

3.2.1 Execution Flow

The agent receives the full context (connected platforms, client data, conversation
history) and enters its loop. At each step it picks a tool from the complete set, calls
it, absorbs the result, and decides what to do next. It keeps going until it judges it
has enough information, then writes a response.

No delegation, no coordination, no synthesis. The agent alone interprets intent,
selects platforms, queries APIs, analyses data, and assembles the answer.
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Table 3.1: Platforms supported by the system, each providing a set of
domain-specific tools.

Platform Tool categories

Google Ads Campaign queries, bid management, recommenda-
tions, mutations

Meta Ads Ad reporting, audience analysis, creative audit

TikTok Ads Campaign performance, creative analysis

LinkedIn Ads B2B campaign management, audience targeting

DV360 Programmatic display, video campaign reporting

Google Analytics Website analytics, conversion tracking

Shopify E-commerce metrics, product performance

Search Console SEO data, organic search performance

3.2.2 Characteristics

Centralised reasoning One control context manages the task. The runtime may
execute parallel tool calls, but platform choice and state updates remain cent-
ralised in the orchestrator.

Unified context Every observation lands in a single window, enabling cross-platform
reasoning throughout but eating up context space.

Zero coordination overhead No delegation decisions, no inter-agent messages, no
synthesis pass.

Large tool menu The agent picks from the union of all platform tools, which can
be unwieldy when many platforms are connected.

3.3 Configuration B: Multi-Agent Architecture

In this configuration, domain-specific specialists work in parallel. There is no in-
telligent orchestrator deciding which ones to call. Instead, every specialist whose
platform is connected starts automatically, then independently judges whether the
query is relevant and either engages or sleeps.

Beyond the platform-bound specialists listed in Table 3.1, the system also in-
cludes cross-cutting specialists that are not tied to a single platform. These include
a document-generation agent (which produces reports, presentations, and exports
from specialist findings), a creative-audit agent (which analyses ad creatives across
platforms for performance patterns), and a memory agent (which retrieves informa-
tion from past conversations). Cross-cutting agents follow the same activation and
self-assessment pattern as platform specialists but are triggered by query character-
istics rather than platform connections.

This sets the design apart from the supervisor pattern seen in many multi-agent
LLM frameworks [24, 7, 14, 10]. In those systems a central agent decides what work
to farm out. Here, “routing” is a mechanical consequence of which platforms are
plugged in, and relevance assessment is pushed down to each specialist.
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(a) Supervisor with direct tools
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(b) Supervisor with sub-agents
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Figure 3.1: Two variants of the supervisor architecture. (a) The supervisor holds all
tools directly and calls them in a sequential loop. (b) The supervisor delegates to
sub-agents that each own a tool subset, but the routing decision remains
centralised in the supervisor. In both variants the supervisor is a single point of
failure (highlighted).

3.3.1 Execution Flow
Three phases:

1. Triage. A conversational agent receives the query and makes one binary call:
can it answer from general knowledge, or does it need platform data? If the
former, it responds directly. If the latter, it signals that specialist work is
needed. Note that this decision concerns whether to call specialists, not which
ones.

2. Parallel specialist execution. Every specialist whose platform is connected
starts up and runs its own agent loop (Figure 2.1), equipped with platform-
specific tools plus access to the shared message board. Each specialist first
assesses relevance:

- If relevant, it queries its platform, analyses the data, and posts findings
to the board.

— If not relevant, it sleeps, producing no output.

Specialists can read the board and react to each other’s posts during execution.
If, say, the Google Ads specialist discovers a spend anomaly, the Analytics
specialist might pick up that signal and look for correlated traffic changes.

15



Conversational
User query —

needs data? no: direct
answer
all wnnecle specialists
auto-activate
Y A \ Y
Google Ads Meta Ads Analytics Shopify
specialist specialist specialist specialist

engages engages engages sleeps

,,,,,,,

| Shared message board (read/write by all specialists) ;—)[ Synthesis }

Figure 3.2: Multi-agent architecture. All connected specialists auto-activate,
independently assess relevance (engaging or sleeping), run their own agent loops,
and communicate through a shared message board. A synthesis step assembles the
final response.

3. Synthesis. Once all specialists have finished (or slept), the conversational
agent reads the board and writes a unified response that pulls together find-
ings from across platforms.

3.3.2 Characteristics

No intelligent orchestrator Connection status alone determines activation; no LLM
makes a routing call. This removes one single point of failure that affects su-
pervisor designs [6].

Distributed relevance assessment Each specialist judges for itself whether to work.
This is bottom-up task allocation, the opposite of the top-down assignment in
orchestrator-based systems.

Parallel execution Specialists run concurrently, cutting wall-clock time when mul-
tiple platforms are relevant.

Focused context Each specialist sees only its own tools and data, keeping its con-
text window lean.

Inter-specialist communication Specialists read and write a shared message board
during execution, a variant of the classical blackboard architecture [4]. If one
specialist surfaces a finding, others can react.

Coordination overhead The triage decision and synthesis pass each cost an LLM
call, and sleeping specialists still consume a small inference budget for their
relevance check.
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3.3.3 Novelty of This Architecture

As far as we can determine from the literature reviewed here, prior LLM multi-
agent frameworks do not combine connection-driven activation, per-specialist self-
assessment, and a shared communication channel in the marketing-agent setting.
Prominent frameworks instead retain an intelligent routing or coordination layer:

MetaGPT [7] routes tasks through a fixed pipeline of roles governed by SOPs.

AutoGen [24] uses conversation-based routing with proxy agents.

ChatDev [14] sequences work through a chat chain.

CAMEL [10] studies role-playing communicative agents.

Some supervisor implementations delegate to sub-agents rather than calling
tools directly, but the routing decision remains centralised in the supervisor’s reas-
oning, and the sub-agent contracts add maintenance burden. Whether the super-
visor holds the tools itself or farms them out to sub-agents, the core limitation is
the same: routing intelligence lives in one model call, and a wrong routing decision
cascades through the rest of the execution.

The Epiminds multi-agent architecture sidesteps this limitation by removing
routing intelligence from the loop altogether. The trade-off is straightforward: it
may spin up specialists that end up sleeping (wasting a small amount of compute),
but it substantially reduces the risk of omitting a relevant connected specialist be-
cause of a bad routing decision. The shared message board adds a coordination mech-
anism that is absent from both the single-agent and the isolated-parallel designs,
because specialists can influence each other’s work mid-flight. In marketing, where
cross-platform interactions are often subtle (a Google Ads cost spike may only make
sense in light of an Analytics traffic drop), this reactive coordination can matter.

3.4 Structural Comparison

Table 3.2 summarises the structural differences.

3.5 Advantages and Disadvantages

3.5.1 Single-Agent Architecture
Advantages.

No coordination overhead Every LLM call works directly on the task. No delega-
tion, no specialist boot-up, no synthesis pass.

Cross-platform reasoning at every step All tool results live in one context, so the
agent can spot cross-platform patterns throughout its reasoning.

Simplicity One agent, one prompt, one context window. Easy to reason about, de-
bug, and maintain.

Adaptive tool selection The agent decides which platform to query next based on
what it already knows, without committing upfront.
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Table 3.2: Structural comparison of the three architectural patterns: supervisor
with direct tools, supervisor with sub-agents, and the multi-agent design studied

in this thesis.

Dimension

Supervisor (direct
tools)

Supervisor
(sub-agents)

Connection-driven
multi-agent

Agent instances

Tool set per
agent

Routing
decision

Relevance
assessment

Execution

Communication

Coordination
cost

Context usage

Single point of
failure

Cross-platform
reasoning

Maintainability

1

All (union)

Supervisor (implicit

in tool choice)

Supervisor decides

Sequential

N/A

None

Single, growing

Supervisor

At every step

One prompt

1 4 k (supervisor +
sub-agents)

Subset per sub-agent

Supervisor (explicit
delegation)

Supervisor decides

Sequential or parallel
(supervisor-
controlled)

Supervisor mediates

Delegation +
aggregation

Supervisor window
grows; sub-agents
focused

Supervisor

Only if supervisor
combines

Supervisor + k
sub-agent contracts

N + 1 (N specialists
+ synthesiser)

Platform-specific
subset

None
(connection-driven)

Per-specialist
(engage/sleep)

Parallel
(independent)

Shared message
board

Triage + synthesis

Multiple, focused

None (distributed)

Via board during
execution + synthesis

Specialist registry

Disadvantages.

Sequential bottleneck Multiple platforms means serial queries. Latency grows lin-
early with the number of relevant platforms.

Context window pressure All tool results accumulate in one window. Data-heavy

queries can exhaust it, forcing lossy compression [20].

Tool selection complexity A large tool menu makes each selection decision harder

[15].

No specialisation A single general-purpose prompt cannot carry the depth of a ded-
icated specialist prompt.

3.5.2  Multi-Agent Architecture

Advantages.
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Parallel execution Specialists run at the same time. Wall-clock cost is roughly
max(t1,...,t5) + toverhead instead of . t;.

Focused reasoning Narrow prompts and tool sets let each specialist go deeper, re-
flecting the role-specialisation principle used by many LLM multi-agent frame-
works [7, 14].

No routing failures Every connected specialist starts, so none can be overlooked
by a faulty routing decision.

Emergent coordination The message board lets specialists react to each other’s
work, enabling decentralised collaboration.

Scalability A new platform means registering one new specialist. Nothing else
changes.

Resilience One specialist failing does not take down the others.

Disadvantages.

Coordination overhead Triage and synthesis each cost an LLM call. Sleeping spe-
cialists still burn a small inference budget.

Synthesis bottleneck The synthesis agent must fit all specialist outputs into its win-
dow, which can be tight when many specialists report.

Wasted computation With a narrow query and many connected platforms, most
specialists will sleep, spending tokens on relevance checks that produce noth-
ing.

Emergent failure modes Multi-agent systems introduce problems absent from single-
agent designs: misalignment between specialists, verification gaps, cascading
errors [6, 20].

Message board noise A busy board can dilute signal, making synthesis harder.

3.6 The Efficiency—Quality Trade-off

On a narrow, single-platform query the multi-agent system pays coordination costs
for nothing, because the single agent can answer straight away. On a broad cross-
platform query the multi-agent system’s parallelism, focused reasoning, and inter-
specialist messaging may more than offset those costs. Where exactly the crossover
lies is an empirical question, and answering it is one of the main objectives of this
work.
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Multi-agent

Single-agent

* Number of relevant platforms
crossover

Figure 3.3: Hypothesised performance vs. the number of relevant platforms. For
narrow queries the single agent wins on efficiency; for broad ones the multi-agent
system benefits from parallelism and specialisation. Pinpointing this crossover is a
central goal of the thesis.
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Chapter 4

Implementation

This chapter describes the concrete implementation used for the comparison. The
central design requirement was to vary the agent control structure while keeping
the surrounding system constant. Both configurations use the same account con-
nections, production platform APIs, sandbox runtime, model configuration, tracing
layer, and evaluation harness. The comparison therefore isolates, as far as practical,
the effect of changing from an agent-orchestrator to a multi-agent system.

4.1 Codebase and Runtime

The evaluation setup connects to six integration groups: Shopify, Meta Ads, Google
Ads, Google Tag Manager, Google Analytics 4, and Google Search Console. Each in-
tegration exposes typed tools for querying campaign performance, analytics events,
search performance, commerce data, or configuration state. Tool outputs can be
consumed directly by an agent or written to the sandbox for tabular processing.

The shared runtime exposes the same connected-platform state to both architec-
tures. The difference is where platform selection happens. In the agent-orchestrator
configuration, one agent receives the full platform tool surface. In the multi-agent
configuration, connected platform specialists start independently, decide whether
their own platform is relevant, and report findings to a shared board before syn-
thesis.

4.2 Agent-Orchestrator Baseline

The agent-orchestrator baseline is a general-purpose marketing agent with access
to the union of connected platform tools, sandbox tools, and support subagents for
document or machine-learning tasks. It is not a weaker toy baseline: it can use the
same model, the same data integrations, the same non-platform support agents, and
the same analysis environment as the multi-agent configuration. The constraint is
architectural: platform evidence gathering remains inside one orchestrator context
instead of being assigned to platform specialists.

The orchestrator can issue multiple tool calls in one step when the tool runtime
supports parallel execution. Even then, the control state remains centralised: one
agent maintains the task context, decides which platforms matter, interprets re-
turned evidence, and writes the final answer. This makes the baseline efficient and
easy to inspect, but it also concentrates platform-selection errors in a single reason-
ing process.

21



Listing 4.1: Agent-orchestrator pseudocode.

function RUN__AGENT_ORCHESTRATOR(query, client):
tools = platformTools(client.connectedPlatforms)
tools += sandboxTools
tools += supportSubagents(document, machineLearning)

state = initialiseState(query)

while not state.hasFinal Answer:
step = callAgent(
model = OPUS_4_7 MEDIUM,
systemPrompt = orchestratorPrompt,
tools = tools,
state = state

)

if step.toolCalls:
results = executeInParallel(step.toolCalls)
state.addObservations(results)

if step.finalAnswer:
state.finalAnswer = step.finalAnswer

return state.finalAnswer, collected Trace AndMetrics()

4.3 Multi-Agent Configuration

After the entry agent determines that platform data is needed, the multi-agent con-
figuration launches all specialists associated with connected platforms. This launch
is deterministic with respect to account connections rather than chosen by an intel-
ligent router. Each specialist then performs its own relevance assessment:

- if the prompt is outside its scope, it sleeps and records a reason;

— if the prompt is in scope, it queries platform data, performs analysis, writes
artifacts, and posts findings;

- if a platform or tool fails, it returns a failure or limitation for the synthesis
step to preserve.

The final answer is written after specialist execution. In this second phase, the
synthesis step reads the board and the specialist summaries and produces a single
user-facing response. It is not a supervisor in the routing sense: the specialists have
already run. Its job is to resolve conflicts, remove irrelevant detail, and turn multiple
findings into one coherent answer.

Listing 4.2: Multi-agent pseudocode.

function RUN_MULTI AGENT(query, client):
if entryAgentCanAnswerDirectly(query):
return directAnswer(query)

board = SharedMessageBoard()
specialists = registry.forConnected(client.connectedPlatforms)
specialists += crossCuttingFor(query)

parallel for specialist in specialists:
relevance = specialist.selfAssess(query, board.snapshot())

if relevance == NOT RELEVANT:
recordSpecialistStatus(specialist, SLEPT)
continue
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localState = specialist.initialState(query, board.snapshot())

while not localState.done:
action = callLLM(
model = OPUS_4_7_ MEDIUM,
systemPrompt = specialist.prompt,
tools = specialist.tools + boardTools,
state = localState

)

if action.type == TOOL_ CALL:
result = executeTool(action.name, action.arguments)
localState.toolResults.append (result)
if result.containsFinding;:

board.post(specialist.name, result.summary)

else:
localState.summary = action.text
board.post(specialist.name, action.text)
localState.done = true

recordSpecialistStatus(specialist, COMPLETED)

finalAnswer = callLLM(
model = OPUS_4_7_ MEDIUM,
systemPrompt = synthesisPrompt,
state = {query, board.messages, specialistSummaries}

)

return finalAnswer, collected TraceAndMetrics()

4.4 Experiment Harness

The experiment harness executes the same scenario against both architectures, stores
the final answer and trace, computes resource metrics, and then applies the agent-
as-a-judge protocol to the paired outputs. The harness records:

— final text output;
- wall-clock latency and first-token timing where available;
— total tool calls, platform tool calls, successful tool calls, and errored tool calls;

- platform coverage, inferred from required-platform groups and observed plat-
form tools;

- connected platform count and queried platform count;

- input tokens, output tokens, cache-read tokens, cache-write tokens, total tokens,
LLM call counts, and estimated dollar cost;

— specialist completion, sleep, and failure counts for multi-agent runs;
- board-message counts and senders for multi-agent runs;

- agent-as-a-judge scores, winner, confidence, winner reason, and normalised
winner-reason categories.

This instrumentation is deliberately architecture-neutral where possible. Latency,
cost, tokens, tool calls, output, and platform coverage are recorded for both systems.
Specialist and message-board metrics are meaningful only for the multi-agent con-
figuration.

Table 4.1 summarises the stored result schema. The schema is deliberately re-
dundant: final answers are stored beside token summaries, tool counts, platform
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coverage, specialist outcomes, trace locations, and judge decisions so that later ana-
lysis can be performed without re-running expensive agent calls.

Table 4.1: Main trace and result fields written by the benchmark runner.

Field group Examples Purpose
Scenario id, query, complexity, Defines the paired task and expected
ambiguity, evidence sources
requiredPlatforms
Run identity architecture, repetition, Links a final answer to the
client group corresponding execution setting
Output finalText, status, Stores the answer or failure visible to the
errorMessage user
Trace traceDir, langsmithRunld, Makes tool calls and intermediate
toolEvents observations auditable
Efficiency latencyMs, firstTokenMs,  Measures runtime and model-resource
llmCallCount, costUsd consumption
Tokens input, output, cacheRead,  Supports cost and context-pressure
cacheWrite, total analysis
Tools totalToolCalls, Captures tool-use intensity and platform
platformToolCalls, coverage
erroredToolCalls,
queriedPlatforms
Multi-agent completedSpecialists, Quantifies fan-out and inter-specialist
only sleptSpecialists, behaviour
failedSpecialists,
boardMessages
Judge scores, winner, Captures trace-aware agent-as-a-judge
confidence, evaluation
winnerReason,
failureModes
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Chapter 5

Methodology

5.1 Benchmark Dataset

The evaluated benchmark contains 50 natural-language marketing queries. It is de-
signed to cover narrow retrieval tasks, deeper diagnostic tasks, and recommendation-
oriented tasks across single-platform and cross-platform settings. The distribution
is:

- 19 single-platform queries and 31 cross-platform queries;
- 6retrieval queries, 15 multi-step analysis queries, and 29 analysis-with-recommendation
queries;

- 15 precisely specified queries and 35 open-ended queries.
Each benchmark entry contains:

Query The exact user prompt issued to both architectures.
Task category Platform scope, complexity, and ambiguity.

Required platforms One or more platform groups that define the evidence sources
expected for the query. Groups allow aliases such as Meta Ads being repres-
ented by facebook_ pages.

Evaluation focus A natural-language description of what a correct answer must
do.

Reference answer An optional expert-written reference. In the final run, the judge
primarily evaluated answers against trace data and scenario criteria.

The prompts were written to avoid time-dependent ambiguity. Rather than ask-
ing for “the last seven days” or “recently” without qualification, scenarios use closed
windows such as the last complete calendar week, the last complete calendar month,
the previous complete calendar month, or the last complete calendar year. This
matters because live marketing accounts change continuously; paired runs must be
evaluated against the same closed time window to be comparable. The full prompt
list appears in Appendix A, and the empirical results are reported in Chapter 6.
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Scenario Single and Final answers Anonymised Scores, winner,
question multi-agent runs and traces judge agent winner reason

Figure 5.1: Agent-as-a-judge workflow. The judge is a separate LLM agent that
evaluates anonymised answers using both final text and trace evidence.

5.2 Evaluation Client

The final experiment used one client configuration with the following connected
platform set:

Shopify, Facebook Pages / Meta Ads, Google Ads, Google Tag Manager, Google
Analytics 4, and Google Search Console.

The benchmark used in the final experiment was built around this connected
platform set, giving 50 report scenarios and an n = 5 repeated comparison design.

5.3 Evaluation Metrics

The most important architecture-specific metric is required-platform coverage:

number of required platform groups queried

coverage = number of required platform groups

This metric captures one of the central risks of an agent-orchestrator system: the
model may simply omit a relevant platform. The multi-agent architecture should
score highly when platform connections are healthy, because connected specialists
are launched mechanically before the final answer is synthesised.

5.4 Agent-as-a-Judge Protocol

The conceptual basis for agent-as-a-judge evaluation was introduced in § 2.5. In
the experiment, the judge agent receives the original user question, the evaluation
criteria, both anonymised final answers, and the saved trace artifacts for each run.
It inspects tool calls before judging, verifies date windows and important numerical
claims, scores each answer independently, and then chooses a winner or tie.

Several safeguards were used. First, the answers were anonymised as Answer A
and Answer B. The order was shuffled by scenario so that the same architecture was
not always shown first. Second, the judge model differed from the evaluated agent
model: the evaluated agents used Claude Opus 4.7 with medium effort, while the
judge used Gemini 3.1 Pro Review. Third, the final reported comparison aggregates
the original report pass with four additional repeated executions, giving an n = 5
design over the same scenario set. Fourth, the judge was instructed to ground its
verdict in trace files, not only in writing style. It specifically had to check tool-
call evidence, date windows, required-platform coverage, unsupported claims, and
whether recommendations followed from observed data.

The judge emitted the following structured fields:

- per-answer completeness, accuracy, coherence, and actionability scores from
1-5;

- per-answer factuality and platform-coverage ratios;
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— unsupported claims and failure modes;
- a pairwise winner, confidence score, and comparative reasoning;

— a one-sentence winner reason and one to three normalised winner-reason
categories.

The normalised winner-reason categories make qualitative analysis possible. For
example, a multi-agent win can be attributed to better synthesis, better actionabil-
ity, better accuracy, better platform coverage, or fewer unsupported claims rather
than being counted only as an undifferentiated win. The judge is therefore both a
scoring mechanism and a source of explanatory labels for later analysis.

5.5 Experimental Procedure

Each scenario was executed against both architectures using the same client config-
uration and the same closed date windows. Agent runs used Claude Opus 4.7 with
medium reasoning effort. Judge runs used Gemini 3.1 Pro Review. The reported
analysis aggregates five passes over the report scenario set where matched single-
and multi-agent answers were available.

The procedure was:

1. Select the evaluation client configuration and load its connected platform set.
2. Load the 50-scenario benchmark for the connected platform set.
3. Execute each scenario against both architectures for the repeated report passes.

4. Save final answers, traces, tool-call logs, board messages, and resource met-
rics.

5. Run the agent-as-a-judge protocol over each matched answer pair.

6. Aggregate results overall and by platform scope, complexity, ambiguity, and
architecture-specific trace signals.

5.6 Threats to Validity

The first threat is platform-state instability. The benchmark uses live marketing
accounts, so a run on one date is not exactly comparable to a run on another. The
use of closed calendar periods and paired execution reduces this risk, but does not
remove it.

The second threat is stochastic model behaviour. The report uses an n = 5
repeated design and reports means over successful matched repetitions. This makes
the observed direction of the architecture effect less dependent on a single sample
than the initial one-pass run, but it still evaluates one client configuration and one
benchmark distribution.

The third threat is judge reliability. The agent-as-a-judge protocol is useful for
scalable trace-aware evaluation, but it is not a substitute for expert auditing. A
manual expert audit of a subset of verdicts would be a valuable validation step.

The fourth threat is ecological validity across clients. The evaluation uses one
client configuration with six useful integrations, so the conclusions are strongest
for Google Ads, Meta Ads, GA4, Search Console, Shopify, and GTM workflows.
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Table 5.1: Evaluation metrics used by the comparison runner.

Category Metric Description
Efficiency = Wall-clock latency End-to-end time from query submis-
sion to final output
Token volume Input, output, cache-read, and cache-
write tokens
Dollar cost Estimated model cost using configured
model prices
Tool calls Total external tool calls and platform-
tool calls
Coverage  Platform coverage Fraction of required platform groups
queried by platform tools
Specialist activation =~ Completed, slept, and failed specialists
in the multi-agent run
Connected platforms Number of available platforms for the
evaluation client
Quality Completeness Judge score from 1-5 for answering all
parts of the request
Accuracy Judge score from 1-5 for grounded nu-
merical and factual claims
Coherence Judge score from 1-5 for clear, non-
contradictory synthesis
Actionability Judge score from 1-5 for usefulness of
recommendations
Factuality ratio Judge-estimated share of checked
claims supported by trace data
Robustness Failure rate Share of runs that crash, cannot fetch

Failure modes

required data, or produce no usable
output

Missing platform, wrong date window,
hallucinated metric, or weak recom-
mendation
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Chapter 6

Results

This chapter presents the empirical comparison as a sequence of paired contrasts.
The final reported analysis treats the original report run and four additional repeated
passes as an n = 5 design over the same scenario set. Efficiency metrics use all
completed architecture runs. Quality metrics use 208 successful matched pairwise
verdicts from the repeated report set. Unless otherwise stated, quality deltas are
computed as:

A= SCOT€multi-agent — SCOT€agent-orchestrator

Positive values therefore favour the multi-agent system. Confidence intervals
are non-parametric 95% bootstrap intervals over matched judged repetitions. They
should be read as uncertainty over this evaluated task sample, not as a claim about
all possible marketing tasks.

6.1 Experimental Sample

The repeated report set contains 50 benchmark scenarios. Across the five-pass
design, 429 architecture runs completed and 208 matched answer pairs were judged.
Matched pairs are the unit of quality comparison, because the judge compares both
architectures on the same scenario repetition.

Table 6.1: Experimental sample used in the repeated final comparison.

Property Value

Scenario set 50 marketing-agent prompts

Intended repetitions per scenario 5

Completed architecture runs 429

Successful matched judged pairs 208

Captured multi-agent board messages 137

Evaluation client integrations Shopify; Meta Ads; Google Ads; GTM; GA4; Search Console
Agent model Claude Opus 4.7, medium effort

Judge model Gemini 3.1 Pro Review

The evaluated scenarios were intentionally heterogeneous: 19 were single-platform
and 31 were cross-platform; 6 were retrieval tasks, 15 were multi-step analytical
tasks, and 29 required analysis with recommendations; 15 were precise prompts and
35 were open-ended prompts. This matters for interpretation because architecture
effects are not uniform across task types.
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6.2 Efficiency

Table 6.2 shows the central efficiency result: the agent-orchestrator is the cheaper
control structure. Mean latency across completed runs was 48.0 seconds for the
agent-orchestrator and 85.6 seconds for the multi-agent system. The cost difference
was larger than the latency difference: the multi-agent system cost $0.862 per run
on average, compared with $0.317 for the agent-orchestrator. Figure 6.1 shows the
same resource pattern as per-scenario multipliers.

Table 6.2: Mean efficiency comparison over completed repeated architecture runs.
Ratios compare architecture means; deltas are mean differences.

Metric Single = Multi Ratio Mean delta
Latency, seconds 48.0 85.6 1.78x +37.5
Cost, USD 0.317 0.862 2.72x +0.545
Total tokens 238,108 560,596 2.35x +322,488
LLM calls 5.75 20.87 3.63x +15.12
Tool calls 8.53 21.62 2.53x +13.09
Platform tool calls 5.78 10.88  1.88x +5.10
Platform coverage 0.95 0.98 - +0.03
Latency [ —
Cost 3 —_—
Tokens | —_—
LLM calls 1
Tool calls 3 B
Platform tools |
; } } } } multi-agent / single ratio
1x 2x 3x 4x 5x

Figure 6.1: Resource overhead ratios for the repeated report set. Points are
architecture-mean ratios; horizontal lines retain the one-pass interquartile
reference from the scenario-level run.



Average specialists 3.32 slept | 0.03 failed

Triage: 5.0s
Average timings - Delegation: 53.1s Synthesis: 26.3s
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Figure 6.2: Average multi-agent fan-out over completed repeated runs. The
specialist bar uses actual average specialist counts, while the timing bar is scaled
to the same visual width; labels give actual seconds. Most connected specialists
either complete work or explicitly sleep, and the majority of wall-clock overhead is
the delegation plus synthesis path.

The overhead is structural rather than accidental. The agent-orchestrator made
5.75 LLM calls on average. The multi-agent system made 20.87, because a request
fan-outs across specialists and then returns to a synthesis step. Per multi-agent run,
2.54 specialists completed useful work on average, 3.32 slept after relevance assess-
ment, and 0.03 failed. This means that even when only one platform is ultimately
needed, the multi-agent system still pays a relevance-assessment tax for the connec-
ted specialist set.
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6.3 Overall Quality

Quality moves in the opposite direction. Across 208 matched judged comparisons,
the judge selected the multi-agent answer 149 times, the agent-orchestrator answer
44 times, and a tie 15 times. Figure 6.3 shows the paired verdict distribution. Exclud-
ing ties, a two-sided sign test gives p < 10713, indicating that the observed winner
imbalance is highly unlikely under a symmetric win-probability assumption for this
task sample.

Sign test over judged pairs, excluding ties: p < 10713
Multi-agent wins [ -

Agent-orchestrator wins 44

Ties [ | 15

0 40 80 120 160

Figure 6.3: Pairwise judge verdicts over 208 matched judged comparisons in the
repeated report set. The result is paired by prompt, client, tools, model family, and
benchmark configuration.

Table 6.3 reports the score-level comparison. The composite quality score is
the unweighted mean of completeness, accuracy, coherence, and actionability. The
multi-agent system improved the composite score by +0.51 points on the 1-5 judge
scale, with a bootstrap interval of [0.38, 0.63]. The largest dimension-level effects
were actionability (+0.74) and completeness (+0.71). Accuracy improved by +0.44,
while coherence improved by +0.14. The actionability gain is especially important
in production settings: a technically correct marketing answer still has low value if
it does not identify concrete next actions.

Table 6.3: Judge score effects over 208 matched pairwise verdicts. Bootstrap
intervals are computed over matched repetitions.

Dimension Single mean Multi mean Delta 95% bootstrap interval
Completeness 4.15 486 +0.71 [0.58, 0.85]
Accuracy 4.27 470 +0.44 [0.24, 0.63]
Coherence 4.70 485 +0.14 [0.03, 0.25]
Actionability 3.98 472 +0.74 [0.57, 0.90]
Composite 4.27 4.78 +0.51 [0.38, 0.63]
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Figure 6.4: Paired quality effects with 95% bootstrap intervals. The strongest
improvements are in completeness and actionability; coherence changes least.
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Figure 6.5: Ordered scenario-level mean composite quality deltas across repeated
matched judgements. Thirty-seven of 47 judged scenarios have a positive
multi-agent delta, two are exactly tied on the composite score, and eight favour the
agent-orchestrator.

This pattern is technically meaningful. Completeness and actionability are the
dimensions most directly affected by architecture. They require the system to collect
enough evidence and convert that evidence into next steps. Coherence, in contrast,
is largely a final-answer writing property; both architectures used the same under-
lying model family and both produced generally readable answers. The main gain
is therefore not that the multi-agent system writes better prose, but that it produces
more complete evidence sets for synthesis.

6.4 Emergent Coordination in Board Messages

The repeated multi-agent traces also expose behaviours that were not implemented
as explicit central rules. They emerge from local specialist decisions plus the shared
message board. In this thesis, emergence does not mean that the system develops
new capabilities outside its design. It means that useful global behaviour appears
from the interaction of independent specialists, local relevance checks, platform-
specific prompts, and a later synthesis step.
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Table 6.4: Emergent coordination signals observed in captured multi-agent board
messages.

Observed behaviour Trace evidence Why it matters

Relevance filtering Search Console, Shopify, or  The system avoids forcing
GTM specialists often slept  every connected platform into
when a prompt was outside every answer, while still
scope or when the making the omission explicit
integration was unavailable. and auditable.

Semantic boundary Paid-media specialists This protects the synthesis

keeping warned that Meta purchases, step from invalid blended
Google Ads conversions, metrics, a common failure in
GA4 key events, and cross-platform marketing
Shopify revenue are not reporting.

always directly comparable.

Hypothesis In broad prompts, GA4 The synthesis agent receives
diversification focused on site conversion  several plausible explanations
and landing-page signals, ad before selecting a
specialists focused on recommendation, reducing the
auction and campaign chance of premature closure.

efficiency, and Search
Console focused on demand
and organic visibility.

Several examples illustrate this mechanism. In conversion-tracking scenarios,
the GA4 specialist repeatedly identified that the property had no ecommerce rev-
enue or, in some windows, no key events configured. At the same time, the Meta
specialist reported purchase and ROAS metrics from pixel and CAPI attribution. The
board therefore preserved a critical semantic mismatch: one platform was report-
ing ad-attributed purchases, while another could not validate ecommerce revenue.
In brand and cannibalisation scenarios, Search Console specialists reported that
branded organic clicks were essentially flat even when paid-brand questions were
being investigated. This gave the synthesis step negative evidence against an easy
but unsupported cannibalisation explanation.

This is the strongest qualitative difference between the architectures. The agent-
orchestrator can make the same observations if it chooses the right sequence of tools,
but the multi-agent system makes those observations more likely on broad tasks be-
cause several specialised investigations happen before the final answer is written.
The board becomes a lightweight blackboard: not only a storage mechanism, but
a coordination surface where limitations, metric definitions, and competing hypo-
theses are visible to the synthesis step.
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6.5 Task Heterogeneity

The aggregate result hides a strong interaction with task type. Table 6.5 and Fig-
ure 6.6 show that the multi-agent advantage concentrates in open-ended, recom-
mendation, and cross-platform tasks. It is weak or absent on precise retrieval tasks.

Table 6.5: Stratified pairwise results across repeated matched judgements. Cost
multipliers are ratios of mean multi-agent cost to mean agent-orchestrator cost
within each stratum.

Stratum Pairs Multi/single / tie Multi win rate  Composite delta Cost multiplier
Single-platform 90 57/23/10 0.63  +0.28 [0.12, 0.44] 2.03x
Cross-platform 118 92/21/5 0.78  +0.68 [0.50, 0.85] 3.02x
Retrieval 30 17/7/6 0.57  +0.00 [-0.19, 0.19] 2.14x
Multi-step analysis 62 36/19/7 0.58  +0.25 [0.08, 0.43] 1.91x
Analysis with recommendation 116 96/18/2 0.83  +0.77 [0.59, 0.96] 3.07x
Precise 70 36/22/12 0.51  +0.05 [-0.09, 0.19] 1.93x
Open-ended 138 113/22/3 0.82  +0.74 [0.58,0.90] 2.92x
Single-platform —
Cross-platform ——
Retrieval —
Multi-step —
Recommendation ——
Precise —
Open-ended —

} } } } composite quality delta
-0.5 0 +0.5 +1.0

Figure 6.6: Stratified composite quality effects with 95% bootstrap intervals. The
architecture effect is task-dependent rather than uniform.

Figure 6.7 places these task strata on an efficiency-quality plane. Every stratum
is more expensive under the multi-agent architecture, but only some strata receive
a corresponding quality gain. Precise and retrieval tasks sit near zero quality delta
despite a cost multiplier near 2x. Open-ended, cross-platform, and recommendation-
oriented tasks occupy the upper-right region: they cost substantially more, but they
also receive the largest quality gains.
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Figure 6.7: Efficiency-quality trade-off by task stratum. Compact labels correspond
to the strata in Table 6.5. The multi-agent architecture is only attractive where
quality gains compensate for the cost multiplier.

This is the core result of the thesis. Platform count matters, but it is not the
whole explanation. Cross-platform prompts tend to be harder because they expand
the evidence search space, but ambiguity and recommendation complexity are at
least as important. A prompt such as ”give me last week’s spend” has a small an-
swer space and no need for synthesis. A prompt such as "what should we do next
quarter?” requires hypothesis generation, evidence collection, conflict resolution,
and prioritisation. The multi-agent design is useful in the second regime, not be-
cause it is larger, but because the task benefits from parallel specialised evidence
gathering.
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6.6 Failure Analysis

The judge emitted structured failure tags and unsupported-claim lists for each an-
swer. Table 6.6 summarises these tags, and Figure 6.8 visualises the main error
families. Across the repeated judged sample, unsupported-claim flags appeared in
more agent-orchestrator scenarios (24 versus 21), alongside more missing-platform
failures (12 versus 1) and many more weak-recommendation failures (50 versus 7).
The multi-agent system reduced under-collection, but it did not eliminate hallucin-
ation: it still received 3 hallucinated-metric tags and introduced a small number of
synthesis-specific failures.

Table 6.6: Judge-coded failure signals across the repeated matched verdicts.
Failure-mode rows are tag counts; unsupported claims are deduplicated by
scenario.

Failure signal Agent-orchestrator Multi-agent
Unsupported-claim scenarios 24 21
Weak recommendation 50 7
Hallucinated metric 28 3
Missing required platform 12 1
Over-broad answer 16 5
Wrong date window 3 1
Wrong property mapping 1 0
Hallucinated connection 0 1
Wrong synthesis 0 1
Bl Agent-orchestrator Multi-agent
. |
Unsupported claims 21 “
I 50
Weak recommendation 7
I 28
Hallucinated metric 3
Missing platform 1_ 12
I (6
Over-broad answer 5
Other rare tags _3 >
f } } } } } count
0 10 20 30 40 50

Figure 6.8: Failure-tag comparison by architecture. The agent-orchestrator’s
largest excess errors are weak recommendations, missing-platform omissions, and
hallucinated metrics; the multi-agent system retains fewer hallucinated-metric
tags and only a small number of synthesis-specific residual errors.
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Table 6.7: Representative failure cases illustrating the mechanisms behind the
aggregate results.

Scenario Agent-orchestrator Multi-agent mechanism Winner
mechanism
cross-landing- Stopped after GA4 Combined ad-platform and Multi
paid evidence and missed analytics evidence,
paid-platform evidence, identifying both paid waste
producing 33% and a Meta tracking gap.
required-platform
coverage.
product-ad- Treated unavailable Preserved the Shopify Multi
alignment Shopify data as a blocking  limitation while still
condition and did not fully  analysing Google and Meta
exploit the remaining ad Ads signals.
evidence.
ambiguous- Produced an incomplete Used broader evidence Multi
growth- response with weak action collection to produce a
opportunity prioritisation. complete cross-channel
recommendation.
gads-spend-7d Answered the narrow Added unsupported Single
metric request directly and statements about
avoided unsupported zero-spend campaigns
status claims. being active or eligible.
report-monthly- Kept channel metrics Summed incompatible Single
channel-table separate and avoided Google and Meta
invalid blended attribution. conversion definitions into
an invalid blended ROAS.
channel-mix-risk Segregated unrelated Over-synthesised unrelated Single
account data and account evidence into a
represented tool cross-brand tracking issue.

limitations transparently.

These examples identify two opposing architectural risks. The agent-orchestrator’s
dominant risk is under-collection: it may stop after the first plausible source and fail
to inspect another relevant platform. The multi-agent system’s dominant risk is
over-synthesis: it may combine partial findings into an interpretation that is too
strong. For marketing analysis, the better architecture depends on which error is
more costly. For closed-form retrieval, over-synthesis is worse. For diagnosis, plan-
ning, and QBR-style reporting, under-collection is often worse.
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6.7 Example Platform Outputs and Use Cases

The system evaluated in this thesis does not produce only internal traces or bench-
mark scores. In the production platform, the final artefact shown to a marketer is a
natural-language answer grounded in tool evidence, often with tables, caveats, and
suggested actions. The traces used in the experiment are therefore the evidence
behind the same answer surface that a customer-facing user would see.

Table 6.8 summarises three representative output shapes from the benchmark.
They are anonymised and simplified for presentation, but they preserve the oper-
ational form of the platform output: a user asks a business question, the agent re-
trieves evidence from connected marketing platforms, and the final answer com-
bines metric reporting with limitations and recommended next steps.

Table 6.8: Representative customer-facing output shapes produced by the platform.

Use case Example user request Final result shown to the user

Metric retrieval ~ “What was total Google A direct total, a ranked campaign
Ads spend for the last table, the date window used, and a
complete calendar caveat when campaigns have zero
week?” spend or insufficient activity. This is

the fastest and most suitable case
for the agent-orchestrator.

Performance “CPA increased last A structured diagnosis separating

diagnosis week. Was this auction  ad-platform signals from GA4
cost, traffic quality, or conversion signals, with explicit
site conversion?” notes when one platform’s

conversion definition cannot be
directly compared with another.
This is where multi-agent coverage
is useful because several plausible
causes must be checked before the
final synthesis.

Planning and “Prepare a QBR-style An executive summary with wins,

reporting review and next-quarter risks, channel-level evidence,
budget tracking limitations, and prioritised
recommendation.” next actions. The answer is not just

a data pull; it is a synthesis artefact
that can seed a customer report, a
planning meeting, or a follow-up
investigation.

These examples clarify what the benchmark results mean in platform terms. A
narrow retrieval answer is successful when it is short, exact, and cheap. A dia-
gnostic answer is successful when it checks multiple plausible evidence sources be-
fore choosing a cause. A QBR or budget-planning answer is successful when it turns
heterogeneous platform evidence into a coherent action plan while preserving un-
certainty. The multi-agent system improves the latter two output types because
the final synthesis receives several specialist findings rather than only the evidence
selected by a single reasoning loop.
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6.8 Answering the Research Questions

RQ1: Efficiency. The agent-orchestrator is more efficient. It reduced mean latency
from 85.6s to 48.0s, mean cost from $0.862 to $0.317, mean total tokens from
561k to 238k, and mean LLM calls from 20.87 to 5.75.

RQ2: Quality. The multi-agent system produced higher-quality answers on aver-
age. It won 149 of 208 matched judged comparisons and improved composite
judge score by +0.51 points, with the strongest dimension-level gains in com-
pleteness and actionability.

RQ3: Task characteristics. The effect is conditional. Precise and retrieval tasks do
not justify the multi-agent overhead, while open-ended, cross-platform, and
recommendation-oriented tasks show large positive quality deltas.
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Chapter 7

Discussion

7.1 Interpreting the Trade-Off

The results show a clear efficiency-quality trade-off. The agent-orchestrator is faster
and cheaper because it has one reasoning loop and avoids specialist fan-out. It is
therefore attractive for narrow retrieval tasks, especially when the relevant platform
is obvious and the user only wants a number or a short table.

The multi-agent system is slower and more expensive, but it delivers better an-
swers on the tasks that motivated the architecture. Its advantage is strongest when
the problem is under-specified or when several platforms could plausibly explain
the outcome. In these cases, automatic specialist activation reduces the chance that
a relevant data source is omitted. Even when a specialist sleeps, the sleep decision
is explicit and traceable. The repeated board messages show that this traceability is
not merely operational logging: it becomes part of the reasoning substrate for the
final synthesis.

The result does not imply that multi-agent systems are universally better. On
precise tasks, the two architectures were nearly tied. This is an important practical
finding: multi-agent coordination should be treated as an investment, not a default.
The system pays extra latency, tokens, and cost; that investment is justified when it
buys broader coverage, better synthesis, or more actionable recommendations.

7.2 Task Complexity as the Main Moderator

The platform count is only a partial explanation of the results. A cross-platform task
is more likely to need several specialists, but the decisive variable is the cognitive
shape of the task: whether the agent must retrieve a known metric, diagnose a
pattern, or propose a forward-looking plan under uncertainty.

Retrieval tasks were close. The multi-agent system’s mean quality delta on re-
trieval was slightly negative (-0.04), and precise prompts also favoured the agent-
orchestrator on average (-0.23). These tasks have a small search space: the answer
is usually a metric, date window, or table. Extra agents create opportunities for
redundant work, conflicting detail, or unnecessary synthesis without adding much
evidence.

The pattern changes on recommendation and open-ended tasks. Analysis-with-
recommendation prompts produced a +0.77 mean quality delta for the multi-agent
system, and open-ended prompts produced a +0.74 delta. These tasks have larger
search spaces: a good answer must decide which evidence matters, reconcile signals
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across platforms, and choose actions. This is where independent specialists and a
final synthesis step become useful. The multi-agent system is not better because it
is larger; it is better when the task benefits from parallel hypothesis generation and
evidence reconciliation.

This distinction is important for production design. A routing policy based only
on the number of connected platforms would be crude. The benchmark suggests
a better policy: route precise metric retrieval to the agent-orchestrator, but route
open-ended diagnosis, QBR-style reporting, budget allocation, and future-planning
questions to the multi-agent path.

7.3 Why the Multi-Agent System Wins Broad Tasks

The judge reason categories suggest three mechanisms behind the multi-agent ad-
vantage.

First, specialists improve coverage. Cross-platform prompts often require evid-
ence from ad platforms, analytics, commerce, and search data. The agent-orchestrator
must decide which of these matter. In several scenarios it achieved lower required-
platform coverage, such as cross-landing-paid and product-ad-alignment. The
multi-agent system reached 100% coverage in those cases because connected spe-
cialists were launched mechanically.

Second, specialists improve local analysis. Platform-specific prompts and tool
surfaces help each specialist ask more targeted questions of its data source. This
does not always improve accuracy, but it reduces the chance that the system answers
from a shallow aggregate when a platform-specific breakdown is needed.

Third, synthesis improves actionability. The multi-agent system often produced
stronger recommendations because the synthesis step received several independent
findings and could rank them. This is reflected in the actionability gap: 4.72 for
multi-agent versus 3.98 for the agent-orchestrator. The board messages show the
mechanism: specialists do not merely return metrics; they also label caveats, track-
ing gaps, and platform-specific definitions that the synthesis agent can preserve or
reconcile.

7.4 Where the Agent-Orchestrator Remains Preferable

The agent-orchestrator remains the better architecture for some production situ-
ations. If a user asks a precise single-platform question, such as total spend for a
closed week, the agent-orchestrator usually avoids unnecessary work. It also has
simpler failure modes: fewer model calls, fewer moving parts, and lower cost expos-
ure.

The agent-orchestrator is also easier to reason about operationally. Debugging
one transcript is simpler than debugging several specialist transcripts plus a syn-
thesis transcript. For organisations with strict latency budgets or high query volume,
the cost difference is significant: in this benchmark, the multi-agent system cost ap-
proximately three times as much per completed run.

7.5 Architectural Implications

The connection-driven design changes the role of routing. In a traditional supervisor
architecture, the LLM must decide which tools or sub-agents matter. In the Epi-
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minds multi-agent design, platform connections determine which specialists start,
and each specialist decides only whether its own platform is relevant. This decom-
poses a global routing problem into several local relevance decisions.

This decomposition is valuable when omission is worse than overhead. Mar-
keting diagnosis often has this property: a conversion-rate issue, tracking issue,
paid-channel issue, and commerce issue can all produce the same symptom in the
user’s question. If the system fails to check one of these sources, the answer may
be confident but wrong. The multi-agent system reduces that omission risk, at the
cost of additional calls and synthesis work.

The results also suggest that a production system should not expose only one
mode. A practical deployment could route precise retrieval prompts to the agent-
orchestrator and ambiguous diagnostic or planning prompts to the multi-agent path.
The benchmark categories provide an initial policy: use single-agent execution when
the platform and metric are explicit; use multi-agent execution when the prompt is
open-ended, strategic, cross-platform, or recommendation-heavy.

7.6 Ethical Implications of Agent-as-a-Judge Evaluation

The use of an LLM judge raises methodological and ethical questions that are sep-
arate from ordinary benchmark design. In this thesis, the judge is useful because
the outputs are open-ended marketing analyses rather than exact strings: a good
answer may be longer, more cautious, or more actionable without matching a fixed
reference answer. Agent-as-a-judge evaluation therefore provides a scalable way to
compare paired outputs using the original question, final answers, and trace evid-
ence [27, 28, 26]. However, this convenience should not be mistaken for neutral
authority.

The first ethical risk is delegation of judgement. A judge model can make plaus-
ible but wrong evaluations, reward fluent explanations over better evidence, or
prefer answers that resemble its own style [19]. If such scores were used directly to
rank employees, optimise customer accounts, or make budget decisions, the evalu-
ation would hide human accountability behind a model verdict. In this thesis, the
judge is used only as a research instrument for comparing architectures, and the
reported scores are interpreted as trace-aware measurements rather than ground
truth.

The second risk is bias amplification. Both candidate agents and the judge are
trained on broad web and code data, and they may share implicit preferences about
verbosity, confidence, or what a “good” recommendation sounds like. The experi-
ment reduces this risk by anonymising answer order, using a judge from a differ-
ent model family, requiring trace-grounded reasoning, and repeating judgements.
These safeguards reduce but do not eliminate bias; they make the evaluation audit-
able rather than ethically complete.

The third risk is privacy. Trace-aware judging requires exposing not only final
answers but also tool calls, platform names, partial findings, and sometimes com-
mercially sensitive performance metrics. A production use of this evaluation pattern
should therefore minimise trace content, remove unnecessary identifiers, restrict re-
tention, and separate evaluation artefacts from customer-facing records. The thesis
benchmark used the judge to evaluate architecture behaviour, not to publish raw
customer traces.

For these reasons, agent-as-a-judge should be treated as an assistive evaluation
layer. It is appropriate for scalable comparison, regression testing, and identify-
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ing cases for expert review. It is not a replacement for human judgement when
the outcome affects customers, budgets, or claims about business performance. The
strongest evaluation design would combine agent-as-a-judge scoring with a manual
audit of a representative sample, especially for close verdicts and high-impact recom-
mendation tasks.

7.7 Limitations

The final benchmark uses one production client configuration and an n = 5 repeated
report design over the same scenario set. This improves stability relative to a single
run, but the sample is still one client, one production account configuration, and
one benchmark distribution.

The evaluation used one client configuration with six useful integrations. The
conclusions are therefore strongest for Google Ads, Meta Ads, GA4, Search Console,
Shopify, and GTM workflows.

The judge was an LLM. Although it inspected traces and was separate from the
evaluated agent model, it can still fail or exhibit preferences, as discussed in § 7.6.
Manual expert auditing of a sample of judged traces would strengthen the validity of
the quality conclusions, especially for verdicts based on nuanced recommendations
rather than simple metric retrieval.

Finally, the comparison includes specialisation effects as well as control-structure
effects. The agent-orchestrator receives the same tools, but it does not receive every
specialist’s full domain-specific prompt. This is intentional, because a single agent
containing every specialist prompt would be unwieldy and unlike a realistic super-
visor baseline. Still, a future ablation could compare against a single agent that
retrieves specialist instructions dynamically.
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Chapter 8

Conclusions

This thesis compared two ways to organise LLM-based marketing agents: an agent-
orchestrator with a broad tool set and support subagents, and a multi-agent sys-
tem in which connected specialists auto-activate, self-assess relevance, communic-
ate through a shared board, and feed a synthesis step.

The empirical result is clear. The agent-orchestrator is the efficient architecture:
across completed repeated runs it was faster, cheaper, used fewer tokens, and called
fewer tools. The multi-agent system is the higher-quality architecture on broad
marketing tasks: across 208 matched judged comparisons it won 149 times, lost 44
times, and tied 15 times.

The answer to the research questions is therefore conditional rather than abso-
lute:

RQ1 The agent-orchestrator is more efficient. In the repeated report set it averaged
48.0 seconds and $0.3171 per completed run, compared with 85.6 seconds and
$0.8617 for the multi-agent system.

RQ2 The multi-agent system produced higher-quality answers. It improved the
composite judge score by +0.51 points and outscored the agent-orchestrator
on completeness, accuracy, coherence, and actionability.

RQ3 Task characteristics matter. Precise prompts were close, while open-ended,
cross-platform, and recommendation-oriented prompts strongly favoured the
multi-agent architecture.

The practical conclusion is that multi-agent systems are best understood as a
robustness and synthesis mechanism, not an efficiency mechanism. They are justi-
fied when the cost of missing a relevant data source is high, when several platforms
must be reconciled, or when the user asks for diagnosis and next actions rather than
a single metric. An agent-orchestrator remains preferable for narrow, well-specified
retrieval tasks.

The repeated traces add a second conclusion. Some of the most useful multi-
agent behaviour appears in the shared board before the final answer: specialists
sleep when irrelevant, warn about broken or incomplete integrations, preserve metric-
definition boundaries, and contribute competing hypotheses. These behaviours make
the final synthesis more evidence-rich and explain why the multi-agent system gains
most on exploratory, QBR-style, budget-allocation, and future-planning prompts.

Future work should evaluate additional clients with different platform combin-
ations, manually audit a subset of judge decisions, and test hybrid routing policies
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that choose between agent-orchestrator and multi-agent execution based on prompt
characteristics.
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Appendix A

Benchmark Scenarios

This appendix lists the 50 prompts used in the final paired comparison. The prompts
are written with closed time windows such as last complete calendar week, last
complete calendar month, last complete calendar quarter, and last complete calendar

year so that repeated runs can be compared against stable periods.

Table A.1: Final benchmark scenarios.

Scenario id

Prompt

Required platforms

Category

gads-spend-7d

gads-cpa-
change-30d

gads-waste-
search-terms

gads-budget-
capped

gads-device-
performance
meta-spend-7d
meta-creative-
fatigue
meta-cpm-cpa-
shift
meta-audience-

breakdown

meta-budget-
reallocation

gad-traffic-
sources

What was total Google Ads spend for the last
complete calendar week? Give one total and the
top 5 campaigns by spend.

Compare Google Ads CPA for the last complete
calendar week against the previous complete
calendar week. Which campaigns moved the
most?

Find Google Ads search terms from the last
complete calendar month with spend but no
conversions and suggest negative keyword
actions.

Which Google Ads campaigns looked budget
constrained during the last complete calendar
month, and what budget changes would you
recommend for the next complete week?

Break down Google Ads performance by device
for the last complete calendar month and call out
any device-specific issue.

What was total Meta Ads spend for the last
complete calendar week? Give one total and the
top 5 campaigns by spend.

Look for signs of creative fatigue in Meta Ads
during the last complete calendar month. Which
campaigns or ads need attention?

Compare Meta Ads CPM, CTR, CPC, and CPA for
the last two complete calendar weeks versus the
previous two complete calendar weeks. What
changed most?

Which Meta Ads audience or ad set segments had
the weakest conversion efficiency during the last
complete calendar month?

Based on the last complete calendar month’s Meta
Ads results, where would you move budget next
complete week and why?

Show sessions, conversions, and conversion rate
by GA4 default channel group for the last
complete calendar month.

Google Ads

Google Ads

Google Ads

Google Ads

Google Ads

Meta Ads

Meta Ads

Meta Ads

Meta Ads

Meta Ads

Google Analytics

single-platform;
retrieval; precise

single-platform;
multi-step;
precise

single-platform;
recommendation;
open-ended

single-platform;
recommendation;
open-ended

single-platform;
multi-step;
precise
single-platform;
retrieval; precise

single-platform;
recommendation;
open-ended
single-platform;
multi-step;
precise

single-platform;
multi-step;
open-ended
single-platform;
recommendation;
open-ended
single-platform;
retrieval; precise
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Scenario id Prompt Required platforms Category
ga4-landing- Which landing pages had the largest Google Analytics single-platform;
page-drop conversion-rate drop in GA4 during the last multi-step;
complete calendar week compared with the precise
previous complete calendar week?
gad-funnel-issue Find the biggest funnel issue in GA4 during the Google Analytics single-platform;
last two complete calendar weeks and explain recommendation;
what might be causing it. open-ended
shopify-sales- Report Shopify gross sales, orders, average order ~ Shopify single-platform;
30d value, and top 5 products for the last complete retrieval; precise
calendar month.
shopify- Which Shopify products drove the most revenue  Shopify single-platform;

product-margin

search-console-
clicks

search-console-
seo-loss

cross-paid-
overview-7d

cross-paid-
budget-shift

cross-cpa-root-
cause

Cross-roas-vs-
revenue

cross-landing-
paid

cross-shopify-
gad-funnel

cross-seo-paid-
brand

cross-organic-
paid-
cannibalization

ambiguous-
performance-
drop

ambiguous-
sales-drop

ambiguous-roas-
question

ambiguous-
growth-
opportunity
report-weekly-
exec

during the last complete calendar month, and is
revenue overly concentrated in a few products?
What were the top Search Console queries by
clicks in the last four complete calendar weeks,
and how did clicks change versus the previous
four complete calendar weeks?

Find organic search queries or pages that lost
meaningful traffic in the last complete calendar
month versus the previous complete calendar
month and suggest what to investigate.

Compare Google Ads and Meta Ads spend,
conversions, CPA, and ROAS for the last complete
calendar week. Which channel performed better?
Given the last complete calendar month across
Google Ads and Meta Ads, where should I shift
budget next complete week?

Our CPA increased across paid channels during
the last complete calendar week. Check Google
Ads, Meta Ads, and GA4 to explain whether this is
traffic quality, auction cost, or site conversion.
Compare paid ad ROAS from Google Ads and
Meta Ads with Shopify revenue for the last
complete calendar month. Do the platforms line
up with actual sales?

Which paid campaigns sent traffic to landing
pages with weak GA4 conversion rates during the
last complete calendar month?

Use GA4 and Shopify to diagnose whether
checkout performance worsened during the last
two complete calendar weeks versus the previous
two complete calendar weeks.

Did branded demand change during the last
complete calendar month? Compare Google Ads
brand campaigns with Search Console branded
queries.

During the last complete calendar month, were
Google Ads brand campaigns cannibalizing
organic search clicks? Compare paid brand data
with Search Console trends.

Performance got worse in the last complete
calendar week versus the previous complete
calendar week. Figure out what happened and
what we should do.

Sales felt soft during the last complete calendar
month. Check whether the issue is ads, traffic,
conversion rate, or product demand.

Was our ROAS good enough during the last
complete calendar month? Give me the evidence
and a recommendation.

Where is the biggest growth opportunity in our
marketing data from the last complete calendar
month?

Write a short executive summary of the last
complete calendar week’s marketing performance
across connected paid and web analytics
platforms.

Search Console

Search Console

Google Ads, Meta
Ads

Google Ads, Meta
Ads

Google Ads, Meta
Ads, Google
Analytics

Google Ads, Meta
Ads, Shopify

Google Ads, Meta
Ads, Google
Analytics

Google Analytics,
Shopify

Google Ads, Search
Console

Google Ads, Search
Console

Google Ads, Meta
Ads, Google
Analytics

Google Ads, Meta
Ads, Google
Analytics, Shopify
Google Ads, Meta
Ads, Shopify

Google Ads, Meta
Ads, Google
Analytics, Shopify
Google Ads, Meta
Ads, Google
Analytics

multi-step;
open-ended
single-platform;
multi-step;
precise

single-platform;
recommendation;
open-ended

cross-platform;
multi-step;
precise
cross-platform;
recommendation;
open-ended
cross-platform;
recommendation;
open-ended

cross-platform;
multi-step;
open-ended

cross-platform;
recommendation;
open-ended
cross-platform;
multi-step;
open-ended

cross-platform;
multi-step;
open-ended

cross-platform;
recommendation;
open-ended

cross-platform;
recommendation;
open-ended

cross-platform;
recommendation;
open-ended
cross-platform;
recommendation;
open-ended
cross-platform;
recommendation;
open-ended
cross-platform;
recommendation;
open-ended
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Scenario id

Prompt

Required platforms

Category

report-monthly-
channel-table

precise-no-extra

precise-two-
platform-no-
extra
missing-
platform-
honesty
unsupported-
competitor-
spend
seasonality-
check

new-campaign-
impact

geo-
performance

mobile-web-
issue
product-ad-

alignment

conversion-
tracking-sanity

channel-mix-
risk

promo-impact

cross-platform-
anomaly

next-week-plan

exploratory-
account-audit

gbr-marketing-
review

future-budget-
allocation

Create a channel comparison table for the last
complete calendar month with spend, conversions,
CPA, revenue, and ROAS where available.

Give only one number: total Google Ads spend for
the last complete calendar day. No explanation.
Give two numbers only: Google Ads spend and
Meta Ads spend for the last complete calendar day.

Compare my LinkedIn Ads and Microsoft Ads
performance with Google Ads for the last
complete calendar month.

For Google Ads brand search, tell me each
competitor’s exact spend against us during the last
complete calendar month.

Did the last complete calendar month’s
performance change look seasonal, or did a
channel-specific problem drive it?

Did any newly launched paid campaigns
materially change account performance during
the last complete calendar month?

Which markets or locations underperformed
across paid campaigns and website conversion
during the last complete calendar month?

Check whether mobile traffic caused weaker paid
performance during the last complete calendar
month. Use ad platform device data and GA4
conversion data.

Which products sold best in Shopify during the
last complete calendar month, and did paid
campaigns push the same products?

Check whether ad-platform conversions look
consistent with GA4 and Shopify conversions for
the last complete calendar month.

Were we too dependent on one acquisition
channel during the last complete calendar month?
Use connected marketing data.

Did promotions visible in the last complete
calendar month improve paid efficiency or only
increase low-margin sales? Check ads and
Shopify.

Scan connected paid, analytics, and commerce
data for the biggest anomaly in the last two
complete calendar weeks versus the previous two
complete calendar weeks.

Based on the last complete calendar week’s
performance, what are the three highest-impact
marketing actions I should take next complete
week?

Do a broad exploratory audit of connected paid,
analytics, organic search, and commerce data for
the last complete calendar quarter. What is the
most important thing we should understand
before planning future growth?

Prepare a QBR-style marketing performance
review for the most recent fully completed
calendar quarter across connected paid, web
analytics, organic search, and commerce data.
Include wins, risks, and next-quarter priorities.
Using the last complete calendar quarter of
connected marketing data, recommend how we
should allocate paid media budget for the next
complete calendar quarter. Explain what to
increase, decrease, hold, and what evidence would
change the plan.

Google Ads, Meta
Ads, Shopify

Google Ads

Google Ads, Meta
Ads

Google Ads

Google Ads

Google Ads, Meta
Ads, Google
Analytics, Shopify
Google Ads, Meta
Ads

Google Ads, Meta
Ads, Google
Analytics

Google Ads, Meta
Ads, Google
Analytics

Shopify, Google Ads,

Meta Ads

Google Ads, Meta
Ads, Google
Analytics, Shopify
Google Ads, Meta
Ads, Google
Analytics

Google Ads, Meta
Ads, Shopify

Google Ads, Meta
Ads, Google
Analytics, Shopify

Google Ads, Meta
Ads, Google
Analytics

Google Ads, Meta
Ads, Google
Analytics, Search
Console, Shopify

Google Ads, Meta
Ads, Google
Analytics, Search
Console, Shopify

Google Ads, Meta
Ads, Google
Analytics, Shopify

cross-platform;
multi-step;
precise
single-platform;
retrieval; precise
cross-platform;
retrieval; precise

cross-platform;
multi-step;
precise
single-platform;
recommendation;
precise
cross-platform;
recommendation;
open-ended
cross-platform;
multi-step;
open-ended
cross-platform;
recommendation;
open-ended
cross-platform;
recommendation;
open-ended

cross-platform;
multi-step;
open-ended
cross-platform;
recommendation;
open-ended
cross-platform;
recommendation;
open-ended
cross-platform;
recommendation;
open-ended

cross-platform;
recommendation;
open-ended

cross-platform;
recommendation;
open-ended

cross-platform;
recommendation;
open-ended

cross-platform;
recommendation;
open-ended

cross-platform;
recommendation;
open-ended
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Scenario id

Prompt

Required platforms

Category

last-year-
strategy

annual-to-
quarter-plan

Review the last complete calendar year of
connected marketing data. What did we learn, and
what should we do differently in the next
complete calendar year?

Based on the last complete calendar year and the
most recent fully completed calendar quarter,
what should our top three marketing priorities be
for the next complete calendar quarter?

Google Ads, Meta
Ads, Google
Analytics, Search
Console, Shopify
Google Ads, Meta
Ads, Google
Analytics, Search
Console, Shopify

cross-platform;
recommendation;
open-ended

cross-platform;
recommendation;
open-ended
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