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 A B S T R A C T

Fuel performance modeling involves complex, nonlinear systems with uncertain parameters that require 
rigorous calibration against experimental data to improve their prediction potential. In the presence of model 
bias, standard Bayesian calibration, typically combining Gaussian Process surrogates with Markov Chain Monte 
Carlo algorithms, may underestimate parameter uncertainty. This study compares standard Bayesian calibration 
with a hierarchical approach that moderates posterior uncertainty reduction by inflating parameter uncertainty, 
thereby reducing overconfidence in inferred parameters when model bias is present. Using Gaussian Process 
surrogates of the OpenFOAM Fuel BEhavior Analysis Tool solver to accelerate computationally intensive 
evaluations and Morris’ screening for dimensionality reduction, we apply both calibration methods to a 
synthetic fuel performance dataset. The synthetic data are constructed to be representative of realistic fuel 
performance measurements while retaining known true parameter values, enabling an objective assessment 
of calibration accuracy and uncertainty quantification. Results show that hierarchical calibration outperforms 
standard techniques in the presence of systematic error, accurately recovering the true parameter value and 
consistently encompassing the synthetic experimental observations. The proposed framework provides a robust 
approach for quantifying uncertainties in complex fuel performance models. The paper also discusses challenges 
related to calibration performance, convergence diagnostics, and algorithm tuning, and outlines future 
enhancements, including advanced Markov Chain Monte Carlo methods and treatment of time-dependent 
outputs.
1. Introduction

Traditional fuel performance codes exist within a complex system 
of models with empirical constants requiring calibration against exper-
imental data (Van Uffelen et al., 2019). One wants to ensure that the 
propagated uncertainty in model predictions, based on the uncertainty 
in calibrated model parameters, aligns with the spread of residuals be-
tween observed measurements (including their associated uncertainty) 
and predictions. In this study, we distinguish between input parameters 
and model parameters: the former are quantities defined externally 
and provided to the model, such as geometry specifications, fuel en-
richment, and linear heat generation rate; whereas the latter refer to 
internal correlations within the model that represent material proper-
ties (e.g., fuel and cladding thermal conductivity, thermal expansion, 
emissivity) or physical phenomena such as relocation, densification, 
and swelling. Our overarching objective is to develop a framework of 

∗ Corresponding author at: Laboratory of Reactor Physics and Systems Behaviour, École Polytechnique Fédérale de Lausanne, Rte Cantonale, Lausanne, 1015, 
Vaud, Switzerland.

E-mail address: sara.maccario@epfl.ch (S. Maccario).

methods aimed at improving and calibrating fuel performance models, 
using fuel centerline temperature measurements, picking the scalar 
value at the End-Of-Life (EOL) as quantity of interest. The results is the 
correct inference of the most sensitive model parameters. It has been 
demonstrated that fuel performance models require statistical data as-
similation techniques, particularly those based on Markov Chain Monte 
Carlo (MCMC), to manage their nonlinear relationships and also need 
sensitivity analysis and dimensionality reduction methods to address 
the high dimensionality of the problem (Wu et al., 2018b; Perret et al., 
2024; Maccario et al., 2024b,a; Robertson et al., 2024b; Maccario et al., 
2025a). The dimensionality reduction method also assists in efficiently 
managing the dimensionality coming from time-series data. Due to their 
high computational costs, MCMC techniques have been commonly em-
ployed in scientific research with Gaussian Processes (GPs) emulators, 
a well established methods-combination that aids in sampling from 
posterior distributions in computationally demanding simulations, as 
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demonstrated in previous studies (Higdon et al., 2013a; Damblin and 
Gaillard, 2020; Wu et al., 2018a; Robertson et al., 2022a, 2024b). This 
approach has been successfully used to solve inverse problems in the 
presence of epistemic uncertainty of fixed (yet unknown) model param-
eters. However, it fails to quantify the uncertainty of model parameters 
and consequently, the propagated uncertainty in the model output in 
presence of model bias. Without explicitly accounting for this model 
inadequacy, the predicted uncertainties fail to statistically encompass 
the observed data (Nagel and Sudret, 2016; Robertson et al., 2022b, 
2024a; Dhulipala et al., 2024; Robertson et al., 2024b, 2026). Specifi-
cally, the 95% credible interval of the posterior predictive distribution 
should overlap with the 95% measurement uncertainty intervals of the 
experimental observations, ensuring that the predicted uncertainties 
adequately reflect both measurement variability and inherent model 
limitations.

In such scenarios, alternative strategies have been proposed in the 
literature since the early 2000s to address the underestimation of uncer-
tainties. Traditionally, model deficiency has been represented through 
an explicit discrepancy term added to the model output (Kennedy and 
O’Hagan, 2001), which requires additional calibration. This approach 
has been applied in the context of thermal hydraulics simulations of 
Separate Effect Test Facilities (SETFs), for example for the BFBT and 
FEBA facilities (Wicaksono et al., 2016; Wu et al., 2018b,a; Perret 
et al., 2022). However, the additive model discrepancy term is highly 
dependent on the boundary conditions of the calibration experiments 
and is therefore difficult to transfer reliably to predictive scenarios 
with different operating conditions (Pernot and Cailliez, 2017). To 
overcome these limitations, several statistical strategies have been pro-
posed, including marginal likelihood optimization techniques (Pernot 
and Cailliez, 2017; Schnabel, 2018; Sjöstrand and Schnabel, 2019; 
Siefman et al., 2021). Another class of approaches focuses on modifying 
the covariance structure of the model parameters by inflating their 
uncertainties (Damblin and Gaillard, 2020; Sargsyan et al., 2015; Nagel 
and Sudret, 2016; Pernot and Cailliez, 2017; Pernot, 2017; Robertson 
et al., 2022b; Wang et al., 2023; Robertson et al., 2024a,b, 2026). 
This method, referred to as Parameter Uncertainty Inflation (Pernot 
and Cailliez, 2017), can be viewed as a specific case of hierarchi-
cal or multilevel uncertainty quantification frameworks in Bayesian 
inverse problems (Nagel and Sudret, 2016). Such hierarchical calibra-
tion strategies have recently been demonstrated specifically in fuel 
performance applications (Robertson et al., 2024b, 2026). Building 
on previous findings, this paper demonstrates the effectiveness of a 
hierarchical calibration methodology for explicitly addressing inherent 
model bias in fuel centerline temperature simulations.

The structure of this paper consists of two main sections. The first 
section is theoretical (Section 2), providing a comprehensive overview 
of the key methodologies employed in this study. These include sensi-
tivity analysis techniques, surrogate modeling with Gaussian Processes, 
and Bayesian calibration approaches. The second section (Section 3) 
focuses on the practical application of these methods. It begins by 
introducing the OpenFOAM Fuel BEhavior Analysis Tool (OFFBEAT) 
and describes the specific case study modeled with it. The section 
then outlines the process for designing models that incorporate model 
bias and the generation of synthetic experimental data for inference. 
Subsequently, it presents the application of Morris’ screening method 
for reducing the problem’s dimensionality by identifying the most 
influential parameters, followed by the implementation of Gaussian 
Processes to accelerate model evaluations. Two Bayesian calibration 
strategies, the standard and the hierarchical, are then applied and 
compared, with a discussion on the criteria used to assess calibration 
success. The paper concludes with a summary of key findings and 
suggestions for future work.
2 
2. Methodology description

In this section, we describe the framework developed by presenting 
the methodologies from a theoretical standpoint. First, the sensitivity 
analysis method is described; second, the surrogate modeling is intro-
duced; third, the Bayesian model calibration with MCMC is discussed 
presenting both the standard and the hierarchical algorithm used for 
the study. In particular, the convergence diagnostics are presented 
along with the sequential optimization approach developed to select 
the optimal algorithm settings for both techniques. The last step of 
the framework includes a comparative assessment and validation of the 
calibrations.

Fig.  1 provides a schematic overview of the workflow adopted in 
this study, summarizing the methodologies applied and the analyses 
performed. Note that Fig.  1 also includes a synthetic data generation 
step, performed in parallel with the sensitivity analysis; this aspect is 
application-specific and will be described in Section 3.

2.1. Sensitivity analysis: Morris’ method

The first essential step before undertaking the model calibration is 
performing a sensitivity analysis (SA) on the quantities of interest (QoI) 
specific to the case study. In this work, we are considering one QoI only 
therefore the SA method will be easily applied on the scalar output. 
The goal of this analysis is to highlight the most impactful model 
parameters, which will subsequently be the focus of the calibration 
process. By identifying and filtering out parameters that have negligible 
influence on the model output, we effectively reduce the dimensionality 
of the calibration problem, thus enhancing the efficiency and reliability 
of the subsequent Bayesian calibration. In this work, we adopt the 
Morris method for sensitivity analysis, as previously demonstrated in 
Maccario et al. (2026, 2025a) in the context of fuel performance mod-
eling. The choice of this screening method is deliberate: the purpose 
of the SA at this stage is not to obtain highly accurate quantitative 
sensitivity indices, but rather to achieve a robust qualitative ranking 
of influential parameters. This is consistent with findings in the fuel 
performance literature, where it has been shown that simple screening 
and correlation-based methods are often sufficient for fuel centerline 
temperature, whereas variance-based methods such as Sobol indices are 
primarily required for strongly nonlinear or discontinuous responses 
(e.g., gap conductance) (Ikonen, 2016; Ikonen and Tulkki, 2014).

The Morris’ method is a global sensitivity analysis technique that 
is particularly effective in distinguishing between parameters with 
negligible effects, linear and additive effects, and those with nonlinear 
or interaction effects. In this study we make use of the Morris One-
At-a-Time (MOAT) application on Dakota software toolkikt (Adams 
et al., 2021). MOAT method involves systematically varying one pa-
rameter at a time over a discretized parameter space and evaluating 
the corresponding changes in the model output. For each parameter, 
a set of elementary effects is computed. Statistical summaries of these 
effects, specifically the mean (in absolute value) and standard devia-
tion, are used to assess the importance and behavior of each input. 
The absolute mean reflects the overall magnitude of the parameter’s 
influence on the QoI, while the standard deviation indicates potential 
nonlinearity or interactions with other parameters. A key advantage 
of the MOAT approach is its computational efficiency. Compared to 
other global sensitivity analysis methods, MOAT requires relatively few 
model evaluations.

Therefore, the Morris method offers an effective compromise be-
tween computational cost and informative output, providing sensitivity 
measures capable of ranking input parameters with a relatively low 
number of required simulations compared to other global sensitivity 
analysis techniques. For a comprehensive theoretical description of the 
Morris method and of its application on a test case, the reader can refer 
to Morris (1991), Campolongo et al. (2007), Wicaksono et al. (2014).
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Fig. 1. Schematic workflow of the proposed methodology. The OFFBEAT model is used to perform Sensitivity Analysis (SA) to identify the most influential 
parameters on the Fuel Centerline Temperature. The synthetic dataset is generated in parallel to create both the experimental and biased rods. Subsequently, 
Gaussian Process (GP) surrogates are trained and tested (fed by the main parameters resulted from the SA) and then used to perform Bayesian calibration (standard 
and hierarchical). For both of them the convergence analysis and performance study is performed via a sequential approach to find the optimal algorithms settings, 
followed by a final validation of the calibration processes.
2.2. Surrogate modeling for calibration purposes

The second step involves the use of surrogate modeling to ensure the 
computational feasibility of the calibration process. Since MCMC algo-
rithms typically require thousands of model evaluations to effectively 
sample the posterior distribution, a direct application of these methods 
to computationally expensive simulations would be impractical. To 
address this limitation, surrogate (or metamodeling) techniques are 
employed to emulate the behavior of the original high-fidelity model 
at a significantly reduced computational cost.

Typical surrogate modeling approaches reported in the literature 
involve Moving Least Squares (MLS), Radial Basis Functions (RBF), Ar-
tificial Neural Networks (ANN), Support Vector Machines (SVM), Gaus-
sian Processes (GP), Polynomial Chaos Expansions (PCE), and Sparse 
Grid Stochastic Collocation (SGSC) (Lancaster and Salkauskas, 1981; 
Buhmann, 2000; Schalkoff, 1997; Suykens and Vandewalle, 1999; Sacks 
et al., 1989; Santner et al., 2018; Xiu and Karniadakis, 2002; Nobile 
et al., 2008; Forrester and Keane, 2009; Queipo et al., 2005). In the 
nuclear engineering and reactor physics context, stochastic spectral 
methods such as PCE and SGSC, as well as GP-based emulators, have 
been extensively used to facilitate Bayesian inference and calibration 
with expensive codes (Wu et al., 2018a,b; Marzouk and Najm, 2009; 
Ma and Zabaras, 2009).

In this work, Gaussian Process (GP) regression is selected as the 
surrogate modeling approach due to its ability to provide both accurate 
predictions and a probabilistic quantification of prediction uncertainty, 
which is essential for Bayesian calibration frameworks (Kennedy and 
O’Hagan, 2001; Van Oijen et al., 2005; Higdon et al., 2008, 2013b; Wu 
et al., 2018b).

Gaussian Process Regression (GPR), implemented using the
scikit-learn Python library, is employed to construct surrogate 
3 
models of the OFFBEAT simulation outputs. The GP utilizes a composite 
covariance kernel designed to capture both smooth global trends and 
localized variations in the response surface. Specifically, the kernel is 
defined as: 
𝑘(𝐱, 𝐱′) = 𝐶

[

𝑘Matern(𝐱, 𝐱′) + 𝑘RQ(𝐱, 𝐱′)
]

+ 𝑘White(𝐱, 𝐱′), (1)

where 𝐱 and 𝐱′ denote two points in the model parameter space. The 
Constant Kernel 𝐶 controls the overall variance of the process. The 
Matérn kernel, with smoothness parameter 𝜈 = 1.5, models moderately 
smooth physical responses commonly observed in fuel performance 
simulations. The Rational Quadratic kernel enables the representation 
of correlations over multiple characteristic length scales, allowing the 
surrogate model to capture both global trends and localized, more 
rapidly varying behavior. The White kernel accounts for observation 
noise and improves the numerical stability of the regression.

The kernel hyperparameters, including the overall variance 𝐶, the 
characteristic length scales of the Matérn and Rational Quadratic ker-
nels, the shape parameter 𝛼 of the Rational Quadratic kernel, and 
the noise variance of the White kernel, are estimated by maximizing 
the log-marginal likelihood of the training data. This optimization is 
carried out using the gradient-based optimization routines provided 
by the scikit-learn Gaussian Process Regression implementation. 
To mitigate convergence to local optima, the optimizer is initialized 
from multiple starting points through random restarts. In addition, 
explicit bounds are imposed on all hyperparameters to ensure numer-
ical robustness. When convergence to parameter bounds is detected, 
the optimization is repeated with expanded bounds. This automated 
yet controlled hyperparameter optimization strategy ensures a robust 
balance between model smoothness and fidelity when interpolating the 
OFFBEAT response surface.
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2.3. Bayesian model calibration with Markov chain Monte Carlo

The third and main step of the framework involves performing the 
calibration and subsequently validating its results. In this study, we 
compare a standard calibration approach with a hierarchical one, as 
previously mentioned.

2.3.1. Standard calibration
The standard approach combines Gaussian Process surrogates with 

MCMC sampling, implemented using the emcee Python library
(Foreman-Mackey et al., 2013), where the affine invariant ensemble 
sampler is used. While this method is straightforward and computation-
ally feasible, it has been shown to be limited in handling models with 
aleatoric variability and model bias (Maccario et al., 2026; Robertson 
et al., 2022a, 2024b, 2022b, 2024a; Maccario et al., 2025b).

2.3.2. Hierarchical calibration
The hierarchical approach employs a Metropolis–Hastings within 

Gibbs (MH-within-Gibbs) algorithm (Robertson et al., 2026). In this 
method, separate samplers are defined for each type of variable to 
infer: the hyperparameters of the hierarchical model (global mean 𝜇
and standard deviation 𝜎 of the inferred parameter), and the per-
experiment local parameters for each calibration rod. Each parameter 
is updated independently and conditionally on the current values of all 
other variables. This hierarchical structure allows the model to account 
for both model error and experiment-specific variability, improving 
posterior estimates (Robertson et al., 2026).

2.3.3. Convergence criteria and optimal settings assessment
For the selected calibration algorithms, the algorithm settings must 

be specified: the number of chains, the number of samples drawn per 
chain, and the proposal distribution scale. Rather than selecting these 
factors empirically based on previous studies or common practice, we 
perform a systematic assessment to identify the optimal configuration 
for each algorithm, using convergence diagnostics.

Convergence diagnostics and thresholds. The following four convergence 
criteria are adopted:

• Rank-normalized split-𝑅̂: The 𝑅̂ statistic (Gelman and Rubin, 1992) 
compares between-chain and within-chain variance estimates. If 
chains have not mixed well, 𝑅̂ exceeds 1. Following Ref. (Vehtari 
et al., 2021), we use the rank-normalized split-𝑅̂, which is robust 
to non-normality and thick-tailed distributions. Each chain is first 
split into two halves, doubling the number of sub-chains, and all 
draws are rank-normalized before computing the variance ratio. 
Convergence is considered adequate when 𝑅̂ < 1.01 (Vehtari 
et al., 2021; Stan Development Team, 2024).

• Bulk Effective Sample Size (ESS): The ESS quantifies how many in-
dependent draws would contain the same amount of information 
as the correlated MCMC sample: 

ESS =
𝑁tot
𝜏int

, 𝜏int = 1 + 2
∞
∑

𝜏=1
𝜌𝜏 , (2)

where 𝑁tot = 𝑚×𝑛 is the total number of post burn-in draws across 
𝑚 chains of length 𝑛, 𝜌𝜏 is the autocorrelation at lag 𝜏, and 𝜏int
is the integrated autocorrelation time. The bulk-ESS is computed 
on rank-normalized draws and estimates sampling efficiency for 
location summaries such as the mean and median (Vehtari et al., 
2021). Following the recommendation of the Stan Development 
Team (Stan Development Team, 2024), we require: 

ESS ≥ 100 × 𝑚, (3)
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• Monte Carlo Standard Error (MCSE): The MCSE quantifies the nu-
merical precision of the posterior mean estimate due to the finite 
length of the chains. It is estimated via the Overlapping Batch 
Means (OBM) method (Flegal and Jones, 2010), which accounts 
for within-chain autocorrelation. The ratio between MCSE and 
the posterior standard deviation is used as a relative measure 
of numerical precision. Rather than imposing a fixed threshold, 
the optimal number of samples is selected using a cost–benefit 
criterion that maximizes the reduction the ratio MCSE∕𝜎post per 
unit of additional computational time, following the principle of 
Flegal et al. (2008) that the MCSE should be minimized relative 
to the quantity of interest.

• Acceptance rate: For the MH algorithm, the optimal acceptance 
rate depends on the dimensionality of the proposal space. Fol-
lowing Gelman et al. (2013), for a one-dimensional proposal (as 
used in MH-within-Gibbs), the optimal acceptance rate is approx-
imately 0.44, declining to approximately 0.23 in high dimensions 
(𝑑 ≫ 5). For the affine invariant ensemble sampler in emcee, the 
recommended range is [0.2, 0.5] (Foreman-Mackey et al., 2013). 
These values are used as targets for the proposal scale.

Sequential optimization approach. The optimal algorithm settings are 
identified through a sequential sensitivity analysis under the assump-
tion that the three factors (number of chains 𝑚, number of samples per 
chain 𝑛, and proposal scale 𝜎2prop) have approximately separable effects 
on the convergence diagnostics. This assumption is motivated by the 
following considerations: 𝑅̂ is primarily governed by between-chain 
agreement and is relatively insensitive to 𝑛 when a sufficiently large 
fixed value is used (Gelman et al., 2013). ESS scales approximately 
linearly with 𝑁tot = 𝑚×𝑛 through Eq. (2), and is primarily sensitive to 𝑛
once 𝑚 is fixed. The integrated autocorrelation time 𝜏int, which controls 
ESS through Eq. (2), depends on the proposal scale rather than on 𝑚 or 
𝑛 directly.

A fully joint optimization over all three factors simultaneously 
would be theoretically preferable but is computationally heavy: a com-
plete grid search over plausible ranges would require on the order of 
102–103 independent calibration runs. Instead, the sequential approach 
adopted here is a practical and step-wise type of strategy (type already 
used in the MCMC literature Gelman et al., 2013; Vehtari et al., 
2021) that provides an interpretable sensitivity analysis at tractable 
computational cost. Furthermore, the separability assumption is em-
pirically validated a posteriori: the stability of the posterior mean and 
standard deviation across the sensitivity analysis steps confirms that the 
assumption does not materially affect the final results. The sequential 
optimization presents three steps:

• Step 1: Number of chains: With 𝑛 fixed at a large conservative 
value and the proposal scale set to a preliminary configuration 
selected to produce target acceptance rate a sensitivity analysis 
is performed over 𝑚. The target acceptance rate depends on 
the algorithm used and is detailed in the subsequent Section 3 
dedicated to the description of the application. The optimal 𝑚∗ is 
selected as the minimum value satisfying 𝑅̂ < 1.01 and acceptance 
rates near to the target value, at minimum computational cost. As 
a proxy for computational cost, the total number of samples (pre 
burn-in) is used, since wall-clock time may vary depending on 
concurrent usage of the computing resources.

• Step 2: Number of samples per chain: With 𝑚 = 𝑚∗ fixed, a 
sensitivity analysis is performed over 𝑛. The optimal 𝑛∗ is selected 
as the configuration satisfying 𝑅̂ < 1.01 and ESS ≥ 100 × 𝑚∗, and 
maximizing the reduction in MCSE∕𝜎post per unit of additional 
computational time (cost–benefit criterion).

• Step 3: Proposal scale: With 𝑚 = 𝑚∗ and 𝑛 = 𝑛∗ fixed, a sensitivity 
analysis is performed over the proposal scale. For each tested 
configuration, the acceptance rates of the chains are computed to 
reach target values. In particular, for the hierarchical calibration 
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also the autocorrelation function (ACF) is estimated and the opti-
mal proposal scale is selected for the configuration which presents 
the fastest ACF decay, while respecting the two main convergence 
criteria (𝑅̂ and ESS) .

Both 𝑅̂ and bulk-ESS are computed using the ArviZ library (Kumar 
et al., 2019), which implements the rank-normalized split-𝑅̂ of Vehtari 
et al. (2021). The MCSE is estimated via the OBM method of Flegal and 
Jones (2010), with batch length 𝑏 = 𝑁1∕3 as recommended therein, and 
averaged across chains prior to taking the square root.

2.3.4. Comparative assessment and validation
The last step of the framework involves a performance comparisons 

between the calibration cases. After identifying the optimal settings for 
both calibration approaches, a comparative assessment of the standard 
and hierarchical calibration results is needed, followed by the valida-
tion of the posterior distributions through propagation on independent 
rods.

Posterior propagation on validation rods. Finally, with the optimal set-
tings for both the algorithm, the calibration framework is validated 
by propagating the posterior distribution of the inferred parameter 
through the OFFBEAT computational models for the validation rods. 
The posterior distribution of the quantity of interest (QoI) is computed 
and compared against the experimental reference range. Given the 
computational cost of each OFFBEAT simulation (approximately 20 s 
per rod), full Monte Carlo propagation of all posterior samples is not 
feasible. Following established practice in nuclear uncertainty quantifi-
cation (Martin and Nutt, 2011; Katsma et al., 1989; Drouin et al., 2017), 
Wilks’ formula (Wilks, 1941; Rohatgi, 1968) is applied to determine the 
minimum number of samples required to construct a one-sided 95/95 
tolerance limit. Accordingly, 59 samples are drawn from the posterior 
distribution, ensuring that at least 95% of the population of outcomes 
is covered with 95% confidence.
Coverage study. To assess the frequentist coverage properties of the 
95% posterior credible intervals produced by both calibration methods, 
a coverage study was performed following Gelman et al. (2013). Both 
calibrations were repeated 100 times, each time with a different model 
bias configurations. For each repetition, it was recorded whether the 
true value of the inferred parameter fell within the 95% posterior 
credible interval. The empirical coverage rate, defined as the fraction 
of repetitions in which the true value was covered, was then computed 
for both methods and compared against the nominal level of 95%.

The results of the convergence analysis, of the optimal settings as-
sessment, of the comparative study and of the validation are presented 
and discussed in the following Section 3.

3. Application case description

This study focuses on calibrating temperature sensitive sub-models 
within the fuel behavior solver OFFBEAT (Scolaro, 2021) using synthet-
ically generated data. The decision to use artificial data was made with 
the primary objective of evaluating the performance of the calibration 
techniques, based on a known true value for the model parameters. As 
in previous case studies (Maccario et al., 2026, 2025b), and to ensure 
realism, the models are representative of existing PWR fuel rods from 
the Turkey Point Unit 3 (TP3) reactor (Kim et al., 2024). The QoI is the 
fuel centerline temperature (FCT), a critical indicator for assessing fuel 
performance under both normal and accident conditions. In this paper, 
as an extension of our previous work (Maccario et al., 2026), where 
the focus was on addressing aleatoric uncertainty in model parameters, 
we instead investigate the influence of model bias and evaluate the 
performance of the hierarchical calibration process in handling it. The 
following paragraphs present the tool used, the case modeled and the 
techniques applied to it.
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Table 1
The selected 17 OFFBEAT temperature dependent sub-models for the mate-
rials (UO2 and Zircaloy as fuel and cladding respectively) and behavioral 
phenomena. The associated ±1.96𝜎 value ranges (95% interval) used for the 
experimental data set is shown.
 Category Parameter Value range (%) 
 UO2 Density 𝜌 ±2  
 Heat capacity 𝐶𝑝 ±5  
 Thermal conductivity 𝑘 ±10  
 Emissivity 𝜀 ±5  
 Young’s modulus 𝐸 ±5  
 Poisson’s ratio 𝜈 ±5  
 Thermal expansion 𝛼𝑇 ±15  
 Zircaloy Density 𝜌 ±2  
 Heat capacity 𝐶𝑝 ±5  
 Thermal conductivity 𝑘 ±10  
 Emissivity 𝜀 ±5  
 Young’s modulus 𝐸 ±5  
 Poisson’s ratio 𝜈 ±5  
 Thermal expansion 𝛼𝑇 ±15  
 Behaviour Densification ±10  
 Relocation ±10  
 Swelling ±20  

3.1. OFFBEAT model

The OpenFOAM-based Fuel Behavior Analysis Tool (OFFBEAT) is 
a multi-dimensional software designed to simulate fuel performance, 
built on the open-source C++ library OpenFOAM® (OpenFOAM, 2023). 
It was developed collaboratively by the Laboratory for Reactor Physics 
and Systems Behaviour (LRS) at École Polytechnique Fédérale de Lau-
sanne (EPFL) and the Paul Scherrer Institute (PSI). As a modern open-
source fuel performance code, OFFBEAT is undergoing continuous 
verification and validation efforts (Brunetto et al., 2023; Zullo et al., 
2024; Verma et al., 2024; Xie, 2024; Reymond et al., 2024). Like 
traditional fuel performance models, OFFBEAT consists of a complex 
structure of temperature-dependent sub-models that require calibration 
against experimental data. Specifically in this work, we consider 17 
sub-models, 14 of which pertain to material properties (for both the 
fuel and cladding materials), and 3 are behavioral correlations, as de-
scribed in Table  1. Throughout this paper, we refer to these sub-models 
collectively as model parameters.

Starting from the findings of our previous works (Maccario et al., 
2025b, 2026), we focus on modeling a set of 130 fuel rods, with the 
primary QoI being the scalar value of the FCT at EOL. The rods are 
modeled using a 1.5D approach within the OFFBEAT framework. The 
computational mesh consists of a radial discretization of 30 cells in the 
fuel region and 20 cells in the axial direction, while the cladding is 
discretized into two axial regions with 10 radial cells and 20 and 3 axial 
cells, respectively. Details regarding the rod data source and retrieval 
process can be found in Maccario et al. (2025b).

3.2. Morris’ method application

This sensitivity analysis is performed for each fuel rod model to 
identify the input parameters with the greatest influence on the FCT. It 
is conducted using the Dakota software suite, specifically its implemen-
tation of the Morris One-At-a-Time (MOAT) method via the PSUADE 
(Problem Solving Environment for Uncertainty Analysis and Design 
Exploration) interface (Adams et al., 2021).

In this study, with 17 continuous input variables, the number of 
model runs was set to 36, corresponding to 𝑟 = 2 Morris trajecto-
ries. The minimum requirement for the Morris One-At-a-Time (MOAT) 
method is 𝑟(𝑘 + 1) model evaluations, where 𝑘 is the number of model 
parameters (input variables) and 𝑟 is the number of trajectories. A 
trajectory is defined as an independent random walk through the input 
space, where each input parameter is perturbed one at a time along 
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Fig. 2. Sensitivity Analysis (SA) results: Morris sensitivity measures summa-
rizing the absolute means and standard deviations across the rods. The 95% 
percentile interval is shown for each model parameter. The five most sensitive 
parameters are highlighted with red boxes.

a predefined grid, generating a sequence of 𝑘 + 1 model evaluations 
per trajectory. The number of partitions (i.e., the discrete levels into 
which each input variable’s space is divided) was set to 3, an odd value 
as required by the method. This configuration results in a coarse but 
informative grid over the input space, enabling meaningful insight into 
parameter influence while keeping computational costs low.

The Morris sensitivity indices 𝜇∗ and 𝜎 are computed using normal-
ized input variables within the Dakota/PSUADE framework. As such, 
they represent variations of the fuel centerline temperature per unit 
change in the normalized input space.

Fig.  2 presents a summary of the sensitivity analysis results. To 
provide a comprehensive overview, rather than displaying the abso-
lute mean and standard deviation for each fuel rod individually, we 
depict the distribution of these metrics across all rods using the 95% 
credible intervals. This approach highlights the overall variability and 
importance of each input parameter.

With this analysis we can identify, for all the rods in the study, 
five main parameters with the greatest influence on FCT: fuel thermal 
conductivity, density and relocation as the main ones according to 
both sensitivity measures (absolute mean and std) and fuel thermal 
expansion and swelling mainly for the std. While this outcome holds for 
the present case, it is acknowledged that in general, the dominant pa-
rameters may vary depending on the operating conditions, fuel design, 
or rod-specific features.

3.3. Generation of synthetic experimental data set

A key element of this analysis is the generation of an artificial 
dataset, which enables a controlled assessment of model bias in the cali-
bration exercise. The synthetic nature of the data provides access to the 
underlying truth, allowing direct comparison between inferred and true 
quantities, while still representing a realistic problem setting. Based 
on the sensitivity analysis results, among the seventeen temperature-
dependent sub-models shown in Table  1 that can be selected for the 
characterization of a rod in OFFBEAT, only three of the most sensitive 
parameters have been used in the generation of the dataset: the fuel 
relocation sub-model, which is subject to inference, and the thermal 
conductivity and density, which serve as sources of model bias.

In support of the calibration exercise and to better understand its 
performance, correlation analyses were performed between the fuel 
centerline temperature (FCT) responses of the four calibration rods and 
6 
Fig. 3. Correlation map between the five selected model parameters (inputs) 
and the FCT (outputs) for the four rods used in the calibration exercise. The 
color scale ranges from red (1) to blue (−1).

the selected model parameters. The resulting correlation maps (Fig.  3) 
show that the FCT outputs across rods are strongly correlated, with 
correlation coefficients around 0.9995, indicating that the experimental 
observations only provide marginally independent information. Such 
strong computational correlations may be representative of realistic 
fuel performance experiments, in which measurements are often ob-
tained under similar operating conditions. However, as a consequence, 
assimilating multiple correlated rods may not significantly increase 
the information content of the calibration dataset and can affect the 
inference of calibration parameters, an aspect that is further discussed 
in the analysis and conclusions sections.

The correlation map also confirms the results of the sensitivity anal-
ysis, which identified fuel thermal conductivity as the most influential 
parameter affecting the fuel centerline temperature.

It should be noted that the cross-correlations between the input 
parameters are close to zero, which is expected since the parameters are 
independently sampled from their respective distributions. The small 
non-zero values observed are due to finite sampling effects and do not 
indicate any physical dependency between inputs. Furthermore, while 
the ranking of parameter-to-output correlations is consistent with the 
sensitivity analysis, differences in magnitude can arise from the nature 
of the underlying relationships and from the statistical limitations 
related to the samples size.

Each experimental rod shares the same geometrical input parame-
ters but is characterized by a distinct linear heat generation rate, lead-
ing to rod-specific behavior and requiring the construction of individual 
surrogate models for the calibration exercise.

The five parameters resulted the most sensitive from the SA (ther-
mal conductivity, thermal expansion, density, relocation and swelling) 
have been chosen and obtained by sampling from realistic probability 
distributions, as defined in Maccario et al. (2026), with ranges shown 
in Table  1. The experimental rods present identical values for these 
parameters to avoid introducing aleatoric uncertainty into the study 
case (see Table  2).

Second, to generate an artificial and quantifiable model bias, we 
generate another set of rod models (referred to as nominal), which 
differ from the experimental rods only in the two of the four sensitive 
parameters, the fuel thermal density and conductivity. These parame-
ters are sampled again from the same realistic distributions used for 
the experimental rods, ensuring they differ from the true values (see 
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Table 2
The true model parameters for the experimental rods.
 𝜌UO2

𝑘UO2
𝛼𝑇 ,UO2

Swelling Relocation 
 0.964738 0.833465 0.859375 1.127717 1.090735  

Table 3
The perturbed model parameters 
for the nominal rods. The model 
bias is generated through the 
fuel thermal density and conduc-
tivity.
 𝜌UO2

𝑘UO2
 

 0.965815 0.875913 

Fig. 4. Illustration of model bias through the difference between fuel cen-
terline temperature (FCT) measurements of the experimental rods (blue) and 
nominal model predictions (orange). Blue error bars represents the 95% 
measurement uncertainty intervals of the experimental observations.

Table  2). This new set of nominal rods will be used in the MCMC 
sampling process. The systematic difference introduced between the 
experimental and nominal rods represents the model bias.

Table  2 reports the values of all five model parameters for the ex-
perimental rods, while Table  3 presents only the perturbed parameters 
(fuel thermal density and conductivity) used to introduce model bias 
in the nominal rods.

To account for measurement uncertainty, a Gaussian noise with a 
standard deviation of 1% is added to the experimental rods computed 
temperature. This level of noise is representative of typical uncertainty 
in temperature measurements and aligns with the characterization and 
instrumentation accuracy reported in the IFPE IFA-432 benchmark 
(Hann et al., 1977). These values are used in the likelihood to calibrate 
the model. Fig.  4 illustrates the model bias, showing the difference 
between the FCT measurements plus uncertainty and the nominal FCT 
predictions.

This approach allows the true model parameters to serve as ‘‘known 
truth’’ targets for the calibration process, while also introducing a 
systematic error that cannot be reduced.

It is important to note that the sequential analysis for the calibration 
algorithm settings optimization is performed for a single realization of 
7 
the perturbed (nominal) parameter set, representing one representative 
bias scenario. The final step of the assessment also includes a sensitiv-
ity study on the model bias configuration, repeating both calibration 
exercises with optimal settings 100 times.

3.4. Gaussian processes application

To construct the GP surrogates, we varied the five selected model 
parameters using Latin Hypercube Sampling (LHS), which ensures a 
well-distributed set of points across the parameter space (defined as 
±50% around their default values in OFFBEAT). A single dataset of 600 
samples was generated and split into 80% of samples for training and 
20% for testing. Also here, to enable efficient parallel execution, we em-
ployed the Dakota software (Adams et al., 2021) in combination with 
OFFBEAT. The choice of these sample sizes was guided by preliminary 
tests and by previous studies (Robertson et al., 2024b).

Fig.  5 compares the GP surrogate predictions with the OFFBEAT 
computational results for the testing dataset. Each color corresponds 
to a different rod surrogate. Ideally, all points would lie on the bisector 
line, indicating perfect agreement. The mean relative error of the GP 
predictions is below 1% for all rods, which is negligible compared 
to the prior computational uncertainty of the OFFBEAT simulations 
(about 15%), as quantified from multiple OFFBEAT realizations for 
each test case. Therefore, the GP surrogates accurately capture the 
system response within the limits of the model’s intrinsic variability.

The residuals between the GP predictions and the OFFBEAT results, 
normalized by the relative GP uncertainty, are shown as a single 
aggregated gray histogram in Fig.  6, including all rods. Ideally, these 
normalized residuals should follow a standard normal distribution. 
Instead, the observed distribution is more sharply peaked around zero, 
indicating a conservative (i.e., overestimated) GP uncertainty. A small 
number of residuals lie farther from zero, highlighting test cases with 
comparatively large prediction errors.

Samples with residuals exceeding 1.96, corresponding to points 
outside the 95% credible interval, are identified as outliers (highlighted 
in yellow). Examination of these values (upper-left histogram in Fig.  6) 
shows that the outliers are predominantly associated with input points 
near the boundaries of the training domain (defined as 0.5 and 1.5), 
which is a known limitation of Gaussian Process models. Neverthe-
less, these deviations are limited in extent, and the GP surrogates are 
considered sufficiently accurate for the present analysis.

As a first step, all analyses are therefore conducted using the GP sur-
rogates, and these boundary effects do not compromise the validity of 
the calibration framework or the associated uncertainty quantification. 
Subsequently, a validation exercise will be performed by propagating 
the posterior distribution directly through the computational model to 
confirm the calibration performance.

3.5. Bayesian calibration application

The calibration involves performing both the standard and the 
hierarchical approach and comparing the results. We chose to carry 
out the calibration on 4 rods, assuming, as in realistic conditions, 
that publicly available experimental data for FCT are scarce. The 
experimental uncertainty has been set to 1% as previously described 
in Section 3.3. Eight additional rods were randomly selected from 
the remaining 126 rods in the dataset and reserved specifically for 
validation, analysis, and visualization of the posterior distribution. This 
limited subset was chosen primarily for visualization purposes; for a 
more robust calibration final assessment, the validation was performed 
a second time using a bigger set of twenty rods.

As mentioned in Section 3.3, the bias was generated by varying the 
fuel thermal conductivity and thermal density to introduce a significant 
and detectable systematic error. The parameter chosen for inference, 
UO  relocation, was selected because it represents a typical sub-model 
2
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Fig. 5. Gaussian Processes (GP) performance analysis: GP surrogates vs. 
OFFBEAT predictions (for all the rods) for the test values. Red and blue dotted 
lines represent ±5% error band.

Fig. 6. Gaussian Processes (GP) performance analysis: The normalized resid-
uals of the GP surrogate relative to the corresponding OFFBEAT test values 
(residuals scaled by the GPs predictive uncertainties), plotted together with 
the PDF of the standard Gaussian. The filtered outliers samples, highlighted in 
yellow, are those with absolute normalized residuals bigger than 1.96 (outside 
the 95% credible interval). The upper-left yellow histogram is showing the 
maximum absolute deviation from 1 across the five model parameters values 
of the samples identified as outliers.

that requires optimization, making it suitable for testing the calibration 
framework.

For both calibration approaches, the convergence and performance 
assessment follows the sequential sensitivity analysis described in , 
targeting one algorithmic setting at a time. The final step for both 
calibrations consists of the results comparison and the coverage study 
as detailed in Section 2.3.4.

3.5.1. Standard calibration
The sequential analysis for the standard calibration algorithm set-

ting optimization involves three sensitivity analyses: first on the num-
ber of walkers (Step 1), second on the number of samples per walker 
(Step 2), and third on the size of the proposal jump (Step 3). A final run 
with optimal settings is then performed to report the posterior statistics.
8 
Table 4
Standard calibration — Step 1: sensitivity analysis on the 
number of walkers (𝑛iter = 10, 000, burn-in = 50%). The 𝑅̂
is shown along with the average of the final acceptance 
rate among the chains (𝜇acc.rate) and the total number of 
samples pre burn-in (𝑛TOTsamples).
 𝑛walkers 𝑅̂ 𝜇acc.rate 𝑛TOTsamples 
 2 1.2742 0.485 20, 000  
 4 1.0007 0.483 40, 000  
 6 1.0007 0.487 60, 000  
 8 1.0015 0.486 80, 000  

Fig. 7. CFD comparison for the standard calibration performed with different 
number of samples.

Step 1 — Sensitivity analysis on the number of walkers. The number of 
samples was fixed to a conservative value of 𝑛samples = 10,000 with 
a burn-in fraction of 50%. A sensitivity analysis was performed over 
𝑛walkers, and the results are reported in Table  4. All tested configurations 
were evaluated against the convergence criteria 𝑅̂ < 1.01 and the accep-
tance rate was verified to lie within the recommended range [0.2, 0.5]
(Foreman-Mackey et al., 2013). The optimal number of walkers was 
selected as 𝑛walkers = 4, satisfying all convergence criteria at minimum 
computational cost, consistent with the lower bound of 𝑛walkers ≥ 4
recommended by Vehtari et al. (2021).

Step 2 — Sensitivity analysis on the number of samples per walker. Having 
fixed 𝑛walkers = 4, a sensitivity analysis was performed on 𝑛samples ∈
{1, 000, 5, 000, 10, 000, 20, 000} with a burn-in fraction of 50%. The 
configuration 𝑛samples = 1000 was excluded as it did not satisfy the 
convergence criteria. Among the remaining valid configurations, the 
cost-benefit criterion () identified 𝑛samples = 10,000 as optimal: moving 
from 5, 000 to 10, 000 yields a reduction of 1.4% in MCSE∕𝜎post at 
an additional cost of 20,000 samples, compared to only 1.1% from 
10, 000 to 20, 000 at twice the cost. Results are summarized in Table 
5. Posterior distributions of the relocation parameter show consistent 
means, standard deviations, and CDFs for 𝑛samples ≥ 10, 000 (Fig.  7), 
confirming that further increases do not materially affect the inferred 
distribution.

Step 3 — Sensitivity analysis on the proposal scaling. Having fixed the 
optimal number of walkers and samples, a sensitivity analysis was 
performed on the stretch move scaling parameter 𝑎 of the emcee
sampler, which controls the width of the proposal step. Starting from 
the default value of 𝑎 = 2, the parameter was progressively increased 
until the acceptance rates of all walkers fell within the recommended 
range [0.2, 0.5] (Foreman-Mackey et al., 2013). Unlike the hierarchical 
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Table 5
Standard calibration — Step 2: sensitivity analysis on the number of iterations 
(𝑛walkers= 4, burn-in = 50%, ESS > 100 × 4). The 𝑅̂ and ESS are shown along 
with the average of the final acceptance rate among the chains (𝜇acc.rate), the 
MCSE∕𝜎post ratio and the total number of samples pre burn-in (𝑛TOTsamples).
 𝑛samples 𝑅̂ ESS 𝜇acc.rate MCSE∕𝜎post% 𝑛TOTsamples 
 1, 000 1.0180 306.0 0.4725 9.9% 4, 000  
 5, 000 1.0035 1350.7 0.4808 5.6% 20, 000  
 10, 000 1.0007 2675.7 0.4849 4.2% 40, 000  
 20, 000 1.0010 5225.1 0.4868 3.1% 80, 000  

Table 6
Standard calibration — Step 4: optimal settings posterior statis-
tics. The 𝜇post and 𝜎post are reported in along with the MCSE and 
the MCSE∕𝜎post ratio.
 𝜇post 𝜎post MCSE MCSE∕𝜎post (%) 
 8.01 × 10−1 5.08 × 10−2 2.11 × 10−3 4.2%  

Fig. 8. 𝑈𝑂2 relocation trace plot for the standard calibration. Only the post 
burn-in samples trace plots are shown.

calibration, where an ACF based analysis was performed to charac-
terize the autocorrelation structure and validate the optimal proposal 
variance, here the selection criterion is solely based on the acceptance 
rate. The objective of this step is limited to identifying a value of 𝑎
that produces acceptance rates within the range recommended in the 
literature, without further investigating the theoretical optimality of 
this range for the present case.
Step 4 — Final standard calibration with optimal settings. The final 
standard calibration was executed with the optimal settings identified 
in Steps 1–3. The posterior statistics (𝜇post and 𝜎post) are reported in 
Table  6, along with the MCSE and the MCSE∕𝜎post ratio. The trace plot 
is also reported 8 confirming stable convergence of the four chains.

3.5.2. Hierarchical calibration
The sequential optimization follows the same three-step structure 

described for the standard calibration, with modifications required by 
the specific structure of the MH-within-Gibbs algorithm. Since this 
sampler supports only a single chain per run, convergence is assessed 
by repeating the calibration with different random seeds, each repe-
tition playing the role of an independent chain. Step 1 addresses the 
number of repetitions, Step 2 the number of samples per repetition, 
and Step 3 the proposal variances of the MH sub-step (𝜇, 𝜎, and local 
relocation parameter per rod). Compared to the standard calibration, an 
ACF-based analysis is additionally performed in Step 3 to empirically 
validate the theoretical target acceptance rate of 0.44 for this specific 
implementation (). A confirmatory run with optimal settings concludes 
the procedure.
Step 1 — Sensitivity analysis on the number of repetitions. Since the 
MH-within-Gibbs algorithm present a single Markov chain per run, 
convergence was assessed by repeating the calibration with different 
random seeds, following the multi-chain approach recommended by 
Vehtari et al. (2021). Basing on the findings of the Step 1 for the stan-
dard case and following the literature (Vehtari et al., 2021), a minimum 
of 4 repetitions was imposed as a lower bound to ensure reliable 𝑅̂
9 
Fig. 9. CFD comparison for the hierarchical calibration performed with dif-
ferent number of samples.

estimates. The number of samples was fixed at 𝑛samples = 10,000 with 
a burn-in fraction of 50%, and the target acceptance rate of 0.44 with 
a tolerance of ±0.10 (acceptable range [0.34, 0.54]) was applied to all 
sub-step updates. The sensitivity analysis tested 𝑛repetitions ∈ {4, 6, 8}. 
All tested configurations satisfied the convergence criteria of 𝑅̂ < 1.01
and all sub-step acceptance rates fell within the target range, as shown 
in Table  7. Increasing the number of repetitions from 4 to 8 or more 
did not improve 𝑅̂, therefore the optimal number of repetitions was 
therefore selected as 𝑛repetitions = 4.

Step 2 — Sensitivity analysis on the number of samples per repetition. 
Having fixed the optimal number of repetitions at 𝑛repetitions = 4, 
a sensitivity analysis was performed on the number of samples per 
repetition, testing 𝑛samples ∈ {5, 000, 10, 000, 15, 000, 20, 000, 30, 000}
with a burn-in fraction of 50% in all cases. In addition to the criterion 
𝑅̂ < 1.01, the condition ESS ≥ 100 × 𝑛repetitions was imposed and the 
optimal setting was selected based on cost-benefit criterion (). Moving 
from 𝑛samples = 10,000 (first valid configuration respecting the two 
criteria) to 15, 000 yields a reduction of 0.8% at an additional cost 
of 20,000 samples (efficiency: 0.40% per 10,000 samples). Further 
increasing to 20, 000 and 30, 000 yields larger absolute reductions (1.2% 
and 1.8% respectively), but at two and four times the additional cost, 
resulting in lower efficiency (0.30% and 0.23% per 10,000 samples 
respectively). The optimal setting was therefore identified as 𝑛samples =
15,000, which achieves the best reduction in numerical error per unit 
of computational cost. The results are summarized in Table  8. The 
posterior distributions of the relocation parameter show very simi-
lar means, standard deviations, and cumulative distribution functions 
across configurations with 𝑛samples ≥ 15, 000, confirming that increasing 
the number of samples beyond this point does not materially affect the 
inferred posterior distribution, as shown in Fig.  9.
Step 3 — Sensitivity analysis on the proposal variances. Having fixed the 
optimal number of repetitions at 𝑛seeds = 4 and the optimal number 
of steps at 𝑛steps = 15,000, a sensitivity analysis was performed on 
the proposal variance of each MH sub-step (𝜇, 𝜎, and local relocation 
parameters per rod). Six configurations of increasing proposal variance 
were tested, covering a range from 𝜎2𝜇 = 0.012 to 𝜎2𝜇 = 1.000. For each 
configuration, the acceptance rate and the ACF were computed for MH 
sub-step. Since the sensitivity of ACF decay to proposal variance was 
consistent across all MH sub-step types, the hyperparameter 𝜇 sub-step 
was selected as the representative one for comparison without loss of 
generality. The ACF was evaluated up to a maximum lag of 50 (Gelman 
et al., 2013), and the lag at which the ACF fell below 0.1 was used as 
a quantitative measure of chain mixing, with lower values indicating 
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Table 7
Hierarchical calibration — Step 1: sensitivity analysis on the number of repetitions (𝑛steps = 8000, burn-in = 50%, 
target acceptance rate = 0.44 ± 0.10). The 𝑅̂ is shown along with the acceptance rate for the hyperparameters 
(acc.rate𝜇 and acc.rate𝜎) and for the local relocation parameter per rod (showing the minimum and maximum 
values reached range acc.rate𝑟𝑒𝑙𝑜𝑐). The total number of samples pre burn-in 𝑛TOTsamples is also present.
 𝑛repetitions 𝑅̂ acc.rate𝜇 acc.rate𝜎 range acc.rate𝑟𝑒𝑙𝑜𝑐 𝑛TOTsamples 
 4 1.0063 0.520 0.522 [0.507, 0.512] 40, 000  
 6 1.0066 0.506 0.504 [0.489, 0.495] 60, 000  
 8 1.0063 0.520 0.522 [0.507, 0.512] 80, 000  
Table 8
Hierarchical calibration — Step 2: sensitivity analysis on the number of iterations (𝑛repetitions= 4, 
burn-in = 50%, ESS > 100 × 𝑛repetitions ). The 𝑅̂ and ESS are shown along with the average of the 
final acceptance rate among the chains (𝜇acc.rate), the MCSE∕𝜎post ratio and the total number of 
samples pre burn-in (𝑛TOTsamples).
 𝑛samples 𝑅̂ ESS 𝜇acc.rate MCSE∕𝜎post% 𝑛TOTsamples 
 5, 000 1.0268 347 0.50 6.1% 20, 000  
 10, 000 1.0070 692 0.52 5.1% 40, 000  
 15, 000 1.0068 1192 0.48 4.3% 60, 000  
 20, 000 1.0034 1458 0.50 3.9% 80, 000  
 30, 000 1.0026 2471 0.49 3.3% 120, 000  
Table 9
Hierarchical calibration — Step 3: sensitivity 
analysis on the proposal variance (𝑛seeds = 4, 
𝑛samples = 15, 000). Lag is defined as the first lag 
at which ACF < 0.1; a value of 51 indicates the 
threshold was not reached within the maximum 
lag of 50.
 Config 𝜎2

𝜇 𝛼𝜇 Lag𝜇 
 1 0.01 0.5803 51  
 2 0.02 0.5578 51  
 3 0.03 0.4870 40  
 4 0.04 0.4778 51  
 5 0.3 0.2769 51  
 6 1.0000 0.1770 51  

faster decorrelation and higher ESS. The results are summarized in 
Table  9 and shown in Fig.  10.

As visible from both Table  9 and Fig.  10, the acceptance rate 
has a direct influence on the decorrelation lag. Configurations with 
acceptance rates far from the theoretical optimum of 0.44 (Gelman 
et al., 2013), either too high (Config 1, 𝛼𝜇 = 0.580; Config 2, 𝛼𝜇 = 0.558) 
or too low (Config 5, 𝛼𝜇 = 0.277; Config 6, 𝛼𝜇 = 0.177), exhibit slow 
ACF decay and fail to reach the threshold within the maximum lag. 
Config 4 (𝛼𝜇 = 0.478) also fails despite its proximity to the target. 
Config 3 (𝜎2𝜇 = 0.03, 𝛼𝜇 = 0.487, lag = 40) is the only configuration 
that successfully crosses the ACF = 0.1 threshold within the lag limit, 
with the acceptance rate closest to 0.44. This empirically confirms the 
theoretical prediction that acceptance rates near 0.44 yield the best 
chain mixing for scalar Metropolis–Hastings updates (Gelman et al., 
2013). Config 3 was therefore selected as the optimal proposal variance 
configuration.

Step 4 — Final hierarchical calibration with optimal settings. Following 
the three sensitivity analyses, the optimal settings for the hierarchical 
calibration were identified as: 𝑛repetitions = 4, 𝑛samples = 15,000 per 
repetition with a burn-in fraction of 50%, and proposal variances of 
Config 3.

To ensure that the acceptance rate remains close to the target value 
of 0.44 throughout the simulation, an adaptive scaling of the proposal 
variance was implemented during the burn-in phase. A scaling factor 𝛽
is updated at each iteration 𝑠 according to: 
𝛽𝑠 = 𝛽𝑠−1 ⋅ exp

(

𝛾 ⋅ (𝛼𝑠 − 𝛼target)
)

, (4)

where 𝛼𝑠 is the current acceptance rate at iteration 𝑠, 𝛼target = 0.44
is the target acceptance rate (Gelman et al., 2013), and 𝛾 = 0.01 is the 
10 
Fig. 10. Hierarchical calibration — Step 3: autocorrelation function (ACF) 
of the 𝜇 sub-chain for the six tested proposal variance configurations. The 
dashed horizontal line indicates the ACF = 0.1 threshold. Config 3 is the 
only configuration achieving decorrelation below the threshold within the 
maximum lag of 50, confirming that acceptance rates close to the theoretical 
optimum of 0.44 yield the best chain mixing for scalar Metropolis–Hastings 
updates (Gelman et al., 2013).

adaptation rate, selected to ensure smooth and stable convergence. The 
scaling factor 𝛽 is fixed after the burn-in period to preserve the Markov 
property of the chain.

A final calibration run with the optimal settings was then per-
formed. The convergence diagnostics and posterior statistics are re-
ported in Table  10, confirming 𝑅̂ < 1.01, ESS ≥ 100 × 𝑛repetitions =
400, and all MH sub-step acceptance rates within the target range 
[0.34, 0.54]. The trace plots are also reported in Fig.  11.

3.5.3. Comparative assessment and validation
Having identified the optimal settings for both calibration ap-

proaches, this section presents the comparative assessment of the 
standard and hierarchical calibration results, followed by the validation 
of the posterior distributions through propagation on independent 
rods. A final coverage study is proposed to confirm the results from 
a frequentist-approach point of view.
Optimal settings: comparison of the posterior distribution of the inferred 
parameter. Our goal is that the 95% credible interval of the poste-
rior distribution covers the known true value. Fig.  12 shows how 
the standard approach gives a 𝑈𝑂2 relocation parameter distribution 
(purple), more peaked and biased, whose 95% interval does not cover 
the true value (dark dotted line). Hierarchical calibration (in yellow) 
addresses this bias issue by producing a posterior distribution that is 
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Table 10
Hierarchical calibration — Step 4: posterior statistics and convergence diagnostics for the final 
run with optimal settings (𝑛repetitions = 4, 𝑛samples = 15, 000, 𝜎2

𝜇 = 0.029, 𝜎2
𝜎 = 0.017, 𝜎2

𝑋 = 0.048, 
burn-in = 50%). The 𝜇post and 𝜎post are reported in along with the MCSE and the MCSE∕𝜎post
ratio. The final run 𝑅̂ and ESS are also reported.
 𝜇post 𝜎post MCSE MCSE∕𝜎post% 𝑅̂ ESS  
 8.035 × 10−1 7.694 × 10−2 3.281 × 10−3 4.26% 1.0066 1184 
Fig. 11. Hierarchical calibration — Step 4: trace plots for all repetitions of the 𝜇, 𝜎, and local relocation sub-chains. The stationarity of all sub-chains after the 
burn-in period confirms convergence to the target posterior distribution.
sufficiently wide to capture the true parameter (inside the 95% credible 
interval). To assess whether this behavior depends on the specific 
selection of rods, the same posterior coverage analysis was repeated 
using a different subset of experimental rods. The resulting posterior 
distributions showed the same qualitative behavior as those presented 
here, with no change in the relative performance of the standard and 
hierarchical calibration approaches.
Optimal settings: comparison of the posterior propagation on validation rods. 
The calibration framework is validated by propagating the posterior 
distribution of the UO2 relocation parameter through the OFFBEAT 
computational models for a specific set of validation rods. The first 
validation set consists of eight rods and the second in twenty rods. 
As described in , the one-sided 95/95 tolerance limit is applied and 
considered.

Fig.  13 illustrates the first validation of the fuel centerline temper-
ature (FCT). The error bars represent the 95% credible intervals of the 
posterior distributions: purple for the standard calibration approach, 
yellow for the hierarchical approach, and blue for the 95% measure-
ment uncertainty interval of the experimental observations, accounting 
for a 1% measurement uncertainty as discussed in Section 3.3. Both 
calibration approaches yield full coverage of the experimental spread. 
This is explained by two concurrent factors. First, FCT responses are 
strongly correlated across rods, so that calibration on a subset provides 
little independent information beyond the validation set. Second, FCT is 
primarily driven by the two deliberately biased parameters rather than 
11 
the relocation parameter, making the FCT output weakly sensitive to 
the calibrated quantity. As a result, even a biased and overconfident 
posterior on the relocation parameter produces FCT predictions that 
fall within the experimental uncertainty band. Therefore, to further 
investigate the discriminating power of the validation, the Fission Gas 
Release (FGR) was analyzed as an additional output. Fig.  14 shows 
the posterior predictive distributions for FGR on the first validation 
rod set, a quantity with notably lower computational correlation across 
rods and higher sensitivity to the relocation parameter. Assuming 
a relative measurement uncertainty of around 5%–10% (Mo, 2023; 
Robertson et al., 2024b), the standard calibration covers only 25% of 
the validation rods, whereas the hierarchical calibration covers all of 
them. For the second validation set, the hierarchical approach covers 
approximately 95% of the rods compared to only 15% with the stan-
dard calibration. Unlike FCT, FGR exhibits rod-to-rod variability that 
the standard approach fails to capture, as it collapses the posterior to 
an overly precise estimate without inflating parameter uncertainty. The 
hierarchical approach, by explicitly modeling this variability, retains a 
broader and more realistic posterior that successfully propagates into 
coverage of the validation spread. This confirms that the hierarchical 
framework captures realistic predictive uncertainty where independent 
information is present in the data.
Coverage study. Following the protocol described in , both calibrations 
were repeated 100 times with different bias configurations. The hier-
archical calibration covered the true relocation parameter in 92 out of 
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Fig. 12. Comparison of the 𝑈𝑂2 relocation parameter distributions: the black 
dotted line is the true value, in blue the prior uninformative uniform distri-
bution, in purple the posterior distribution from the standard calibration, in 
yellow the marginal posterior distribution from the hierarchical calibration af-
ter the post-processing. With the same color codes the shaded areas represents 
the 95% credible interval of the distributions.

Fig. 13. Validation of FCT prediction distributions using OFFBEAT compu-
tational models. The error bars represents the 95% credible intervals for 
model predictions (orange for the hierarchical and purple for the standard 
approach) and the 95% measurement uncertainty intervals of the experimental 
observations (in blue). Highlighted in black are the rods which posterior is able 
to cover the experiments.

100 cases, with empirical coverage remaining stable between 90% and 
97% across subsets of increasing size (90% at 𝑛 = 10, 95% at 𝑛 = 20, 
92% at 𝑛 = 100), consistent with expected sampling variability. The 
standard calibration covered the true value in only 22 out of 100 cases 
(22%), confirming its systematic inability to account for model bias and 
the substantially superior performance of the hierarchical framework.

3.5.4. Conclusions
This study presents a calibration framework for fuel centerline 

temperature (FCT) models in OFFBEAT that explicitly accounts for 
modeling bias. After identifying the most sensitive parameters through 
Morris’ screening analysis, Gaussian Process (GP) surrogates were con-
structed to represent the computational models of fuel rods, with 
training and testing to ensure their accuracy. An artificial dataset was 
then generated to emulate experimental observations and to explicitly 
introduce model bias in the surrogates rods used in the calibration 
12 
Fig. 14. Validation of FGR prediction distributions using OFFBEAT computa-
tional models with a zoom for higher FGR values (upper box for visualization 
purposes). The error bars represents the 95% credible intervals for model pre-
dictions (orange for the hierarchical and purple for the standard approach) and 
the 95% measurement uncertainty intervals of the experimental observations 
(in blue). Highlighted in black are the rods which posterior is able to cover 
the experiments.

processes. Biases were deliberately imposed through two highly sen-
sitive parameters, fuel density and thermal conductivity, while a third 
parameter, fuel relocation, representing a key behavioral phenomenon 
during irradiation, was inferred through calibration.

Both standard and hierarchical calibration approaches were applied, 
together with convergence analyses and validation of the resulting 
posterior distributions. The results demonstrate that the hierarchical 
calibration approach is more effective than standard techniques in 
handling systematic errors, as it more accurately recovers posterior 
model parameter uncertainty, which encompasses the true parameter 
values and provides improved coverage of the experimental obser-
vations. The analysis also highlights the importance of independent 
information in both the calibration and validation datasets, showing 
that assimilating multiple strongly correlated rods does not increase 
the effective information content of the calibration dataset and may 
adversely affect both parameter inference and the appropriate inflation 
of uncertainty.

Overall, these results indicate that hierarchical Bayesian calibration 
offers suitable capabilities for managing model inadequacies in fuel 
performance simulations.

3.5.5. Discussions and future work
A key limitation of the present synthetic study concerns the con-

struction of the calibration dataset. Multiple rods were generated from 
the same reactor configuration and shared identical geometrical and 
behavioral parameters, which resulted in strongly correlated FCT out-
put quantities across experiments. This made it difficult to isolate 
the effect of independent information on parameter inference and 
uncertainty inflation. An important direction for further investigation 
therefore involves the use of synthetic datasets composed of rods that 
are computationally uncorrelated with one another. Although such 
a configuration represents an idealized scenario, since real reactor 
conditions naturally introduce high degree of correlation, incorporating 
realistic variability and uncertainty in geometrical characteristics aris-
ing from manufacturing tolerances, for instance, would already increase 
the level of independence between rods. This would help better assess 
the algorithm’s ability to explore the parameter space without the 
confounding effects of inter-experiment dependencies. Future work will 
also focus on real experimental datasets involving rods from different 
reactors or operating conditions, enabling the impact of hierarchical 
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calibration to be evaluated in terms of both parameter inference and 
output predictive performance.

There are also a few methodological areas that deserve further 
study. One important step is to analyze the impact of additional model 
parameters in the inference process, since increasing dimensionality 
generally makes it more challenging to identify the correct parame-
ter combinations. Another extension involves introducing experiment-
specific model biases, rather than imposing a common bias across all 
rods, in order to better represent intrinsic differences among experi-
ments. Furthermore, this framework should be combined with previous 
work on aleatoric uncertainty (Maccario et al., 2026), allowing calibra-
tion performance to be evaluated while simultaneously accounting for 
aleatoric uncertainty in the model parameters, epistemic uncertainty, 
and model bias, as would occur under realistic conditions. This would 
enable the hierarchical approach to be tested under more challenging 
and representative scenarios.

Investigation is also possible from a numerical and computational 
perspective. In particular, adopting more advanced Markov Chain 
Monte Carlo (MCMC) algorithms for the hierarchical calibration could 
significantly enhance efficiency and robustness. Instead of the basic 
Metropolis–Hastings method, improved variants such as the adap-
tive Metropolis algorithm proposed by Haario (Andrieu and Thoms, 
2008) could be employed, offering better convergence behavior with-
out extensive manual tuning of proposal distributions for both hyper-
parameters and experiment-specific parameters. Such approaches have 
recently been proposed and demonstrated for fission gas release models 
in Ref. (Robertson et al., 2026). In addition, the surrogate modeling 
stage could be strengthened through systematic cross-validation of the 
Gaussian Process models and targeted sensitivity analyses to determine 
optimal training, validation, and test dataset sizes, potentially reducing 
the occurrence of large residuals.

Finally, future work should address the time dependence of the 
Quantity of Interest (QoI). This could be achieved by applying dimen-
sionality reduction techniques, such as Principal Component Analysis 
(PCA), at the start of the calibration framework. As demonstrated 
in previous sensitivity analysis studies (Maccario et al., 2025a), this 
approach would allow the full temporal behavior of the phenomena 
to be captured throughout the irradiation window while maintaining 
computational tractability.

Overall, these developments would further strengthen hierarchical 
Bayesian calibration with uncertainty inflation as a comprehensive 
framework for managing unknown sources of uncertainty in complex 
fuel performance modeling tasks.
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