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ABSTRACT

Conversational interfaces powered by large language models (LLMs)
can make industrial telemetry data easier to explore. However, prior
research has shown that LLMs remain unreliable on tasks that re-
quire precise quantitative reasoning, especially when numerical val-
ues, physical units, and reference baselines must be interpreted cor-
rectly [1].

This thesis investigates a tool-augmented approach to conversa-
tional telemetry reasoning based on staged reasoning and determin-
istic execution. Instead of relying on the LLM to compute answers
directly, the model is used for semantic interpretation and for gen-
erating executable computations. The numerical operations are then
delegated to deterministic tools, and the resulting outputs are com-
pared through answer arbitration before a final answer is returned.

The proposed system is evaluated using anonymized telemetry
from the Alfa Laval PureBallast 3 system. The evaluation focuses
on accuracy, latency, robustness, and structured intermediate
output quality. Multiple reasoning-operation sequences are
compared on a 500-question comparison benchmark, and the
selected tool-augmented configuration is then compared against an
LLM-only baseline on a larger 1518-question benchmark. In addition,
a component-level LoRA fine-tuning study is conducted for the
confirmation stage and evaluated on unseen question categories.

The results show that a planning-and-confirmation sequence
combined with deterministic multi-backend execution substantially
improves reliability. On the 1518-question benchmark, the full
P — C(fine-tuned) — G system improves accuracy from 32.55%
for the baseline no-tools system to 72.99%. The confirmation-stage
fine-tuning study further shows that parameter-efficient adaptation
can improve the quality of the intermediate structured representation
under unseen-category evaluation.

Taken together, the findings show that structured intermediate rea-
soning, deterministic execution, and answer arbitration provide a
more reliable foundation for conversational telemetry question an-
swering than direct answer generation alone.
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INTRODUCTION

1.1 BACKGROUND AND CONTEXT

Large language models (LLMs) are gaining a growing role in in-
dustrial applications because they can interpret extensive text-based
data and produce responses that reflect the surrounding context [2].
Recent advances in in-context learning and instruction-following be-
havior have further expanded the use of LLMs in conversational sys-
tems, decision support, and interfaces for structured data analysis. In
particular, conversational interfaces based on LLMs offer the possi-
bility of interacting with industrial telemetry systems through natu-
ral language rather than traditional dashboards or manually written
database queries.

Industrial telemetry systems continuously generate large amounts
of operational data, including measurements, alarms, process states,
maintenance events, and calculated key performance indicators
(KPIs). Such data is commonly time-dependent, heterogeneous,
and strongly tied to operational context. As a result, extracting
meaningful insights from telemetry data often requires filtering
signals over time intervals, selecting the correct operational
states, performing aggregations, and interpreting numerical values
alongside their associated physical units and baseline references.

Reasoning tasks over structured and numerical data present par-
ticular challenges for LLMs. Unlike open-ended language generation
tasks, telemetry-oriented question answering requires models to pro-
duce answers grounded in observed measurements and deterministic
computations rather than relying on surface-level language patterns.
While LLMs have shown strong performance on many reasoning
tasks, prior work has demonstrated that their outputs remain sen-
sitive to prompt structure and orchestration design, and that they
frequently produce numerical or logical errors when tasks involve ag-
gregation, temporal filtering, or multi-step computation [3]. In indus-
trial settings, such errors can lead to costly or unsafe decisions, mak-
ing correctness and traceability essential requirements rather than
optional improvements.

To improve reliability, recent research has explored combining
LLMs with external tools for deterministic computation, retrieval,
and validation [3, 4]. A closely related line of work is retrieval-
augmented generation (RAG), where responses are grounded
in external sources rather than relying solely on internal model
parameters [3]. More broadly, many modern tool-augmented
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systems use multi-stage pipelines. In these systems, the language
model interprets the task, identifies relevant operations or resources,
invokes external tools, and then combines their outputs into a final
response. The role of the LLM, therefore, shifts away from direct
answer generation and toward orchestration of structured reasoning
and deterministic computation.

However, improving reliability through staged reasoning
and external tools also introduces new architectural trade-offs.
Additional reasoning stages may improve semantic precision, but
they can also increase latency and introduce inconsistencies between
intermediate representations. Similarly, deterministic tools can
improve correctness, but their effectiveness depends heavily on
how execution paths are orchestrated, compared, and validated.
These considerations make architectural design choices central to
the overall performance and reliability of conversational telemetry
systems.

1.2 PROBLEM STATEMENT AND RESEARCH GAP

Industrial operators frequently rely on telemetry data to answer prac-
tical operational questions, such as identifying underperforming ma-
chines, analyzing process behavior over time, or detecting anomalous
operating conditions. Answering such questions requires more than
fluent natural-language generation. It requires accurate interpretation
of the user request, correct selection of relevant telemetry signals, and
deterministic computation over structured data.

Although LLMs provide a natural interface for interacting with
complex telemetry systems, they remain unreliable when asked to
perform quantitative reasoning directly. Common failure modes in-
clude incorrect numerical aggregation, omission of necessary filtering
constraints, inconsistent interpretation of temporal ranges, misuse of
physical units, and incorrect mapping between user questions and
underlying telemetry signals. These limitations become particularly
problematic in industrial environments, where incorrect answers may
affect operational decisions and system reliability.

Tool-augmented and retrieval-based methods help reduce these
problems by allowing the model to consult additional knowledge
sources and use rule-based or executable operations when producing
an answer. Nevertheless, the dependability of such systems is shaped
by their design, including the organization of intermediate reasoning
steps, the way computations are generated and executed, and the
method used to verify results across alternative execution paths. Al-
though previous studies suggest that tool use can strengthen factual
consistency, less is known about how staged reasoning designs influ-
ence the balance between accuracy and latency, how deterministic
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execution across multiple backends supports robustness, and how
agreement-based arbitration alters the system’s overall behavior.

In addition, relatively little work has examined whether
component-level semantic adaptation can improve the quality
of intermediate structured representations in telemetry-oriented
reasoning systems. In particular, it remains unclear whether
fine-tuning intermediate reasoning stages can improve generalization
to unseen question categories while maintaining robustness under
varied question formulations.

These gaps motivate a systematic investigation of conversational
telemetry reasoning architectures that combine staged reasoning, de-
terministic execution, and explicit answer arbitration. Rather than
treating the overall pipeline as a fixed implementation, this thesis
studies architectural design choices as first-class experimental vari-
ables and evaluates how they affect reliability, robustness, and effi-
ciency in industrial telemetry question answering.

1.3 THESIS OBJECTIVE AND SCOPE

The objective of this thesis is to develop and evaluate a tool-
augmented conversational telemetry reasoning system that combines
structured intermediate reasoning with deterministic computation
and agreement-based arbitration. Instead of relying on the language
model to directly compute numerical answers, the proposed
system uses the LLM for semantic interpretation and executable
computation generation, while delegating numerical reasoning to
external deterministic execution backends.

The proposed pipeline comprises multiple reasoning stages: ex-
planation, planning, confirmation, retrieval, code generation, execu-
tion, and arbitration. Generated computations are independently ex-
ecuted using three deterministic backends: SQL, pandas, and Polars.
The outputs from these execution paths are then compared through
agreement-based arbitration to determine whether a final answer can
be accepted and how uncertainty should be represented.

The thesis evaluates multiple reasoning structures and orchestra-
tion policies using anonymized telemetry data from the Alfa Laval
PureBallast 3 system. The evaluation focuses on accepted-answer
accuracy, path-level correctness, response latency, preservation of
answers under paraphrase, arbitration behavior, and generalization
to unseen question categories. In addition, the work investigates
whether parameter-efficient LoRA fine-tuning of the confirmation
stage improves the semantic quality of intermediate structured
representations.

The scope of the thesis is limited to conversational question answer-
ing over structured telemetry data. The work does not aim to opti-
mize open-domain dialogue capabilities or general-purpose conversa-
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tional behavior. Instead, the focus is on reliability-sensitive industrial
telemetry reasoning tasks involving filtering, aggregation, grouping,
ranking, and temporal analysis over structured operational data.

The thesis provides three main outcomes. First, it develops a pro-
totype telemetry reasoning system based on staged reasoning, deter-
ministic multi-backend execution, and agreement-based arbitration.
Second, it introduces an evaluation framework for comparing reason-
ing structures, execution-path combinations, and arbitration strate-
gies. Third, it provides empirical evidence regarding how these archi-
tectural choices affect reliability, robustness, and latency in conversa-
tional telemetry reasoning systems.

Several limitations are also relevant. Differences between reasoning
structures may become partially masked when deterministic execu-
tion strongly constrains downstream behavior. In addition, aggregate
performance may mask substantial variation across question cate-
gories, and robustness to paraphrasing may differ from robustness
to unseen semantic categories. These risks are addressed through
controlled benchmark construction, unseen-category evaluation, ro-
bustness testing, and multi-dimensional analysis of system behavior.

1.4 RESEARCH QUESTIONS

The research questions guide the experimental design of the thesis
and connect the proposed system architecture to measurable evalua-
tion criteria.

RQ1: How do different staged reasoning structures and tool-
orchestration policies affect answer accuracy and response
latency in conversational telemetry reasoning?

RQ2: How do deterministic execution-path combinations and arbi-
tration strategies affect end-to-end reliability?

RQ3: Can component-level fine-tuning of the confirmation stage im-
prove structured semantic quality and generalization to unseen
question categories?



THEORETICAL BACKGROUND AND RELATED
WORK

This chapter surveys the theoretical foundations and previous re-
search most relevant to the thesis. It discusses the central concepts
that inform the study, including LLMs, tool augmentation, retrieval
over structured data, orchestration strategies, validation mechanisms,
and evaluation principles for reliable telemetry reasoning. For each
topic, the chapter also examines prior work and situates the thesis
within the existing literature.

2.1 LARGE LANGUAGE MODELS FOR STRUCTURED AND NUMERI-
CAL REASONING

LLMs are neural models based on the transformer architecture and
trained on large text corpora using next-token prediction objectives.
Through this training, they learn statistical regularities in language
that support tasks such as text generation, question answering, and
other forms of natural language processing. Because transformers
rely on attention mechanisms, they can model dependencies across
long text spans effectively, a property that has been central to recent
advances in the field. A key development in this area was the demon-
stration that sufficiently large models can perform new tasks from
examples given only in the prompt, without parameter updates or
task-specific fine-tuning [5].

This capability has contributed to the increasing use of LLMs in
conversational systems, decision support, and industrial Al applica-
tions. However, despite their fluency and flexibility, LLMs do not rea-
son symbolically in the traditional sense. Their outputs are generated
from learned probability distributions rather than explicit logical or
numerical procedures. This becomes especially important in domains
where correctness depends on exact numerical computations, trace-
able evidence, and consistent interpretation of domain constraints.

2.1.1 In-Context Learning and Numerical Reasoning in Large Language
Models

In-context learning describes the capacity of a language model to ad-
just its responses using information contained in the prompt, such as
examples or task instructions, without any parameter updates [5, 6].
This property makes LLMs highly flexible, since the same model can
be applied to many different tasks by changing only the input context.
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As reasoning tasks become more complex, researchers have intro-
duced prompting strategies that guide LLMs to produce more struc-
tured responses. Instead of generating only a final output, the model
is prompted to develop supporting reasoning before reaching its con-
clusion. This prompting strategy, commonly referred to as "chain-of-
thought prompting", has been reported to improve results on tasks
involving arithmetic, commonsense inference, and multi-step reason-
ing, particularly in larger language models [7].

Despite these gains, LLMs still lack the reliability of deterministic
mathematical computation. Their responses, including any generated
reasoning traces, are produced through probabilistic language model-
ing rather than exact calculation procedures [5]. Consequently, an an-
swer may be fluent and plausible while containing logical or numeri-
cal mistakes. This issue can persist even when the model is prompted
to provide intermediate reasoning, since multi-step reasoning chains
may still include errors [7].

This limitation is particularly important in the context of teleme-
try question answering. Errors may arise not only from incorrect
arithmetic but also from selecting the wrong signal, applying the
wrong aggregation, or interpreting the wrong operational interval.
Therefore, natural-language reasoning alone is insufficient for reliable
system behavior in structured and numerical domains, motivating the
use of external computation and validation mechanisms.

2.1.2  Units and Measurement Systems

Structured industrial data commonly contains physical quantities ex-
pressed in units such as pressure, temperature, flow rate, and power.
Correct interpretation of these units is essential for reliable reasoning,
since a numerically correct value can still be misleading if interpreted
under the wrong unit system or compared with an incompatible
reference. Prior work has shown that LLMs may be inconsistent when
generalizing across measurement systems and unit conversions [8].

These issues are particularly relevant in telemetry settings, where
answers often depend on threshold comparisons, baseline deviations,
and operational interpretations of physical measurements. Errors in
unit handling may not always be obvious in generated text, but they
can lead to incorrect conclusions in downstream reasoning. For this
reason, unit consistency is a central concern in systems that combine
language understanding with structured industrial data.

2.2 TOOL-AUGMENTED LLMS AND ORCHESTRATION STRATEGIES

Tool augmentation extends a language model’s capabilities by en-
abling it to interact with external computational resources rather than
relying solely on text generation. In such systems, the model may
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call calculators, database interfaces, retrieval modules, APIs, or code
execution environments to answer a query. This is particularly useful
in domains where the model must access structured data, perform ex-
act computations, or apply deterministic rules that cannot be reliably
generated.

In the context of this thesis, tool augmentation is broader than
retrieval alone. The system includes telemetry retrieval, deterministic
computation over selected signals, and validator components that
check units, thresholds, and historical baselines. Retrieval is therefore
one tool within the overall reasoning pipeline, but reliable answer
generation also depends on computation and validation modules out-
side the language model. This broader view is important because
telemetry question answering requires more than finding relevant
context: it also requires selecting the correct variables, applying the
right operations, and enforcing domain constraints.

2.2.1  ReAct and Interleaved Reasoning-Action Frameworks

One influential framework for tool-augmented reasoning is ReAct,
which interleaves natural-language reasoning traces with external ac-
tions [9]. In ReAct, the model alternates between producing inter-
mediate thoughts and invoking actions in an external environment,
such as querying a knowledge source. The intention is that reasoning
helps the model decide what action to take next, while retrieved
observations help ground subsequent reasoning steps.

The ReAct framework has been tested on tasks involving
knowledge-based question answering and interactive decision-
making, demonstrating that linking reasoning with actions can
improve task performance while making the modelés intermediate
process easier for humans to inspect [9]. This idea is relevant
to this thesis because telemetry analysis similarly depends on
both interpreting information and selecting suitable operations.
At the same time, repeated cycles of reasoning and tool use may
increase response time and reduce consistency in real-world systems,
particularly when several tool calls are needed before the final output
is generated.

2.2.2  Toolformer and Learned Tool Use

Toolformer approaches tool use differently from prompt-based agent
frameworks. Instead of relying on a manually designed reasoning-
action loop, it fine-tunes the language model to learn when to call
tools, which tool to call, and how to incorporate the returned output
into generation [10]. The method constructs an API-augmented train-
ing set by sampling candidate tool calls, executing them, and keeping
those that reduce the model’s loss on future tokens.
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This work is important because it frames tool use as a learnable
capability rather than only a prompting strategy. At the same time,
it also highlights an important challenge for tool-augmented systems:
performance depends not only on the base language model, but also
on the reliability of tool selection, tool execution, and the integra-
tion of tool outputs into the generated response. These concerns are
directly relevant in telemetry-oriented systems, where incorrect tool
usage may lead to selecting the wrong signal, computing the wrong
value, or generating a fluent but unsupported explanation.

2.2.3 Orchestration Strategies and Latency-Quality Trade-offs

Once a system includes multiple tools, orchestration becomes a cen-
tral design problem. Tool orchestration refers to how the system deter-
mines the order, timing, and dependency structure of external opera-
tions during answer generation. Different orchestration policies yield
distinct trade-offs among responsiveness, factual grounding, and ex-
ecution complexity.

Prior work has highlighted this trade-off in conversational
systems. Traditional architectures that combine reasoning and
retrieval in a synchronous manner may improve factual accuracy,
but they often introduce substantial response delays. Simpler
instruction-following systems may achieve lower latency, but at the
cost of weaker grounding and limited reasoning capacity. Gan et
al. address this issue through a temporal-decoupling framework in
which a lightweight dialogue model produces immediate responses,
while a separate reasoning agent asynchronously performs more
computationally intensive knowledge acquisition [11]. Their results
show that asynchronous orchestration can maintain conversational
responsiveness while improving factual grounding over time.

This thesis studies orchestration in a different but related setting.
Instead of comparing synchronous and asynchronous dialogue archi-
tectures, this thesis studies orchestration as the structured coordina-
tion of interpretation, confirmation, retrieval, execution, and valida-
tion within a telemetry reasoning pipeline. The underlying issue is
similar: system quality depends not only on model capability but
also on how the interactions among planning, retrieval, computation,
and validation are organized.

2.2.4 Execution Plans and Modular Reasoning Pipelines

A common reliability problem in tool-augmented reasoning is that
the model may attempt to interpret the query, select the relevant vari-
ables, determine the required operation, perform the computation,
and formulate the final answer within a single generation step. This
tightly coupled process makes errors difficult to detect and increases
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the risk of both logical and numerical mistakes, particularly in struc-
tured domains such as telemetry reasoning.

To address this issue, recent systems often rely on staged
workflows and explicit intermediate structures. Rather than
producing the final response immediately, the LLM first translates
the user request into a structured plan that separates semantic
interpretation from the actual computation. This plan may define
the relevant telemetry signals, input sources, filtering conditions,
required operations, constraints, and validation checks. External
components, such as database engines or code interpreters, can then
execute these steps, allowing numerical operations to be handled by
deterministic procedures rather than probabilistic text generation.

At the same time, the overall reasoning process can be decomposed
into multiple stages, each with a specific responsibility. Rather than
performing interpretation, retrieval, computation, and validation in
a single step, the task is broken into sequential steps with explicit
intermediate outputs. This staged design improves interpretability
and allows errors to be localized and corrected at earlier stages of
the pipeline.

This approach is consistent with prior work on reasoning through
task decomposition. Least-to-Most prompting handles difficult prob-
lems by first dividing them into smaller subproblems and then solv-
ing those parts in sequence [12]. Decomposed Prompting follows a
related principle, representing a complex task as a set of modular sub-
tasks that may be assigned to dedicated prompts, models, or symbolic
tools [13]. Together, these methods suggest that explicitly structuring
the reasoning process can improve reliability by making intermediate
decisions easier to inspect and control.

In telemetry question answering, this combination of execution
plans and staged reasoning is particularly important. Errors may arise
from misunderstanding the query, selecting the wrong signal, apply-
ing the wrong aggregation, or generating incorrect code. By separat-
ing interpretation, planning, confirmation, retrieval, execution, and
validation, the system can inspect and constrain intermediate outputs
before producing a final answer.

This approach is also closely related to program-aided reasoning
methods. Program-Aided Language Models (PAL) generate
executable programs that are evaluated by an external runtime
[14], while Program of Thoughts represents reasoning as executable
code to ensure correct computation [15]. The system proposed in this
thesis follows the same principle, combining structured execution
plans with a modular reasoning pipeline to improve correctness,
transparency, and robustness in telemetry-oriented reasoning tasks.

9
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2.2.5 Execution Backends and Multi-Backend Reasoning for Structured
Data Processing

Structured telemetry reasoning requires computations such as filter-
ing, grouping, aggregation, ranking, and time-based comparison. In
this thesis, these operations are implemented using three execution
backends: SQL, pandas, and Polars. These backends are relevant be-
cause they represent different paradigms for expressing and execut-
ing computations over structured data.

SQL provides a declarative query paradigm, where the compu-
tation is described in terms of the desired result rather than the
exact execution steps. This makes it suitable for expressing operations
such as selection, filtering, aggregation, and grouping over relational
tables. The foundations of SQL are based on the relational model,
which provides a formal framework for representing and querying
structured data [16].

In contrast, pandas represents structured data through dataframes
and expresses computations procedurally as a sequence of transfor-
mations. This approach is useful for flexible data manipulation and
intermediate processing steps, and is widely used in data analysis
and scientific computing [17]. Polars follows a dataframe-based ap-
proach similar to pandas, but emphasizes performance through op-
timized execution, column-oriented processing, and features such as
lazy evaluation, where computations are represented as a query plan
and executed only when needed [18].

Using multiple execution backends is important because they
serve not only computational purposes but also verification.
Tool-augmented systems that rely on a single execution environment
may be affected by code-generation errors, execution failures,
incorrect signal selection, or misinterpretation of structured data. By
executing the same high-level telemetry computation independently
across SQL, pandas, and Polars, the system introduces redundancy
into the reasoning process.

If the independent backends produce consistent results, their
agreement provides additional evidence that the computed answer
is reliable. Conversely, disagreement between backends may
indicate ambiguity in the query, a schema-selection problem, or
an execution error. In this way, multi-backend execution functions
as a cross-validation mechanism within the reasoning pipeline,
aligning with broader trends in tool-augmented reasoning where
reliability is improved through external tools and verification across
computational pathways [9, 10].
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2.2.6 Executable Table Reasoning with LLMs

Recent work has explored using LLMs for structured data reasoning
by generating executable representations rather than directly produc-
ing answers. These approaches aim to improve numerical correctness
and grounding by delegating computation to external systems.

BINDER introduces a neural-symbolic approach in which an LLM
converts a natural-language request into a program that can be exe-
cuted in a formal language such as SQL or Python [19]. The answer
is obtained by executing this program rather than relying only on
direct text generation. By separating interpretation from execution,
this method reduces dependence on the model’s internal numerical
reasoning. Reported results show benefits for structured reasoning
tasks, especially compared with approaches that generate answers
directly. This idea is closely related to the system developed in this
thesis, where the LLM produces executable representations and de-
terministic backends carry out the numerical computation.

Similarly, Chain-of-Table introduces a framework for reasoning
over tabular data through a sequence of intermediate transformation
steps [20]. Instead of producing an answer in a single step, the model
iteratively updates the table representation using operations such as
filtering, aggregation, and selection. This staged reasoning process
improves interpretability and allows errors to be localized within
specific steps of the reasoning chain. This idea is reflected in the
staged reasoning pipeline used in this thesis, which makes reasoning
steps explicit before execution by using intermediate representations
such as plans and confirmation structures.

Taken together, these studies point to the value of pairing language
models with executable computation and explicit intermediate struc-
ture. At the same time, many existing systems still depend on a single
execution route, so the final result stands or falls on a single generated
program. The present thesis differs by using several independent
execution backends, including SQL, pandas, and Polars, and by treat-
ing agreement across them as part of the validation procedure. This
multi-backend setup makes it possible to compare outputs across im-
plementations and adds a robustness safeguard that is largely absent
from single-path execution systems.

2.3 RETRIEVAL-AUGMENTED GENERATION FOR STRUCTURED
AND INDUSTRIAL DATA

Although LLMs retain substantial knowledge in their parameters,
this internal knowledge alone is often inadequate in settings where
information changes over time, requires verification, or must be tied
to explicit evidence. Because such knowledge is encoded in model
weights, updating it typically requires retraining, and the model does

11
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not naturally reveal the basis for a generated claim. As a result, LLMs
can produce fluent answers that appear convincing even when the
underlying support is weak in knowledge-intensive tasks.

RAG addresses this limitation by connecting generation to
retrieved external information. Rather than relying only on what
is stored in the model parameters, it brings relevant material
into the response process at inference time so that answers can
be informed by up-to-date and explicitly grounded content [21].
This allows responses to be grounded in explicit evidence while
preserving the flexibility of generation. In industrial telemetry,
retrieval is especially important because reasoning often depends
on time—varying measurements, operational context, and structured
records that cannot be reliably captured solely in model parameters.

2.3.1 Standard Retrieval-Augmented Generation

A typical RAG architecture operates in two sequential stages: first,
relevant information is retrieved, and then it is used to generate a
response. A user query is first transformed into a representation that
enables similarity-based search over an external knowledge source,
from which the top-K most relevant documents are selected. These
retrieved documents are then provided, together with the original
query, as input to a language model that generates the final response
[21]. This design has become a widely adopted approach for anchor-
ing model outputs in external information.

However, the setting in this thesis differs from the standard
document-centric RAG. The system primarily retrieves free-text
documents. Instead, retrieval operates over structured telemetry
signals and operational records. The retrieved output is not an
answer-ready text passage, but structured evidence that must be
interpreted, computed over, and validated before a final response
is produced. The proposed pipeline can therefore be understood
as a structured, tool-augmented variant of RAG rather than a
conventional document-retrieval system.

2.3.2 Telemetry Retrieval as Schema-Based Signal Selection

In telemetry question answering, retrieval often means selecting
the correct variables, tags, or schema elements that correspond to
the user’s natural-language request. This is challenging because the
query wording may not directly match schema names, and because
large industrial schemas may contain many similar or overlapping
signals. In such settings, schema grounding becomes a central source
of error: downstream calculations can be correct while still producing
the wrong answer if they are applied to the wrong signal.
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This problem is closely related to schema linking in text-to-SQL
and natural-language interfaces to databases. RAT-SQL emphasizes
the importance of aligning question mentions with schema elements
and treating this alignment as central to correctness and generaliza-
tion [22]. The Spider benchmark similarly highlights the challenge
of generalizing across unseen schemas [23]. These ideas are directly
relevant to telemetry retrieval, where the system must link natural-
language requests to the correct structured signals before any reliable
computation can occur.

2.3.3 Adaptive and Orchestrated RAG

Recent work has explored RAG systems in which retrieval is not
treated as a single fixed preprocessing step. Instead, retrieval may
be integrated into a broader reasoning loop or triggered adaptively
during generation. This is important in tasks where the need for
external evidence depends on the evolving reasoning process.

Lee et al. study decision-question answering over structured data
and introduce PlanRAG, a framework that prioritizes planning over
retrieval and query execution [24]. In PlanRAG, the model first con-
structs a plan for the analyses to be performed, then retrieves and
reasons over the necessary structured data, and finally replans if
the initial plan is insufficient. Their results on the DQA benchmark
show that structured planning before retrieval can improve accuracy
in schema-based decision tasks.

Asai et al. propose Self-RAG, in which the model learns when
retrieval is necessary during generation and uses self-critique signals
to assess whether claims are sufficiently supported by evidence [25].
This work is relevant because it treats retrieval as an adaptive op-
eration rather than a fixed stage. Together, PlanRAG and Self-RAG
show that the ordering and timing of retrieval can substantially affect
system behavior.

Motivated by these findings, this thesis treats orchestration as
a structured interaction among reasoning, retrieval, and execution
within a tool-augmented pipeline. Rather than focusing solely on
retrieval quality, the proposed system integrates retrieval with
explicit intermediate representations, deterministic computation,
and validation mechanisms. In particular, retrieval is used to narrow
the schema and identify relevant telemetry signals, after which
computations are performed using external execution backends. This
design ensures that retrieved information is not only relevant but
also correctly interpreted, computed, and validated before being
presented in the final response.

13
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2.3.4 Domain-Specific and Industrial RAG Systems

Beyond core RAG architectures, recent work has also examined how
retrieval-based generation is adapted to domain-specific and indus-
trial settings. Zhang et al. introduce RAFT, a method that improves
domain-specific RAG by fine-tuning the generator to make better
use of retrieved documents, including settings where both relevant
and irrelevant passages are present [26]. This is also compatible with
lightweight adaptation approaches such as LoRA, which are particu-
larly attractive when industrial data is scarce, sensitive, or too expen-
sive to support full-model fine-tuning.

Brehme et al. study how RAG is being implemented in practice
across industrial organizations [27]. Their findings show that indus-
trial RAG is currently dominated by task-focused question answer-
ing and that many systems remain at the prototype or pilot stage.
They also identify recurring challenges in data preparation, retrieval
quality, and evaluation. Importantly, the study shows that human
evaluation still dominates industrial practice, while automated evalu-
ation and Al-assisted scoring are less common. This is relevant to the
present thesis because it situates telemetry-oriented RAG within a
broader industrial context in which reliability, security, and practical
deployment constraints are central concerns.

2.3.5 Lightweight Retrieval Baselines for Structured QA

While complex tool-augmented systems offer strong capabilities for
structured reasoning, it is common to compare them against simpler
baselines to quantify their added value. A widely used baseline in
retrieval-augmented settings is a single-pass architecture in which a
language model receives a query together with a small amount of
retrieved context and produces an answer directly [28].

In structured data settings, lightweight retrieval baselines typically
involve selecting a subset of relevant rows, columns, or aggregated
summaries and feeding them to the language model. The model is
then responsible for interpreting the retrieved context and generating
the final answer without access to external computation or validation
mechanisms.

Such baselines are useful because they represent a lower-
complexity alternative that prioritizes simplicity and low latency.
However, they also inherit the limitations of language models
in numerical reasoning and structured data interpretation [29].
In particular, the model must implicitly perform computations
and comparisons, which can lead to inaccuracies or unsupported
conclusions.

Comparing tool-augmented systems against lightweight retrieval
baselines, therefore, provides a meaningful way to assess the bene-
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fits of explicit computation, validation, and structured reasoning in
telemetry-oriented question answering.

2.4 VALIDATION AND GROUNDING MECHANISMS

Validation refers here to checks performed within the reasoning
pipeline to determine whether intermediate results or candidate
answers satisfy relevant constraints before a final answer is returned.
This is distinct from offline evaluation of the system as a whole. In
telemetry reasoning, validation is necessary because a fluent answer
may still be unsupported, numerically incorrect, inconsistent with
units or thresholds, or based on insufficient historical context.

Hallucinations in LLMs include outputs that are not supported by
the input or by external evidence [30]. These may take the form of fab-
ricated facts, unsupported interpretations, or contradictions with re-
trieved context. In structured numerical settings, hallucinations may
appear as invented measurements, incorrect baseline references, or
unsupported threshold judgments. Prior work has also shown that
LLMs remain vulnerable to arithmetic errors and inconsistent inter-
mediate computations in multi-step reasoning [7, 31]. Because teleme-
try data is tied to operational thresholds, unit systems, and temporal
baselines, such failure modes can have direct consequences for an-
swer reliability. For this reason, explicit validation mechanisms are
required.

2.4.1 Deterministic and Constraint-Based Validation

Deterministic validation mechanisms enforce correctness through ex-
plicit rules and constraints rather than probabilistic judgments. This
is especially valuable in structured numerical domains, where many
correctness conditions can be stated precisely. Examples include unit-
consistency checking, range enforcement, threshold validation, and
schema conformance.

In telemetry systems, deterministic validation can prevent
incorrect comparisons across incompatible units, detect values
outside permissible operating bounds, and ensure that outputs
follow expected structural formats. Such mechanisms act as external
guardrails around the language model and can reduce the risk that
fluent but unsupported answers are returned to the user [32, 33]. In
the present work, deterministic validation is a central design choice
because reliability depends on whether the final response satisfies
domain-specific requirements independently of how convincing the
generated explanation appears.

15
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2.4.2  Temporal and Contextual Validation

Not all telemetry validation can be reduced to fixed thresholds. In
many industrial settings, measurements must be interpreted relative
to operational history, historical baselines, or temporal patterns. A
value can be within nominal limits and still be abnormal relative
to recent system behavior. This motivates temporal and contextual
validation.

A common mechanism is baseline comparison, where a current
value is assessed relative to a historical distribution. A standard for-
mulation uses the z-score.

X—
2= (™
where x is the observed measurement, p is the baseline mean, and
o is the baseline standard deviation. Such deviation-based valida-
tion helps distinguish normal variation from anomalous behavior. In
telemetry-oriented systems, contextual validation can also involve se-
lecting the relevant operational interval before computing aggregates
or comparisons. Recent work on time-series question answering high-
lights the importance of identifying meaningful temporal intervals,
events, and summaries rather than treating retrieval as a purely static
lookup problem [34, 35]. This supports the view that temporal scope
selection is itself part of reliable validation and reasoning.

2.4.3 Robust Baseline Estimation and Confidence Labeling

Baseline validation depends on how the reference distribution is es-
timated. In telemetry settings, historical data can be noisy, sparse, or
affected by outliers, making simple mean-based estimates unstable.
Robust statistics, therefore, provide a useful motivation for using
more resistant estimators when constructing baseline checks [36].
One common robust scale measure is the median absolute devia-
tion (MAD), which can be used in modified z-score style calculations.
Robust location and scale estimators help reduce the influence of
anomalous points when the goal is to characterize typical system
behavior [36]. In practical telemetry applications, it is also useful to
attach a confidence label to the baseline result. When only a small
number of historical observations are available, the estimated baseline
is less reliable than when the sample size is large. A confidence
label based on baseline support can therefore provide a transparent
indication of how strongly a validation result should be trusted.
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2.4.4 Telemetry Sparsity and Missingness as a Validation Design Consid-
eration

Industrial telemetry data is often sparse, irregular, or incomplete, and
absent values should not always be interpreted in the same way.
In practical settings, a missing value may reflect a sensor gap, a
structurally inapplicable signal, incomplete configuration metadata,
or a context in which the requested comparison cannot be supported.
These cases have different implications for reasoning reliability and
should therefore be distinguished explicitly.

This is relevant because telemetry-oriented question answering
should not force a numeric answer when the available evidence is
insufficient or structurally inapplicable. Instead, validation should
determine whether the requested conclusion is supported by the
available data and configuration. This supports the use of explicit
validator outcomes such as missing-value, missing-limit, and
insufficient-baseline rather than treating all absent information as a
single failure case.

The broader time-series literature similarly identifies missingness
as a central challenge for downstream analysis and prediction [37, 38].
In the context of the present thesis, sparsity and missingness are
therefore not only data-quality issues, but also important design con-
siderations for reliable validation and transparent system behavior.

2.4.5 Citation Grounding and Evidence Verification

In retrieval-based systems, validation is not only about numerical
correctness but also about whether the final answer is properly
grounded in the retrieved evidence. This is particularly important
in RAG settings, where generated answers may include claims that
are only partially supported by the retrieved context or that cite
irrelevant passages.

Qian et al. propose VeriCite, a framework designed to improve the
reliability of in-line citations in RAG [39]. Their work distinguishes
between attribution performed during generation and attribution per-
formed as a post-processing step, and argues that both approaches
face important limitations. VeriCite proposes a multi-stage generation
process where an initial response is produced, subsequently evalu-
ated at the claim level using natural language inference, and then re-
formulated into a coherent final response supported by higher-quality
references. Reported evaluations on several open-source models and
benchmark collections show that this approach can strengthen cita-
tion reliability while preserving answer quality [39]. For the present
thesis, this is relevant because it reinforces the view that grounding
should be handled as an explicit verification task rather than assumed
to arise automatically from retrieval alone.

17
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2.4.6  Representing Validator Outcomes as Deterministic States

For telemetry systems, validators are most useful when their
outcomes are explicit, auditable, and operationally meaningful.
Instead of producing vague free-form judgments, a validator
can return a deterministic state such as valid, missing-value,
missing-limit, insufficient-baseline, or unsupported-comparison. This
allows distinguishing between different failure modes and evaluating
them separately.

This design principle aligns with work on LLM guardrails and
structured output reliability, which emphasize the importance of ex-
ternal constraint enforcement, predictable outputs, and explicit vali-
dation layers [40, 41, 42]. In the present thesis, representing validator
outcomes as deterministic states is important both for runtime reli-
ability and for evaluation, since it allows unsupported cases to be
treated differently from incorrect computations.

2.4.7 Agreement-Based Answer Selection and Self-Consistency

In addition to deterministic validation, recent work has investigated
agreement-oriented strategies to increase reasoning robustness. A
well-known example is self-consistency, where several candidate
reasoning trajectories are sampled, and the response is chosen by
comparing how strongly their conclusions align.

Instead of relying on a single generated output, the system samples
multiple candidate solutions and selects the most consistent answer.
This approach has been shown to improve performance on complex
reasoning tasks by reducing the impact of individual generation er-
rors [43].

In tool-augmented systems, this idea can be extended beyond tex-
tual reasoning to include agreement across independent computa-
tional backends. When multiple execution paths produce the same
result, the system can treat this agreement as evidence of correctness.
Conversely, disagreement can trigger fallback strategies such as re-
planning, repair, or abstention.

Agreement-based selection, therefore, complements deterministic
validation by providing a probabilistic notion of confidence based
on consistency across independent reasoning processes. In structured
telemetry reasoning, this is particularly useful when multiple valid
execution strategies exist or when the correctness of intermediate
steps cannot be fully guaranteed.
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This chapter describes the methodology used to design, implement,
and evaluate the proposed telemetry question-answering system. The
methodological objective is to answer natural-language questions
over structured industrial telemetry data with stronger numerical
correctness, reproducibility, and reliability than direct answer
generation alone.

The methodology follows directly from the problem formulation in
Chapter 1. Telemetry questions frequently require temporal filtering,
aggregation, grouping, ranking, normalization, and schema-aware in-
terpretation. For such questions, a large language model should not
be treated as a direct numerical calculator. Instead, the model is used
to interpret the question, prepare an executable representation of
the intended computation, and coordinate deterministic tools that
perform the actual calculation.

The chapter is organized into five parts. First, the system design
is presented, including the runtime pipeline, answer-arbitration poli-
cies, and the evaluated reasoning-operation sequences. Second, the
evaluation framework is described, including the directly computable
question-template bank, deterministic reference-answer generation,
evaluation sets, and reported measures. The retained directly com-
putable question templates are listed in Appendix C. Third, the tele-
metry dataset is characterized as the structured industrial data source
used throughout the experiments. Fourth, the confirmation-stage fine-
tuning methodology is presented, including grouped cross-validation
over unseen question categories. Fifth, the answer-preservation study
under paraphrase is described.

This methodological design is connected to the research
questions as follows. RQ1 is addressed by comparing different
reasoning-operation sequences and measuring their effect on
accuracy and latency. RQ2 is addressed by comparing execution
backends, backend combinations, and arbitration logic in the full
runtime system. RQ3 is addressed by component-level fine-tuning
of the confirmation stage and evaluation on held-out question
categories.

3.1 SYSTEM DESIGN
The proposed system follows a multi-stage architecture for answer-

ing telemetry-related questions, leveraging external tools. In the first
stage, the user’s natural-language input is transformed through a
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configurable sequence of reasoning operations. The resulting inter-
mediate representation is then converted into executable code. To
improve robustness, the code is run separately using three determin-
istic backends: pandas, SQL, and Polars. The results produced by
these backends are then checked against one another by an arbitration
component, which selects or verifies the final response.

Figure 1 illustrates the overall system architecture. In shorthand,
the runtime flow can be expressed as

reasoning-operation sequence — G — X — A,

where G denotes code generation, X deterministic execution, and
A answer arbitration.

Natural-language question
q

|

Reasoning operations

Possible operations:

Explain (E), Plan (P),
Confirm (C), Retrieve (R)

l

Code generation (G)
Produces executable
programs

pandas code SQL query Polars code
pandas execution SQL execution Polars execution
pandas output SQL output Polars output

Answer arbitration (A)

l

Final answer a
or no accepted answer

Figure 1: Overview of the proposed telemetry question-answering sys-
tem. Different configurations use different reasoning-operation
sequences before code generation. All tool-augmented configura-
tions generate executable programs, execute them independently
using pandas, SQL, and Polars, and compare the resulting outputs
through answer arbitration.
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The methodological separation between reasoning, code genera-
tion, execution, and arbitration is central to the thesis. The language
model is responsible for semantic interpretation and computational
specification, but the final numerical result is obtained from deter-
ministic execution rather than direct language-model calculation. The
system therefore evaluates not only whether the model can interpret
telemetry questions, but also whether the resulting computations can
be verified across independent execution backends.

3.1.1 Runtime Pipeline and Reasoning Operations

The pipeline consists of four conceptual stages: reasoning, code gen-
eration, deterministic execution, and answer arbitration.

REASONING STAGE. The reasoning stage may include up to four
reusable operations: Explain (E), Plan (P), Confirm (C), and Retrieve
(R). These operations do not execute code and do not produce the
final numerical answer. Instead, they prepare the question for code
generation by clarifying intent, specifying the intended computation,
structuring semantic fields, or narrowing the candidate schema.

EXPLAIN OPERATION. The Explain operation, denoted as E,
rewrites or clarifies the question into a more explicit analytical
interpretation. Its role is to reduce ambiguity before later stages by
making the intended entity, time scope, aggregation, and output
form clearer.

Input question
What is the average UV intensity for machine X over the last
60 days?

Explain-operation interpretation

¢ Filter the telemetry data to machine X.

* Use the latest timestamp in the dataset as the time anchor.

® Restrict the data to the trailing 60-day window.

¢ Identify the relevant UV intensity signal.

¢ Compute the average UV intensity over the filtered window.

* Return a single scalar value.

Figure 2: Example of Explain-operation output.

PLAN OPERATION. The Plan operation, denoted as P, specifies the
intended computation in a more explicit form before code generation.
It may describe the relevant signals, filters, time scope, aggregation,
grouping, ranking, and expected output type.
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Input question
What is the average UV intensity for machine X over the last
60 days?

Plan-operation output

¢ Target metric: UV intensity

Machine filter: machine X

Time filter: last 60 days

Time anchor: latest timestamp in the dataset

e Aggregation: mean

Output type: scalar

Figure 3: Example of Plan-operation output.

CONFIRM OPERATION. The Confirm operation, denoted as C, con-
verts the intended computation into a structured semantic representa-
tion that serves as an interface to code generation. This representation
may include fields such as time scope, filters, grain, metrics, grouping,
ranking, output shape, and output fields.

Input question
What is the average UV intensity for machine X over the
last 60 days?
Confirm-operation output
{
"time_scope": {"type": "relative_days", "value": 60},
"filters": [{"field": "machine_id", "value": "machine
X"},
"grain": "row",
"metrics": [{"name": "uv_intensity", "aggregation":
"mean"}],
"output_shape": "scalar",
"output_fields": ["average_uv_intensity"]
}

Figure 4: Example of Confirm-operation output as a structured semantic
representation.

RETRIEVE OPERATION. The Retrieve operation, denoted as R, nar-
rows the candidate telemetry schema to a smaller set of columns
likely to be relevant to the question. Its purpose is to reduce the
schema search space before code generation rather than to compute
the answer itself.
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Input question
What is the average UV intensity for machine X over the last
60 days?

Retrieve-operation output
¢ Candidate telemetry column: uv.intensity.mean
¢ Candidate filter column: machine_id
¢ Candidate time column: time

¢ Candidate support columns: other UV-related signals if needed

Figure 5: Example of Retrieve-operation output as a reduced schema subset.

CODE GENERATION STAGE. The Generate operation, denoted as
G, produces backend-specific executable programs. The generated
code is intended to represent the same telemetry computation in three
different executable forms: a pandas program, an SQL query, and a
Polars program.

DETERMINISTIC EXECUTION STAGE. The Execute operation, de-
noted as X, runs the generated programs. Each backend either returns
an output in the expected structure or fails by producing an execution
error, an empty result, or a non-parsable output. Once a program is
fixed, its execution is deterministic.

ARBITRATION STAGE. The Answer Arbitration operation, denoted
as A, compares the backend outputs and decides whether a final an-
swer should be returned. Arbitration is evaluated under two policies:
fail-check and fallback. These policies are described in Section 3.1.3.

Table 1 summarizes the four reusable reasoning operations used
before code generation.
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Table 1: Reusable reasoning operations used before code generation.

Operation Symbol Role

Explain E Clarifies or rewrites the question into a
more explicit analytical interpretation.

Plan P Specifies the intended computation, includ-
ing filters, time scope, aggregation, group-
ing, ranking, and output form.

Confirm C Converts the intended computation into a
structured semantic representation used as
an interface to code generation.

Retrieve R Narrows the candidate telemetry schema
to a smaller set of columns likely to be
relevant to the question.

The four operations are implemented as operation-specific
prompts. The evaluated reasoning-operation sequences therefore
differ not only in the order of operations, but also in how the model is
prompted and what intermediate context is passed downstream. For
each operation, the model is conditioned with the original question
and the intermediate outputs produced by earlier operations in the
sequence. The operation prompt specifies the expected role and
output format of that step. For example, E is prompted to produce a
clarified analytical interpretation, P to produce a computation plan, C
to produce a structured confirmation object, and R to select relevant
schema elements. The code-generation operation G is conditioned
on the original question together with the available intermediate
outputs from the preceding reasoning operations, and is instructed
to produce executable pandas, SQL, and Polars programs.

3.1.2 Code Generation and Deterministic Execution

The Generate operation, G, produces executable programs for three
independent execution backends: pandas, SQL, and Polars. The gen-
erated code is intended to represent the same telemetry computation
through different executable forms and different computation mod-
els.

Figure 6 illustrates backend-specific code generation for the same
example question.
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Input question
What is the average UV intensity for machine X over the last 60
days?

Generated pandas code
max_time = df["time"].max()
start_time = max_time - pd.Timedelta(days=60)
df_filtered = df[(df["machine_id"] == "machine X")
& (df["time"] >= start_time)
& (df["time"] <= max_time)]
result = df_filtered["uv.intensity.mean"].mean()

Generated SQL query

SELECT AVG("uv.intensity.mean")

FROM df

WHERE "machine_id" = ’'machine X'

AND "time" >= (SELECT MAX("time") - INTERVAL ’'60 days’ FROM df)
AND "time" <= (SELECT MAX("time") FROM df)

Generated Polars code

max_time = df_pl.select(pl.col("time").max()).item()

start_time = max_time - timedelta(days=60)

result = df_pl.filter((pl.col("machine_id") == "machine X")
& (pl.col("time") >= start_time)
& (pl.col("time") <= max_time))
.select(pl.col("uv.intensity.mean") .mean())

Figure 6: Illustrative backend-specific code generation for the same teleme-
try computation.

The Execute operation, X, runs these generated programs. A back-
end is considered successful if execution terminates without error
and returns a non-empty result in the expected structural form. A
backend is considered failed if execution raises an error, returns no
output, returns an empty output where a value is expected, or pro-
duces an output that cannot be interpreted in the expected type.

Multi-backend execution is used methodologically as a verification
mechanism. The generated programs are not guaranteed to be correct,
because they are produced by a language model. Agreement across
independently generated backend programs therefore provides evi-
dence that the intended computation has been expressed consistently.

3.1.3 Answer Arbitration

Answer arbitration compares the outputs of the execution backends
and determines whether a final answer should be returned.

For numeric outputs, agreement is evaluated pairwise. Let y; and
y; denote numeric outputs from two backends. The two outputs are
considered to agree if

lyi —yjl < e-max(lyil, ly;l, 1), (2)
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where € = 0.05 is the configured relative tolerance used in the im-
plementation. For categorical outputs, agreement is based on normal-
ized exact matching after whitespace trimming and casing normaliza-
tion. For tabular outputs, agreement is evaluated after normalizing
column names and comparing corresponding fields value by value.

The implemented three-backend runtime system uses agreement-
based acceptance. A final answer is accepted when at least two suc-
cessful execution backends agree. If all three successful backends
agree, the agreed value is accepted. If exactly two successful backends
agree, that agreed value is accepted. If no agreeing pair exists, or if
fewer than two backends succeed, no final answer is returned.

In addition to this implemented runtime rule, the stored backend
outputs from the 500-question comparison set are also evaluated un-
der two post-hoc arbitration policies for comparative analysis: fail-
check arbitration and fallback arbitration. Fail-check is the stricter
policy. For a single-backend evaluation, one successful output is suf-
ficient because no cross-backend comparison is possible. For a two-
backend combination, both backends must succeed and agree. For a
three-backend combination, all successful backends in the evaluated
combination must agree; otherwise no final answer is returned. Fall-
back arbitration also prefers agreement, but is more permissive when
an agreeing subset exists. If all successful backends agree, the agreed
result is returned. If a proper agreeing subset exists, fallback returns
the output from the largest agreeing group. If no agreeing subset
exists, no final answer is returned.

Table 2 summarizes the arbitration logic.
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Table 2: Decision logic for post-hoc fail-check and fallback arbitration.

Case Successful backends Fail-check Fallback
and agreement

Single-backend One backend Return result Return result

evaluation succeeds

Single-backend The backend fails No answer No answer

evaluation

Two-backend Both backends suc- Return agreed Return agreed

combination ceed and agree result result

Two-backend Both succeed but dis- No answer No answer

combination agree

Two-backend Only one backend No answer No answer

combination succeeds

Two-backend No backend No answer No answer

combination succeeds

Three-backend Three backends suc- Return agreed Return agreed

combination ceed and agree result result

Three-backend Two agree and one No answer Return largest

combination differs or fails agreeing
group

Three-backend No pair agrees, but No answer No answer

combination at least one succeeds

Three-backend No backend No answer No answer

combination succeeds

In addition to the final answer, the system reports a descriptive

support measure called the path agreement score. This is not treated as
a statistical confidence estimate. If k backends support the selected
answer and m backends were evaluated in that combination, then

k
Sagree = a (3)

A value of 1 means that all evaluated backends support the selected
answer. Lower values indicate that the selected answer is supported
by only a subset of the backends. This measure is reported as a side-
product of arbitration and not as a separate accuracy metric.

3.1.4 Reasoning-Operation Sequences Evaluated

A reasoning-operation sequence denotes the ordered list of reasoning
operations applied before code generation. In this thesis, the sequence
is the main design variable used to study how different forms of
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intermediate semantic processing affect the quality of the generated
computation.

The evaluated pre-generation reasoning-operation sequences are
shown in Table 3. These sequences were selected as representative
configurations rather than as an exhaustive enumeration of all pos-
sible permutations. The goal is to isolate a set of important design
choices while keeping the comparison tractable: retrieval before gen-
eration, planning before generation, confirmation without prior plan-
ning, explanation before confirmation, planning plus confirmation,
and two deeper multi-operation variants with repeated clarification
and confirmation. A full search over all possible orders and repeated-
stage variants would be combinatorially large and was outside the
scope of the study:.

Table 3: Evaluated pre-generation reasoning-operation sequences and their
methodological purpose.

Configuration Purpose

LLM-only baseline Reference configuration for direct answer gen-
eration without deterministic execution or arbi-
tration.

R Tests whether schema retrieval alone is suffi-

cient before code generation.

R—C Tests whether confirmation improves a
retrieval-first configuration.

P Tests whether explicit planning improves code
generation without confirmation.

P—C Tests whether planning followed by confirma-
tion improves semantic stability before code
generation.

C Tests direct confirmation from the raw question

without prior planning or retrieval.

E—=C Tests whether question clarification improves
confirmation before code generation.

E— P — C —= E2 — Exploratory higher-complexity sequence with
R — C2 repeated clarification and confirmation before
code generation.

E—+ R = C — E2 = Exploratory higher-complexity sequence that
P—C2 introduces retrieval earlier and delays planning
until later.

All tool-augmented configurations use the same downstream code-generation stage
G after the listed reasoning-operation sequence.

All tool-augmented configurations use the same downstream run-
time structure after the reasoning-operation sequence: code genera-
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tion, deterministic execution by the three backends, and answer ar-
bitration. The LLM-only baseline does not generate executable pro-
grams and does not use deterministic execution or arbitration; it
is included as a reference point for measuring the benefit of tool
augmentation.

3.2 EVALUATION FRAMEWORK
3.2.1  Question Bank and Deterministic Reference Answers

To evaluate the proposed conversational telemetry reasoning frame-
work under controlled and reproducible conditions, a benchmark
question bank was constructed using a template-based generation
pipeline. The purpose of this pipeline was to create many realistic
telemetry questions while still keeping the ground-truth answers de-
terministic and auditable. Instead of manually writing each individ-
ual benchmark question, a smaller set of canonical question templates
was first defined. These templates were based on the available teleme-
try variables, the structure of the PureBallast dataset, and the types
of operational questions that a user may ask the system.

Each question template represents a recurring question category,
such as retrieving a telemetry value, counting operations, comput-
ing aggregate statistics, comparing machines, ranking machines, or
analysing behaviour over a historical time window. Each template
was assigned a question ID and annotated with metadata describ-
ing its required data source, computation depth, and computability.
The computation depth indicated whether the question required only
direct extraction, a single computation step, multiple computation
steps, or no deterministic computation. The computability label was
used to separate questions that could be answered directly from tele-
metry data from questions that required manual interpretation, exter-
nal knowledge, or open-ended explanation.

The dataset creation process followed four main stages. First,
question templates were defined with placeholder variables such
as {machine_id}, {date}, {year_month}, and {days}. Second, valid
placeholder values were extracted from the telemetry dataset and
associated metadata. Third, the templates were instantiated by
replacing each placeholder with valid values, producing concrete
natural-language questions. Finally, each concrete question was
evaluated by a deterministic Python reference function that produced
the corresponding ground-truth answer or marked the question as
not answerable.
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Table 4: Overview of the question-bank generation pipeline.

Pipeline stage  Description

Template defi- Canonical question templates were defined for

nition repeated telemetry reasoning tasks, such as
value retrieval, counting, aggregation, ranking,
and trend analysis.

Placeholder se- Valid values for placeholders, such as machine

lection identifiers, dates, months, and time-window
lengths, were extracted from the telemetry
dataset and metadata.

Question Concrete benchmark questions were created by

instantiation substituting placeholder values into the tem-
plates. One template could therefore generate
many concrete questions.

Reference Each instantiated question was passed to a
answer deterministic Python function that filtered the
generation telemetry data and computed the reference

answer. Questions without matching telemetry
data were excluded from the answerable bench-
mark set.

For example, the template

What was the total volume for machine {machine_id} on
{date}?

can generate many concrete benchmark questions by substituting
different machine identifiers and dates observed in the telemetry
dataset. A concrete example is a question such as: What was the
total volume for machine X on 2023-05-14? The deterministic reference
function then filters the telemetry rows by the selected machine
and calendar date and sums the volume column. This makes the
reference answer reproducible, because the same input data and
placeholder values always produce the same answer.

More complex templates followed the same principle but required
additional computation steps. For example, a ranking question may
first filter the telemetry data to a rolling time window, then group
rows by machine, compute total energy and total volume for each
machine, calculate an energy-per-volume ratio, and finally sort the
machines by that ratio. In this way, both simple extraction questions
and more complex analytical questions were generated using the
same controlled process.

Table 5 gives representative examples of how templates were in-
stantiated and answered. The complete question template bank, in-
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cluding all retained template categories, placeholder variables, and
deterministic reference computations, is provided in Appendix C.

Table 5: Examples of benchmark question templates and deterministic refer-
ence computations.

Question Example template Deterministic  reference

ID computation

Qoo3 What was the total Filter the telemetry data by
volume for machine machine identifier and cal-
{machine_id} on {date}? endar date, then sum the

volume column.

Qoo9 What is the average daily Filter by machine and
operations count for ma- rolling time window, count
chine {machine_id} over the operations, and divide
the last {days} days? by the number of calendar

days in the window.

Qo14 How many ballasting Filter by month, keep only
operations did each ballasting operations,
machine conduct during group by machine
{year_month}? identifier, and count the

number of operations per
machine.

Each generated question was validated by executing its
corresponding deterministic reference computation. If all required
telemetry records were available and the function returned a
valid answer, the question was retained as answerable. If the
placeholder combination produced no matching telemetry rows,
missing values, or another expected data-availability problem, the
question was recorded in the audit file but excluded from the
answerable benchmark set. This distinction was important because
not every syntactically valid question is answerable from the
available telemetry. For instance, a machine identifier and date may
both be valid individually, but the selected machine may not have
any recorded operation on that particular date.

Applying this process produced 57,620 concrete candidate ques-
tion instantiations. Of these, 11,382 were answerable and therefore
retained in the final answerable question bank, while 46,238 were
excluded because the deterministic reference computation could not
produce an answer from the available telemetry records. The answer-
able subset formed the master benchmark pool used for evaluation.

The different dataset sizes used in the experiments were there-
fore not separate unrelated datasets, but different stages of the same
benchmark construction pipeline. The full instantiated set was used
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for auditing coverage and checking which template-placeholder com-
binations were answerable. The answerable subset was used as the
validated benchmark pool because every question in that subset had
a deterministic reference answer. Smaller experimental subsets were
then sampled from this pool to make repeated LLM-based experi-
ments computationally feasible and to allow different system config-
urations to be compared under controlled conditions.

Table 6: Dataset versions used during benchmark construction and evalua-

tion.

Dataset version  Size Purpose in the experiments

Candidate 57,620 All concrete questions generated

instantiations from the templates before check-
ing whether the telemetry data
could answer them. This set was
used to audit template coverage
and data availability.

Answerable 11,382 The validated subset where each

question bank question had a deterministic ref-
erence answer. This formed the
master pool for benchmark sam-
pling and evaluation.

Experimental Smaller Subsets sampled from the an-

subsets sampled swerable question bank. These

sets were used to compare LLM con-
figurations while keeping run-
time, cost, and repeated experi-
mentation manageable.

This separation was important for the experimental design. The
candidate set measured how broadly the templates could cover pos-
sible telemetry questions, while the answerable set ensured that eval-
uation was based only on questions with known reference answers.
The smaller experimental subsets then allowed the same benchmark
logic to be reused across several experiments without requiring every
model configuration to process the full answerable question bank.
This made it possible to compare prompt structures, orchestration
strategies, and validation settings under practical runtime constraints.

Where experiments were repeated across multiple runs or folds, the
results are reported as mean values together with the standard devi-
ation. For single-run evaluations, standard deviation is not reported
because no repeated measurements were available for that condition.
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3.2.2  Evaluation Sets

Two system-level evaluation sets are constructed from the validated
benchmark question set because different parts of the evaluation have
different computational requirements. Both evaluation sets are sam-
pled from the same validated benchmark question set described in
Section 3.2.1; therefore, they differ only in the number of selected
questions and their intended experimental purpose, not in how the
benchmark questions were generated.

The first is a 500-question comparison set sampled from valid an-
swerable question instances. This set is used for repeated compari-
son of reasoning-operation sequences, execution backends, backend
combinations, arbitration policies, and latency. All system variants in
the main comparative study are evaluated on the same 500 questions
so that performance differences can be attributed to design choices
rather than to changes in the question sample.

The smaller comparison set is used because the reasoning-sequence
experiments require repeated execution of many configurations, in-
cluding multiple reasoning structures, execution paths, backend com-
binations, and arbitration policies. Running the full combinatorial
comparison on the larger benchmark would substantially increase
computational cost and runtime.

The 500-question comparison set was randomly sampled from the
validated benchmark question set. Using a fixed benchmark for all
evaluated configurations ensures that every reasoning-operation se-
quence, execution backend, and arbitration strategy is assessed using
exactly the same questions, providing a fair and consistent compari-
son.

The second is a larger 1518-question final comparison set used for
the final comparison between the LLM-only baseline and the selected
tool-augmented configuration P — C(fine-tuned) — G. This set is
constructed from the same template-based question pool but retains
up to 100 valid answerable instances per question category:

min (100, max_number_concrete_question), (4)

where max_number_concrete_question is the number of available
valid answerable instances for that category. Categories containing
fewer than 100 valid instances contribute all available valid instances.
This prevents high-frequency categories from dominating the final
comparison while preserving broad category coverage. Since not all
categories contain 100 valid concrete instances, the resulting final
comparison set contains 1518 questions rather than the theoretical
maximum possible size.

Unlike the 500-question comparison set, the 1518-question bench-
mark is used only after the best-performing reasoning pipeline has
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been selected. Increasing the benchmark size provides a broader and
more representative evaluation of the final system while avoiding the
computational cost of executing every experimental configuration on
the larger benchmark.

These two sets should both be understood as evaluation sets rather
than as train/dev splits. The 500-question set is a smaller repeated-
comparison set, while the 1518-question set is a broader final com-
parison set intended to provide a more stable estimate of end-to-end
system performance after the final runtime configuration has been
selected.

Neither set is used as the development split for confirmation-stage
fine-tuning; that component-level study uses its own grouped
cross-validation procedure described later in this chapter. Both
evaluation sets are sampled from the answerable concrete questions
generated from the directly computable template categories listed in
Appendix C.

In addition to these two system-level evaluation sets, a separate
50-question benchmark is constructed for the answer-preservation ex-
periment described in Chapter 5. This dataset consists of correctly an-
swered benchmark questions that are manually paraphrased to eval-
uate whether the proposed system preserves the same final answer
under different natural-language formulations. Since this experiment
focuses on reasoning stability rather than overall system accuracy,
it uses a dedicated evaluation set instead of the larger comparison
benchmarks.

For the tool-augmented comparison, the selected configurations
using the P — C reasoning-operation sequence are reported using
the pandas single-backend result for both the untuned and fine-tuned
confirmation variants.

3.2.3 Reported Measures

ACCURACY. Accuracy serves as the primary quantitative measure
of system performance and is defined as:

N
Accuracy = Cﬁrw , (5)

where Neorrect denotes the count of correctly answered questions
and N denotes the full number of questions included in the evalua-
tion.

For the 1518-question final comparison presented in Chapter 4,
the metric is first calculated independently for each run and is then
reported across five random-seed runs by its mean and standard
deviation.

The same metric is reported at two levels:
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* backend-level accuracy, where each individual execution backend
is compared directly with the deterministic reference answer;

* post-arbitration accuracy, where the final answer returned after
arbitration is compared with the reference answer.

If arbitration returns no answer, that question is counted as incor-
rect under this accuracy definition.

LATENCY. Latency is reported as average end-to-end time per ques-
tion. Unless otherwise stated, latency covers the entire runtime se-
quence from question input through reasoning operations, code gen-
eration, deterministic execution, and answer arbitration. It therefore
measures the practical cost of a full system configuration rather than
only the cost of an individual stage.

STRUCTURED-OUTPUT QUALITY FOR CONFIRMATION-STAGE
EVALUATION. The confirmation-stage study evaluates the quality
of the structured confirmation object rather than the final numerical
answer. Two primary measures are used:

® JSON parse rate: the fraction of outputs that can be parsed as
valid JSON confirmation objects;

* average field-level accuracy: the average fraction of semantic fields
that match the benchmark-aligned target object.

If an output cannot be parsed as valid JSON, it is counted as a parse
failure and assigned field-level accuracy o, because the downstream
runtime system cannot reliably consume it.

PATH AGREEMENT SCORE. The path agreement score Sagree 1S Te-
ported as a descriptive support measure from the arbitration layer. It
is not treated as a separate performance metric and should not be
interpreted as a statistical confidence estimate.

ANSWER-PRESERVATION MEASURES. The answer-preservation
study reports two outcomes:

* answer preservation: whether a reformulated question still leads
to a correct final answer;

* reasoning-signature stability: whether semantically equivalent re-
formulations produce the same intermediate reasoning signa-
ture.

The reasoning signature is a compact representation of intermedi-
ate reasoning output, including plan intent, time-filter type, confir-
mation time scope, confirmation grain, filters, metrics, output shape,
and output fields.
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3.2.4 Comparative Evaluation Design

The main comparative evaluation varies three design dimensions:
reasoning-operation sequence, execution-backend combination, and
arbitration policy.

First, the reasoning-operation sequence is varied while keeping the
downstream runtime structure fixed. This measures how different
forms of intermediate semantic conditioning affect code generation,
execution success, accuracy, and latency.

Second, execution backends are evaluated individually and in
combinations: pandas, SQL, Polars, pandas+SQL, pandas+Polars,
SQL+Polars, and pandas+SQL+Polars. This measures the
contribution of individual tools and multi-backend agreement.

Third, the same stored execution outcomes are evaluated under
both fail-check and fallback arbitration. This makes it possible to com-
pare arbitration policies without changing the generated programs or
backend outputs.

This study is therefore presented as a comparative design study
rather than a strict ablation in the narrow sense of removing a single
layer. The evaluated changes concern operation sequencing, backend
combinations, and arbitration choices within a fixed overall runtime
architecture. The detailed per-sequence arbitration results for all back-
end combinations are reported in Appendix A.

3.3 TELEMETRY DATASET

The experiments in this thesis use aggregated and anonymized opera-
tional telemetry collected from Alfa Laval PureBallast 3 systems. The
dataset is used for benchmark construction, deterministic reference-
answer generation, and runtime evaluation.

The dataset contains 162,706 interval records described by 385 vari-
ables, corresponding to approximately 62.6 million table entries. The
data spans from 2023-04-03 to 2026-01-08, covering approximately 2.8
years of operation.

Each row represents an operating interval rather than an individual
sensor sample. The interval records include timestamps, duration
information, process labels, treatment-mode labels when applicable,
data-availability indicators, and aggregated telemetry features such
as pressure, temperature, flow, UV intensity, alarms, and timing be-
havior. The process and mode label definitions are provided in Ap-
pendix B.

A key characteristic of the dataset is structural sparsity. Many tele-
metry variables are process-dependent and are populated only under
specific operating conditions. A large fraction of columns is therefore
mostly null outside relevant contexts. These nulls should not always
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be interpreted as missing measurements; in many cases they indicate
that a variable is not applicable in that operating state.

The operating intervals are also highly skewed in duration. The me-
dian interval length is 482 seconds, while the mean is 30,401.6 seconds
because a small number of intervals are very long. The ggth percentile
is 619,240 seconds and the maximum interval duration is 15,877,999
seconds. This heavy-tailed structure is relevant for temporal filtering,
aggregation, baseline construction, and runtime validation.

These properties make the dataset methodologically suitable for
the present problem. Structural sparsity makes schema selection dif-
ficult, interval-based records require careful time interpretation, and
process-dependent signals increase the risk of selecting inappropriate
columns. The dataset is therefore a suitable test case for evaluat-
ing staged reasoning, deterministic execution, and answer arbitration
in conversational telemetry question answering. A more detailed ac-
count of the dataset is given in Appendix B, including the process
label lists, the mode label lists, and a summary of the main dataset
statistics.

3.4 CONFIRMATION-STAGE FINE-TUNING

In addition to the full system comparison, this thesis investigates
component-level adaptation of the Confirm operation. The goal is not
to train the model to output final numerical answers directly. Instead,
the goal is to improve the intermediate structured representation that
describes the intended telemetry computation before executable code
is generated.

3.4.1  Training Target and Input-Output Representation

The fine-tuning target is the structured confirmation object produced
by the C operation. This object contains semantic fields such as time
scope, filters, grain, grouping, metrics, ranking, output shape, output
fields, and implementation checks. It functions as the semantic in-
terface between natural-language interpretation and backend-specific
code generation.

In this component study, the confirmation stage is adapted as a
standalone semantic parser from the original question to the target
confirmation object. This means that the supervised input is the raw
question rather than a dynamically composed upstream context from
every possible preceding reasoning-operation sequence. The purpose
of this design is to isolate the semantic mapping performed by C and
to keep a single consistent target format across all training examples.

Each example is represented in instruction format:

* an instruction asking the model to produce a structured confir-
mation object,
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e the natural-language telemetry question,
* the target confirmation JSON object.

Table 7 shows the resulting training format.

Table 7: lllustrative input-output format for confirmation-stage fine-tuning.

Component Illustrative content

Instruction Produce a structured confirmation object de-
scribing the intended telemetry computation.

Input What is the average UV intensity for machine
X over the last 60 days?

Target output {"time_scope": {"type": "relative_days",
"value": 60}, "filters": [...],
"metrics": [...], "output_shape":
"scalar"}

The target confirmation objects are derived from the same template
variables and semantic definitions used to construct the deterministic
benchmark. For example, if a question template specifies a machine
filter, rolling time window, target signal, aggregation type, and scalar
output, these elements are encoded directly into the target confirma-
tion object. The target therefore represents the intended analytical
computation, not the final numerical answer.

3.4.2  Grouped Cross-Validation over Unseen Categories

To evaluate generalization beyond seen question families, confirmation-
stage adaptation is evaluated with grouped 3-fold cross-validation
at the question-category level. The folds are defined over question
categories rather than over individual rows. In each fold, complete
question categories are held out from training and used only
for validation. This preserves the unseen-category nature of the
evaluation. The question-category identifiers used in the folds refer
to the directly computable templates listed in Appendix C, Table C2.

The 500-question benchmark is partitioned into three folds, each
containing six held-out question categories. The grouped folds used
in this study are shown in Table 8.
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Table 8: Grouped 3-fold unseen-category split for confirmation-stage fine-

tuning.
Fold Held-out question categories Fold size
1 Qoo4, Qooy, Qo11, Qo13, Qo19, Qo21 162
2 Qo02, Qo03, Qo08, Qo12, Qo14, Qo16 170
3 Qoo1, Qoos, Qoob, Qoog, Qo1o, Qo1s 168

For each fold, all remaining categories are used for training. The
structured training fold contains between 330 and 338 examples, de-
pending on the held-out categories. To increase the diversity of the
training inputs, each seen-category training example is represented
in two instruction formats. The first format uses the original natural-
language question. The second format uses a semantic-primitive re-
formulation that explicitly lists the intended computation elements,
such as time scope, filters, metric, aggregation, grouping, and out-
put shape. This training-side augmentation doubles the number of
instruction-format training examples for each fold. As a result, the
instruction-format training set contains between 660 and 676 exam-
ples per fold.

The full held-out fold is retained as the unseen-category validation
pool. To keep tuned-versus-untuned evaluation computationally
tractable, a balanced 50-question subset is sampled from each
held-out fold using a fixed random seed. The sampling is
balanced across the held-out categories so that no single category
dominates the component-level evaluation. Training still uses the full
non-held-out fold; only the tuned-versus-untuned structured-output
evaluation uses the balanced 50-question subset.

This grouped cross-validation procedure is part of the development-
time component study for C. It is separate from the 1518-question
final runtime comparison used elsewhere in the thesis.

3.4.3 Tuned-versus-Untuned Comparison

For each fold, the untuned base model and the tuned LoRA-adapted
model are evaluated on the same held-out 50-question subset. The
primary purpose is to measure whether confirmation-stage adapta-
tion improves structured semantic quality on question categories not
seen during training.

The main reported measures are JSON parse rate and average field-
level accuracy. The tuned model is not evaluated as a direct answer
generator. Numerical computation in the full runtime system remains
delegated to deterministic execution backends.
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3.5 ANSWER PRESERVATION UNDER PARAPHRASE

This evaluation tests answer preservation under paraphrase, that is,
whether the runtime system preserves successful behavior when the
wording of a question changes but the intended computation remains
the same. The purpose of this study is to distinguish answer-level
stability from intermediate-representation stability.

For each selected benchmark question, several semantically equiva-
lent paraphrases are generated while preserving the intended compu-
tation. The full runtime system is then executed on the reformulated
questions.

Two outcomes are measured:

e whether the final answer remains correct after reformulation;

* whether the reasoning signature remains the same across for-
mulations.

The reasoning signature is defined as a compact summary of the
intermediate reasoning output, including plan intent, time-filter type,
confirmation time scope, confirmation grain, filters, metrics, output
shape, and output fields. Two formulations are considered reasoning-
equivalent only if these fields match.

In the present study, the answer-preservation experiment is condi-
tional on originally successful cases: the selected source questions are
drawn from questions the system already answered correctly in their
original wording. The resulting answer-preservation results should
therefore be interpreted as a stability analysis of already successful
cases rather than as a global estimate over the full benchmark dis-
tribution. Its purpose is to test whether successful behavior is pre-
served under reformulation, not whether paraphrasing can rescue
previously failed questions.

As an illustrative example, a question such as

What is the total volume for machine M during 2024-09?
may be reformulated as

What was the total volume recorded by machine M in
2024-097

These two formulations should induce the same intended compu-
tation. If they produce the same correct final answer but different
reasoning signatures, the system is answer-stable but not reasoning-
stable. This distinction is useful because stable intermediate represen-
tations improve interpretability and debugging even when end-user
answer quality is preserved.
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This chapter presents the experimental results for the proposed tele-
metry question-answering system. The purpose of the results is not
only to report numerical outcomes, but also to show what these out-
comes imply for the design choices studied in this thesis. In partic-
ular, the chapter examines four questions: how reasoning-operation
sequences affect performance, how deterministic execution and arbi-
tration compare with a no-tools baseline, whether confirmation-stage
fine-tuning improves structured semantic output, and whether the
system preserves correct answers under paraphrased inputs.

4.1 EXPERIMENTAL SETUP

Unless otherwise stated, the reasoning-sequence comparison is eval-
uated on the 500-question answerable comparison set described in
Chapter 3. Each evaluated tool-augmented configuration uses the
same downstream setup: code generation produces executable com-
putations for all three execution backends, namely pandas, SQL, and
Polars; the generated programs are then executed deterministically;
and the resulting outputs are evaluated under both fail-check and
fallback arbitration policies.

The language model used for the main reasoning and code-
generation experiments was 1lama3.1:8b, served locally via Ollama.
The deterministic execution layer used pandas, DuckDB SQL, and
Polars. Experiments were run on a local workstation with an
NVIDIA RTX 4060 GPU with 8GB of VRAM.

The confirmation-stage fine-tuning experiments used Meta-Llama-
3.1-8B-Instruct with LoRA. The confirmation model is adapted us-
ing LoRA rather than full-model retraining. The training objective is
next-token prediction over the instruction-format sequence, which in-
cludes the instruction, the input question, and the target confirmation
JSON.

The adaptation is applied to the attention projection modules
g_proj, k_proj, v_proj, and o_proj. The model is loaded in
4-bit NF4 quantized form, with double-quantization and float16
computation. Early stopping is used with patience 3. The main
training settings are summarized in Table 9.
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Table 9: LoRA configuration for confirmation-stage fine-tuning.

Item

Value

Base model
Fine-tuned component

Training objective

Cross-validation design

Structured training examples
per fold

Instruction-format
examples per fold

Held-out fold size

training

Evaluated subset per fold

Optimizer

Trainable parameters

LoRA rank r

LoRA alpha

LoRA dropout

Target modules

Learning rate

Per-device batch size
Gradient accumulation steps
Number of epochs

Evaluation and checkpoint-
ing

Meta-Llama-3.1-8B-Instruct
Confirm operation (C)

Next-token prediction over in-
struction + question + target
confirmation JSON

Grouped 3-fold cross-validation
at question-category level

330-338
660—676

162-170 examples

Balanced 35-question unseen-
category subset

AdamW (adamw_torch)
13,631,488

16

32

0.10

g_proj, k_proj, v_proj, o_proj
5x 107>

2

16

3
Once per epoch

The reported latency is the average end-to-end time per question
across all reasoning-operation sequences. It includes the language-
model reasoning operations, code generation, deterministic execu-
tion, and arbitration. Since timing was logged at the level of the
complete evaluated configuration, the results do not separate the cost
of each individual reasoning operation. The latency results should
therefore be interpreted as configuration-level latency rather than

per-operation latency.
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4.2 REASONING-SEQUENCE COMPARISON

Table 10 summarizes the main comparison between reasoning-
operation sequences on the 500-question benchmark. The table
reports single-path accuracy for each execution backend, the best
fail-check and fallback arbitration results, the corresponding path
agreement scores, and the average latency. Accuracy values are
reported in percentage points. The best value in each metric column
is bolded. For accuracy and agreement, the best value is the highest
one. For average latency, the best value is the lowest one.
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Table 10: Reasoning-operation sequences and results on the 500-question benchmark. Accuracy values are percentages. Where repeated runs were

available, numeric results are reported as mean =+ standard deviation. Average latency is reported in seconds per question.

Reasoning sequence

Single-path Accuracy

Fail-check arbitration

Fallback arbitration

Average
Latency (s)

Pandas SQL Polars Paths Acc. Agree Paths Acc. Agree
R 64.40 £ 0.72 60.80+0.78 51.80+0.96 P+S5+L 64.20+0.69 0.62 + 0.021 P+S+L 64.20 +0.66 0.63 £0.020 15.41 + 1.10
R—C 67.00 £0.74 6540+ 080 44.60+ 1.01 P+S5+L 6480+ 0.71 0.56+0.024 P+S+L 6480+ 0.69 058 £0.023 60.39 £ 3.90
P 61.20 + 0.82 58.00 £0.88 3680+ 1.09 P+S+L 57.25 +0.80 0.48 £ 0.028 P+L 60.25 = 0.75 0.71 £ 0.024  34.45 £ 2.80
P—C 70.80 £ 0.60 63.20 £ 0.72 4820+ 089 P+S+L 66.00 £ 0.62 0.57 £+ 0.023 P+L 68.60 + 0.58 0.78 £ 0.020  44.59 £ 3.20
C 64.00 £0.76 62.20+ 082 38.60+ 1.04 P+S5+L 6120+ 0.77 o0.52+0.026 P+S+L 61.20+ 074 054 £0.024 32.91 £ 2.60
E—=C 66.80 £0.84 6380+091 3860+ 111 P+S5+L 64.00+0.84 o0.55+0.027 P+S+L 64.00+ 081 o057 +£0.025 103.35+ 6.10
E-+P—-C—E —-+R—=C, 7040+0.93 67.00=£1.00 44.00+1.19 P+S+L 6540+ 0.92 0.54 £ 0.031 P+L 66.00 + 0.89 0.72 £0.028 126.52 + 8.70
E-R—-C—E,—-P—>C, 6320+089 61.60+0.96 4020+ 115 P+S+L 60.00+ 0.88 0.54+£0.029 P+S+L 60.00+0.85 o0.57+0.026 89.86 £+ 7.40

Note. E = Explain, P = Plan, C = Confirm, R = Retrieve, E; and C, denote repeated Explain and Confirm operations later in the reasoning sequence. In the Paths

columns, P = pandas, S = SQL, and L = Polars. Acc. = Accuracy; Agree = Path agreement score.
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As shown in Table 10, only the best arbitration combinations are
reported for compactness. The full arbitration results for all evaluated
backend combinations under both fail-check and fallback policies
are provided in Appendix A. Several observations follow from Ta-
ble 10. First, the pandas backend gives the highest single-path ac-
curacy across all sequences. This suggests that, under the present
implementation and prompting setup, the pandas backend is the most
reliable execution path for the telemetry reasoning task.

Second, the strongest overall reasoning-operation sequence is P —
C. It yields the highest single-path accuracy, with pandas reaching
70.80%, and also the highest arbitration accuracy, reaching 68.60%
under fallback arbitration using the pandas+Polars combination. This
result is valuable because it suggests that explicit planning followed
by semantic confirmation creates the strongest conditions for down-
stream code generation.

Third, latency varies substantially between reasoning-operation se-
quences. The fastest configuration is R, with an average latency of
15.41 seconds per question, while the slowest configuration is E —
P - C = E2 — R — C2, with an average latency of 126.52 seconds
per question. The best-performing sequence, P — C, has an average
latency of 44.59 seconds, which is considerably lower than the deeper
multi-operation sequences. This indicates that adding more reasoning
stages does not necessarily improve performance in proportion, and
may instead introduce substantial runtime costs.

Finally, the largest difference between fallback and fail-check
arbitration appears for P, where fallback reaches 60.25% compared
with 57.25% for fail-check. In this benchmark, fallback arbitration
gives equal or higher accuracy than fail-check arbitration for every
reasoning-operation sequence.

Taken together, these results indicate that the most effective design
is not the deepest or most elaborate reasoning stack, but a more
focused sequence that combines planning, structured confirmation,
deterministic execution, and fallback arbitration.

4.2.1  Error analysis of incorrect answers

analysis was performed on the stored per-question result files. The
goal of this analysis was not only to identify whether an answer was
incorrect, but to understand what type of error had occurred. The gen-
erated pandas, SQL, and Polars outputs were compared with the de-
terministic reference answers produced by the benchmark functions.
Each incorrect case was then interpreted in relation to the question
identifier and the corresponding deterministic reference logic listed
in Appendix C.

The analysis shows that most errors were not simple arithmetic
mistakes. Instead, many failures occurred because the generated com-
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putation did not match the exact semantic contract required by the
benchmark. In other words, the system often produced code that was
related to the question, but differed from the reference implemen-
tation in filtering, time-window handling, grouping, normalization,
event definition, or output format. The main error categories are

summarized in Table 11.

Table 11: Error categories used in the qualitative error analysis.

Error type Meaning Typical question
IDs

Execution/ Generated code failed, returned Qoo05, Qo13, Qo14,
no-output an empty result, or produced no  Qo1s, Qoz21
failure parsable output.
Output-shape The answer used the wrong Qoo1, Qo11, Qo14,
mismatch structure, for example a list Qo16

instead of a scalar, a table instead

of one object, or an empty table

when rows were expected.
Temporal The system used the wrong Qo09, Qo10, Qo11
aggregation/ rolling-window anchor, averaged

window error

Semantic filter/
counting error

Grouping/

ratio error

Arbitration
rejection

raw rows instead of calendar-day
aggregates, or handled missing
days differently from the
reference function.

The system selected the wrong
event definition, process/mode
filter, or alarm-counting logic.

The system grouped at the wrong
level, sorted in the wrong
direction, used the wrong
denominator, or computed a ratio
before aggregation.

At least one backend produced a
correct answer, but the final
arbitration did not accept it
because the backend outputs
disagreed.

Qoo5, Qooy, Qoo8

Qo14, Qo16, Qo19,
Qo21

Mixed across
categories

The first major error type was execution or no-output failure. In
these cases, the generated program did not return a usable value even
though the question was answerable according to the deterministic
benchmark. This occurred when the generated code used an invalid
column name, produced an empty filtered table, failed during execu-
tion, or returned a value that could not be parsed by the evaluation
pipeline. These errors were most visible in questions requiring larger
grouped outputs or more complex filtering, such as Qo14, Qo1s, and
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Qoz21. They show that deterministic execution is useful because it
prevents the system from silently accepting code that cannot actually
compute the requested answer.

The second major error type was output-shape mismatch. Here, the
generated answer was not necessarily unrelated to the question, but
it had the wrong structure compared with the reference answer. For
example, Qoo1 asks for the mode of a machine on a specific date. The
reference answer may be a single mode value or a compact list of
modes if more than one mode is present. Some generated outputs
instead returned all row-level mode values, including repeated or
null entries. Similarly, Qo016 expects one object containing the win-
ning machine and the associated average active UVR1 alarm count,
while some outputs returned a table, tuple, or differently named field.
These errors are important because they show that correct numerical
reasoning also depends on returning the answer in the expected form.

The third major error type was temporal aggregation and rolling-
window interpretation. This was especially visible in Qoog, Qo10, and
Qo11. These questions use phrases such as “over the last N days”,
which require a specific benchmark interpretation. The deterministic
reference functions anchor the window at the latest timestamp in
the dataset and then apply an inclusive calendar-day window. For
Qoo09, the reference function filters to the requested machine, counts
operations per calendar day, and then averages over the full calendar
window. Several incorrect outputs instead averaged raw operation
rows, used only observed days, or used a different interpretation of
the time window. The resulting values were often plausible, but they
did not match the reference definition.

The fourth major error type was semantic filtering and counting.
These errors occurred when the system mixed up the operational
meaning of a telemetry event. For example, Qoos asks for active UVR1
alarms, Qoo7 asks for filter backflushes, and Qoo8 asks for standby op-
erations. These are not generic counts over arbitrary alarm or process
columns. The deterministic functions use specific telemetry columns
and masks to define what counts as an active alarm, a backflush, or a
standby operation. Incorrect outputs in these categories therefore of-
ten reflected a misunderstanding of the operational definition rather
than a pure calculation error.

The fifth major error type was ranking, grouping, and ratio compu-
tation. These errors were common in questions such as Qo14, Qo16,
Qo19, and Qoz1. For Qo14, the system must filter to ballasting oper-
ations, group by machine, count the operations, and return a ranked
table. Some generated programs used the wrong process filter or
returned an empty table even when matching rows existed. For Qo19,
the reference answer aggregates energy consumption and volume per
machine, removes machines with non-positive volume, computes en-
ergy per volume after aggregation, and sorts the result in descending
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order. Some incorrect outputs computed ratios at the row level before
aggregation, used the wrong sort direction, or returned only the ratio
without the supporting fields. For Qo21, the reference computes an
alarm rate by dividing alarm-active operation count by total oper-
ation count per machine. Errors occurred when the system counted
alarms without normalizing by operations, or when it used a different
denominator.

Table 12 gives concrete examples of the kinds of mistakes observed.
The examples are expressed at the template level rather than as a
list of individual failed rows, because the purpose is to show the
recurring failure mechanism behind each group of errors.

Table 12: Illustrative examples of error mechanisms by question template.

QID Template type Observed wrong Correct reference logic
behaviour
Qoog Average daily The system sometimes Filter to the machine,
operations over last N averaged operation rows anchor the trailing window
days directly, divided by at the dataset’s latest
observed days only, or used timestamp, count
a different time-window operations per calendar
anchor. This produced day, and average over the
plausible scalar values but  full calendar-day window.
not the benchmark answer.
Qoo8 Standby operations The system sometimes Filter by machine and date,
for a machine on a treated standby as a simple then apply the
date mode/process lookup or deterministic standby mask
counted only part of the defined over the telemetry
standby-related rows. This  process/substate fields.
could undercount or Count rows that satisfy this
overcount the number of standby definition.
standby operations.
Qo19 Least energy efficient The system sometimes Filter to the trailing
machines sorted in the wrong window, aggregate total
direction, computed energy and total volume
energy-per-volume before  per machine, remove
machine-level aggregation, non-positive volume cases,
omitted supporting fields, compute energy per
or used a different volume after aggregation,
denominator. and rank machines by that
ratio.
Qo16 Highest average active Some outputs returned the For each row, derive active

UVR1 alarm count

correct-looking machine
field but used the wrong
averaging level or returned
a table/tuple instead of the
expected object.

UVR1 alarm count using
the alarm columns, average
this count per machine
over the time window, and
return the top machine
with the average active
alarm-count field.

A smaller but important category was arbitration rejection. Multi-

backend execution is designed to increase reliability by comparing
independently generated pandas, SQL, and Polars results. However,
the error analysis shows that agreement is not a complete guarantee
of correctness. In some cases, multiple backends agreed because they
implemented the same wrong interpretation of the question. In other
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cases, one backend produced the correct answer, but the final result
was not accepted because the other backends failed or disagreed.
This means that arbitration can detect many execution inconsistencies,
but it cannot fully repair semantic errors introduced before code
generation.

Overall, the error analysis indicates that the main weakness of
the system is not basic numerical calculation. The more important
challenge is preserving the exact computation specification from the
natural-language question through the intermediate reasoning stages
and into executable code. The most difficult questions are those
where a short natural-language phrase hides a precise operational
definition, such as “average daily”, “active alarm”, “standby
operation”, “relative to volume”, or “normalized by operations
count”. These findings support the use of structured intermediate
representations, but also show that the intermediate representation
must capture definitions, grouping level, time scope, denominator
choice, and expected output shape with high precision.

4.3 COMPARISON WITH THE BASELINE SYSTEM

Table 13 compares the baseline no-tools system with the selected
tool-augmented configurations on the larger 1518-question final com-
parison set. Accuracy is reported as the mean over five runs with
different random seeds, together with the corresponding standard
deviation. The best mean accuracy is bolded.

Table 13: Comparison between the baseline no-tools system and the selected
tool-augmented configurations on the 1518-question final com-
parison set. Accuracy is reported in percentage points as mean
over five runs with standard deviation. The two tool-augmented
rows report the pandas single-backend results obtained from the
P — C reasoning-operation sequence, followed by the common
downstream code-generation and execution stages, with untuned
and fine-tuned confirmation, respectively.

System Mean accuracy Std. dev.
Baseline no-tools system 32.55 0.50
P — C (pandas, untuned) 70.46 0.43
P — C (pandas, fine-tuned) 72.99 0.63

The reported tool-augmented results are pandas single-backend
results and should not be interpreted as three-backend fallback-
arbitrated runtime-system results.

The baseline comparison shows that deterministic tool use substan-
tially improves end-to-end correctness. The no-tools baseline reaches

49



50

RESULTS

32.55% accuracy on average over five runs, while the pandas-based
configuration using the P — C reasoning-operation sequence reaches
72.99% with fine-tuned confirmation.

This comparison is important because it shows that the main ben-
efit does not come only from prompting the language model differ-
ently. The tool-augmented system changes the role of the language
model: instead of directly generating final numerical answers, it gen-
erates structured intermediate representations and executable com-
putations that are then evaluated through deterministic execution.
This supports the central assumption of the thesis that telemetry
question answering benefits from separating semantic interpretation
from numerical computation.

The comparison also provides an end-to-end measure of the impact
of confirmation-stage fine-tuning. Within the selected pandas-based
configuration using the P — C reasoning-operation sequence, the
fine-tuned variant improves mean accuracy from 70.46% to 72.99% on
the 1518-question final comparison set. This suggests that component-
level improvements in confirmation quality translate into measurable
gains in end-to-end system accuracy.

Finally, reporting the mean and standard deviation across repeated
runs with different random seeds shows whether the observed differ-
ences are stable rather than the result of a single favorable run. If the
standard deviations remain small relative to the difference between
the untuned and fine-tuned means, this supports the conclusion that
the improvement is consistent across repeated evaluations.

4.4 CONFIRMATION FINE-TUNING RESULTS

This section reports the component-level fine-tuning results for the
Confirm operation. The target of the fine-tuning is not the final nu-
merical answer, but the structured confirmation JSON object that
represents the intended computation before code generation. The pur-
pose of this experiment is to test whether LoRA adaptation improves
structured semantic output on unseen question categories.

The final evaluation is presented in two complementary ways. First,
grouped 3-fold cross-validation at the question-category level is used
to test whether the effect of tuning is stable across different unseen-
category splits. Second, a separate unseen-category holdout run is
reported to provide a fixed-split tuned-versus-untuned comparison
together with the associated training-behaviour figure. The grouped
cross-validation results provide stronger evidence of generalization
because they do not depend on a single favorable holdout split.

Table 14 reports the aggregated tuned-versus-untuned confirma-
tion results across the grouped 3-fold cross-validation experiment.
Each fold evaluates the untuned and tuned models on the same bal-
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anced 50-question unseen-category subset. The better value in each
metric column is bolded.

Table 14: Grouped 3-fold unseen-category cross-validation results for
confirmation-stage fine-tuning. Values are reported as mean =+
standard deviation across folds.

Model JSON parse rate Average field accuracy

Untuned 0.8157 £ 0.0808 0.0794 £0.0130
Tuned 0.9557 £0.0933 0.3712 £0.0749

The grouped cross-validation results show that fine-tuning
improves both JSON parse rate and average field accuracy across
the unseen-category folds. JSON parse rate increases from 0.8157
to 0.9557, while average field accuracy increases from 0.0794
to 0.3712. This indicates that the adaptation improves both
structured-output validity and the semantic alignment of the
intermediate representation.

Figure 7 shows the training and validation loss for a representative
unseen-category confirmation-stage LoRA run.

Unseen-Category C-LoRA Training vs Validation Loss

—— Training Loss
Validation Loss
2.5 1

2.0 q

Loss

154

1.0+

0.5 4

T T T T T T T T
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Figure 7: Training and validation loss for a representative unseen-category
confirmation-stage LoRA fine-tuning run.

The loss curves show that the adaptation process learns useful
structure from the training examples. Both the training and valida-
tion losses decrease during training, indicating that the model im-
proves on held-out, unseen-category examples rather than merely
memorizing the training set. At the same time, this figure should
be interpreted only as an illustration of training behaviour for one
unseen-category run. The main generalization evidence for this thesis
is the grouped 3-fold cross-validation reported above.
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To complement the grouped cross-validation summary, Table 15
reports the tuned-versus-untuned comparison for one separate
unseen-category holdout run. This fixed-split result is not presented
as stronger evidence than grouped cross-validation; instead, it
provides a concrete held-out comparison alongside a representative
training curve.

Table 15: Confirmation-stage results for a separate unseen-category holdout
run.

Model JSON parse rate Average field accuracy

Untuned 0.78 0.0778
Tuned 0.98 0.3800

In this fixed unseen-category holdout run, fine-tuning improves
both structured-output validity and semantic field accuracy. JSON
parse rate increases from 0.78 to 0.98, and average field accuracy
increases from 0.0778 to 0.3800. This shows that the gains from
confirmation-stage adaptation can be large on a particular held-out
split. However, the grouped cross-validation results above show that
this greater parse-rate improvement does not generalize uniformly
across all unseen-category partitions.

The held-out categories in this fixed-split comparison correspond
to the directly computable question templates listed in Appendix C,
Table C2. Table 16 gives the category-level breakdown for that
holdout run. For each untuned-versus-tuned pair, the better value is
bolded.

Table 16: Per-category unseen evaluation breakdown for untuned and tuned
confirmation models in the separate holdout run.

QID N Untuned parse Tuned parse Untuned Acc. Tuned Acc.

Qoo8 9 1.0000 1.0000 0.1358 0.5556
Qoo9 9 0.5556 1.0000 0.0864 0.4444
Qo10 8 0.8750 1.0000 0.0972 0.4167
Qo14 8 0.7500 1.0000 0.0000 0.4167
Qo19 8 1.0000 0.8750 0.1389 0.1944
Qo21 8 0.5000 1.0000 0.0000 0.2222
QID = question ID; N = number of evaluated questions; Acc. = average field
accuracy.

The category-level holdout results show that tuning improves field
accuracy in every held-out category of that split. The largest gains
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occur in Qoo8, Qoog, Qo1o, and Qo14. The only category where the
parse rate decreases is Qo19, but even there, the field accuracy still
improves. This reinforces the broader conclusion from the grouped
cross-validation study: the strongest and most reliable benefit of
confirmation-stage fine-tuning is improved semantic correctness of
the intermediate representation.

Taken together, these results support the use of confirmation-stage
adaptation as a component-level improvement to the overall teleme-
try reasoning pipeline. The grouped cross-validation results show
that the semantic gains are not tied to a single unseen-category split,
while the separate holdout run shows that substantial improvements
can also appear on a fixed held-out evaluation. At the same time,
the mixed parse-rate behavior across folds shows that better seman-
tic alignment does not automatically translate into uniformly better
JSON validity. The main contribution of the adaptation is therefore
to improve the semantic quality of the intermediate representation
rather than to completely solve unseen-category generalization.

4.5 ANSWER PRESERVATION UNDER PARAPHRASE

This experiment evaluates answer preservation under paraphrase,
that is, whether the system maintains its behavior when the wording
of a question changes while the intended computation remains
the same. The set contains 10 benchmark questions drawn from 10
question categories. Each original question was rewritten into five
alternative formulations, giving 50 evaluated reformulations in total.

The purpose of this experiment is not to estimate overall bench-
mark accuracy. Instead, it tests whether the system maintains suc-
cessful behavior under moderate variations in wording. As described
in Chapter 3, the selected source questions are cases that the system
originally answered correctly. The results should therefore be inter-
preted as a preservation test rather than as an unbiased estimate of
robustness over the full benchmark distribution.

Table 17 reports the main outcomes over the 50 reformulations.
"Correct final answer" means that the full system returned the cor-
rect final answer after execution and arbitration. "Same reasoning
signature" means that the reformulated question produced the same
intermediate reasoning signature as the original wording. "Runtime
failure" means that the pipeline failed before producing a usable final
answer.
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Table 17: Main answer-preservation outcomes over 50 paraphrased ques-

tions.
Outcome Count Share
Correct final answer 47 94.00%
Same reasoning signature 9 18.00%
Runtime failure 1 2.00%

The main result is that answer preservation is strong at the level
of final answers. It returns the correct final answer for 47 of the
50 reformulations, corresponding to 94.00%. This shows that moder-
ate wording changes usually do not prevent the full tool-augmented
pipeline from producing the right result.

At the same time, the intermediate reasoning process is much less
stable. Only 9 of the 50 reformulations preserve the original word-
ing’s reasoning signature. In other words, semantically equivalent
questions often lead to different intermediate reasoning representa-
tions even when the final answer remains correct. This is useful be-
cause it shows that deterministic execution and arbitration stabilize
the final computation more successfully than they stabilize the inter-
nal reasoning path.

The single runtime failure shows that successful answer preserva-
tion depends not only on semantic interpretation, but also on the
generated intermediate representation and downstream executable
program. A reformulated question may preserve the original mean-
ing but still trigger failure through the generated intermediate repre-
sentation or the downstream executable program.

Table 18 breaks the same outcomes down by question category.
The question IDs correspond to the directly computable question
templates listed in Appendix C, Table C2. Each row reports how
many of the five reformulations in that category produced a correct
final answer, how many preserved the same reasoning signature, and
how many produced runtime errors.
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Table 18: Answer-preservation outcomes by question category. Values are
counts out of five paraphrased questions.

Question ID Correct /5 Same Reasoning Signature /5 Errors /5

Qo1g 5/5 1/5 0/5
Qo13 5/5 3/5 0/5
Qoo7 5/5 0/5 0/5
Qo02 4/5 o/5 1/5
Qoo4 5/5 1/5 0/5
Qoos 4/5 0/5 0/5
Qoo3 5/5 2/5 0/5
Qo1o 5/5 0/5 0/5
Qo12 5/5 1/5 0/5
Qoo6 4/5 1/5 o/5

The category-level breakdown shows that answer preservation is
high across most of the selected question types. Seven of the ten cate-
gories produce correct answers for all five reformulations, while Qooz,
Qoo5, and Qoo6 each produce four correct answers out of five. How-
ever, this category-level variation should be interpreted cautiously
because the experiment was intentionally constructed from questions
that were already answered correctly in their original wording. The
present setup therefore supports the conclusion that strong sensitivity
to paraphrasing is not widely observed in this selected sample, but it
does not by itself justify a strong claim that some question types are
inherently more sensitive to wording variation than others.

Reasoning-signature stability is much lower and varies more
strongly by category. Qo13 is the most stable category, preserving
the same reasoning signature in three of five reformulations,
while several categories preserve no matching signature at all. This
supports the conclusion that answer preservation and reasoning-level
stability should be analyzed separately in staged telemetry reasoning
systems.
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This chapter discusses the results presented in Chapter 4. The discus-
sion focuses on how staged reasoning, deterministic execution, back-
end behavior, fine-tuning, and answer preservation under paraphrase
affect the performance of conversational telemetry reasoning. Particu-
lar attention is given to the relationship between reasoning structure,
execution reliability, arbitration behavior, and practical deployment
trade-offs.

5.1 REASONING-SEQUENCE EVALUATION

The reasoning-sequence experiments show that the organization of
intermediate reasoning stages substantially affects the correctness of
end-to-end answers. As shown in Table 10, reasoning sequences con-
taining explicit planning and confirmation stages generally achieved
stronger results than simpler direct-generation configurations.

The strongest overall result was obtained by the P — C sequence.
This configuration achieved the highest single-path accuracy with the
pandas backend at 70.80% and the highest arbitration result in the
fallback evaluation at 68.60%. At the same time, its latency remained
substantially lower than the deeper multi-stage pipelines. These re-
sults suggest that moderate staged decomposition provides a useful
balance between semantic precision and orchestration complexity.

One possible explanation is that the planning stage helps transform
the user question into a more explicit computational objective before
executable generation begins, while the confirmation stage stabilizes
the semantic interpretation by representing the intended computation
in a structured intermediate form. Together, these stages appear to
reduce ambiguity in filtering, grouping, aggregation, and time inter-
pretation before deterministic execution.

The results align with earlier studies showing that explicit inter-
mediate reasoning can strengthen performance on structured tasks
by reducing ambiguity before computation. In the present study, this
pattern appears in the stronger performance of sequences that include
planning and confirmation stages. At the same time, adding more
stages did not, by itself, lead to further gains. The highest-complexity
sequences, including E - P - C — E2 — R — C2, incurred
markedly higher latency without surpassing the more compact P —
C configuration.

This suggests that increasing orchestration depth introduces dimin-
ishing returns. Additional reasoning stages may increase the like-
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lihood of intermediate inconsistencies, schema-selection divergence,
or the propagation of earlier semantic errors. In telemetry-oriented
reasoning systems, explicit structure appears beneficial, but excessive
orchestration complexity may reduce stability rather than improve it.

The results also show that retrieval-oriented structures, such as R,
remain attractive for practical deployment. Although these configu-
rations achieved lower end-to-end accuracy, they produced substan-
tially lower latency and still maintained competitive performance for
simpler telemetry questions involving direct filtering and aggrega-
tion.

5.2 EXECUTION BACKENDS AND ARBITRATION

The execution experiments show that deterministic computation
plays a central role in improving the reliability of telemetry reasoning.
Across all evaluated reasoning sequences in Table 10, the pandas
execution path consistently achieved the strongest single-path
accuracy, while SQL generally performed second best and Polars
produced the weakest individual results.

One important implication of these results is that the experiments
do not provide strong evidence that arbitration consistently improves
correctness relative to the strongest individual backend. In most eval-
uated configurations, the best pandas single-path result exceeded the
best arbitration result for the same reasoning sequence. For example,
the P — C sequence achieved 70.80% accuracy through the pandas
backend alone, compared with 68.60% for the best fallback arbitration
configuration.

This suggests that backend quality asymmetry strongly influenced
arbitration behavior. One possible explanation is that current lan-
guage models are substantially better at generating pandas programs
than SQL or Polars programs because pandas code is significantly
more common in public training data and online examples. In this
interpretation, disagreement between execution paths may reflect dif-
ferences in backend-generation quality rather than independent veri-
fication failure.

At the same time, arbitration still appears useful from a validation
and uncertainty perspective. Agreement scores indicate how strongly
an answer is supported across execution paths, and disagreement
often reveals ambiguities in schema selection, temporal filtering, or
aggregation interpretation. Thus, although arbitration did not consis-
tently outperform the strongest individual backend in terms of raw
accuracy, it still provides a mechanism for detecting uncertainty and
execution divergence.

The comparison between fail-check and fallback arbitration also
illustrates an important trade-off. Fallback arbitration consistently
matched or exceeded fail-check accuracy across all evaluated
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reasoning sequences. However, this does not necessarily imply that
fallback reasoning is intrinsically superior. Rather, the results suggest
that stricter fail-check policies often rejected cases in which the
strongest backend already produced the correct answer, despite
partial disagreement from weaker backends.

The experiments therefore indicate that deterministic execution it-
self is the main source of reliability improvement in the proposed
system, while arbitration primarily contributes uncertainty estima-
tion, execution comparison, and runtime validation rather than con-
sistently improving correctness beyond the strongest backend.

5.3 COMPARISON WITH THE BASELINE SYSTEM

The comparison with the no-tools baseline demonstrates the impor-
tance of deterministic execution for conversational telemetry reason-
ing. As shown in Table 13, the baseline no-tools system achieved a
mean accuracy of 32.55% on the 1518-question comparison bench-
mark, while the selected pandas-based configuration using the P — C
reasoning-operation sequence achieved 72.99% with fine-tuned confir-
mation.

This large improvement suggests that the primary gain comes from
separating semantic interpretation from numerical computation. The
baseline system relied on the language model to directly generate nu-
merical answers, whereas the proposed system delegated the actual
computation to deterministic execution after structured intermediate
reasoning and executable generation.

The results also indicate that retrieval and prompting alone are
insufficient for reliable telemetry reasoning. Although the baseline
system sometimes produced fluent and semantically plausible
responses, it frequently failed on aggregation logic, temporal
filtering, ranking operations, and numerical interpretation. In
contrast, the tool-augmented system grounded its outputs in
executable computations evaluated through deterministic runtimes.

Importantly, the observed improvement should not be interpreted
as evidence that arbitration alone drives correctness. The reported
comparison in Table 13 uses the selected pandas single-backend
configuration rather than a three-backend arbitrated runtime result.
More broadly, the findings suggest that the main reliability gain
comes from executable grounding itself. Deterministic execution
provides external numerical verification that is unavailable in direct
language-model answer generation.

The same table also provides an end-to-end indication of the effect
of confirmation-stage fine-tuning within the selected pandas-based
configuration. Mean accuracy increases from 70.46% for the untuned
P — C variant to 72.99% for the fine-tuned variant. This suggests
that the component-level gains observed in the confirmation-stage

59



60

DISCUSSION

evaluation translate into a measurable improvement in end-to-end
system performance.

These findings are broadly consistent with previous work on
executable reasoning systems such as PAL and Program-of-Thoughts,
where external runtimes improve numerical reliability compared
with direct language-model computation. However, the present work
extends this paradigm to telemetry-oriented question answering
with staged reasoning, structured intermediate representations, and
runtime execution comparison across multiple backends.

5.4 CONFIRMATION-STAGE FINE-TUNING AND UNSEEN-
CATEGORY GENERALIZATION

The main evidence for confirmation-stage generalization comes from
the grouped 3-fold unseen-category cross-validation results reported
in Table 14, while the separate unseen-category holdout run provides
a complementary fixed-split illustration. Across the grouped cross-
validation folds, fine-tuning improved JSON parse rate from 0.8157 +
0.0808 to 0.9557 £ 0.0933 and improved average field accuracy from
0.0794 £+ 0.0130 to 0.3712 £ 0.0749.

The confirmation-stage fine-tuning experiments therefore show
that parameter-efficient adaptation substantially improves the quality
of the intermediate structured confirmation representation. In the
separate unseen-category holdout run reported in Table 15, LoRA
fine-tuning increased JSON parse rate from 0.78 to 0.98 and improved
average field accuracy from o0.0778 to 0.3800 on held-out unseen
categories.

These results indicate that the tuned model improved substantially
at generating syntactically valid, semantically aligned structured con-
firmation objects. Since the confirmation stage acts as an intermediate
semantic representation before executable generation, improved con-
firmation quality may provide better conditions for downstream code
generation.

However, the present experiments directly evaluate improvement
primarily with respect to intermediate structured-output metrics. The
results do not isolate the extent to which the final system-level ac-
curacy improvement can be attributed specifically to confirmation-
stage fine-tuning under identical end-to-end evaluation conditions.
Consequently, the observed gains should primarily be interpreted
as improvements in intermediate semantic alignment rather than as
direct proof of proportional end-to-end system improvement.

The end-to-end comparison in Table 13 nevertheless suggests that
confirmation-stage fine-tuning contributes positively to the selected
pandas-based runtime configuration. Within that configuration, the
fine-tuned P — C variant improves mean accuracy from 70.46% to
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72.99%, consistent with component-level evidence that the confirma-
tion stage becomes more reliable after adaptation.

The unseen-category evaluation is particularly important because
it measures transfer to question categories excluded during training.
The tuned model retained a substantial advantage under this stricter
setting, suggesting that the learned behavior generalized to some
extent beyond memorization of seen template patterns.

At the same time, field-level accuracy remained far from perfect
even after tuning. This indicates that semantic transfer across un-
seen telemetry reasoning categories remains incomplete. The results
therefore suggest that confirmation-stage adaptation substantially im-
proves structured semantic representation but does not fully address
category-level generalization challenges in telemetry-oriented reason-
ing systems.

5.5 ANSWER PRESERVATION UNDER PARAPHRASE

The answer-preservation experiment reveals an important distinction
between final-answer preservation and reasoning-level consistency.
As shown in Table 17, the system preserved correct final answers
for 47 of 50 reformulations, corresponding to 94.00% answer preser-
vation.

This result suggests that the overall telemetry reasoning pipeline
is relatively resilient to moderate paraphrasing when the intended
computation remains unchanged. Preserving such answers is impor-
tant in practical conversational systems because equivalent telemetry
questions are rarely phrased identically by different users.

However, only 18.00% of reformulations preserved the same inter-
mediate reasoning signature as the original question. This indicates
that semantically equivalent formulations often produced different in-
termediate reasoning representations even when the final numerical
answer remained correct.

Importantly, this variability should not necessarily be interpreted
as a failure of reasoning or instability. Large language models are
inherently non-deterministic systems, and multiple reasoning trajec-
tories may still produce equivalent executable computations and cor-
rect final answers. The results therefore suggest that deterministic
execution stabilizes the final numerical outcome more effectively than
it stabilizes the semantic reasoning path that precedes execution.

The answer-preservation benchmark should also be interpreted
carefully, as it was constructed from questions that were already
answered correctly in their original formulations. Consequently,
the experiment primarily measures preservation under successful
baseline conditions rather than behavior across the full telemetry
question distribution. In particular, the present setup does not
support a strong category-level claim that some question types are
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inherently more sensitive to paraphrasing than others, because the
source questions were selected from already successful cases.

56 LATENCY AND PRACTICAL TRADE-OFFS

The latency experiments show a clear trade-off between orchestration
depth and computational efficiency. Simpler reasoning sequences con-
sistently produced lower latency, whereas deeper staged pipelines
increased runtime substantially.

The fastest configuration, R, had an average runtime of 15.41 sec-
onds per question, while the deepest orchestration pipeline required
126.52 seconds per question. Despite this large increase in runtime,
the deeper pipelines did not consistently outperform the more mod-
erate reasoning structures.

These results suggest that practical telemetry reasoning systems
must balance semantic precision against orchestration overhead. Al-
though additional reasoning stages may improve interpretability or
decomposition quality, they also introduce more opportunities for se-
mantic divergence, coordination overhead, and execution complexity.

The experiments indicate that the P — C sequence provides the
strongest overall balance between reliability and efficiency in the eval-
uated benchmark. This configuration achieved the best arbitration
performance while avoiding the substantial latency penalties associ-
ated with deeper orchestration structures.

The results also show that deterministic execution itself
contributes significantly to runtime cost. The total latency includes
not only language-model reasoning time, but also executable
generation, backend execution, arbitration, and runtime validation.
Thus, improvements in reliability partly arise from additional
computational redundancy.

5.7 LIMITATIONS

The findings presented in this thesis should be read with awareness
of several design- and application-related limitations.

First, the experiments are closely tied to the benchmark construc-
tion methodology used in this work. Although the benchmark con-
tains multiple telemetry question categories, the results still depend
on the specific template framework, schema assumptions, and evalu-
ation design adopted here.

Second, the experiments were conducted on aggregated historical
telemetry rather than on fully live-streaming telemetry environments.
Real deployment settings may introduce additional challenges, in-
cluding evolving schemas, missing telemetry, changing operational
distributions, and online execution constraints.
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Third, the execution results exhibit substantial backend asymmetry.
In particular, the pandas backend consistently outperformed SQL and
Polars. Consequently, the experiments do not conclusively demon-
strate that agreement-based arbitration itself improves correctness
beyond the strongest individual execution backend.

Fourth, the confirmation-stage fine-tuning experiments primarily
evaluate improvements in intermediate structured representations
rather than isolated end-to-end runtime accuracy improvements
under identical conditions. Therefore, the relationship between
intermediate semantic quality and full-system performance should
be interpreted cautiously.

Finally, the answer-preservation evaluation was intentionally lim-
ited and conditional on the original success of the questions. Larger-
scale answer-preservation studies covering broader distributions of
telemetry questions would provide stronger evidence regarding rea-
soning consistency and reformulation behavior.

58 SUGGESTIONS FOR FUTURE WORK

Several promising directions emerge from this thesis’s results.

One important direction is adaptive orchestration, in which reason-
ing depth and execution strategy are selected dynamically based on
estimates of question complexity or uncertainty. Simpler telemetry
questions may benefit from lightweight pipelines, while more com-
plex operational questions may require deeper staged reasoning and
additional verification.

Another promising direction is learned arbitration. Instead of re-
lying on fixed agreement rules, future systems could incorporate
learned confidence estimation, execution-trace analysis, or backend-
specific reliability weighting when selecting final answers.

The observed backend asymmetry also motivates further investiga-
tion into execution diversity. Future work could investigate whether
alternative execution frameworks, more robust SQL generation meth-
ods, or backend-specific fine-tuning reduce the large performance
gap observed between pandas and the other execution paths.

The confirmation-stage experiments suggest that intermediate se-
mantic alighment is an important component of telemetry reason-
ing pipelines. Future work could therefore investigate larger-scale
fine-tuning datasets, curriculum learning strategies, or multi-stage
adaptation that targets multiple reasoning stages simultaneously.

Another important direction is multilingual reasoning for teleme-
try. Industrial operators may formulate operational questions in mul-
tiple languages, and future systems should therefore be evaluated us-
ing multilingual telemetry benchmarks that include languages com-
monly used by customers and operators.
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Future work should also investigate deployment under real indus-
trial usage conditions with feedback from actual operators. Such an
evaluation would provide insight into realistic question distributions,
operational terminology, and practical usability constraints that are
difficult to capture fully through template-generated benchmarks.

Finally, future research could evaluate whether the proposed or-
chestration architecture generalizes beyond the PureBallast domain
to other telemetry-intensive application areas such as manufacturing,
automotive systems, energy infrastructure, or healthcare monitoring.



CONCLUSION

This thesis examined how large language models can be combined
with deterministic tools to answer natural-language questions over
industrial telemetry data in a more reliable, transparent, and repro-
ducible way than direct answer generation alone. Rather than relying
on the language model as a numerical reasoner, the proposed system
separates semantic interpretation from computation through staged
reasoning, backend-specific code generation, deterministic execution,
and answer arbitration.

The results show that reasoning structure plays an important role
in system performance. Different combinations of planning, confir-
mation, retrieval, and explanation stages produced clear differences
in both accuracy and latency, showing that intermediate reasoning
design materially affects how well telemetry questions are translated
into executable computations. In particular, reasoning-operation se-
quences that made the intended computation more explicit before
code generation generally performed better than simpler alternatives,
although they also introduced additional computational cost.

The experiments further demonstrate the value of deterministic
execution. On the 500-question comparative benchmark, the strongest
overall reasoning-operation sequence was P — C, which achieved the
highest single-path accuracy through the pandas backend at 70.80%
and the highest fallback-arbitrated result at 68.60%. At the same time,
this sequence avoided the substantial latency penalties associated
with the deepest orchestration variants. On the larger 1518-question
final comparison set, the selected pandas-based configuration using
the P — C reasoning-operation sequence achieved 72.99% mean ac-
curacy with fine-tuned confirmation, compared with 32.55% for the
baseline no-tools system.

The confirmation-stage fine-tuning study showed that parameter-
efficient adaptation can improve the quality of the intermediate se-
mantic representation. The main evidence comes from grouped 3-fold
cross-validation over unseen question categories, where fine-tuning
improved JSON parse rate from 0.8157 4 0.0808 to 0.9557 + 0.0933
and improved average field accuracy from 0.0794 £ 0.0130 to 0.3712 £
0.0749. A separate unseen-category holdout run showed the same
improvement direction, with JSON parse rate increasing from 0.78
to 0.98 and average field accuracy increasing from 0.0778 to 0.3800.
These results indicate that confirmation-stage fine-tuning helps the
system produce more stable, semantically aligned structured repre-
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sentations, though generalization to unseen question families remains
incomplete.

The answer-preservation evaluation offered a separate view of sys-
tem behavior under paraphrase. The results showed that the system
preserved correct final answers for 47 of 50 paraphrased questions,
corresponding to 94.00% answer preservation, while preserving the
same intermediate reasoning signature in only 18.00% of cases. This
suggests that correct answers can often be maintained even when the
intermediate reasoning path changes, and highlights the importance
of evaluating not only final-answer correctness but also reasoning-
level stability in staged question-answering systems.

The research questions can now be answered as follows.

RQ1: How do different staged reasoning structures and
tool-orchestration policies affect answer accuracy and response
latency in conversational telemetry reasoning?

Different reasoning-operation sequences have a substantial
effect on both accuracy and latency. Sequences that include explicit
planning and confirmation generally outperform simpler alternatives,
with P — C providing the strongest balance between correctness and
runtime efficiency in the evaluated benchmark. At the same time,
deeper orchestration does not automatically improve results and
can introduce considerable latency without corresponding accuracy
gains.

RQ:2: How do deterministic execution-path combinations and ar-
bitration strategies affect end-to-end reliability?

Deterministic execution is the main source of reliability
improvement relative to direct language-model answering. The
experiments show that the pandas backend is the strongest individual
execution path, while SQL is generally the second-strongest and
Polars is the weakest. Arbitration remains useful for agreement
checking, uncertainty signaling, and execution comparison, but
the results do not show that arbitration consistently improves
correctness beyond the strongest individual backend. Fallback
arbitration consistently matched or exceeded fail-check performance
in the comparative study, suggesting that stricter agreement
requirements often reduce answer coverage more than they improve
correctness.

RQ3: Can component-level fine-tuning of the confirmation stage
improve structured semantic quality and generalization to unseen
question categories?

Yes, confirmation-stage fine-tuning improves structured semantic
quality and generalizes well to unseen question categories. This is
supported most strongly by the grouped cross-validation results,
which show clear gains in both JSON validity and field-level semantic
accuracy across unseen-category folds. The end-to-end comparison
further suggests that these component-level improvements translate
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into a measurable system-level gain within the selected pandas-based
configuration.

Several limitations should also be acknowledged. The experiments
are benchmark-dependent and based on a template-derived evalua-
tion framework rather than unrestricted real-world question distribu-
tions. The execution results exhibit strong backend asymmetry, with
pandas consistently outperforming SQL and Polars, limiting the ex-
tent to which arbitration can serve as an equally strong multi-path
verification. In addition, the answer-preservation evaluation was lim-
ited in size and conditional on the original success of the questions,
and the confirmation-stage study, while strengthened by grouped
cross-validation, still leaves open the question of how well fine-tuning
would generalize to broader, more diverse unseen-category condi-
tions.

Overall, this thesis shows that tool-augmented telemetry reason-
ing benefits from explicit intermediate structure, deterministic ex-
ecution, and structured semantic confirmation before computation.
The main contribution is therefore both architectural and empirical:
a staged conversational telemetry reasoning system was designed,
implemented, and evaluated, and the results show that this design
can substantially improve reliability over direct language-model an-
swering while also revealing important remaining challenges in back-
end diversity, unseen-category generalization, and reasoning stability
under paraphrase.

6.1 SUGGESTIONS FOR FUTURE WORK

Several promising directions emerge from this thesis’s results.

One important direction is adaptive orchestration, in which reason-
ing depth and execution strategy are selected dynamically based on
estimates of question complexity or uncertainty. Simpler telemetry
questions may benefit from lightweight pipelines, while more com-
plex operational questions may require deeper staged reasoning and
additional verification.

Another promising direction is learned arbitration. Instead of re-
lying on fixed agreement rules, future systems could incorporate
learned confidence estimation, execution-trace analysis, or backend-
specific reliability weighting when selecting final answers.

The observed backend asymmetry also motivates further investiga-
tion into execution diversity. Future work could investigate whether
alternative execution frameworks, more robust SQL generation meth-
ods, or backend-specific fine-tuning reduce the large performance
gap observed between pandas and the other execution paths.

The confirmation-stage experiments suggest that intermediate se-
mantic alignment is an important component of telemetry reason-
ing pipelines. Future work could therefore investigate larger-scale
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fine-tuning datasets, curriculum learning strategies, or multi-stage
adaptation that targets multiple reasoning stages simultaneously.

Another important direction is multilingual reasoning for teleme-
try. Industrial operators may formulate operational questions in mul-
tiple languages, and future systems should therefore be evaluated us-
ing multilingual telemetry benchmarks that include languages com-
monly used by customers and operators.

Future work should also investigate deployment under real indus-
trial usage conditions with feedback from actual operators. Such an
evaluation would provide insight into realistic question distributions,
operational terminology, and practical usability constraints that are
difficult to capture fully through template-generated benchmarks.

Finally, future research could evaluate whether the proposed or-
chestration architecture generalizes beyond the PureBallast domain
to other telemetry-intensive application areas such as manufacturing,
automotive systems, energy infrastructure, or healthcare monitoring.



APPENDIX A: DETAILED ARBITRATION RESULTS
FOR EACH REASONING STRUCTURE

This appendix presents detailed arbitration results for each evalu-
ated reasoning-operation sequence under both fail-check and fall-
back arbitration policies. The main Results chapter reports only the
best-performing backend combinations for compactness, while this
appendix reports all evaluated backend combinations. The reported
agreement values correspond to the path agreement score defined in
Chapter 3 and are rounded to two decimal places for readability.

Table A1: Detailed fail-check arbitration results for R — G.

failcheck failcheck failcheck average failcheck
combo

accepted correct accuracy agreement
pandas 481 322 64.40% 1.00
sql 481 304 60.80% 1.00
polars 383 259 51.80% 1.00
pandas+sql 390 289 57.80% 1.00
pandas+polars 347 240 48.00% 0.73
sql+polars 308 221 44.20% 0.69
pandas+sql+polars 463 321 64.20% 0.62
Table A2: Detailed fallback arbitration results for R — G.
combo fallback fallback fallback average fallback
accepted correct accuracy agreement
pandas 481 322 64.40% 1.00
sql 481 304 60.80% 1.00
polars 383 259 51.80% 1.00
pandas+sql 484 289 57.80% 0.87
pandas+polars 483 306 61.20% 0.83
sql+polars 484 285 57.00% 0.79
pandas+sql+polars 484 321 64.20% 0.63
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Table A3: Detailed fail-check arbitration results for R — C — G.

failcheck failcheck failcheck average failcheck
combo

accepted correct accuracy agreement
pandas 445 335 67.00% 1.00
sql 418 327 65.40% 1.00
polars 323 223 44.60% 1.00
pandas+sql 370 314 62.80% 1.00
pandas+polars 294 210 42.00% 0.61
sql+polars 267 204 40.80% 0.57
pandas+sql+polars 418 324 64.80% 0.56

Table A4: Detailed fallback arbitration results for R — C — G.
fallback fallback fallback average fallback

combo accepted correct accuracy agreement
pandas 445 335 67.00% 1.00
sql 418 327 65.40% 1.00
polars 323 223 44.60% 1.00
pandas+sql 447 314 62.80% 0.82
pandas+polars 447 310 62.00% 0.74
sql+polars 440 300 60.00% 0.71
pandas+sql+polars 448 324 64.80% 0.58

Table As: Detailed fail-check arbitration results for P — G.

failcheck failcheck failcheck average failcheck

combo
accepted correct accuracy agreement

pandas 435 226 61.20% 1.00
sql 403 200 58.00% 1.00
polars 287 169 36.80% 1.00
pandas+sql 304 197 50.40% 1.00
pandas+polars 269 170 44.20% 0.55
sql+polars 221 155 42.00% 0.49

pandas+sql+polars 361 214 57.25% 0.48
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Table A6: Detailed fallback arbitration results for P — G.
fallback fallback fallback average fallback

combo

accepted correct accuracy agreement
pandas 435 226 61.20% 1.00
sql 403 200 58.00% 1.00
polars 287 169 36.80% 1.00
pandas+sql 438 197 58.40% 0.74
pandas+polars 439 239 60.25% 0.71
sql+polars 418 211 52.20% 0.64
pandas+sql+polars 439 214 56.80% 0.53

Table A7: Detailed fail-check arbitration results for P — C — G.

failcheck failcheck failcheck average failcheck

combo accepted correct accuracy agreement
pandas 475 354 70.80% 1.00
sql 461 316 63.20% 1.00
polars 346 241 48.20% 1.00
pandas+sql 378 298 59.60% 1.00
pandas+polars 306 232 46.40% 0.65
sql+polars 282 213 42.60% 0.62
pandas+sql+polars 430 330 66.00% 0.57

Table A8: Detailed fallback arbitration results for P — C — G.
fallback fallback fallback average fallback

combo accepted correct accuracy agreement
pandas 475 354 70.80% 1.00
sql 461 316 63.20% 1.00
polars 346 241 48.20% 1.00
pandas+sql 478 298 59.60% 0.86
pandas+polars 477 343 68.60% 0.78
sql+polars 465 299 59.80% 0.75

pandas+sql+polars 478 330 66.00% 0.61
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Table Ag: Detailed fail-check arbitration results for C — G.

failcheck failcheck failcheck average failcheck
combo

accepted correct accuracy agreement
pandas 419 320 64.00% 1.00
sql 395 311 62.20% 1.00
polars 282 193 38.60% 1.00
pandas+sql 355 293 58.60% 1.00
pandas+polars 260 186 37.20% 0.54
sql+polars 232 178 35.60% 0.50
pandas+sql+polars 389 306 61.20% 0.52
Table A1o: Detailed fallback arbitration results for C — G.
combo fallback fallback fallback average fallback
accepted correct accuracy agreement
pandas 419 320 64.00% 1.00
sql 395 311 62.20% 1.00
polars 282 193 38.60% 1.00
pandas+sql 420 293 58.60% 0.78
pandas+polars 420 296 59.20% 0.68
sql+polars 408 288 57.60% 0.64
pandas+sql+polars 421 306 61.20% 0.54

Table A11: Detailed fail-check arbitration results for E — C — G.

failcheck failcheck failcheck average failcheck

combo
accepted correct accuracy agreement

pandas 433 334 66.80% 1.00
sql 424 319 63.80% 1.00
polars 284 193 38.60% 1.00
pandas+sql 378 306 61.20% 1.00
pandas+polars 254 187 37.40% 0.54
sql+polars 230 176 35.20% 0.51

pandas+sql+polars 415 320 64.00% 0.55
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Table A12: Detailed fallback arbitration results for E — C — G.
fallback fallback fallback average fallback

combo

accepted correct accuracy agreement
pandas 433 334 66.80% 1.00
sql 424 319 63.80% 1.00
polars 284 193 38.60% 1.00
pandas+sql 434 306 61.20% 0.81
pandas+polars 435 309 61.80% 0.69
sql+polars 433 295 59.00% 0.66
pandas+sql+polars 435 320 64.00% 0.57

Table A13: Detailed fail-check arbitration results for E -+ P — C — E2 —

R—C2—G.
combo failcheck failcheck failcheck average failcheck
accepted correct accuracy agreement
pandas 445 352 70.40% 1.00
sql 433 335 67.00% 1.00
polars 298 220 44.00% 1.00
pandas+sql 361 308 61.60% 1.00
pandas+polars 272 208 41.60% 0.56
sql+polars 236 195 39.00% 0.52
pandas+sql+polars 404 327 65.40% 0.54

Table A14: Detailed fallback arbitration results forE - P - C - E2 - R —

C2 - G.
combo fallback fallback fallback average fallback
accepted correct accuracy agreement
pandas 445 352 70.40% 1.00
sql 433 335 67.00% 1.00
polars 298 220 44.00% 1.00
pandas+sql 455 308 61.60% 0.82
pandas+polars 452 330 66.00% 0.72
sql+polars 447 313 62.60% 0.68

pandas+sql+polars 457 327 65.40% 0.57
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Table A15: Detailed fail-check arbitration results for E -+ R — C — E2 —

P—-C2—G.
combo failcheck failcheck failcheck average failcheck
accepted correct accuracy agreement
pandas 451 316 63.20% 1.00
sql 421 308 61.60% 1.00
polars 285 201 40.20% 1.00
pandas+sql 358 285 57.00% 1.00
pandas+polars 261 185 37.00% 0.54
sql+polars 225 172 34.40% 0.50
pandas+sql+polars 402 300 60.00% 0.54

Table A16: Detailed fallback arbitration results fort 4 R —- C — E2 - P —

C2—G.
combo fallback fallback fallback average fallback
accepted correct accuracy agreement
pandas 451 316 63.20% 1.00
sql 421 308 61.60% 1.00
polars 285 201 40.20% 1.00
pandas+sql 456 285 57.00% 0.81
pandas+polars 455 293 58.60% 0.72
sql+polars 435 282 56.40% 0.66

pandas+sql+polars 458 300 60.00% 0.57




APPENDIX B: PUREBALLAST DATASET DETAILS

Table B1: Operational process labels used in the PureBallast telemetry

dataset.
Process Description
STANDBY System idle but operational.
BALLAST Ballast-water treatment operation.
DEBALLAST Deballasting operation.
MANUAL Manual operational operation mode.
cIp Cleaning-in-place process.
RECIRCULATION Internal recirculation process.
BYPASS Bypass operational mode.
UNKNOWN Undefined or unclassified operational state.

Table B2: Operational mode labels used in the PureBallast telemetry dataset.

Mode Description

AUTO Automatic operating mode.
MANUAL Operator-controlled mode.
SERVICE Maintenance/service mode.
ALARM Alarm or fault state.

OFFLINE System inactive or disconnected.
UNKNOWN  Undefined operational mode.
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Table B3: Summary statistics for the PureBallast telemetry dataset.

Property Value
Total interval records 162,706
Total variables 385

Total table cells

Time span

Operational duration covered
Columns with >90% null values
Median interval duration

Mean interval duration

goth percentile interval duration
Maximum interval duration
Number of process labels

Number of mode categories

Approximately 62.6 million
2023-04-03 to 2026-01-08
Approximately 2.8 years
228

482 seconds

30,401.6 seconds

619,240 seconds

15,877,999 seconds

8
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APPENDIX C: QUESTION TEMPLATE BANK

This appendix presents the directly computable question template
categories used to construct the deterministic evaluation benchmark.
Each template defines a recurring telemetry question type, the place-
holder variables used to instantiate concrete questions, and the de-
terministic reference computation used to generate the benchmark
answer.

The appendix reports template-level question forms rather than
concrete instantiated benchmark questions. Concrete questions were
generated by replacing the placeholders with valid values drawn
from the telemetry dataset and supporting metadata. A concrete in-
stantiated question was retained in the benchmark only if the re-
quired telemetry data existed and the deterministic reference com-
putation succeeded for that specific instantiation.

The template IDs are implementation identifiers and are not neces-
sarily consecutive. Some numeric IDs are skipped because only the
final retained question categories are shown here.

Table C1: Placeholder variables used in the question template bank.

Placeholder Meaning

{machine_id} An anonymized machine identifier used to
filter telemetry records for a specific ma-
chine.

{date} A calendar date used for date-specific filter-
ing.

{days} A rolling time-window length in days.

{year_month} A month identifier used for month-level fil-

tering, expressed as year and month.

{quarters} A number of trailing quarters used for longer
historical windows.

{mode_1} First treatment mode wused in mode-
comparison templates.

{mode_2} Second treatment mode used in mode-
comparison templates.
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Table C2: Question template bank and deterministic reference computa-

tions.

ID Canonical question Placeholders Reference computation /
template answer form

Qoo1  What was the operating {machine_id}, Filter by machine and date, then
mode for machine {date} return the mode value or list of
{machine_id} on {date}? mode values if more than one

mode is present.

Qoo2  How many operations did ~ {machine_id}, Filter by machine and date, then
machine {machine_id} {date} count the number of telemetry
perform on {date}? records.

Qo003  What was the total volume  {machine_id}, Filter by machine and date, then
for machine {machine_id} {date} sum the volume column.
on {date}?

Qooq4  What was the average UV {machine_id}, Filter by machine and date, then
intensity for machine {date} compute the mean of the UVR1
{machine_id} on {date}? UVI mean signal.

Qoo5  How many active UVR1 {machine_id}, Filter by machine and date, then
alarm codes were present {date} count the distinct active UVR1
for machine {machine_id} alarm codes.
on {date}?

Qoo6  What was the total energy {machine_id}, Filter by machine and date, then
consumption for machine {date} sum the energy-consumption
{machine_id} on {date}? column.

Qoo7  What was the total {machine_id}, Filter by machine and date, then
backflush count for machine {date} sum the backflush-count
{machine_id} on {date}? column.

Qoo8 How many standby {machine_id}, Filter by machine and date, then
operations did machine {date} count rows classified as standby.
{machine_id} have on
{date}?

Qoog  What was the average daily {machine_id}, Filter by machine and rolling
operation count for machine {days} time window, then compute
{machine_id} over the last average daily operation count
{days} days? over all calendar days in the

window.

Qoio  What was the average daily {days} Filter by rolling time window,
volume over the last {days} compute daily volume sums,
days? then average over all calendar

days in the window.

Qo11  What was the average UV {machine_id}, Filter by machine and rolling
intensity for machine {days} time window, then compute the
{machine_id} over the last mean of the UVR1 UVI mean
{days} days? signal.

Qo12  What was the total energy ~ {year_month} Filter by month, then sum the

consumption across all
machines during
{year_month}?

energy-consumption column
across all machines.
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Table C2: Question template bank and deterministic reference computations

(continued).
ID Canonical question Placeholders Reference computation /
template answer form
Qo13  What was the total volume  {machine_id}, Filter by machine and month,
for machine {machine_id} {year_month} then sum the volume column.

during {year_month}?

Qo14 How many ballasting {year_month} Filter by month and ballasting
operations did each process, then group by machine
machine perform during and count operations. Returns a
{year_month}? ranked table.

Qo15  Which machine had the {year_month} Filter by month, group by
highest total volume during machine, sum volume, and
{year_month}? return the machine with the

largest total volume.

Qo016  Which machine had the {days} Filter by rolling time window,
highest average active compute active UVR1 alarm
UVR1 alarm count over the count per row, average by
last {days} days? machine, and return the

highest-ranked machine.

Qo1y How do machines rank by ~ {quarters} Filter by trailing quarters, keep
the number of standby days standby rows, count distinct
over the last {quarters} standby days per machine, and
quarter(s)? return a ranked table.

Qo18 What share of volume came {machine_id}, Filter by machine and month,
from each process for {year_month} compute total volume and
machine {machine_id} process-specific volume for
during {year_month}? ballasting, deballasting, and

stripping, then return process
volume shares.

Qo19 How do machines rank by {days} Filter by rolling time window,
energy consumption per group by machine, compute
volume over the last {days} total energy and total volume,
days? calculate energy per volume,

and return a ranked table.

Qo21  How do machines rank by {days} Filter by rolling time window,
alarm-active operation rate count operations with any active
over the last {days} days? UVR1 alarm per machine,

divide by total operations, and
return a ranked table.

Qo025 How do modes {mode_1} {mode_1}, Filter by month and the two
and {mode_2} compare {mode_2}, selected modes, then compute
during {year_month}? {year_month} mode-level average UVI,

average energy, average active
alarm count, and total volume.

Qo028 How do machines rank by {year_month} Filter by month, compute total
stripping share and energy volume and energy per machine,
intensity during compute stripping volume
{year_month}? share, compute energy per

volume, and return a ranked
table.



8o

APPENDIX C: QUESTION TEMPLATE BANK

Table C2: Question template bank and deterministic reference computations

(continued).
ID Canonical question Placeholders Reference computation /
template answer form
Qos1  What is the month-level {year_month} Filter by month and group by
machine summary for machine. Return a summary
{year_month}? table containing operation
count, total volume, total
backflushes, average alarms,
average UVI, and total energy.
Qo053  Which machines were most  {quarters} Filter by trailing quarters,
active, least active, and most compute operation count and
alarm-prone over the last alarm-active operation count per
{quarters} quarter(s)? machine, then return the most

active, least active, and most
alarm-prone machines.

The templates in Table C2 define the semantic categories used to
generate concrete benchmark questions. The deterministic reference
computations associated with each template were used only for
benchmark construction and scoring, not as tools available to the
evaluated question-answering system.
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