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Abstract. Transitioning from fossil fuels to sustainable energy sources, however
necessary, will increase energy consumption, representing a significant challenge to
grid capacity. One such area is the manufacturing of cast iron components for the
automotive industry. Traditionally, these melting furnaces have been powered by
fossil fuels, e.g., coke, producing a high carbon footprint. Replacing those furnaces
with electric melting furnaces powered by sustainably sourced energy will reduce
the CO2 footprint but increase the electrical power peaks during the melting cycle.
Inevitably, this transition will also affect the local grid and the communities where
the manufacturing plants are located.
This paper will present a proof-of-concept decision-support system powered by
several predictive models on a cloud platform. The melting cycle in the melting
furnace will produce a large electrical power peak during operation, which could
coincide with other power peaks on the local grid. The aim is to shift the start of
the melting cycle to maintain production output while minimizing the coinciding
power peaks from a local grid standpoint.
To achieve this, three predictions, or forecasts, are utilized. First is a prediction
on future plant energy consumption, second is a prediction on local grid power
consumption, and third is a prediction of future molten iron need. The energy
consumption predictors utilize machine learning, while the molten iron need pre-
dictor utilizes a digital twin of the production environment. The three predictions
are used to create an optimized melting schedule for the next eight hours, which
is repeated every thirty minutes to react to changes in the predictors.

https://creativecommons.org/licenses/by/4.0/
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Reducing peak power consumption brings benefits for individual companies in
addition to the communities they operate in. By providing decision support for
operators, they can make decisions based on data to reduce the load on the energy
grid, for value both to industry and society. For future work, the proof of concept
will be expanded to encompass more melting furnaces and additional production
lines and allow the operators more control over the digital twin through the decision
support system.
Keywords: Sustainable manufacturing, Digital Twin, Decision Support System,
Machine learning predictor, Cloud computing.

1 Introduction
Electrification is one of the most common methods to transition energy-intensive processes from
fossil-dependent to renewable, carbon-neutral sources. However, this transition represents a
significant challenge for the electric grid, particularly when addressing the stabilization of the
power peaks generated by such processes [1].

Historically, power consumption has not been a prioritized target parameter for the opti-
mization of industrial processes, and energy management is a clear concern for manufacturers
worldwide [2, 3]. From an environmental perspective, the focus has been to reduce rather than
balance, and it is therefore uncommon to link equipment operation to the expected power con-
sumption over time. As electrified, energy-intensive processes begin to generate increasingly
significant and decoupled power peaks that the electric grid must cope with, the risk of equip-
ment breakdowns and power outages increases, as well as the introduction of renewable energy
sources contributing to power fluctuations in the grid [4]. Moreover, regional growth risks be-
ing slowed down by the available capacity in a network that struggles to expand and support
instant, unpredictable consumer requests. New developments, i.e., predictive maintenance and
smart energy management systems, use Artifical Intelligence (AI) to monitor energy usage pat-
terns, schedule energy-intensive processes during periods of low cost, and reduce inefficiencies
resulting from equipment failure [5]. Positioning AI as an enabler of sustainable industry pro-
cesses and thereby responding to global goals on energy conservation, even though challenges
remain in real-time decision-making and integration [6]. Prediction and optimization of energy
consumption have been evaluated with mathematical models [7], described as hybrid modeling
frameworks [8], and as Digital Twins (DTs) [9, 10], implemented as Discrete Event Simulation
(DES) models [11]. As more industrial actors transition toward fossil-free solutions, the need
to link energy-intensive operations to the status of the grid to control power demand over time
becomes evident.

This manuscript presents a proof-of-concept for optimizing the energy consumption profile
for one of Volvo Group’s foundries, located in Skövde, Sweden, where two electric furnaces are
used to melt iron to cast cylinder heads for medium- and heavy-duty engines. The traditional
furnace operating standard is optimized to make available as much molten iron as possible for
casting. Therefore, peak power generation occurs regardless of the availability of the grid. To
make this possible, the facility secures a constant maximum power capacity with the regional
grid operator. This power capacity is rarely reached and is therefore an unnecessary expense
and also a beneficial target for optimization. Reducing these peaks also reduces the stress put
on the complete energy grid, providing benefits for the wider community. The research has been
conducted by trying to answer the following research questions:
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1. If the future Peak Power Consumption (PPC) of the site and future demand of molten
iron could be estimated accurately, would it be possible to minimize the melting furnace
PPC while securing production demand?

2. Can this optimization be extended to also include the effect on the local grid?

The solution presented is a cloud-based decision support platform that gives decision support
on when to start the melting cycles throughout a shift to meet production demand while pursuing
two possible goals: minimize the PPC of the manufacturing site or minimize the PPC of the
local grid, i.e., the city of Skövde. This process is referred to as load shifting, where a peak
coinciding load can be performed at another time [5]. This work is funded by a Vinnova grant
and referred to as the Skövde Plant Approaching Carbon Elimination (SPACE) AI platform,
within which SPACE is a larger project funded by the European Union aiming at transforming
all foundries in Skövde for the Volvo Group.

This manuscript is organized as follows. In the Methodology section, the industrial problem
is presented, and the opportunity for improvement after the system is implemented is estimated.
Following the industrial problem, the proposed solution is presented, divided into several sub-
sections for each Work Package (WP). The implemented proof-of-concept solution at the case
study company is presented in the Results section. The impact of the results is detailed in
Discussion, and finally, conclusions and suggestions for future work in Conclusions and future
work, where contributions from this manuscript to science and practice are summarized.

2 Methodology
In this section, the case study will be presented by detailing the industrial problem, the produc-
tion process, and the improvement opportunity for load shifting the melting furnace PPC. A
high-level overview of the proposed solution is presented, followed by the solution architecture
divided into WPs detailed in individual subsections.

2.1 Industrial problem and improvement opportunity
The foundry, denoted as G2, is composed of two flows: the iron flow and the sand core flow.
In the iron flow, scrap iron is turned to molten iron with the use of electric melting furnaces
and placed in a holding furnace. The sand core flow, denoted as Line 6, produces sand molds
assembled into the negative shape of the cast part to create specific geometries of the finished
product. The marriage of both flows occurs at the casting station, where molten iron is poured
into the assembled sand mold. A high-level flow mapping of the iron and sand core flows is
presented in Figure 1.

In particular, the melt shop, where the iron flow is handled, is composed of two melting
furnaces (OP100 & OP200) and a holding furnace (OP500), with capacities of 6000 kg for the
melting furnaces and 16 000 kg for the holding furnace. The current standard requires only one
melting furnace to be used per shift, while the other one undergoes maintenance. When four
sand cores are produced by Line 6 and placed in their respective slots at the casting station, the
iron required for casting those four parts is transported into casting. The rate at which OP500
is emptied depends on the weight of the product and the demand from production. As enough
capacity becomes available, the iron from the melting furnace is used to refill it. The melting
furnace is recharged with scrap iron, and the melting process is started immediately. The weight
of each product variant varies, with the largest products weighing more than three times the
weight of the smallest variant.

At maximum capacity, each melting furnace produces a power peak of 4.8 MW. Excluding
the melting furnaces, all other equipment at the Skövde plant consumes, on average, 34 MW.
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Figure 1: High level iron and sand core flow mapping in Volvo Group’s Foundry G2 in Skövde.
From left to right: The raw iron is molten in the melting furnaces (OP100 & OP200) and is then
transferred to the holding furnace (OP500). On the right, Line 6 produces sand cores, which
are charged into the available slots at the casting station. Subsequently, the iron is poured from
OP500 into the charged slots using the ladle. After the iron has cooled, the finished product
exits the flow.

With the current operating procedure, the activation of the melting furnace depends solely on
the emptying rate of the holding furnace. Since there is no dependence on the consumption of the
site, melting peaks can coincide with peak site consumption, reaching values that may go beyond
the maximal agreed capacity. Moreover, the molten iron buffer in the holding furnace, which
remains at higher levels throughout the shift, becomes unexploited flexibility. The hypothesis
is that if the future PPC of the site, excluding the melting furnaces, and iron demand for the
production could be estimated accurately, it would be possible to use the flexibility of the melt
shop to optimize the melting furnace utilization, securing production demand while minimizing
PPC. This holding furnace can be viewed as a latent thermal energy storage [12]. In Figure 2,
this hypothesis is illustrated for the afternoon shift of 3rd March 2025, using historical data to
trace the real consumption and compute the optimal one, showing an improvement opportunity
to reduce PPC for that shift by 3.4 MW. Repeating this calculation through the month of
March revealed an average improvement per regular shift of 1.8 MW (5 %), and a maximum
improvement of the PPC for the entire month of 1.1 MW (3 %).

2.2 Solution
To operate the melting furnaces towards the optimal state presented in the previous section, the
optimization needs to be calculated not based on historical data, but on accurate estimations of
the upcoming behavior of production and the electric grid. This is achieved by using DTs and
machine learning algorithms to deliver a forecast based on the most recent data to estimate the
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Figure 2: Comparison between real and optimal power consumption of G2’s melting furnace
based on Skövde plant’s consumption on the afternoon shift of the 3rd March 2025. The differ-
ence between the real PPC and the optimal PPC represents the improvement opportunity by
optimizing melting cycle start to secure production demand while minimizing Maximum PPC
(MPPC).

behavior for the subsequent eight hours. The forecasts are connected to an optimizer with the
constraint to secure production demand while also minimizing PPC. Each forecast is formatted
in the form of a binary array, with one entry for each minute of the eight-hour forecast window,
signifying the minute the melting cycle should start. The forecast is refreshed every 30 minutes
and presented to production personnel through a web-based user interface as decision support
in the daily operations.

In Figure 3, an overview of the information flow of the solution is presented, as well as the
blocks delivered by each WP. The platform ingests three datasets: the city’s electric consump-
tion, the plant’s electric consumption, and G2 production status. The three datasets and their
connectivity to the platform constitute the Data Traceability WP. The first and second datasets
are consumed by the City Electric Consumption and the Plant Electric Consumption predic-
tors, respectively, which constitute the Machine Learning WP. The last dataset is consumed
by the G2 Digital Twin, handled by the Digital Twin WP. These outputs are then used by the
Melting Furnace Optimizer, Linear Programming (LP) WP. Finally, the results displayed in the
Dashboard are handled by the User Interface WP. All executions and interfaces are grouped
under the SPACE AI platform, handled by the Cloud Computing WP. The following sections
will detail each WP required to achieve the aim of the prestudy.

The proposed solution targets the largest consumer of energy, melting iron in the melting
furnace. Multiple parameters could be considered in addition to the melting furnace, e.g.,
production planning, flexible maintenance stops, or flexible shifts, but these are considered out
of scope for this prestudy. In addition to the limitations, only one furnace will be used for
optimization, and not both. Data collection for training the AI algorithms started in January
2025, creating a dataset covering January through April 2025, which could limit the predictive
capabilities of the model, as full seasonal data was not available.
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Figure 3: High-level overview of the SPACE AI Cloud Platform’s information flow and each
WP result. The predictors and result are also detailed with the type, format, and periodicity of
their response.

G2 operates during both weekdays and weekends, but to sanitize input data, weekends and
public holidays are excluded. For city electricity consumption, data is gathered from energy
meters and reflects total electricity used in the city. Although the data does not reflect how
much of that usage is covered by local generation compared to how much is drawn from the
regional grid. The proposed solution is designed to produce an updated prediction every thirty
minutes but is limited to individual non-overlapping eight-hour shift forecasts. Every shift is
considered based on its initial status, with no correlation to previous forecasts.

2.3 Data traceability
Data traceability is the practice of tracking the complete journey for a piece of data, including
its source, transformations, and usage, to ensure its accuracy, integrity, and compliance through
its lifecycle [13]. Three main data sources were identified to run this complete solution, which
includes predictor training with historical data, predictor real-time inference, and dashboards.
These data sources are plant energy consumption, Line 6 production status including the melt
shop, and the electrical consumption of the city.

For the plant energy consumption, the total plant consumption and the consumption of the
melting furnaces are retrieved with a time granularity of one minute from existing Application
Programming Interfaces (APIs). The metric of interest is the plant energy consumption, ex-
cluding the melting furnaces, and therefore the melting furnaces consumption is subtracted from
the total plant consumption. Some problems were encountered due to mismanagement of time
synchronization of the controllers reporting the measurement data. These issues were reported
and subsequently fixed, and historic data where the issues are present had to be adjusted to
their correct timestamps.
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Accurate predictions of future molten iron needs require past and current production data as
input to a DES model, serving as a Digital Twin. The current implementation of the production
follow-up system in place at the case-study company did not allow for accurate and reliable
export of the current state of production. Especially important was the location of Work In
Process (WIP), and the current state of long-running processes, e.g., cooling cast parts and
melting iron. Part traceability was possible, as each individual product received an identification
code at the start of production, which is logged in subsequent operations, but the tabulation of
where the parts are located was missing. By tracing events and finding the last operation parts
had exited and considering if parts had been scrapped, the location and variant of WIP could
be determined. Obtaining data about the current weight of the holding furnace required data
transformation. Sensor data was available for measuring pressure inside the holding furnace at
one-minute intervals, and this could be converted into weight by a scaling factor and then used
to set starting conditions in the DES model.

Finally, the prediction for the electrical consumption of the city of Skövde required histor-
ical data for training. Collaborating with the local energy provider, Skövde Energi, historic
and current electrical consumption was obtained with a 15-minute granularity. The electri-
cal consumption data is then coupled with an hourly weather forecast to give more accurate
consumption predictions. After solving the aforementioned problems and creating the data ex-
traction scripts, each data source was containerized and hosted on a dedicated cloud platform
to be consumed through APIs calls for the other WPs.

2.4 Machine learning energy forecast
This WP was responsible for the delivery of the machine learning models to produce predictions
for both the electrical consumption of the city and the plant. The predictions produced by this
WP are required as inputs to the LP optimizer shown in Figure 3.

The predictor for the electric consumption of the city consists of a Light Gradient-Boosted
Machine (LightGBM) model [14], trained on historical energy consumption data and weather
data, utilizing data from January to April of 2025. The hyperparameters are tuned with Optuna
to minimize validation Mean Squared Error (MSE) [15] and the selected configuration was used
for the final training. During inference, the model utilizes several features generated by historical
consumption data, 15-minute time series, calendar information, and also weather data. During
inference, the model is called with a timestamp from when the prediction should start; the model
answers with a 96-element vector with 15-minute predicted energy steps covering 24 hours from
the prediction starting timestamp.

To predict the electric consumption of the plant, a Long Short-Term Memory model was
trained [16]. The data used to train the model consist of the total plant electricity consumption
on a 15-minute granularity from January to April of 2025. The hyperparameters of the model
were selected with Optuna by minimizing validation MSE, where the best parameters were used
for the final training. At inference the starting timestamp is given; the output of the model is
a prediction for the total plant electric consumption for 32 steps from the starting timestamp.
With the selected granularity of 15 minutes, this corresponds to an hour of prediction. The
model performs direct multistep prediction, which means it predicts all 32 steps at once from
the last hidden state.

2.5 Casting prediction from digital twin
In addition to forecasting electrical consumption at the site and the availability of the grid, the
upcoming demand for iron will also influence when the melting procedure will need to start.
Without this information, the optimizer will only satisfy the condition for minimizing PPC and
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will not consider also satisfying production demands. The prediction of future iron needs is
made from a DES model connected to the data collection systems of the production site.

The DES model is built using proprietary software called inFACTS Studio (version 1.5.0),
available at the case study company [17]. The model is verified and validated against historical
production data collected from automatic data collection systems. Imported data for verification
and validation includes processing times, setup times, quality information, and failure data from
two different sources, both collected by automatic means and from emergency maintenance work
performed by technicians.

The model, with accompanying binaries, is packaged in a container callable from a REST
API. Running the model is preceded by retrieving and transforming data of the current state
of the production line, detailed in section Data traceability. This data captures the location of
products on the line, the state of the machines, the cooling time of the casting process, the
iron levels in the holding and melting furnaces, and the remaining melting time in the melting
furnaces. With this capability, the basicDES model is augmented into a class of DT referred to
as a Digital Shadow, where data flows in one direction, from the physical production line to the
digital model [10]. By importing this information, the model can be executed without a warm-up
time and deliver accurate results. As each casting of a new product is started, the timestamp
and iron weight are recorded to be included as the output of the DES model, producing time
series data.

2.6 Optimizer using Linear Programming
This WP was responsible for the delivery of the Melting Furnace Optimizer. The inputs to the
algorithm are the initial holding furnace level and two arrays over an eight-hour period: the
electric consumption every 15 minutes and the casting request at the minute level. Based on
these, the algorithm outputs a binary array representing the minutes when the melting furnace
cycle should begin during that period. To accomplish this, the algorithm has a predetermined
set of constraints, which are validated with production personnel, and an optimization goal:

• Goal: Minimize the PPC over the eight-hour period.

• Constraint: Only one melting furnace operates per shift.

• Constraint: Every time a casting request is received, the required iron is subtracted from
the holding furnace level.

• Constraint: The melting furnace has a 45-minute cycle, composed of a 30-minute ramp-up
and 15-minute plateau at its maximum power consumption value of 4.8 MW. The molten
iron can only be transferred to the holding furnace when the melting cycle is completed.

• Constraint: The melting furnace must have 6000 kg of iron available at the end of the
period to secure iron availability for subsequent requests.

Note that, since the algorithm works with any eight-hour period, it can be connected both
to the predictors, to obtain the suggested melting time slots, and to historical data to obtain
the theoretical optimal solution. The algorithm can incorporate either just the electrical con-
sumption of the plant or both the electrical consumption of the plant and for the city of Skövde,
depending on the scope, data availability, and desired outcome.
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Figure 4: Dashboard example screen to support operator decision for melting. Power consump-
tion and prediction are shown on the left, while Molten Iron level and prediction of future need
are shown on the right.

2.7 Cloud platform and user interface
The solution is implemented in the cloud using a microservices architecture based on multi-
ple APIs to ensure flexibility and scalability, hosted on the Microsoft Azure cloud platform.
In previous sections, several APIs were detailed, and these are hosted on Azure App Services
in containerized environments. The development of the APIs are managed in Azure DevOps
repositories to allow for an automated Continuous Integration and Continuous Delivery process,
where new changes are automatically deployed. Data management for collected data and pre-
diction results is handled through a Data Lake storage resource. Storing historical data for later
retrieval improves the response time of the solution and allows for visualization of historical
data. The predictor for the electric consumption of the city of Skövde is deployed by the partner
company Skövde Energi, hosted in their cloud environment, and accessed through secure API
calls from the proposed solution.

As the decision to start the melting process is made by the operators at the melt shop,
a dashboard was introduced to give the operators more information about the effects their
decisions had on the electrical consumption of the plant. This dashboard would also present
the suggestions from the melt shop optimizer on when to start the melting process. As seen in
Figure 4, the dashboard shows the power consumption and prediction in the left-hand figure,
and the iron holding level and prediction in the right-hand figure. There is also the possibility
to filter the data based on dates and change the granularity of the aggregation.

3 Results
The main result provided by this project is a fully implemented proof of concept of the cloud
platform, capable of ingesting internal and external data, processing it through AI algorithms,
and producing results visualized through a user interface that can be refreshed with the most
recent data, as presented in Figure 3 and Figure 4. In addition, an initial version of the user
interface was delivered to production personnel, which displays the current power consumption
of the factory and the impact of the melting process, as well as the suggested melting start
times based on the forecast. The aim of this result is twofold: it helps workers familiarize
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Table 1: Factory consumption (MW) improvements compared to the historical baseline, the
theoretical optimal, and by comparing with solutions from two different selection methods:
LightGBM, and Median.

Selection Method

Mean MPPC Per Shift Baseline Theoretical Optimal LightGBM Median
00-08 34.399 33.785 (-1.82%) 33.398 (-3.00%) 33.847 (-1.63%)
08-16 35.013 34.158 (-2.51%) 34.569 (-1.28%) 34.933 (-0.23%)
16-00 34.726 33.927 (-2.36%) 34.160 (-1.66%) 34.080 (-1.90%)

Mean MPPC All Shifts 34.713 33.957 (-2.23%) 34.042 (-1.97%) 34.287 (-1.24%)
MPPC All Shifts 37.880 37.427 (-1.21%) 38.710 ( 2.14%) 37.809 (-0.19%)

themselves with the proposed concept and also allows workers to evaluate data quality and
suggest improvements. Finally, the initial version of the proof of concept was evaluated end-to-
end over May 2025. The results, presented below, constitute the baseline of the proof of concept,
which later can be extended into an industrial-quality solution.

The predictors for energy consumption of both the factory and the city of Skövde were trained
on data for January through April, and the DES DT used availability data for the same period
and product quality data from May. The month of May is divided into three eight-hour shifts
each weekday, while production on weekends is excluded from the analysis. During May, the
public holidays of 1st May 2025 and 29th May 2025 are excluded, and the 5th to 7th May 2025
are excluded due to machine malfunctions, resulting in 51 shifts in the analysis. After removal of
shifts where the results are constant for more than four hours and removal of infeasible solutions
to the problem, 39 shifts remain in the analysis.

Following the process shown in Figure 3, the result from each predictor, for one shift, is
ingested into the LP optimizer. An optimized melting schedule is produced that considers the
energy consumption for the factory and city and the predicted future casting from the DT.
Each casting prediction produced by the DT has 50 replications to mitigate the adverse effects
due to the short simulation horizon. From these 50 replications, only one replication can be
utilized in the optimization process, as the simulation model produces time series data. Two
methods for selecting which replication should be used in the optimizer are proposed: selecting
a replication by training a LightGBM machine learning model or selecting the median based on
the cumulative sum of the casting weight. Provided is also the theoretical optimum, which is
calculated by the optimizer using real data for energy and casting but load-shifting the power
peaks to more efficient placement. Results of the analysis are shown in Table 1 for the factory
consumption and in Table 2 for the factory and city consumption, showing how each selection
method affects the results.

Five metrics are shown in Tables 1 and 2, the first three rows showing the average MPPC
for each shift for all working days. The last two rows are summarized results for all shift forms
for all working days. The most suitable replication selected by each method is then executed
in the optimizer, from which the output is used to calculate the potential improvement. Each
solution is shown with both the absolute value and the change of that solution compared to the
baseline value.

The factory consumption in Table 1, shows a theoretical decrease of 2.23 % over all shifts,
while the MPPC decreases 1.21 %. The two selection methods, selecting one simulation replica-
tion to be optimized, is not outperforming the theoretical optimal, although LightGBM performs
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Table 2: Factory and city consumption (MW) improvements compared to the historical baseline,
the theoretical optimal, and by comparing with solutions from two different selection methods:
LightGBM, and Median.

Selection Method

Mean MPPC Per Shift Baseline Theoretical Optimal LightGBM Median
00-08 69.318 67.344 (-2.93%) 66.557 (-4.15%) 66.557 (-4.15%)
08-16 72.291 70.921 (-1.93%) 72.350 ( 0.08%) 72.502 ( 0.29%)
16-00 66.491 65.098 (-2.14%) 64.704 (-2.76%) 64.999 (-2.29%)

Mean MPPC All Shifts 69.367 67.788 (-2.33%) 67.870 (-2.20%) 68.019 (-1.98%)
MPPC All Shifts 76.686 76.624 (-0.08%) 78.631 ( 2.47%) 79.158 ( 3.12%)

better than Median, with a 1.97 % decrease compared to a 1.24 % decrease respectively. For
MPPC All Shifts, the LightGBM model delivers a solution that increases the energy consump-
tion compared to the baseline. This analysis is also accurate for Table 2, where the correlation
holds, although for the factory and city consumption, the Median selection method also results
in an increased MPPC across all shifts and days. Noticeable improvements can be made during
the 00-08 shift, where LightGBM and Median show the largest decreases of PPC. For both ex-
periments, an average decrease for mean MPPC of 1.24–2.2 %, by only load shifting the start of
the melting process, shows promise to continue this work.

4 Discussion
The transition of energy-intensive operations from fossil fuel dependency to electrification im-
poses a clear challenge on the electric grid. This transformation will force industries to update
the operating standards, from the traditional single focus on delivery target to a combined one
that simultaneously ensures a minimal impact on the grid. This project proposes a proactive
approach to this challenge by using forecasts to suggest operating standards with the purpose
of reaching a dual objective: meeting production demand while minimizing the regional power
peak. In the results section, the possibility to integrate such a solution is shown, combining data
from industry and electricity providers to support production with real-time decision-making.

Traditionally, electricity agreements enable industries to consume a maximum amount of
power for a set cost. As the maximum power can be reached at any moment, the provider
must ensure available grid capacity regardless of variations. The proposed solution comes with
two immediate benefits. Firstly, reducing the variation enables the grid to provide electricity
to more actors without the need to increase its capacity, encouraging more sustainable regional
growth. Secondly, improving the stability of the grid decreases the risk of power outages caused
by breakdowns of components. Moreover, the additional information offered to operators im-
proves their awareness of the impact on the electric grid, establishing a culture that can take
action through continuous improvement to develop more sustainable operations. Finally, by en-
couraging a deeper collaboration between the industrial and energy sectors, the project opened
the door to new discussions about how to benefit society.

The target of this prestudy was to provide a cloud-based platform that could process in-
ternal and external data by using AI algorithms to suggest an optimized way of operating
energy-intensive equipment. Although the target was met, many challenges remain to transition
the developed solution to industrial standards. In particular, besides the technical challenges,
which include improving the accuracy of all models and the logical optimization to secure a
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stable solution, a far deeper societal transformation must still take place. As the transforma-
tion undergoes, a deeper collaboration between the industries, the regions, and the electricity
providers will be needed to determine new operating standards that are beneficial to society.
These discussions must lead to updated agreements that truly reflect the upcoming challenge
and enable proactive, innovative solutions to be developed and support the transformation in
the right way.

5 Conclusions and future work
The prestudy proposed and developed a cloud-based decision-support platform to improve the
operating standards of energy-intensive industrial equipment. Achieving production goals while
minimizing their impact on the grid. To enable this, several AI algorithms were developed
and deployed to process internal and external information, providing suggestions through a
user interface delivered to the production team in charge of operating the melting furnace. An
end-to-end evaluation of the platform on independent data from the training set was used to
provide a baseline, which will support the improvements provided in future work. Finally, it was
discussed how there is a need for a societal change that, through agreements between regional
actors, could enable the application of similar solutions to reach productivity targets through
sustainable means.

Improving on the current solution, the city electricity consumption prediction model could
be improved by expanding the dataset. The current training data are limited to only covering
January to April 2025. By using a dataset that, at minimum, covers one full year, it would
enable the algorithm to more accurately predict seasonal patterns. To better capture the strain
on the regional grid, the city forecasting model could be trained on data that measures imports
from the regional grid only. In the current solution, meter data reflect total city consumption,
which can be supplied by both local generation and the regional grid. Using a data source that
only consists of energy from the regional grid would make the model’s prediction more relevant
to grid strain.

Further feature engineering could also improve the model prediction. A broader model
exploration to test whether alternative machine learning models outperform the current baseline
could result in a more accurate prediction. Another area of future work for the city prediction
model is to prioritize predicting peaks, as the current setup emphasizes full-time series accuracy,
but for the full solution optimization, a more accurate peak prediction could prove useful.
The plant consumption prediction model could benefit from additional data sources beyond
only historical electricity consumption. Incorporating signals from the plant that correlate to
the electricity consumption of the plant would add operational context and could improve the
predictive capability of the model.

By expanding the capabilities of the DES model, further refinements could lead to better
casting predictions. One approach would be to include production scheduling in the optimiza-
tion. The largest product variants, three times the weight of the smallest variant, could be
produced exclusively during the night, when grid utilization is low, which could be beneficial
from a grid utilization perspective. Another path for further research is connecting the price of
electricity to different parts of the day and incorporating that information into the optimiza-
tion process. Evaluating the price of electricity could lead to a reduced total cost if melting
is performed when the price is low. The decision to start melting is currently manual; a DES
model could be utilized to train an AI agent to automatically start melting when most beneficial,
taking the previously mentioned aspects into consideration. In addition to managing electrical
melting furnaces, this work could also be expanded to other energy-intensive processes, e.g., the
manufacturing of batteries for electric vehicles and power services.



The 12th Swedish Production Symposium
IOP Conf. Series: Materials Science and Engineering 1342 (2026) 012031

IOP Publishing
doi:10.1088/1757-899X/1342/1/012031

13

This case study serves as a foundation, conducted within an already electrified melt shop,
with the aim of preparing for a much larger and more ambitious project: theSPACE project,
funded by the European Commission Innovation Fund. In the current setup, operational flexi-
bility is limited because only one electric melting furnace and one holding furnace are available,
both operating at high utilization to ensure a continuous supply of molten iron for the casting
process. The next phase will focus on electrifying a larger melt shop — which features sev-
eral production lines and a wider range of products and variants — that currently operates
with carbon-based furnaces. As a result, the potential for energy optimization and operational
flexibility will be significantly increased. The concept and proof of concept developed in this
prestudy shall be used to improve the operating standards of the new melt shop and, further
on, other electrified energy-intensive processes in the global footprint of the Volvo Group.
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