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Abstract

Modern architectural visualization often relies on complex, server-side geometry engines
that prioritize precision over real-time interactivity. This study addresses a specific bottleneck
in the staircase manufacturing industry: a 10-second latency required to generate
high-precision 3D geometry from a backend engine. Such delays hinder the user experience
by making minor visual adjustments, such as material swaps or architectural visibility
toggles, computationally expensive and unresponsive.

To resolve this issue, this thesis proposes a client-side heuristic layer developed using
Three.js and React with TypeScript. Following the Design Science Research (DSR)
methodology, an artifact was created to perform Semantic Decomposition, automatically
deconstructing a unified, static mesh into an intelligent, hierarchical scene graph based on
naming conventions.

A key technical contribution is the implementation of Contextual Mesh Modification. By
identifying "wallplank" metadata, the system procedurally calculates coordinates to simulate
real-time floor-opening adjustments, bypassing the need for server-side recalculation.
Furthermore, the study analyzes the rendering trade-offs of high-fidelity glass; specifically,
how the removal of Screen Space Ambient Occlusion (SSAO) on transparent layers was
necessary to eliminate "black square" artifacts caused by depth-buffer contention in the
transmission pass.

The results demonstrate that by shifting the computational burden of material and spatial
logic to the client-side, the "time-to-interaction" is reduced from 10 000 milliseconds to
under 100ms. The prototype maintains a stable performance of >60 FPS, proving that
metadata-driven heuristics effectively bridge the gap between high-precision asynchronous
geometry and responsive web-based 3D visualization.



Sammanfattning

Modern arkitektonisk visualisering forlitar sig ofta pa komplexa, serversidiga
geometri-motorer som prioriterar precision framfor interaktivitet i realtid. Denna studie
adresserar en specifik flaskhals inom trapptillverkningsindustrin: en latens pa 10 sekunder
som kravs for att generera hégprecisions-3D-geometri fran en backend-motor. Sddana
fordréjningar hindrar anvandarupplevelsen genom att goéra mindre visuella justeringar,
sasom materialbyten eller andringar av arkitektonisk synlighet, berakningsmassigt tunga och
lAngsamma.

For att 16sa detta foreslar detta examensarbete ett klientbaserat heuristiskt lager utvecklat
med Three.js och React med TypeScript. Genom designvetenskaplig forskning (Design
Science Research, DSR) skapades en artefakt kapabel till semantisk dekomponering,
vilket automatiskt dekonstruerar en enhetlig, statisk mesh till en intelligent, hierarkisk
scengraf baserad pa namngivningskonventioner.

Ett centralt tekniskt bidrag ar implementeringen av kontextuell mesh-modifiering
(Contextual Mesh Modification). Genom att identifiera metadata for "wallplank" berdknar
systemet procedurellt koordinater for att simulera justeringar av golvoppningar i realtid, vilket
kringgar behovet av serversidiga omberakningar. Vidare analyserar studien
renderingsmassiga avvagningar for glas med hég naturtrogenhet, specifikt hur
borttagningen av Screen Space Ambient Occlusion (SSAO) pa transparenta lager var
nddvandig for att eliminera artefakter i form av "svarta fyrkanter", vilka orsakades av
konflikter i djupbufferten under transmissionspasset (transmission pass).

Resultaten visar att genom att flytta berakningsbérdan fér material- och rumslig logik till
klientsidan reduceras "tiden till interaktion" (time-to-interaction) fran 10 sekunder till under
100 ms. Prototypen bibehaller en stabil prestanda pa >60 FPS, vilket bevisar att
metadata-drivna heuristiker effektivt dverbryggar klyftan mellan asynkron
hdgprecisionsgeometri och responsiv webbbaserad 3D-visualisering.
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Introduction

In staircase manufacturing, precision is paramount; every millimeter must align with
structural safety and customer measurements. Consequently, companies often rely on
specialized, server-side geometry engines, often referred to as "black boxes" to generate
high-fidelity 3D models.

While these engines provide the necessary precision for manufacturing, they are
computationally intensive. In the context of this study, the backend process requires
approximately 10 seconds (Wolfshark, 2026) to generate and return a completed mesh. In a
modern web environment, this 10 second latency represents the absolute limit of human
attention beyond this threshold, users lose focus and the sense of direct manipulation is
broken (Nielsen, 1993). Research indicates that such delays lead to a significant increase in
session abandonment, as modern users equate system responsiveness with reliability
(Google, 2024). If a user wishes to simply change a wood texture, toggle the visibility of a
railing, or adjust a floor opening, waiting 10 seconds for a full server-side regeneration is
unacceptable.

Problem Statement

The core problem is the synchronized dependency on a high-latency geometry engine for
minor visual and spatial modifications. This dependency results in a fragmented user
experience and high server overhead. There is a critical need for an intelligent client-side
layer that can interpret "raw" static geometry and allow for real-time manipulation without
constant communication with the backend.

Research Question
This thesis aims to answer the following:

How can metadata-based heuristics be utilized to automatically segment and
transform a static, asynchronously generated 3D mesh into an intelligent,
hierarchical scene graph for real-time WebGL visualization?



Background

Procedural Geometry in Manufacturing

The current state of architectural visualization often relies on server-side procedural engines.
In staircase manufacturing, these engines (often referred to as "black box" systems)
calculate complex trigonometry and structural load requirements to generate a
production-ready 3D mesh. While this ensures high precision, the computational overhead
creates a 10 000 milliseconds latency between a user's input and the rendered result. This
delay is categorized as a high-latency asynchronous feedback loop, which is detrimental to
user engagement in modern web applications.

WebGL and Three.js Framework

To solve the latency problem, rendering must be shifted to the client-side. WebGL is a
JavaScript API for rendering high-performance interactive 3D and 2D graphics within any
compatible web browser without the use of plug-ins. Three.js is a high-level library that
simplifies WebGL development by providing a scene graph, lights, shadows, and material
systems. This study utilizes Three.js to manage the "Artifact" on the client-side
representation of the staircase.

Physically Based Rendering (PBR) and Transmission

Modern web-based visualization utilizes Physically Based Rendering (PBR) to simulate how
light interacts with surfaces. This rendering paradigm relies on defining explicit surface
properties, where albedo and roughness attributes dictate the color and micro-surface
details of materials like wood and metal. Additionally, transmission is a critical feature for
contemporary staircase design involving glass railings, as it simulates the physical property
of light passing through a material based on its physical Index of Refraction (IOR).

However, rendering transmissive materials in WebGL requires careful management of the
depth buffer. A major architectural challenge arises when post-processing effects, such as
Screen Space Ambient Occlusion (SSAO), attempt to write to the depth buffer
simultaneously with transmissive geometries. This depth-buffer contention routinely yields
severe visual defects, which commonly manifest as invalid shading patterns or "black
square" occlusion artifacts.



Semantic Decomposition and Scene Graphs

A standard export from a geometry engine is often a "flat" mesh where a single object
contains all vertices. To make this interactive, the mesh must be converted into a Scene
Graph. A Scene Graph is a hierarchical structure where individual parts (treads, railings,
handrails) can be manipulated independently. This study explores Heuristic Parsing, using
metadata and naming conventions to "break apart" the flat mesh into this intelligent
hierarchy without needing new data from the server.

Project Objectives and Technical Challenges

The operational execution of this research requires the client-side artifact to satisfy a series
of interconnected technical requirements. Fundamentally, the system must perform
semantic parsing and deconstruction through an algorithm that identifies and segments
unified meshes into distinct architectural sub-components based on material metadata. Once
parsed, these elements must be organized into a hierarchical scene graph that allows for
granular visibility control, such as toggling walls or ceilings to improve visual access
without altering the underlying master geometry.

To complement this hierarchy, the system must implement contextual camera navigation,
utilizing real-time bounding box analysis and camera interpolation to smoothly adjust the
focal point and optimize the field of view during sub-component modifications. Furthermore,
spatial normalization logic is required to automatically calculate local anchor points and
coordinate systems, ensuring consistent geometric positioning in the virtual scene.

Visually, the pipeline must leverage a local PBR material system to facilitate instantaneous
texture and material swaps directly within the browser. Finally, the system must deploy
heuristic spatial feedback via custom "wallplank" logic to procedurally simulate
localized architectural constraints, such as stairwell floor openings. This comprehensive
arrangement provides immediate graphical feedback to the user while high-precision
structural data continues to regenerate asynchronously on the backend.



Methodology

Goals and Scope

The primary goal of this research is to develop a prototype using Three.js and React with
TypeScript that acts as a comprehensive semantic parser. To achieve this, the artifact
must fulfill several core visual and technical objectives. First, it must successfully
deconstruct a unified mesh into logical sub-components, such as treads, railings, and
glass, by evaluating pre-established naming conventions. Second, the system needs to
enable local spatial logic, which specifically involves calculating dynamic floor-opening
dimensions via embedded "wallplank" metadata. Third, the project aims to optimize overall
visual fidelity by resolving real-time rendering conflicts, such as the prominent Screen Space
Ambient Occlusion (SSAO) induced artifacts found on transmissive materials. Ultimately, by
executing these processes locally, the scope is defined by reducing interaction latency
from a 10-second server baseline to under 100 milliseconds for all non-structural changes.

Research Strategy: Design Science Research (DSR)

This study utilizes the Design Science Research (DSR) framework, a paradigm focused on
the creation and evaluation of artifacts intended to solve identified organizational problems.
The "Artifact” in this research is the Three.js/TypeScript-based semantic layer. The
success of the research is evaluated by the artifact's ability to fulfill the technical objectives
and reduces the 10 000 milliseconds latency inherent in the backend geometry engine.

Development Process: Iterative Prototyping

The artifact was developed using an iterative and incremental prototyping model. This
approach ensured the establishment of a Minimum Viable Product (MVP), specifically the
core Semantic Parser and Scene Graph, early in the research cycle. Subsequent iterations
introduced advanced features, including the Interpolated Camera Navigation and the PBR
Material Pipeline, allowing for continuous testing and refinement.



Data Collection and Heuristic Analysis

The research data is derived from the structural analysis of 3D mesh exports provided by the
company’s geometry engine. For the artifact analysis, the primary data source consists of
unified mesh files containing embedded metadata. The researcher then conducted a
heuristic mapping process, evaluating naming conventions and material metadata to derive
a standardized rule-set.

These heuristics allow the parsing algorithm to automatically segment the geometry into a
functional hierarchy without requiring additional server-side processing. Because this
parsing layer operates as a single-pass, stateless interpreter, each optimization cycle is
entirely deterministic. The heuristic translation occurs as an isolated structural event upon
asset delivery, eliminating the possibility of temporal error accumulation or structural drift
during extended user sessions.

Evaluation and Verification Methods

To ensure scientific rigor, the artifact is systematically evaluated using three distinct
quantitative metrics. First, functional verification is utilized to measure the explicit accuracy
of the parsing algorithm by determining if the system correctly identifies one hundred percent
of the target treads and railings. Second, performance benchmarking is established to
monitor real-time rendering statistics, specifically targeting frame rate stability and memory
overhead to ensure the client-side experience remains consistently above 60 FPS. Third, a
comparative latency analysis measures the exact time-to-interaction required to visualize
an architectural modification locally versus the baseline latency of the backend server.



Results

As a result of this thesis,the developed prototype successfully demonstrated that shifting
architectural and spatial logic to a client-side Semantic Heuristic Layer eliminates the
high-latency bottlenecks inherent in traditional server-side geometry engines.

Quantitative Performance Results

The artifact effectively reduced the interaction time for all non-structural modifications to a
level that feels instantaneous to the human brain. Regarding latency transformation, the
computational execution time for material modifications dropped from a backend baseline of
~10500ms to a sub-millisecond heuristic execution average of 0.2ms. This represents a
99.9% improvement in responsiveness. It must be explicitly noted that this metric does not
represent an 'apples-to-apples' algorithmic comparison, as the backend engine executes
high-precision manufacturing calculations while the client-side layer executes a heuristic
approximation. Instead, this 99.9% improvement represents the reduction in
Time-to-Interaction (TTI) from a user-experience standpoint. By decoupling immediate
visual feedback from structural data regeneration, the architectural bottleneck is effectively
bypassed for non-structural modifications. As demonstrated via live runtime profiling, these
individual instance-locked material changes continuously execute between 0.1ms and 0.3ms
while preserving a deterministic rendering output of 60 FPS (Fig. A). By executing logic
locally, the "Time-to-Interaction" (TTI) is no longer dictated by network round-trips but is
instead synchronized with the hardware refresh rate (<16.7ms).
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A » THREE.WebGLRenderer: Texture marked for update but no image data found.
[DSR EVALUATION] Metric: Stability | Result: 68 FPS

A » THREE .WebGLShadk 5 ed. Using PCFShadowMap instead.
A » THREE .WebGLRendk

[DSR EVALUATION]

[DSR] Instance-Locked
A » THREE .WebGLShadowMap: PCFSoftShadowMap has cated. Using PCFShadowap instead.
A » THREE.WebGLRenderer: Texture marked for update but no image data found.

[DSR EVALUATION] Metric: Stability | Result: 68 FPS

cated. Using PCFShadowMap instead.

image data found.

ed. Using PCFShadowMap instead.
age data found.

[DSR] Instance-Locked material change Latency: .2008ms

Fig A. Browser console log displaying live runtime profiling of the client-side artifact, demonstrating sub-millisecond material change latency
(0.1ms — 0.3ms) and stable rendering performance at 60 FPS .

This architectural shift directly supported frame rate stability, as high-resolution monitoring
confirmed that the system maintained a consistent and fluid rendering cycle during user
interactions. . As captured in the runtime evaluation log (Fig. B). The frame rate exhibits
deterministic stability, consistently targeting the hardware refresh rate baseline of 59 to 60
FPS. Because the client-side heuristic updates consume a minimal portion of the 16.6ms
frame budget, the rendering pipeline avoids frame drops (stuttering). The initial single frame
registering at 0 FPS represents the localized initialization pass of the WebGL context before
the rendering loop catches. Once active, the sequential logged evaluations confirm that
visual feedback remains entirely fluid and non-blocking, directly fulfilling the technical



requirement for maintaining user "flow" during complex real-time configuration tasks
(Utsubo, 2026; MDN Web Docs, 2026).

[DSR EVALUATION] Metric: Stability | Result: @ FPS

[DSR EVALUATION] Metric: Stability | Result: 68 FPS
[DSR EVALUATION] Metric: Stability | Result: 59 FPS
[DSR EVALUATION] Metric: Stability | Result: 68 FPS

Fig B. Browser console output evaluating runtime rendering stability, demonstrating a consistent performance profile hovering at > 58 FPS during
interactive viewport cycles.

Furthermore, the system demonstrated absolute semantic accuracy, achieving a 100%
success rate in deconstructing unified CAD meshes into hierarchical scene graphs based on
the identified naming conventions. In this context, semantic accuracy is defined as the
system's ability to correctly interpret the architectural meaning and classification of metadata
string attributes (e.g., mapping a mesh string identifier to its correct logical component type)
without misclassification. This mapping process allowed for granular, metadata-driven
control over individual components, such as treads, risers, and wallplanks. This automated
client-side deconstruction eliminates the structural extraction overhead, completely
bypassing the server-side processing cycle which originally dictated the backend baseline of
approximately 10,500 ms (Wolfshark, 2026).

Fig C.The prototype interface showing the practical application of semantic accuracy, where the deconstructed scene graph elements are
exposed in the user interface for individual visibility toggling and procedural modification.

Technical Contributions

The research identified and successfully resolved two major technical challenges associated
with real-time web-based 3D visualization, establishing distinct contributions to client-side
spatial and graphical processing pipelines.

Heuristic Boundary Tracking for Contextual Mesh Modification

The first contribution involves Contextual Mesh Modification, where the system shifts
structural evaluation away from the server by extracting embedded metadata from
"wallplank" components to drive a local procedural simulation of floor openings. Traditional
approaches treat uploaded manufacturing meshes as immutable, forcing a network
round-trip for every spatial adjustment. This artifact circumvents that limitation by developing
a heuristic translation layer.



During the initial semantic parsing phase, the algorithm scans the incoming mesh hierarchy
for localized boundary anchors designated by structural metadata. When a user manipulates
spatial dimensions via the user interface sliders, the client-side layer does not simply scale
the geometry, instead it dynamically recomputes the vertex positions of the surrounding floor
opening array in real time based on these tracked wallplank anchor positions. By handling
the trigonometry and boundary constraints locally within the TypeScript execution thread,
users receive immediate visual confirmation in the viewport. This interactive simulation
effectively bridges the asynchronous feedback loop, allowing the user to remain engaged
without experiencing the 10-second latency penalty typically imposed by full-mesh server
regeneration.

Depth-Buffer Decoupling via Selective Rendering Masks

The second technical contribution addresses visual artifact reduction, specifically resolving
the "black square" occlusion defects caused by depth-buffer contention between Screen
Space Ambient Occlusion (SSAO) and transmissive materials. Because traditional SSAO
algorithms operate as a screen-space post-processing pass, they rely heavily on sampling
the standard depth buffer (Z-buffer) to calculate localized proximity shadowing
(Akenine-Moller et al., 2018). However, transmissive materials, such as the glass railings
critical to modern staircase design, introduce rendering ambiguity. These transmissive layers
must write fractional transparency and blended color values to the frame buffer, which
frequently causes them to either bypass standard depth-writing or overwrite valid depth
indices with glass boundaries. This depth-buffer contention inevitably corrupts the sampling
pass, producing invalid shading matrices that manifest as severe graphical defects.

To eliminate these rendering conflicts, the client-side artifact introduces a multi-pass depth
isolation framework utilizing a Selective Rendering Mask. This framework splits the
rendering pipeline into distinct, sequential logical phases, beginning with an opaque
geometry pass where the core structural components, such as treads, risers, and strings,
are rendered normally to write their exact positional coordinates to the standard depth buffer.
Following this, an SSAO occlusion pass triggers the ambient occlusion shader to sample this
clean, opaque-only depth buffer, applying accurate contact shadows exclusively to the solid
structures. Finally, a transmissive overlap pass executes where the transmissive glass
layers, having been selectively masked out during the initial shadow calculation, are drawn
onto the canvas only after the SSAO pass has fully concluded.

This selective pipeline completely decouples transmissive elements from the ambient
occlusion data stream, eliminating invalid depth samples at the source. As a result, the
application successfully maintains high architectural realism and pristine visual fidelity,
preserving the crystal-clear refraction of transmissive surfaces without sacrificing the rich,
shadowed depth of adjacent opaque geometries.

Summary of DSR Utility

While material swaps were executed in approximately 0.2ms, more complex procedural
geometry modifications, including the calculation of square-shaped, U-shaped and
L-shaped floor openings based on 'wallplank' anchors were completed in an average of



0.6ms. This confirms that even vertex-level manipulation via heuristics remains orders of
magnitude faster than the 10500ms server-side regeneration baseline. As captured via
empirical runtime benchmarking (Fig. D), these local coordinates are calculated dynamically
to update the viewport meshes without inducing computational lag.

=d. Using PCFShadowMap instead.

d. Using PCFShadomMap instead.

d. Using PCFShadowMap insteed.

d. Using PCFShadowMap instead.

Fig D. Demonstration of DSR utility and technical efficacy, showing real-time procedural modifications of a stairwell floor opening driven by local
wallplank anchors alongside a browser console log confirming a 0.5ms to 0.6ms geometric execution time.

This demonstrates Technical Efficacy by maintaining a stable 60 FPS refresh rate even
during active procedural geometry changes. Unlike traditional systems that treat geometry
as static once loaded, this artifact executes complex spatial logic, such as real-time
floor-opening adjustments, locally within the browser (Hevner et al., 2004). Furthermore, the
artifact provides a viable architectural alternative to centralized engines for non-structural
modifications, fulfilling the DSR requirement for creating "innovative, purposeful artifacts"
(Peffers et al., 2014).
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Analysis of the Results

The quantitative data confirms that the implementation of a client-side heuristic layer
successfully reduces the primary bottleneck of server-side geometry generation. The
analysis of these results centers on three key areas: human perception, system scalability,
and rendering trade-offs.

Perceptual Impact of Latency Reduction

The shift from 10500ms to 0.6ms is not merely a technical optimization, it represents a
fundamental change in user psychology. According to Nielsen (1993), 10 seconds is the
absolute limit for a user to stay focused on a task. By reducing interaction time to
sub-millisecond levels, the artifact moves the system from a "waiting state" to a "flow state,"
where the user perceives the software as an extension of their own intention rather than a
slow, external process.

Heuristic Accuracy vs. Manufacturing Precision

A critical finding of this analysis is that for non-structural modifications (such as material
swaps and floor opening visualization), synchronized high-precision CAD math is redundant
during the interaction phase. Fazil's distinction regarding non-equivalent operations
('apples-to-apples') highlights the core architectural trade-off of this thesis. The client-side
mesh operates as a performance-optimized heuristic representation, which is visually
indistinguishable to the user, allowing the high-latency backend to focus solely as the
asynchronous 'Source of Truth' for manufacturing verification.

Solving Depth-Buffer Contention

The elimination of "black square" artifacts through a Selective Rendering Mask highlights a
vital trade-off in WebGL. The analysis shows that post-processing effects like SSAO are
incompatible with transmissive materials when they share the same depth pass. By
decoupling these layers, the system achieves high-fidelity glass transparency without
sacrificing the shadowed depth that defines architectural realism. This proves that a
metadata-driven approach can solve complex rendering conflicts that a unified, "flat" mesh
cannot.
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Consider in Relation to Ethical, Environmental, and
Social Standards

The development of the client-side heuristic artifact carries several implications regarding
sustainability and accessibility within the architectural visualization industry.

Environmental Impact

By shifting the immediate execution of visual and spatial modifications from centralized
servers to the user's local hardware, the artifact contributes to Digital Sustainability. Although
high-precision server-side geometry calculations still occur asynchronously to generate the
final manufacturing data, the client-side layer mitigates server load during the exploratory
design phase. Traditional systems trigger high-intensity CPU cycles and continuous network
bandwidth for every incremental user interaction including minor, accidental, or discarded
adjustments. By batching or eliminating the need for real-time server regeneration during
active user experimentation, the system minimizes redundant data processing, thereby
reducing the cumulative carbon footprint of the server infrastructure (Google, 2024).

Social Standard and Accessibility

From a social perspective, the artifact promotes Democratization of Professional Tools.
High-precision CAD software often requires expensive licenses and high-performance
workstations. By providing a responsive, browser-based alternative that performs well even
on consumer-grade hardware, this research lowers the barrier to entry for small-scale
developers and clients. This enables a more inclusive design process where users can
engage with complex architectural data without specialized training or high-end equipment.

Ethical Considerations

The primary ethical consideration is the Transparency of Data Accuracy. While the
heuristic layer provides immediate visual feedback, it is essential that the system clearly
distinguishes between "interactive visualization" and "manufacturing-grade data." To
maintain ethical standards in construction and manufacturing, the artifact is designed to act
as a bridge, ensuring that while the user experiences real-time interactivity, the final
production specifications are still verified by the high-precision backend "Source of Truth."
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Discussion

The empirical findings of this research successfully demonstrate that implementing a
client-side semantic heuristic layer can effectively eliminate the high-latency bottleneck
inherent in traditional server-side geometry engines. By reducing the time-to-interaction from
a 10-second server baseline to a sub-millisecond local execution environment, this study
underscores a pivotal shift in web-based 3D visualization architecture. However, several
technical nuances, methodological boundaries, and architectural trade-offs warrant a deeper
critical analysis.

Algorithmic Decoupling and the UX Paradigm

As highlighted during the evaluation phase, the 99.9% performance improvement captured
in this study does not reflect a raw, apples-to-apples computational race between identical
algorithms. Instead, it exposes the massive utility of architectural decoupling. Traditional
systems anchor user interaction to high-precision manufacturing trigonometry, creating a
synchronized dependency on heavy server cycles. This artifact proves that for immediate
visual feedback (e.g., texture swaps and geometric bounding box adjustments), localized
heuristic approximations are visually indistinguishable to the human eye while keeping the
user firmly within a cognitive "flow state". The heavy server-side processing is not
eliminated; rather, it is relegated to an asynchronous background task acting purely as the
final "Source of Truth" for manufacturing data. This dual-layer approach effectively balances
immediate responsiveness with mechanical precision.

The Fragility and Determinism of Semantic Metadata

The operational success of the Semantic Parser relied entirely on pre-established naming
conventions embedded within the exported CAD meshes, yielding a 100% functional
verification rate in this specific enterprise pipeline. While this high accuracy proves that
structural metadata is an exceptionally powerful lever for browser-based segmentation, it
simultaneously introduces a clear systemic vulnerability. The client-side artifact is tightly
coupled to the naming discipline of the upstream CAD engineers or export presets. Any
deviation, typo, or structural omission in the asset’s naming conventions would cause the
parser to fail to generate the necessary scene graph hierarchy. However, because the
developed heuristic layer operates as a single-pass, stateless interpreter, it introduces zero
runtime overhead and completely avoids temporal error accumulation or structural drift
during prolonged user interaction.

Rendering Pipelines and Material Trade-offs

Resolving the depth-buffer contention between Screen Space Ambient Occlusion (SSAO)
and transmissive materials represented a significant graphical contribution of this thesis. The
standard screen-space post-processing pipeline proved structurally incompatible with
transparent elements when forced into a unified depth pass, routinely yielding severe "black
square" artifacts. By engineering a multi-pass depth isolation framework with Selective
Rendering Masks, this study successfully decoupled transmissive elements from the
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ambient occlusion data stream. This architectural trade-off demonstrates that
metadata-driven scene graphs allow for granular rendering controls that flat, unified meshes
simply cannot support, achieving pristine physical realism without sacrificing interactive
performance.

Limitations and Future Work

A primary limitation of this research is its narrow operational scope, which focused strictly on
highly structured, predictable staircase geometry and its corresponding localized "wallplank"
anchors. Future work should investigate whether these metadata-driven heuristic models
can be successfully scaled to handle more complex, unaligned, or organic architectural
forms. Additionally, exploring automated machine-learning classification layers to predict
architectural component types when naming conventions are absent or corrupted remains a
compelling avenue for future digital-sustainability research
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Conclusion

This thesis successfully addressed the high-latency bottleneck inherent in traditional,
server-side geometry engines within the architectural visualization sector. By introducing a
client-side heuristic layer powered by Three.js, React, and TypeScript, the research
demonstrated that decoupling immediate user interaction from heavy backend
manufacturing calculations is not only viable but highly effective.

Empirically, the developed artifact achieved a profound architectural transformation, reducing
user time-to-interaction from a 10 000 ms server baseline to a sub-millisecond local
execution environment (0.2—0.6 ms) while maintaining a stable performance profile of 60
FPS. Through semantic decomposition and contextual mesh modification, the system
proved that localized, metadata-driven interpretations can simulate complex geometry
alterations, such as floor-opening adjustments, without inducing structural drift or runtime
overhead.

Ultimately, this study successfully bridged the gap between professional engineering
precision and web-based interactivity. By shifting the exploratory design phase to the client
side and retaining the centralized server strictly as an asynchronous source of truth, the
proposed architecture minimizes redundant server cycles and network bandwidth. This
contribution establishes a scalable, responsive, and digitally sustainable paradigm for
modern web-based CAD systems and interactive architectural configurations.
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