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A B S T R A C T

Virtual avatars have gained increasing attention in Extended Reality
(XR) research because of their potential to support social presence,
communication, and engagement in immersive environments, where
scene-aware and believable avatar behavior is desirable. This thesis
investigates how text-generated human motion can be grounded into
executable avatar actions in a Unity environment representing XR
scenarios. To address this problem, the work integrates three separate
modules consisting of intent reasoning with a Large Language Model
(LLM), 3D affordance grounding, and text-to-motion generation.

The modular frontend-backend pipeline captures object semantics,
point clouds, and avatar state in Unity, processes these inputs on a
backend server, and returns generated motion for retargeted avatar
execution. The system was evaluated on sitting and lying interactions
with chairs, benches, and beds using latency measurements, Root
Mean Square Error (RMSE), semantic action quality, and perceived
motion quality.

The results show that the pipeline can translate scene data into ex-
ecutable avatar actions within an interactive response range, while
remaining contact artifacts indicate that single-target grounding is
not sufficient for fully natural avatar-object interaction. This study
demonstrates both the feasibility and limitations of combining LLM
reasoning, affordance detection, and text-to-motion generation for
grounded avatar interaction. The findings highlight the need for stronger
object-conditioned motion generation, explicit user intent, and richer
interaction constraints to improve robustness in future XR avatar sys-
tems.
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1
I N T R O D U C T I O N

Virtual agents play a central role in enhancing user interaction. Re-
cently, social presence has gained attention as an important research
topic within Extended Reality (XR) [4][23][54]. XR, which encom-
passes both Virtual Reality (VR) and Augmented Reality (AR), allows
users to choose and switch between VR and AR based on their pref-
erences [36].

Previous studies show that users can form social connections with
these agents, suggesting that meaningful interaction with virtual agents
is essential for an immersive experience by creating a sense of pres-
ence and engagement [6]. These agents can perform a wide range
of tasks and can be applied across multiple domains, such as educa-
tion, healthcare, and human resources [54][57]. To support immersive
interaction, virtual agents must also be able to generate realistic ani-
mations that re�ect their intended actions.

Recently, Large Language Models (LLMs) have been used as high-
level reasoning components for agents, as they have demonstrated the
ability to perform generalized reasoning across different tasks [31][51][67].
Previous work has shown that LLMs can connect language, percep-
tion, and action in embodied systems [51]. In this thesis, an LLM
is used as a reasoning component that maps object information to
interaction-related motion intent, evaluated in a virtual environment
representing XR scenarios.

In parallel, affordance detection has become increasingly relevant
in XR environments and remote collaboration systems [14][31][33].
An affordance refers to an action opportunity offered by an object or
environment [17]. In this thesis, affordance detection refers to identi-
fying actionable regions of objects within 3D environments that can
support avatar interactions, such as sitting or lying. Prior research on
affordance detection can be grouped into two directions, including
approaches based on RGB-D images and methods that operate di-
rectly on 3D point cloud representations [31]. Despite recent progress,
affordance detection remains challenging due to limitations in prede-
�ned affordance categories [67] and the computational requirements
needed for real-time performance in complex scenes [58].

Although signi�cant progress has been made independently in LLM
reasoning, affordance detection, and motion generation, their inte-
gration into a uni�ed and reliable framework for real-time avatar-
object interaction in XR remains an open challenge. Such interaction
requires not only perception and decision-making, but also the ability
to generate physically plausible and adaptable human motion while
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2 introduction

maintaining spatial grounding and execution reliability. To address
this challenge, this thesis proposes a pipeline that integrates LLM-
based reasoning, affordance detection, and animation generation. By
combining these components, the goal is to enable virtual avatars in
simulated environments designed to support future XR implementa-
tions in a grounded, �exible, and executable manner.

1.1 limitations

To evaluate the feasibility of the proposed pipeline, a limited set of in-
teraction scenarios is considered. Speci�cally, this system is restricted
to two interaction types: sitting and lying, performed in relation to
three objects: a bench, a bed, and a chair.

These interaction types represent common and clearly de�ned full-
body human-object interactions that require both semantic reasoning
and precise spatial grounding. In particular, they provide a suitable
test of whether the system can identify an appropriate interaction tar-
get and generate a plausible body motion relative to that target. The
selected objects were chosen because their affordances are intuitive
and strongly associated with the corresponding actions.

The purpose of this limitation is to simplify the experimental setup
and allow a controlled evaluation of spatial grounding, motion ex-
ecution, and system latency. By limiting the number of interaction
types and object categories, the study can focus on analyzing the inte-
gration between the LLM planner, affordance detection, and motion
generation model.

However, this also means that the proposed system is not evaluated
on the full range of possible affordances or human-object interactions.
More complex interactions, such as manipulation tasks or multi-stage
actions, are outside the scope of this work and remain an area for
future research.

1.2 problem formulation

The main goal is to integrate LLM-based reasoning, an animation gen-
erator, and an affordance detection model to enable a virtual avatar to
interact with scene objects while maintaining accurate spatial ground-
ing. This integration introduces several challenges. Motion genera-
tion models are not always accurate and are often not designed for
object-centric interaction, which makes reliable execution dif�cult. Al-
though existing motion generation models have shown promising re-
sults, identifying a model that enables consistent and reliable execu-
tion in object interaction scenarios remains challenging. One limita-
tion of these models is that the generated motion is constrained by
the characteristics of the motion data used during training. This can
limit their ability to adapt to object-speci�c spatial requirements.
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Affordance detection also has limitations. Limited training data
for functional and interaction-related scene understanding can re-
duce model performance and generalization [70]. As a result, the sys-
tem's ability to adapt to different real-world scenarios or respond to
changes in the operating environment may be reduced.

1.3 research questions

Enabling grounded object interaction through an end-to-end pipeline
remains challenging in interactive virtual environments. This work
explores whether such interaction can be executed in Unity by in-
tegrating existing LLM reasoning, affordance detection, and text-to-
motion (T2M) components.

To validate the proposed system, the project addresses the follow-
ing research questions:

1. RQ1: How can existing LLM-based intent reasoning, affordance
target estimation, and motion synthesis be integrated into an
end-to-end executable pipeline for scene-aware avatar interac-
tion in Unity?

2. RQ2: What is the spatial accuracy of the generated motion rela-
tive to the predicted affordance target?

3. RQ3: How can the system interpret object semantics and scene
context to select an appropriate action for motion generation?

4. RQ4: Does the retargeted motion preserve visual �delity during
object interaction?

1.4 contribution and novelty

This thesis investigates how text-generated human motion can be
grounded into executable avatar actions within interactive virtual en-
vironments. The work focuses on integrating modern motion-generation
models with a real-time game engine while enabling spatial reason-
ing and interaction with the environment. The main contributions are
summarized as follows:

• Novel System Architecture: Design and development of a mod-
ular framework that bridges text-driven motion generation and
spatial grounding with real-time avatar execution in interactive
environments. The architecture integrates a Unity-based client
with external machine learning components, enabling gener-
ated motion sequences to be translated into executable avatar
actions.

• Pipeline Analysis: An in-depth analysis of a multi-component
pipeline. The study examines how these components interact
within a uni�ed system and evaluates their impact on overall
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system latency and responsiveness. This analysis provides in-
sights into the challenges of combining LLMs with spatial per-
ception and real-time data communication, highlighting poten-
tial bottlenecks in complex interactive pipelines.

• Data Reconstruction: Implementing a raycast-based approach
to approximate the object geometry input required by the af-
fordance detection model. The reconstructed point cloud pro-
vides a controlled representation of the object surface, enabling
repeatable evaluation of the pipeline and supporting future re-
placement with depth or scene data in an XR implementation.



2
R E L AT E D W O R K S

This chapter reviews prior work related to language-driven interac-
tion. The focus is on methods that connect natural-language intent,
scene understanding, affordance grounding, and human motion gen-
eration. The reviewed literature is used to position this thesis in rela-
tion to existing work and to derive design requirements for a modular
pipeline in avatar interaction.

2.1 human-object interaction and motion generation

The work by Li et al., "Task-Oriented Human-Object Interactions Gen-
eration with Implicit Neural Representations" (TOHO) is closely re-
lated to this thesis because it addresses how human motion can be
synthesized in relation to objects and task goals [38]. Their method
generates complete task-oriented human-object interaction sequences
from inputs such as task, object, and target position. The method �rst
estimates the object's �nal state, then generates grasping key poses,
in�lls the motion between them, and �nally estimates object motion.
These methods are generally not designed around real-time execu-
tion, and they do not necessarily guarantee that the �nal pose remains
correctly aligned after motion retargeting [38].

T2M generation has become an important direction for synthesiz-
ing human motion from natural language. Existing approaches in-
clude neural, diffusion-based, and language-guided models that gen-
erate motion sequences compatible with human body representations
[20][51][60]. Early work in this area demonstrated that textual descrip-
tions can be mapped to human motions [3]. However, standard T2M
models typically focus on producing plausible motion clips and are
less concerned with whether the generated motion reaches a speci�c
object region in a 3D scene.

A related research direction focuses on physically grounded mo-
tion generation. Closing the Loop between Simulation and Diffusion
(CLoSD) combines a target-conditioned diffusion planner with a physics-
based tracking controller to support task-oriented motions such as
sitting and standing [61]. This illustrates the value of combining plan-
ning and control when interaction requires physical plausibility. In
contrast, physics-based approaches can introduce additional system
complexity, which may be dif�cult to integrate into XR prototypes.
This motivates investigating whether a more modular pipeline can
provide useful interaction behavior while keeping each stage measur-
able.
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6 related works

Overall, prior work in human-object interaction and motion genera-
tion shows that modern methods can synthesize expressive and task-
oriented motion. Many approaches either assume that the interaction
target is already known, rely on of�ine processing, or do not expose
intermediate outputs that can be evaluated independently. This thesis,
therefore, treats motion generation as only one part of a broader inter-
action pipeline, where intent reasoning and affordance-based target
grounding are also necessary components.

2.2 scene grounding and affordance detection

For an avatar to interact with objects in a 3D environment, recogniz-
ing object categories is not suf�cient. The system must also determine
where on an object a given interaction can take place. Affordance de-
tection addresses this problem by identifying interaction-relevant re-
gions, such as surfaces that support sitting or lying [46]. This makes
affordance detection important for spatially grounded avatar inter-
action, since the output can be used to select candidate targets for
downstream motion generation.

Existing affordance detection methods can be broadly divided into
approaches that learn from human interaction data and approaches
that operate directly on 3D scene or object representations [46]. Interaction-
data-driven methods use observed human-object interactions as su-
pervision, which can provide strong functional cues about how ob-
jects are used. For example, affordances can be transferred from 2D
human-object interactions into 3D object representations, allowing hu-
man interaction cues to guide the identi�cation of functional object
regions [67]. Such methods depend on pre-collected interaction data
and are not necessarily designed for real-time inference in an interac-
tive XR system.

Egocentric affordance learning extends this direction by estimating
affordances from �rst-person interaction observations in 3D scenes [40].
This direction is relevant for XR, where interaction is often experi-
enced from an embodied viewpoint, and the system must interpret
nearby objects as possible actions from the perspective of a user or
avatar. However, such methods often depend on paired interaction
observations and 3D scene data, which can introduce additional com-
putational, spatial-alignment, and cross-modal alignment complex-
ity [39][40].

Another direction uses vision-language models for affordance rea-
soning in 3D environments [9]. These methods increase �exibility by
allowing systems to reason about interaction possibilities from tex-
tual descriptions, rather than only from a �xed set of object categories.
The trade-off is that language-driven reasoning can add uncertainty
and may require additional validation before the result is used as a
spatial target for motion execution.
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Compared with object classi�cation, affordance detection provides
more useful information for interaction because it identi�es action-
able regions rather than only object labels. Affordance detection alone
does not determine the complete action to execute, nor does it ensure
that the selected region is reachable, aligned with the avatar, or suit-
able for a particular generated motion. This thesis uses affordance
grounding as an intermediate stage between intent reasoning and
motion execution, rather than as a complete interaction solution.

2.3 language-based intent reasoning for embodied in-
teraction

Natural-language input allows users to specify interaction goals with-
out manually selecting objects, actions, or target positions. However,
downstream modules such as affordance detection and motion gen-
eration require more structured information than free-form text. The
language component, therefore needs to transform user intent into
an action-relevant representation, such as an action type, object refer-
ence, and target constraints.

Robotics research provides important examples of how language
can be connected to grounded action. The study "Do As I Can, Not As
I Say" (SayCan) combines language-model reasoning with affordance
scores by selecting skills that are both useful for a language instruc-
tion and feasible in the current environment [29]. This is relevant to
the present thesis because it separates semantic appropriateness from
physical feasibility. The same distinction is useful for avatar interac-
tion with objects. The instruction may be semantically clear, but still
requires validation against available objects and interaction regions
in the scene.

VoxPoser further demonstrates how large language and vision-language
models can infer affordances and spatial constraints from language
by composing 3D value maps for robotic motion planning [27]. This
shows the value of representing language-derived intent as spatial
constraints that can guide downstream planners. Although VoxPoser
targets robotic manipulation rather than avatar animation, it supports
the broader idea that language should be grounded into explicit spa-
tial representations before execution.

LLMs can also be connected directly or indirectly to motion gen-
eration. The GPT-Connect framework uses an LLM as a training-free
connector between scene context and a motion generator [51]. This
demonstrates the potential of using language models to bridge se-
mantic understanding and low-level generation without retraining
the motion model. Approaches that rely on free-form language-model
outputs can be dif�cult to reproduce and evaluate unless the output
is constrained into a structured format.
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For this thesis, the most relevant role of a language model is not
to generate the �nal motion directly. Instead, the language model is
better treated as an intent interpretation module that produces struc-
tured outputs for later stages. This improves controllability because
the system can separately inspect whether an error originated from
intent parsing, affordance grounding, target selection, or motion exe-
cution.

2.4 modular scene-aware interaction pipelines

Recent work on scene-aware interaction generation shows a shift from
isolated motion synthesis toward pipelines that combine language,
scene context, planning, and motion generation. This direction is highly
relevant for XR avatar interaction because a believable interaction re-
quires both semantic understanding and spatial alignment.

The study by Wang et al. uses affordances as an intermediate repre-
sentation between scene geometry and motion generation [66]. This
is important because it shows that affordance representations can
bridge the gap between high-level language grounding and low-level
motion synthesis. Rather than generating motion directly from text
alone, the scene is �rst interpreted in terms of possible interactions.
This supports the design choice in this thesis to separate affordance-
based target grounding from motion execution.

Text-guided scene interaction synthesis has also been explored through
pipelines that decompose interaction into stages such as pose ex-
traction, pose placement, path planning, and motion generation [60].
This decomposition is useful because it makes the interaction process
more interpretable than a single black-box model. It also shows that
pose placement can act as a bridge between semantic understanding
and spatial reasoning in a 3D scene. Such pipelines are commonly
designed for of�ine synthesis and can be computationally expensive
for online XR use.

Control-driven approaches, such as DART-style language-to-control
(DartControl), connect high-level intent to low-level motion control [71].
These approaches are relevant because they show how language or
task speci�cations can be transformed into executable control signals.
They assume that targets or scene constraints are already available.
This differs from the problem addressed in this thesis, where the sys-
tem must also infer a suitable interaction target from the scene.

Affordance-based interaction has also been applied to online full-
body behavior. Liu et al. demonstrate that affordance representations
can support real-time humanoid reaction synthesis in social interac-
tion settings [41]. Although this work focuses on human-humanoid
interaction rather than object-based avatar control, it supports the
broader argument that affordances are useful intermediate represen-
tations for real-time interaction-aware motion.
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Together, these works suggest that modularity is valuable when in-
teraction requires both semantic reasoning and spatial execution. A
modular pipeline allows each stage to be evaluated separately, which
is particularly useful in an XR setting where failures may arise from
language interpretation, affordance detection, target alignment, retar-
geting, or motion execution.

Table 1 summarizes the reviewed work according to four criteria
that are central to this thesis. The comparison shows that most prior
work addresses only parts of the complete problem, whereas this the-
sis combines these components into an executable avatar pipeline.

Work Affordance Reasoning Real-Time Motion Generation

TOHO [38] Yes No No Yes

CLoSD [61] No No Yes Yes

OpenAD [46] Yes No Yes No

GPT-Connect [51] No Yes No Yes

MoveAsYouSay [66] Yes No No Yes

DartControl [71] No No Yes Yes

Interactive
humanoid [41]

Yes No Yes Yes

Text-guided scene
interaction synthesis [60]

Yes Yes No Yes

This thesis Yes Yes Yes Yes

Table 1: Comparison between related work and the proposed thesis
pipeline.





3
B A C K G R O U N D

3.1 unity game engine

Unity is among the most popular game engines in the industry, de-
veloped by Unity Technologies. It offers a range of bene�ts, including
optimized performance, ef�cient resource management, and scalabil-
ity. Unity's modular architecture, combined with tools like the Uni-
versal Render Pipeline and High De�nition Render Pipeline, facili-
tates performance optimizations that can be scaled to meet different
requirements [7].

Since its release in 2005, Unity has been commonly used for game
development, VR experiences, simulations, and other interactive ap-
plications. Its user-friendly interface and cross-platform compatibility
make it an accessible choice for developers with different levels of ex-
perience [7]. Unity supports C# and is compatible with XR platforms
such as Oculus, Meta Quest, and ARCore [43][52].

For VR development, Unity plays a signi�cant role by offering fea-
tures for physics simulation, animation, real-time rendering, and user
interaction [7][52]. A key feature utilized in this thesis for develop-
ing the pipeline is Animation Rigging, which is particularly valuable,
as it will be used to rig the avatar. Additionally, Unity's asset store
enhances the development process by providing a wide range of pre-
built components, plugins, and themes [52]. This feature is bene�cial
for creating a scene with furniture to test the simulation, streamlin-
ing the design and testing phases. In Unity, furniture is modeled as
a GameObject and comprises functional components that de�ne and
control its behavior.

3.2 human motion and avatar representation

This section introduces the human body and motion representations
used to execute generated motion as avatar animation. The pipeline
relies on a skeletal avatar representation, where the body is repre-
sented by joints, bones, and a skinned mesh. Skinned Multi-Person
Linear (SMPL) provides the underlying body model used to repre-
sent the avatar shape and skeleton, while rigid-body transformations
explain how the avatar's global placement, joint orientations, and lo-
cal bone rotations are represented during playback.

11



12 background

3.2.1 Skinned Multi-Person Linear

In recent years, the need for realistic and expressive human body
modeling has grown in various �elds, including animation in VR,
game development, and movie production [8]. One widely used model
for representing human body shape and pose is the SMPL, developed
by Loper et al. [42], which has been applied in a wide variety of T2M
models [8][20][61][71]. SMPL is a 3D human body model designed
to represent realistic human body shape and pose while remaining
compatible with standard animation and rendering pipelines [42].

The SMPL model separates the human body representation into
shape and pose. A blendshape is a prede�ned mesh deformation rep-
resented as vertex offsets from a neutral template mesh [42]. In SMPL,
shape parameters control shape blendshapes, which describe identity-
dependent body variation, such as differences in height, weight, and
body proportions. Pose parameters describe the rotations of the body
joints, while pose blendshapes correct deformation artifacts caused
by joint rotations before skinning is applied. SMPL also includes a
joint regressor that predicts joint locations based on the current body
shape. This is important because different body shapes have different
joint positions, and each joint is represented by its 3D location in the
rest pose, as shown in Figure 1. The SMPL model uses a mesh with
6890 vertices and a skeletal structure with 24 joints, where the �nal
posed body is produced by applying blendshapes and then skinning
the mesh using the estimated joint locations [42].

Figure 1: A human skeleton represented as a hierarchy of 24 joints, shown
as white dots. The kinematic tree de�nes the parent-child relation-
ships between the joints [42].

Additionally, SMPL provides a realistic but still practical founda-
tion for animating a human body in a game engine environment.
Since SMPL is based on standard skinning and blendshapes, it can
be exported and used in common tools such as Unity, Blender, and
Unreal Engine. The paper also states that the SMPL model can be
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used to perform fast animation on a CPU with standard rendering
engines, making it suitable for real-time applications [42].

3.2.2 Rigid-Body Transformations

Rigid-body transformations describe how an object or body segment
is positioned and oriented in 3D space [50][64]. In avatar animation,
this is important because a full-body motion can be represented as
a combination of global root motion and local joint motion. The root
transform de�nes the global position and orientation of the character
in the scene, while the remaining joints are evaluated relative to the
skeletal hierarchy [64].

To apply motion consistently to a skeleton, avatar animation typi-
cally relies on a reference pose, often represented as a T-pose [53][64].
This reference pose de�nes the neutral con�guration of the skeleton,
including the parent-child relationships between joints and the initial
directions of the bones, as shown in Figure 1. These reference direc-
tions provide the basis for computing how each bone should rotate
from the neutral pose toward the target pose during animation.

Rotations in skeletal animation are often represented using quater-
nions because they provide a compact representation of 3D orienta-
tion and can be applied along a skeleton hierarchy [34][64]. A quater-
nion represents a rotation using an axis of rotation and a rotation
angle, which makes it suitable for describing how a bone should ro-
tate relative to its parent joint [50]. However, rotation representations
also have practical limitations. Pravdová et al. note that traditional
representations such as Euler angles and quaternions can introduce
ambiguity or discontinuities, which may affect learning-based sys-
tems [50].

Within the retargeting stage in this work, quaternions are used to
compute and apply bone rotations rather than serving as the learned
output representation. Kang et al. use quaternions for real-time mo-
tion retargeting from captured human joints to a virtual character,
where joint points are matched to skeleton segments and bone rota-
tions are transferred to the target model [34]. This is closely related
to the retargeting strategy used in this work, where generated joint
positions are converted into local bone rotations by comparing target
joint directions with bind-pose directions.

Reference poses are also important in motion retargeting because
they de�ne the neutral skeleton con�guration from which bone di-
rections and joint relationships can be derived. As illustrated in Fig-
ure 2, Villegas et al. show how bones can be rotated from a T-pose
reference skeleton toward a target pose using quaternion-based joint
rotations [64]. Similarly, Rekik et al. use a target body shape in T-pose
as the reference con�guration when transferring motion to a new sub-
ject [53]. In the implemented Unity retargeting stage, the avatar bind
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pose serves the same practical role by providing the reference bone
directions used during retargeting.

Figure 2: Quaternion-based rotation of bones from a T-pose reference skele-
ton toward a target pose [64].

3.3 geometric 3d representations

Geometric 3D representations play an important role in many com-
puter vision and graphics applications. Two commonly used formats
for representing spatial geometry are point clouds and meshes, visu-
ally in Figure 3.

Figure 3: The two types of 3D data are point cloud in the left image, and a
mesh in the right image [24].

Point clouds can be generated from RGB-D data to represent 3D
scene geometry. In this representation, objects are described as a col-
lection of points in 3D space. Each point corresponds to a spatial co-
ordinate and may also contain additional attributes such as color or
intensity values [24]. These points are often sampled from the surface
of an object and can be generated through several methods, includ-
ing Light Detection and Ranging (LiDAR) scanning, stereo vision sys-
tems [24], or raycasting [37]. Because of their �exibility in represent-
ing spatial information, point clouds are widely used in applications
such as object recognition, robotics, and affordance detection [24][46].

While point clouds represent geometry as individual points, meshes
provide a structured representation of 3D objects or surfaces. A mesh
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consists of vertices, where each vertex represents a point in 3D space,
and these vertices are connected by edges and faces to form triangular
surfaces that approximate the shape of an object. This representation
enables surface modeling and is therefore widely used in computer
graphics, animation, and simulation environments. In computer vi-
sion and computer graphics, mesh data is commonly used for tasks
such as object segmentation and visual rendering [24].

3.4 3d affordance grounding in point clouds

Affordance detection applies Gibson's idea of action opportunities
to observed 3D scene geometry [17]. In interactive 3D settings, this
means predicting where an action can be performed on an object.
For example, a semantic intent such as sittable can be grounded to a
spatial target on an object surface that an avatar can act on.

Point clouds are a practical representation for this type of affor-
dance grounding because they encode geometry directly in 3D space,
which matches the representation needed for physical interaction.
The input geometry is represented as a point cloud C,

C = fp 1 , p2 , : : : , pn g, pi 2 R 3 , (1)

where n denotes the number of points in the point cloud and each
point p i 2 R 3 represents a 3D coordinate in the extracted scene ge-
ometry.

OpenAD relates the point cloud C to natural-language affordance
queries. These queries are represented as an affordance label sequence
Laff ,

Laff = fl aff,1 , laff,2 , : : : , laff,m g, (2)

where m is the number of queried affordance labels and each l aff,j ,
for j = 1, : : : , m, is a text label or phrase describing an affordance.
Open-vocabulary means that the model can be queried with labels
at test time that differ from those seen during training. Conceptually,
OpenAD aligns per-point features from C with text embeddings from
Laff to produce point-wise affordance scores, which can be interpreted
as a 3D heatmap over the point cloud for a queried affordance [46].

Grounding speci�es how an affordance query is mapped to a spa-
tial target for action. Affogato de�nes affordance grounding as local-
izing the relevant region of an object for a natural-language inter-
action description and highlights that this localization is often am-
biguous [35]. Objects may support multiple valid interaction regions,
boundaries between usable and unusable areas may be indistinct, and
different descriptions may reasonably refer to different parts of the
same object. These properties matter for evaluation because they sug-
gest that assuming a single correct point can oversimplify the task.
Affogato also highlights limitations in earlier 3D affordance datasets,
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including incomplete coverage of valid interaction areas and sparse
point cloud sampling, which can affect both training and evalua-
tion [35].

Recent work has also explored instruction-driven affordance pre-
diction, where longer natural-language instructions are used to infer
affordance regions rather than selecting from a small �xed label set.
3D-AffordanceLLM follows this direction by coupling instruction rea-
soning with 3D affordance localization, predicting a token that is de-
coded into an affordance mask, re�ecting a trend toward integrating
language reasoning more directly into 3D perception [9].

3.5 scene understanding and intent reasoning

Scene understanding for interactive avatars requires more than object
recognition. An object label such as chair describes what is present,
but it does not specify an interaction. Intent reasoning converts such
scene semantics into an interaction intent that can be executed, for
example selecting a sitting intent for a chair rather than a locomotion
or contact-free action. Recent scene interaction systems increasingly
separate semantic reasoning from motion synthesis by using interme-
diate representations that connect scene context, language and inter-
action decisions [51][60][66]. In some cases, LLM-based components
are used to infer scene-relevant guidance from text and scene con-
text [51][60], while other approaches use scene affordance as an in-
termediate representation between language grounding and motion
generation [66]. To support such reasoning, interaction intent must
be represented in a form that downstream motion systems can exe-
cute [51][60][61][66].

A practical way to make intent executable is to express it as a small
structured control speci�cation rather than relying on free-form text
alone. One practical formulation separates (i) an interaction query
for spatial grounding, (ii) a target joint as the avatar-side control ref-
erence, and (iii) a short motion prompt for semantic and stylistic con-
ditioning. The grounding query speci�es the type of actionable re-
gion that should be localized in 3D, such as sittable, and can then
be consumed by a 3D affordance grounding component [46]. The
target joint speci�es which body joint is intended to align with the
grounded target during execution, for example pelvis for sitting or
a hand for reaching. This joint-target view is consistent with control-
lable motion systems that explicitly condition motion generation on
target locations for selected joints and treat joint-level control as an ef-
fective mechanism for interaction and navigation in 3D [49][61]. The
motion prompt provides a compact natural-language description of
the intended interaction, which aligns with text-driven control liter-
ature where text captures action semantics while additional signals
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provide the geometric constraints needed for precise spatial behav-
ior [61][71].

This separation also clari�es what intent reasoning does not pro-
vide. The intent output is semantic and symbolic, not geometric. In
particular, it does not determine the 3D coordinate of the interaction
point or region. Instead, it speci�es what interaction should occur and
which avatar control handle should align, leaving the where decision
to an explicit 3D grounding component. This division is consistent
with broader text-guided interaction pipelines where text describes
the task, while explicit spatial conditioning or grounding mechanisms
provide the geometric constraints required for accurate scene interac-
tion [61][66][71].

3.6 goal-conditioned text-to-motion control

Text descriptions provide a convenient interface for specifying avatar
behavior because they express intent in a natural form. A prompt
such as "sit down on the chair" communicates the interaction category
and often also the style, but it does not by itself specify the spatial
context needed to execute the instruction in a 3D scene. This makes
goal conditioning, state-conditioned generation, and closed-loop exe-
cution important when language is grounded to a target location.

A motion in T2M generation is represented as a plausible full-body
motion sequence conditioned on a natural language prompt [3][21].
Let Tmot denote the sequence length, let J denote the number of joints,
and let d denote the dimensionality of each joint representation. A
motion sequence M is de�ned as

M = (Y 1 , Y2 , : : : , YTmot ), Yt 2 R J�d . (3)

where Yt denotes the full-body motion frame at time step t, for
t = 1, : : : , Tmot . This representation de�nes the basic output of T2M
models and provides the notation used in the controlled formulations
that follow. While this formulation de�nes the motion output, it does
not by itself describe how spatial constraints are incorporated during
generation.

A key limitation of text-only conditioning is that language often
under-speci�es the spatial context required for interaction. In an inter-
active scene, the same prompt can correspond to multiple valid spa-
tial outcomes depending on object placement and the user's perspec-
tive. This motivates controllable T2M, where generation is guided by
an explicit control signal U that constrains the motion beyond what
is described by text alone [49][71]. For interactive execution, genera-
tion can also depend on the current avatar state, so that the produced
motion remains continuous with the incoming motion history rather
than starting from an unspeci�ed initial pose.
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Controllable T2M extends the text-conditioned formulation by in-
troducing a control signal U as an additional conditioning input. The
controlled generation problem is de�ned as

M = f(x, U), (4)

where x denotes the natural-language motion prompt, U denotes
the control signal, and f(�) denotes a learned mapping from text and
control to motion. The control signal can represent partial motion con-
straints, joint-level trajectories, key frames, temporal masks, or goal
targets [49][71].

In interactive settings, control alone may still be insuf�cient if gen-
eration must remain continuous with the avatar's ongoing motion. In
state-conditioned settings, the current avatar state can therefore be
included as an additional input, giving the more speci�c formulation

M = f(x, U, h t ), (5)

where h t denotes the avatar state at time step t, for example the
current body con�guration or a short history of recent motion frames.
In Equation (5), the state input provides motion context that helps
maintain temporal continuity between the observed motion and the
generated sequence.

Among the possible forms of control, goal-conditioning is partic-
ularly relevant for object interaction tasks. Let j � denote a selected
target joint and let g 2 R 3 denote a spatial target for that joint. Un-
der goal-conditioning, the control signal U includes at least the pair
(j � , g), so that the generated motion is expected to bring joint j � to-
ward the target location while remaining semantically consistent with
the text prompt [28][61][71]. Goal-conditioning can also be combined
with other constraint types, for example intermediate trajectory guid-
ance or mask-based constraints for partial motion editing [49][71].

To avoid ambiguity in goal speci�cation, the target point g is ex-
pressed in a declared global coordinate frame so that the spatial error
between the executed joint position and g can be computed directly
in the same frame. In practice, position alone may still leave the �nal
interaction pose under-constrained for actions such as sitting or lying,
since multiple body orientations can satisfy the same point target.

For this reason, the control signal can be extended with an orien-
tation variable. Let � obj denote a desired orientation associated with
the interaction target. The control signal can then be written as

U = (j � , g, � obj). (6)

where � obj constrains how the avatar should be oriented relative
to the target. In Equation (6), the position g speci�es where the con-
trolled joint should move, while � obj reduces ambiguity in the �nal
interaction pose.
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Even with explicit control signals, many approaches output kine-
matic pose sequences that are executed without feedback. In simula-
tion environments, discrepancies can arise due to model mismatch,
retargeting differences, or contact dynamics [61][71]. Closed-loop ex-
ecution addresses this limitation by incorporating feedback from the
current avatar state during execution, allowing the controller to ad-
just the motion while tracking the intended behavior [61]. In this the-
sis, closed-loop is introduced as a control concept and as a property
of controller-in-the-loop motion generation methods such as CLoSD,
while the generated motion is initialized from the current avatar state
at the moment of interaction.

Let h t denote the avatar state at time step t, let u t denote the con-
trol input applied at that step, and let �(�) denote a controller or
policy. A closed-loop control law is de�ned as

u t = �(x, U, h t ). (7)

where the control input depends on the prompt x, the control sig-
nal U, and the current state h t . The dependence on ht distinguishes
closed-loop execution from open-loop playback, since the controller
continuously adapts the applied control based on the observed sys-
tem state.

3.7 data communication

Data communication is required to enable information exchange be-
tween the backend and frontend within the proposed pipeline. Since
the system comprises multiple components implemented in different
environments, a structured, low-latency communication mechanism
is necessary to transfer data. The communication layer, therefore, acts
as a bridge between the simulation environment and the computa-
tional components responsible for reasoning, spatial grounding, and
motion generation. To achieve this, the system uses Protocol Buffers
(Protobuf) for structured data serialization and ZeroMQ (ZMQ) for
ef�cient message transmission.

3.7.1 Protocol Buffers

Protobuf is Google's cross-platform data format for serializing struc-
tured data. It supports many programming languages, which makes
it possible to serialize data in one language or platform and deserial-
ize it in another application [19]. Protobuf is similar to widely used
formats such as Extensible Markup Language (XML) and JavaScript
Object Notation (JSON), but it is lighter and faster, as shown in Samuel
Jackson et al.'s study [30]. Compared to JSON and XML, Protobuf is
not human-readable and uses a compact binary message format to-
gether with an explicit schema to encode the data. This lowers the
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risk of data being misinterpreted between applications [19], which is
essential for avatar interaction in real-time systems.

In the work�ow, a proto �le de�nes the data structure. The Proto-
buf compiler then generates code that provides, among many meth-
ods to retrieve values, serialize and deserialize data, and perform
other operations [19]. The diagram in Figure 4 shows how Protobuf
works with the data.

Figure 4: Work�ow diagram of Protocol Buffers [19].

3.7.2 ZeroMQ

ZMQ is a high-performance networking library that uses sockets to
transfer binary messages over various transports, including Transmis-
sion Control Protocol (TCP), multicast, and interprocess communica-
tion (IPC) [68]. In this project, ZMQ is used for IPC between the Unity
client and the Python server to exchange Protobuf messages.

ZMQ provides a message-based Application Programming Inter-
face (API) designed for high-throughput data exchange, enabling ap-
plications to send large blocks of memory at high frequency. This
makes it suitable for systems that require ef�cient real-time commu-
nication between distributed components. The API allows messages
to be sent directly to and from application buffers without unneces-
sary data copying, which improves performance. When large datasets
need to be transmitted, the data can be divided into smaller parts
and sent as multipart messages. This approach allows large volumes
of data to be transmitted ef�ciently while maintaining low memory
overhead [69].

The socket-based API supports several messaging patterns, includ-
ing request-reply, publish-subscribe, and push-pull [69]. ZMQ relies
on an asynchronous I/O model in which message processing and
network communication are handled by background threads [25].

The motivation for using ZMQ comes from a previous study, where
the authors highlight the advantages of ZMQ for rapidly and ef�-
ciently transmitting messages between different systems [10]. This
approach enables the construction of various components within the
pipeline that support the creation of interactive avatars capable of
object interactions grounded in real-world scenes.

In the study by Samuel Jackson et al., a uni�ed communication li-
brary based on ZMQ was evaluated, showing that ZMQ achieved the
lowest latency among the tested communication methods when trans-
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mitting data [30]. Furthermore, ZMQ has also been adopted in XR
platforms such as Meta Quest 3. In this context, the authors demon-
strate that ZMQ enables ef�cient and low-latency communication be-
tween system components, allowing point clouds to be transmitted in
real time to XR devices. This enables users to visualize and interact
with reconstructed scenes within an immersive 3D environment [32].

3.8 evaluation metrics

A grounded avatar interaction system needs to be responsive, reach
the intended spatial target, select an appropriate interaction intent,
and generate motion that appears acceptable to human observers.
Evaluation in this thesis is organized around four complementary di-
mensions. Latency is treated as a runtime feasibility requirement for
interactive XR use [12][13]. Spatial accuracy is treated as a geomet-
ric correctness requirement, describing whether the executed motion
aligns with a predicted affordance target in 3D [5]. Semantic accu-
racy is treated as a decision quality requirement, describing whether
the selected interaction category matches the intended task and scene
context [15]. Finally, visual �delity is treated as a perceptual require-
ment, describing whether retargeted motion remains plausible when
observed [1][11]. These dimensions correspond to the research ques-
tions by connecting latency to RQ1, spatial accuracy to RQ2, semantic
accuracy to RQ3, and visual �delity to RQ4.

The evaluation therefore combines objective and subjective metrics,
where each metric is selected to measure a distinct property of sys-
tem performance. Latency is summarized using percentiles to re�ect
both typical and tail behavior that affects user experience in Social
XR [12][13]. Spatial accuracy is measured using Root Mean Square
Error (RMSE), which is a standard continuous error metric used for
position accuracy in motion analysis [5][26]. Semantic action quality
and visual �delity are assessed using Mean Opinion Score (MOS),
allowing participants to separately judge how clearly the intended
action is communicated and how plausible or visually coherent the
resulting motion appears [11][12].

3.8.1 Latency percentiles

Interactive XR systems are sensitive to delay, but the effect of latency
on user experience depends on the type of interaction and feedback
involved. In settings where users receive immediate visual feedback
of their own actions, such as virtual mirror interfaces and full-body
avatar control, delay becomes especially noticeable because the dis-
played motion is continuously compared against the user's ongoing
movement [65]. Related �ndings have also been reported for self-
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view-based XR interaction, where perceived quality decreases as de-
lay accumulates across the capture and rendering pipeline [11].

Prior work has therefore argued that latency should be analyzed
through the contributing sub-processes of the system rather than
treated as a single undifferentiated value [12]. In this context, self-
view latency has been decomposed into capture and rendering stages,
with rendering further including processing and display delay [11].
This stage-based perspective is relevant for interactive avatar pipelines,
in which the user-perceived response time emerges from the chain of
operations between command initiation and the �rst visible motion
frame.

In interactive VR systems, end-to-end latency is commonly described
as the temporal delay between a user's interaction request and the cor-
responding feedback presented by the system [65]. In general terms,
this delay can be expressed as the difference between the time at
which an interaction request is issued and the time at which the re-
sulting system response becomes observable,

� = t resp - t req, (8)

where t req denotes the time at which an interaction request is ini-
tiated and t resp denotes the time at which the corresponding system
feedback is presented.

Because latency may vary across repeated interaction requests, in-
teractive systems are typically analyzed using a distribution of mea-
sured latency samples rather than a single average value. Let f� i g

N �
i=1

denote a set of latency measurements collected during system oper-
ation, ordered such that � (1) 6 � (2) 6 � � � 6 � (N � ) . Let k denote the
desired percentile, expressed as a value satisfying 0 < k 6 100, and
let

rk =
�

k
100

N �

�

denote the nearest-rank index. The kth latency percentile � k is then
de�ned as

� k = � (r k ) , (9)

where N � denotes the total number of recorded latency samples,
� (r k ) denotes the rk th ordered latency sample, and d�e denotes the
ceiling function. In this thesis, this formulation is used to report P50,
P90, and P95 latency. P50 describes typical response time, while P90
and P95 describe upper-tail latency behavior by showing the latency
below which 90% and 95% of the observed samples fall.

Percentile-based latency analysis is useful for interactive systems
because it captures both typical response times and near worst-case
delays that may affect user experience [12]. Acceptable delay limits
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vary depending on the type of interaction being evaluated. Closed-
loop VR interactions are latency-sensitive because delayed visual feed-
back of the user's own movement can affect perceptual judgments
and motor performance [65]. The evaluated latency represents the re-
sponse time of the avatar action-generation pipeline, not rendering
or motion-to-photon latency. For this reason, the evaluation uses an
interaction-response threshold from collaborative volumetric Social
XR. In that setting, delays above 900 ms were found to affect user ex-
perience. Although the interaction type is not identical to this thesis,
both cases involve a user waiting for an avatar-related response in an
XR context [13].

Repeated runtime measurements can also be summarized using the
sample mean and sample standard deviation (SD). The sample mean
describes the typical measured latency, while the sample SD describes
the variability across repeated measurements in the original measure-
ment unit [45, pp. 127–131]. When the sample mean is treated as an
estimate of the underlying runtime distribution, the standard error
describes the precision of that mean estimate and is computed from
the sample SD and the number of observations [45, pp. 158–159]. Con-
�dence intervals (CI) can then be used to express uncertainty around
the estimated mean latency by reporting a range of plausible values
for the underlying mean latency [45, pp. 171–182].

3.8.2 Root Mean Square Error

RMSE is a widely used continuous error metric for quantifying the
magnitude of deviation between reference and estimated values. For
3D positions, it measures positional error while expressing the re-
sult in the same unit as the underlying coordinate system. Because
the individual errors are squared before averaging, larger deviations
contribute more strongly to the �nal value [26]. RMSE is therefore
commonly used to evaluate spatial accuracy in motion analysis and
tracking tasks [5].

Let gi 2 R 3 denote the reference target position for sample i, and
let ĝ i 2 R 3 denote the corresponding estimated position. For N eval-
uated samples, RMSE is de�ned as

RMSE =

vu
u
t 1

N

NX

i=1

kgi - ĝ i k
2
2 , (10)

where k�k2 denotes the Euclidean norm, gi - ĝ i is the 3D error vec-
tor, and N is the number of evaluated samples. The resulting RMSE
value is expressed in the same unit as gi and ĝi , where lower val-
ues indicate smaller average positional deviation and higher values
indicate greater spatial error.
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3.8.3 Mean Opinion Score

MOS is a widely used aggregate measure for summarizing subjective
quality ratings collected from human observers in a de�ned experi-
mental condition. In a subjective experiment, participants provide rat-
ings on a speci�ed scale, and the score for a condition is obtained as
the mean of the collected votes. Although MOS originated in telecom-
munications quality assessment, it is not limited to speech and can
also be applied to video, audiovisual, and interactive quality evalua-
tion [1].

In the context of XR, subjective assessment remains important be-
cause objective system measurements do not fully capture how users
perceive the plausibility or overall quality of an interaction. Prior
work on self-view latency in XR reports that perceived quality changes
under delay even when users are still able to adapt to the task, which
shows that system performance and user perception cannot be treated
as equivalent [11]. Social XR QoE research similarly treats user per-
ception as a primary outcome alongside system-level latency analy-
sis [12].

Let sr denote the rating for observation r on a �xed ordinal scale,
and let N MOS denote the total number of collected ratings. MOS is
de�ned as

MOS =
1

NMOS

N MOSX

r=1

sr , (11)

where sr denotes an individual rating, N MOS is the total number
of ratings, and higher values indicate higher perceived quality. The
resulting MOS value therefore increases as the perceived plausibil-
ity or overall quality of the evaluated motion improves. Since MOS
depends on the rating scale and experimental design used to collect
the underlying votes, it should be interpreted in the context of the
speci�c subjective evaluation procedure [1].
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M E T H O D O L O G Y

4.1 framework design

A central challenge in this work was to connect high-level natural
language intent to low-level avatar motion that could be executed in a
real-time 3D environment. To address this, the system was organized
as an end-to-end pipeline that treated the selected models as modular
components, with emphasis placed on how they were connected and
coordinated rather than on training new models.

Figure 5: System-level overview of the proposed pipeline. Unity extracted
scene and avatar inputs, the bridge transferred one runtime input
packet to the backend, and the backend coordinated intent rea-
soning, affordance grounding, and text-to-motion generation. The
generated SMPL frame batches were then returned to Unity for
avatar retargeting and playback.

Figure 5 introduced the proposed system at a pipeline level be-
fore the individual components were described. The �gure showed
the full path from scene input to avatar execution. The input side
represented a prepared Unity scene containing a humanoid avatar
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and a target object. From this scene, the frontend extracted the ob-
ject point cloud, the semantic object label, the object heading, and the
current avatar SMPL state. These values formed one runtime input
packet that was transferred to the backend through the communica-
tion bridge.

The backend part of Figure 5 showed how the runtime input packet
was coordinated before motion generation. The Orchestrator received
the packet and used the Split stage to route each part of the scene
state to the component that required it. The semantic object label was
routed to the LLM intent mapping stage, while the object point cloud
was routed to the affordance grounding stage. The object heading
and avatar SMPL state were kept as motion conditions for the later
text-to-motion request. This meant that the model components did
not need to communicate directly with each other.

The Join stage then acted as the synchronization point before text-
to-motion generation. It waited until the required semantic and spa-
tial outputs were available. The semantic output described what mo-
tion should be generated, which affordance type should be used, and
which avatar joint should be controlled. The spatial output described
where the interaction should be grounded on the object. These out-
puts were then used to select the �nal affordance point and build
one conditioned request for the text-to-motion generator. The genera-
tor returned SMPL frame batches, which were sent back through the
bridge to Unity for retargeting and playback.

Figure 6 demonstrated the same pipeline through a concrete chair
interaction. In this example, the chair was already present in the Unity
scene together with the avatar. The left side of the �gure showed the
scene input and the extracted point cloud, which represented the ob-
ject geometry used for spatial grounding. The middle part showed
the backend reasoning stages, where the system mapped the scene
input to an intended action, a grounded interaction target, and a gen-
erated motion. The right side showed the resulting animation after
the generated motion had been returned to Unity and applied to the
avatar.

The pipeline was structured around three functional stages: intent
reasoning, spatial grounding, and motion generation. The �rst stage
determined which action should be performed, the second identi�ed
where in the scene the interaction should occur, and the third gener-
ated and executed the corresponding motion. This separation made
it possible to assign clear roles to the selected models while keeping
the overall design modular.

During execution, scene information was �rst captured in Unity
and then passed to the backend, where the request was divided be-
tween the relevant reasoning components. Semantic intent reasoning
and spatial grounding were started in parallel where possible, since
they depended on different parts of the scene state. Their outputs
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Figure 6: Example overview of the pipeline using a chair interaction. The
left side shows scene input and point cloud extraction from the
prepared Unity scene, the middle shows the backend reasoning
stages, and the right side shows the generated animation played
back on the avatar.

were then joined to condition the motion generation stage before the
resulting motion was returned to Unity for execution. This design
reduced unnecessary waiting between independent stages and sup-
ported the low-latency requirements of the interactive pipeline.

4.1.1 System Overview

The functional pipeline was implemented as a frontend-backend sys-
tem. The frontend handled scene-side responsibilities, including scene
simulation, point cloud extraction, avatar state capture, and motion
playback. The backend handled model-side responsibilities, includ-
ing LLM-based intent reasoning, OpenAD-based spatial grounding,
and Diffusion Planner (DiP) motion generation. These two environ-
ments were connected through a communication bridge that trans-
ferred structured scene state to the backend and returned generated
motion data to the frontend. Figure 7 shows the main components
of this system and the boundary between the Unity frontend and
Python backend.

With the frontend-backend split in place, the �rst runtime step took
place in the Data Extraction component, which sampled the current
scene input and packaged it into a structured request for the backend.
In this implementation, the scene input consisted of the primary ob-
ject's semantic label, a point cloud sampled from the primary object,
the object rotation, and the avatar's bind pose, serialized for transmis-
sion. The object label supported semantic intent mapping, the point
cloud supported affordance grounding, the object rotation provided
an orientation condition for motion generation, and the avatar start
pose initialized the generated motion from the current avatar state.

The structured request was then transferred across the bridge to
the backend, where it was received by the Orchestrator. Acting as the
coordination layer of the backend, the Orchestrator connected the in-
coming request to the three components mapped to the functional
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Figure 7: Component diagram of the system architecture, showing the fron-
tend and backend components and their interfaces, including
scene state transfer and motion generation.

stages of the framework: a high-level mapper based on an LLM for
intent reasoning, a spatial grounding component based on OpenAD,
and a motion generation stage based on the DiP component of CLoSD.
Intent mapping and spatial grounding were then carried out in par-
allel by sending the scene packet to the LLM and OpenAD concur-
rently. The LLM produced a structured intent representation, while
OpenAD predicted a grounded 3D interaction target.

Once both outputs were available, the Orchestrator combined them
with the avatar state and forwarded the conditioned input to the DiP
motion generator. The generated motion sequence was then sent back
through the bridge to the frontend, where the Rigging component
retargeted it to the humanoid avatar and applied it in the simulation
loop to produce the �nal animation.

4.2 data extraction

The data extraction stage was responsible for preparing the scene-
side information required by the backend pipeline. This included the
semantic label of the selected object, the object's transform and head-
ing, the avatar state, and a point cloud representation of the object's
visible surface.
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4.2.1 Scene Setup

The Unity scene was constructed as a controlled test environment for
evaluating scene-aware avatar-object interaction, as shown in Figure 8.
Its purpose was to provide a reproducible environment in which ob-
ject semantics, object geometry, avatar state, and motion execution
could be connected through the pipeline.

Figure 8: Controlled Unity scene used for the interaction experiments, show-
ing the humanoid avatar, the evaluated furniture objects, and the
textured �oor and walls.

The scene contained a humanoid avatar and a small set of furniture
models selected to support the evaluated object categories and inter-
action types. The avatar was based on the SMPL body model and con-
�gured with a skeleton compatible with the retargeting pipeline [42].
The furniture objects represented the chair, bench, and bed categories
used during evaluation.

Each furniture object was assigned a semantic label matching its
object category. In Unity, this label was stored as the object tag, allow-
ing the scene extraction step to retrieve the object category directly
from the selected object. The same selected object also provided the
geometry used for point cloud extraction.

Each target object was con�gured with a box collider to support
raycast-based point cloud extraction. During extraction, rays were
cast against the object collider, and successful intersection points were
recorded as sampled surface points. These sampled points formed the
object point cloud passed to the affordance grounding stage, while
the avatar state was captured from the same scene before motion gen-
eration.

The scene objects were scaled so that the avatar and furniture mod-
els corresponded to realistic relative sizes. The humanoid avatar was
used as the scale reference, and the chair, bench, and bed were resized
to match plausible real-world dimensions in relation to the avatar.
This ensured that object geometry, avatar motion, and spatial error
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measurements were represented in Unity world units corresponding
to meters.

Only one target object was active during each interaction run. This
avoided ambiguity during point cloud extraction and ensured that
the semantic label, object geometry, and generated motion all referred
to the same object. Keeping the scene con�guration �xed also made
repeated executions comparable under the same conditions.

The Unity Asset Store provided the assets used to construct the
controlled test environment. The �oor and wall materials were taken
from a terrain texture pack [2], while the evaluated furniture objects
were represented by a chair model [16], a bench model [56], and a
bed model [59]. These assets de�ned the visible scene objects and
surfaces used during point cloud extraction, affordance grounding,
and motion playback.

4.2.2 Point Cloud Extraction with Raycasting

Raycasting is a widely used method for detecting intersections with
scene primitives in various applications. The raycasting-based scan-
ning method follows the principle of a solid-state LiDAR with a re-
stricted vertical �eld of view of 30 degrees, which limits its ability to
capture data across the entire environment [62].

In this implementation, geometric primitives correspond to the collider-
based representations used by Unity's physics engine. The extracted
point cloud was then passed to OpenAD, which uses Farthest Point
Sampling (FPS) [46], a widely used downsampling algorithm that,
while effective at reducing point cloud size, is computationally ex-
pensive due to the repeated calculations required to determine the
farthest points [22].

To address this challenge, a screenspace-constrained raycasting strat-
egy was employed to limit the number of points sampled on the visi-
ble object surface, as illustrated in Figure 9.

First, the eight corners of the object's axis-aligned bounding box
in world space were projected into screen space using the camera
projection model. From these projected points, a minimal 2D screen
rectangle was computed to de�ne a con�ned region of interest within
the camera view. Since structured point cloud data is essential for the
OpenAD model, which is trained on visual features derived from 3D
data [46], raycasting was performed uniformly within this bounded
screen region. For each sampled screen coordinate, a ray was gen-
erated using the camera projection and cast into the 3D scene. If a
ray intersected the object, the corresponding world-space intersection
point was recorded.

The practical goal of the extraction step was to produce enough
valid surface points for the OpenAD input, rather than to maximize
the point-cloud density. Once the extracted point cloud contains ap-
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(a) (b) (c)

Figure 9: Raycasting-based point cloud extraction process. (a) The camera's
point of view shows the perspective from which the object is ob-
served. (b) Box colliders de�ne the area for raycasting in the scene
for the different objects. (c) Raycasting visualization illustrating
how rays are projected into the scene to sample point cloud data
from the bench.

proximately 2048 valid points or more, additional points mainly im-
prove the qualitative visualization of the reconstructed object surface.
For this reason, higher scan resolutions are illustrated in Figure 10 to
show how the visual surface coverage changes with resolution.

128 resolution 256 resolution 512 resolution

Figure 10: Comparison of point clouds at different resolutions (128, 256, and
512) visualized in Open3D. The �gure illustrates how increasing
the scan resolution produces denser point clouds and more de-
tailed surface structures.

4.3 interprocess communication and data exchange

To enable communication between the frontend and backend, a message-
based client-server architecture was implemented. The system allows
spatial data such as point clouds, object positions, and orientations
extracted from the Unity scene to be transmitted to the server, while
generated motion data is returned to the client for avatar execution.

The bridge in this system used ZMQ over TCP/IP to enable scal-
able, ef�cient data exchange between system components. Commu-
nication between the Unity client and the Python server was imple-
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