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Abstract 
Introduction  Organizations use competence mapping to support workforce 

planning, employee development, and internal mobility. Much of this information 

is found in internal documents such as role descriptions. These texts are written 

in natural language, vary in style, and are difficult to analyze in a consistent way. 

NLP methods offer ways to structure this material, but different representations 

capture different aspects of the text, which shapes the results. 

 

Research Question This thesis examines how different NLP text representations 

influence competence mapping based on internal organizational role descriptions. 

The focus is on how representation choices affect the identification, structuring, 

and communicability of competence‑related information. 

 

Method  The study is conducted as a case study at a global manufacturing and 

service company and uses 89 internal role descriptions from a Nordic and Baltic 

regional unit. Two approaches are compared under the same conditions: a 

vocabulary‑based method (TF‑IDF) and an embedding‑based method 

(Sentence‑BERT). Both are applied using unsupervised clustering. The results are 

evaluated using internal clustering metrics, a robustness check with BERTopic, 

and a post‑hoc comparison with a formal competency framework. 

 

Results  The two approaches produce clearly different outcomes. Sentence‑BERT 

generates more coherent and stable role groupings based on semantic similarity, 

even when roles are described with different wording. TF‑IDF produces more 

fragmented clusters that mainly reflect similarities in phrasing and documentation 

practices rather than shared meaning. The BERTopic analysis supports the 

stability of the Sentence‑BERT clusters. Both methods recover most of the formal 

competency framework, with only a small number of competencies remaining 

weakly represented. 

 

Discussion  The findings show that competence mapping with NLP is not only a 

technical task but also a representational and organizational one. Where coverage 

is limited, this reflects the boundaries of what role descriptions capture in practice 

rather than shortcomings of the methods themselves. Role descriptions function 

as an unintended archive of how work is understood at a given moment. They can 

be analyzed productively, but only with attention to the limitations of the source 

material. A useful direction for future research may be less about more advanced 

methods and more about understanding what gets written down, by whom, and 

for what purpose. 
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1 Introduction 

Organizations today face a recurring and often underestimated challenge: 

understanding what competences they possess. As roles evolve through 

digitalization, organizational change, and shifting ways of working, expertise 

becomes harder to define, locate, and oversee (Bhasin & Sharma, 2018; 

Talodhikar & Farooqui, 2025). Competence is no longer neatly tied to formal job 

titles or static role descriptions. Instead, it is distributed across teams, embedded 

in everyday work practices, and articulated through organization-specific 

language (Kobayashi et al., 2018). 

Much of this knowledge already exists inside organizations, but often in 

forms that are fragmented and difficult to analyze systematically. Role 

descriptions, competency frameworks, and internal development documents 

contain rich information about responsibilities, expectations, and expertise. 

However, these texts are primarily written to support communication and 

coordination, not analytical use (Weick, 2010). As a result, organizations may 

have extensive documentation while still lacking a clear and shared overview of 

their workforce competences (Gregório et al., 2024).  

Building on this tension, this thesis takes it as its point of departure. It 

investigates how internal organizational texts can be used as a basis for 

competence mapping and how different NLP representations shape the 

competence structures that emerge when the texts are analyzed. Rather than 

treating competence mapping as a purely technical exercise, the study approaches 

it as a representational problem with practical and organizational consequences. 

1.1 Background and Context 

This thesis sits within applied NLP and organizational text analytics, at the 

intersection of text mining and HR analytics. Competence mapping is commonly 

used to support workforce planning, employee development, and strategic 

decision-making (Chung & Chen, 2021; Hadiyanto & Anggoro, 2025). At its 

core, it seeks to identify and structure organizational expertise in a way that 

supports both operational and long-term planning. In practice, however, 

competence is difficult to represent consistently, largely because organizational 

texts vary widely in terminology, level of detail, and writing style. 

Internal role descriptions are particularly relevant in this regard. They reflect 

organization-specific language, priorities, and assumptions about work. Unlike 
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standardized occupational databases or public job advertisements, they capture 

local practices, collaboration patterns, and expectations that are often 

undocumented elsewhere. At the same time, these same characteristics make them 

harder to analyze systematically and compare across roles or units (Abalos & 

Palaoag, 2024). 

Natural Language Processing (NLP) offers a set of methods for transforming 

unstructured text into representations that can be compared and analyzed 

computationally. Such approaches are increasingly used in skill extraction and 

workforce analytics (Gonzalez-Gomez et al., 2024; Otani et al., 2025). 

However, NLP methods differ in how they represent language. 

Vocabulary-based approaches such as TF-IDF emphasize explicit word usage and 

frequency (Salton & Buckley, 1988), while embedding-based methods such as 

Sentence-BERT aim to capture broader semantic relationships between texts 

(Reimers & Gurevych, 2019). Consequently, these representational differences 

are not merely technical; they influence what competence patterns become visible 

and how organizational knowledge is interpreted. 

1.2 Problem Statement and Knowledge Gap 

Despite growing interest in NLP-supported skill analysis, most existing research 

relies on external datasets such as public job advertisements or standardized 

occupational databases (Chung & Chen, 2021; Gregório et al., 2024). Internal 

organizational texts remain comparatively underexplored, even though they play 

a central role in workforce planning and competence development. 

One reason for this is that internal documents are shaped by local writing 

practices, historical conventions, and managerial interpretation. Similar 

competences may be described using different terminology, while identical 

phrases may appear across roles with substantially different responsibilities in 

practice (Abalos & Palaoag, 2024). This linguistic variability introduces 

inconsistencies that complicate automated analysis. 

A further challenge concerns the trade-off between semantic richness and 

interpretability. TF-IDF produces representations that are relatively transparent, 

as results can be traced directly to specific terms, but the method is sensitive to 

wording variation. Sentence-BERT, by contrast, can identify semantic similarity 

across differently worded descriptions, yet the resulting representations are less 

immediately interpretable (Zare et al., 2025). Few studies examine how these 

approaches behave when applied to internal organizational texts or what kinds of 

competence structures they produce in practice. 

Finally, there remains a gap between technical output and practical 

usefulness. While NLP methods can generate clusters or similarity patterns, these 

outputs do not automatically translate into meaningful competence insights 
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without contextual interpretation and human validation (Egasmara et al., 2025). 

Research on explainable AI further emphasizes that interpretability and 

communicability are important for trust and adoption in organizational 

decision-making, yet these considerations are often treated as secondary in 

competence-mapping research (Doshi-Velez & Kim, 2017; Mustafa & Hama 

Saeed, 2025). This study contributes to the literature by showing how different 

textual representations function as epistemic lenses that shape how organizational 

competence is constructed. Rather than simply comparing clustering methods, it 

demonstrates that the choice of representation systematically influences the 

structure, granularity, and interpretability of competence groupings. Using 

internal organizational data, it further shows how competence categories emerge 

from documentation practices rather than reflecting an objective ground truth. 

1.3 Research Aim and Questions 

The aim of this thesis is to examine how different NLP text representations 

influence competence mapping based on internal organizational role descriptions. 

The focus is on how representation choices shape how competence-related 

information is identified, organized, and communicated. 

To address this aim, the thesis compares a vocabulary-based representation 

(TF-IDF) with an embedding-based representation (Sentence-BERT) applied to 

the same corpus of internal role descriptions. Unsupervised clustering is used as 

an exploratory method to surface patterns within each representation and to 

compare their structure, coherence, and interpretability. Rather than seeking to 

identify a single “best” method, the thesis explores the trade-offs between 

transparency, semantic richness, and practical usefulness in organizational 

competence mapping. 

1.4 Research Questions 

Based on the aims and objectives, the thesis addresses the following research 

question: How do TF-IDF and SBERT representations structure competence-

related information derived from internal role descriptions? In this context, 

“structure” refers to the clustering patterns, similarity relationships, and semantic 

groupings that emerge from different representations. 
 

To address this, two sub-questions are examined: 

• SQ1: What types of competence patterns or structures emerge from these 

representations when applying clustering, and how do they compare to 

the organization's formal role families and competency framework? 
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• SQ2: What are the key differences between TF-IDF and SBERT in terms 

of the competence structures they produce and how those structures can 

be interpreted and communicated to practitioners? 

1.5 Scope and Contribution 

This thesis is exploratory and focuses on internal role descriptions from a single 

organizational context. It uses unsupervised methods and does not involve 

training or fine-tuning language models. The aim is not to build a 

production-ready system but to examine how different NLP representations 

influence competence analysis. 

Most existing research on NLP-based competence mapping has focused on 

public job advertisements and external labor market datasets. Internal 

organizational role descriptions have received far less attention, even though they 

often rely on more standardized language and may express competence structures 

in different ways. 

This thesis makes three contributions. First, it shows that semantic 

embeddings produce more coherent competence structures than lexical 

representations when applied to highly standardized organizational role 

descriptions. Second, it demonstrates that the choice of representation shapes not 

only clustering performance but also the types of competence-related structures 

that become visible, including cross-functional patterns that do not appear in 

formal role families. Third, it shows that strong alignment with a formal 

competency framework does not necessarily mean that the underlying 

competence structures are similar, which highlights the importance of evaluating 

both framework coverage and structural validity when assessing competence 

mapping approaches. 

From a practical perspective, the findings illustrate how NLP-based 

competence mapping may support the analysis and structuring of organizational 

competence information. They also underline the importance of combining 

semantic discovery with transparent interpretation when analytical methods are 

introduced into organizational environments. 
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2 Extended Background 

Organizations have long attempted to structure and describe competence, but the 

stability that once made this manageable can no longer be assumed. In earlier 

organizational settings, roles were relatively stable and clearly defined. 

Competence could therefore be captured through fixed skill matrices or 

competency frameworks. 

Today, work is more fluid. Roles often overlap, expertise develops quickly, 

and performance is increasingly shaped by collaboration and context rather than 

by isolated skills alone (Bhasin & Sharma, 2018; Teece et al., 1997). This shift 

has made static competency frameworks increasingly difficult to maintain, as they 

often reflect how the organization was structured when the framework was 

created, rather than how work is actually carried out over time (Sparrow & 

Bognanno, 1994). As a result, organizations often struggle to maintain a coherent 

understanding of their internal competence landscape. 

The challenge is not a lack of information. Organizations continuously 

produce competence-related text through role descriptions, project 

documentation, internal guidelines, and development records. The difficulty lies 

in transforming this fragmented and sometimes inconsistent material into a 

structured representation of competence (Nonaka, 1995; Spender, 1996). This 

shift has also influenced how competence mapping is studied. Rather than relying 

primarily on predefined frameworks, recent research increasingly explores how 

competence can be extracted and structured directly from organizational text 

using Natural Language Processing (NLP). 

2.1 Literature Review 

The literature review was conducted through searches in Scopus, Web of Science, 

Google Scholar, and IEEE Xplore. Search terms included combinations of 

competence mapping, skill matrix, NLP, TF-IDF, sentence embeddings, BERT, 

workforce planning, and skill extraction. The review mainly focuses on studies 

published between 2018 and 2025, while also including earlier foundational 

research that continues to influence the field. The selected literature is 

summarized in table 2.1.  

Across the literature, three broader developments can be identified that 

reflect a shift in how competence is conceptualized and analyzed. First, 

competence mapping is moving away from static, expert-driven frameworks 

toward more flexible and data-oriented approaches, indicating a broader transition 
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from predefined models to representations of work that emerge from data. 

Second, NLP methods are becoming increasingly central to the analysis of 

competence-related text, enabling patterns to be extracted directly from 

organizational language. Third, researchers are beginning to question whether 

external datasets and standardized taxonomies are sufficient for understanding 

how competence is described within organizations. 

Together, these developments point to a central trade-off: while data-driven 

approaches allow for more flexible representations of competence, they also 

depend on how competence is expressed in text. As a result, the choice of 

representation method becomes critical, as it shapes which aspects of competence 

are made visible in the analysis. 

 
Year Title Author(s) Method Central finding 

1973 Testing for competence 
rather than for intelligence 

McClelland Theoretical 
critique 

Competence is a stronger predictor 
of job performance than 

intelligence or academic aptitude. 

1982 The competent manager: A 

model for effective 
performance 

Boyatzis Empirical model 

building 

Competences are underlying 

characteristics that explain 
effective job performance. 

1988 Term weighting schemes in 
information retrieval 

Salton & 
Buckley 

TF-IDF 
formulation 

Introduced TF-IDF as a method 
for weighting term importance in 

documents. 

1990 Indexing by latent semantic 

analysis 

Deerwester et 

al. 

Latent Semantic 

Analysis (SVD) 

Semantic structure can be captured 

through dimensionality reduction 
of text representations. 

1996 A density-based algorithm 
for discovering clusters in 

large spatial databases 

Ester et al. DBSCAN 
clustering 

Clusters can be identified without 
predefining the number of clusters. 

2013 Efficient Estimation of 

Word Representations in 
Vector Space 

Mikolov et al. Word2Vec 

embeddings 

Introduced distributed word 

embeddings capturing semantic 
similarity between words. 

2014 GloVe: Global Vectors for 
Word Representation 

Pennington et 
al. 

Word 
embeddings 

Combines global co-occurrence 
statistics with local context for 

semantic representation. 

2018 Competency mapping in 

action: A critical review 

Bhasin & 

Sharma 

Literature review Competence mapping is often 

subjective and inconsistent across 
organizations. 

2018 Competences mapping as a 
tool to increase 

sustainability of 
manufacturing enterprises 

Melosi et al. DMADV 
methodology 

Competence mapping can improve 
operational efficiency and 

sustainability outcomes. 

2018 UMAP: Uniform Manifold 
Approximation and 

Projection 

McInnes et al. Dimensionality 
reduction 

Preserves local and global 
structure in low-dimensional 

representations. 

2019 BERT: Pre-training of Deep 

Bidirectional Transformers 
for Language 

Understanding 

Devlin et al. Transformer 

model 

Contextual language models 

significantly improve NLP 
performance across tasks. 

2019 Sentence-BERT: Sentence 

embeddings using Siamese 
BERT networks 

Reimers & 

Gurevych 

SBERT 

embeddings 

Enables efficient computation of 

sentence-level semantic similarity. 

2020 Occupational skills 
extraction with FinBERT 

Chernova Fine-tuned 
transformer 

model 

Domain-specific transformers 
improve extraction of technical 

competences. 

2021 Text mining for human 

resources competencies: 
Taiwan example 

Chung & Chen TF-IDF + topic 

modelling 

Extracts competence categories 

but struggles with implicit skills. 

2022 The performance of BERT 
as data representation of 

text clustering 

Subakti et al. BERT vs TF-IDF 
clustering 

BERT outperforms TF-IDF in 
most clustering quality metrics. 
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2022 A new approach to building 
a skills taxonomy 

Gallagher et al. BERT + 
DBSCAN 

clustering 

Enables discovery of large-scale 
skill structures without predefined 

labels. 

2023 Application and evaluation 

of sentence embedding and 
clustering methods 

Ranya et al. SBERT + 

clustering 

SBERT supports interpretable 

hierarchical skill structures. 

2023 A matrix taxonomy of 
knowledge, skills, and 

abilities shaping 2030 
labour market 

Caratozzolo et 
al. 

Labour market 
analysis 

Proposes dynamic KSA taxonomy 
for future workforce planning. 

2024 A taxonomy-based data 
model for assessing 

engineering skills 

Gregório et al. ESCO-based 
modelling 

Internal role descriptions contain 
richer competence data than 

external taxonomies. 

2024 Analysing NLP techniques 

to extract meaningful 
information 

Gonzalez 

Gomez et al. 

Systematic 

literature review 

SBERT improves detection of 

semantically similar skills across 
varying texts. 

2024 Comparative analysis of 
BERT and TF-IDF for 

semantic similarity 

Danish et al. Similarity 
evaluation 

BERT captures semantic nuance 
better; TF-IDF remains useful in 

structured domains. 

2024 Efficient resume skill 

extraction using deep 
feature-based clustering 

Priyanka & 

Parveen 

Deep 

embeddings + 
clustering 

High accuracy skill extraction 

using hybrid feature 
representations. 

2025 Skill matrix chart case 
study in global 

manufacturing 

Hadiyanto & 
Anggoro 

Action research Skill matrices become outdated in 
rapidly changing environments. 

Year Title Author(s) Method Central finding 

2025 Methodology for building 

skill matrices in modern IT 

Syrotenko Conceptual 

framework 

Proposes adaptive methods for 

maintaining skill matrices over 
time. 

2025 Workforce planning 
optimization utilizing AI 

Egasmara et al. SLR + 
bibliometrics 

AI workforce planning 
increasingly focuses on ethics and 

human-centric concerns. 

2025 Human-in-the-loop AI skill 

mapping 

Hoffman et al. Mixed methods Human validation is essential due 

to low precision in automated skill 
extraction. 

2025 Skill mapping with AI: A 
scalable approach 

Koundouri et 
al. 

SBERT + FAISS 
similarity search 

External taxonomies fail to 
capture internal organizational 

complexity. 

2025 Analysis of short texts 

using intelligent clustering 
methods 

Tussupov et al. Hybrid clustering 

(LDA + BERT + 
AE) 

Hybrid representations improve 

clustering quality in short text 
data. 

Table 2.1: Literature review summary 

The literature summarized in Table 2.1 indicates a shift from static 

competency frameworks toward more data-driven and NLP-supported 

approaches. This reflects a broader reorientation from expert-defined models to 

computational representations of competence, where structure is derived from 

patterns in data rather than predefined categories. It also reflects a growing 

interest in embedding-based representations and clustering methods for analyzing 

competence-related text. At the same time, several studies point to limitations 

related to standardized taxonomies, interpretability and the use of external 

datasets that may not fully capture internal organizational language. 
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2.1.1 From Competence Frameworks to Data-Driven 

Understanding 

The concept of competence mapping originates in organizational psychology and 

Human Resource Management. Early foundational work by McClelland (1973) 

and Boyatzis (1982) reframed job performance as being driven by underlying 

competences rather than intelligence alone. This perspective contributed to the 

development of competency frameworks and skill matrices that later became 

widely used in organizational practice. 

Over time, however, the limitations of these frameworks have become more 

apparent, particularly in their reliance on static categories that struggle to capture 

evolving and context-dependent forms of work. Bhasin and Sharma (2018) show 

that competence systems often rely heavily on subjective expert judgement, which 

can lead to inconsistencies between teams and departments. Hadiyanto and 

Anggoro (2025) further demonstrate that manually maintained skill matrices 

struggle to remain relevant in rapidly changing organizational environments. 

A related implication is that competence is not only expressed through 

language but also shaped by how work is described in specific organizational 

contexts. Polanyi (1967) describes much organizational knowledge as implicit, 

meaning that it is embedded in practice rather than formal documentation. 

Spender (1996) similarly argues that knowledge is context-dependent and socially 

constructed, which makes it difficult to formalize into fixed categories. 

Standardized occupational taxonomies such as ESCO and O*NET attempt 

to address this by providing structured representations of work roles (Caratozzolo 

et al., 2023). However, research shows that these frameworks do not fully capture 

how competence is described within organizations. Gregório et al. (2024) 

demonstrate that internal role descriptions often contain richer and more context-

specific competence information than external taxonomies allow. Hybrid roles, 

informal responsibilities, and organization-specific terminology frequently fall 

outside standardized structures. Recent research suggests that competence 

structures can often be identified more reliably from organizational data than from 

predefined frameworks, though this shift also raises questions about how such 

structures should be interpreted and validated (Egasmara et al., 2025; Syrotenko, 

2025). 

2.1.2 Competence as Organizational Language 

A key shift in recent literature is the recognition that competence is not only a 

formal construct, but also something that is expressed through language. 

Organizations continuously describe work through role descriptions, internal 

documentation, onboarding materials, and everyday communication. These texts 

do more than document tasks and responsibilities; they also shape how 
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competence is understood and interpreted internally (Weick, 2010). From this 

perspective, role descriptions are not neutral descriptions of work, but documents 

that shape what is understood as competence in a given context. 

At the same time, organizational language is rarely consistent. Similar 

competences may be described in different ways across teams, while identical 

terms may refer to different forms of work depending on context (Kobayashi et 

al., 2018). Competence is therefore visible in organizational text, but not in a 

structured or standardized way. This difference becomes particularly clear when 

comparing internal and external data sources. External job advertisements and 

occupational databases are typically designed for recruitment and benchmarking 

and therefore emphasize clarity and consistency. Internal role descriptions, in 

contrast, reflect local practices, historical decisions, and organization-specific 

interpretations of work (Gregório et al., 2024; Koundouri et al., 2025). 

Wenger (Wenger, 1998) explains this variation through the concept of 

communities of practice, where meaning is produced locally through shared 

experience rather than through universal definitions. The literature in this area 

consistently shows that internal organizational texts are both more informative 

and more ambiguous than external datasets (Gregório et al., 2024; Kobayashi et 

al., 2018; Koundouri et al., 2025). This duality is central: internal texts contain 

richer competence information, but that information is also harder to structure and 

compare. This leads to an important implication. A deeper issue is that 

competence is not always fully explicit, but often embedded in practice and 

context, which limits how much of it can be captured through formal 

documentation alone. How competence is written and described therefore shapes 

how it can be analyzed and interpreted. 

2.1.3 From Words to Vectors: How NLP 

Reconstructs Competence 

Because competence is embedded in language, NLP has become a central tool for 

making competence analytically accessible. Early NLP-based approaches relied 

on keyword frequency, rule-based extraction, and topic modelling. Chung and 

Chen (2021) show that TF-IDF and related methods can identify broad 

competence categories efficiently, but mainly at a surface level. 

These methods are grounded in classical information retrieval theory. The 

vector space model introduced by Salton and McGill (Salton & McGill, 1987) 

and TF-IDF weighting formalized by Salton and Buckley (1988) represent text as 

word-frequency vectors, which makes results relatively transparent and easy to 

interpret. However, this representation assumes that meaning is tied to shared 

vocabulary, which can limit its effectiveness in cases where similar competences 

are described using different terms. In internal organizational texts, this 
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assumption often does not hold. Competences may be described using different 

terminology across departments or expressed implicitly rather than explicitly 

(Priyanka & Parveen, 2024). 

To address this limitation, research has increasingly moved toward 

embedding-based methods such as Sentence-BERT (SBERT). This development 

builds on a sequence of foundational language models, including Word2Vec 

(Mikolov et al., 2013), GloVe (Pennington et al., 2014), and BERT (Devlin et al., 

2019) which introduced contextual language representations. 

SBERT adapts these models for sentence-level similarity tasks (Reimers & 

Gurevych, 2019). Instead of relying on shared words, it captures semantic 

similarity at the level of meaning, allowing it to identify related competence 

expressions even when they differ lexically. Studies show that this improves the 

identification of related competences in heterogeneous organizational text 

(Gonzalez-Gomez et al., 2024; Subakti et al., 2022). 

The comparison between TF-IDF and SBERT, summarized in Table 2.1, 

reflects a broader trade-off. TF-IDF is transparent but primarily lexical, while 

SBERT captures richer semantic relationships but is less directly interpretable. 

Danish et al. (2024) show that TF-IDF can still perform well in domains with 

standardized terminology, whereas embedding-based models are more effective 

in linguistically variable settings. 

This creates a recurring tension in the literature. Different representations do 

not simply analyze competence differently; they can produce different 

competence structures from the same data. Because of this, interpretability 

becomes an important concern. This points to a fundamental trade-off in the 

literature: methods that capture richer semantic relationships tend to reduce 

transparency, while more interpretable approaches often struggle to capture 

underlying meaning. Embedding-based models often require additional steps to 

make results meaningful in practice, and without such interpretation, outputs may 

be difficult to validate or communicate to organizational stakeholders (Hoffman 

et al., 2025; Tussupov et al., 2025). 

Finally, most existing studies rely on external datasets such as job 

advertisements or occupational taxonomies (Chung & Chen, 2021; Gallagher et 

al., 2022). Internal organizational texts contain richer and more context-

dependent competence information, but this also makes the resulting structures 

harder to interpret and compare across contexts (Gregório et al., 2024). At the 

same time, they tend to introduce challenges related to inconsistency and 

linguistic variation (Hadiyanto & Anggoro, 2025). 

 

 

 



11 

 

2.2 Key Concepts 

This section briefly introduces the main concepts and analytical methods used in 

the thesis. The aim is to provide enough background to understand the later 

analysis, while more detailed methodological discussion is presented in Chapter 

3. 

2.2.1 Competence Mapping 

Competence mapping refers to the process of identifying and organizing the 

knowledge, skills, and abilities associated with organizational roles (Talodhikar 

& Farooqui, 2025). The concept builds on earlier competence theory developed 

by McClelland (1973) and Boyatzis (1982), which emphasized competence as a 

combination of skills, behavior, and contextual understanding. 

In this thesis, competence-related information refers to textual expressions 

in role descriptions that describe or imply competence. These capture (1) explicit 

skills and knowledge requirements, such as proficiency in Python, (2) behavioral 

expectations such as collaboration or leadership, and (3) role responsibilities that 

imply competence in practice, for example leading cross-functional teams. These 

are analytically distinct but tend to co-occur in organizational texts. The 

representations therefore capture a mix of explicit and implicit competence 

signals rather than a single, clearly bounded construct. 

2.2.2 Natural Language Processing 

Natural Language Processing (NLP) refers to computational methods for 

analyzing and representing human language (Jurafsky & Martin, 2009). In 

competence mapping, NLP makes it possible to transform textual role 

descriptions into structured representations that can be compared and analyzed 

computationally. 

2.2.3 TF-IDF 

TF-IDF (Term Frequency–Inverse Document Frequency) is a vocabulary-based 

method that represents each document based on the words it contains (Salton & 

Buckley, 1988). Each word receives a higher weight if it appears often in one 

document but rarely across the full set of documents. Words that appear in almost 

every document receive lower weights, since they do not help distinguish one 

document from another. The result is a representation that reflects the specific 

wording of each document. Most values are zero, because each document only 

uses a small part of the full vocabulary. A key advantage of TF-IDF is 

transparency: similarities between documents can always be explained by looking 



12 

 

at the words they share. This makes TF-IDF easy to interpret and well suited for 

understanding how documents are written. Figure 2.1 illustrates how TF-IDF 

weights are calculated. 

 

 
Figure 2.1: Components of the TF–IDF Weighting Scheme 

2.2.4 Sentence‑BERT 

Sentence-BERT (SBERT) represents sentences or documents as dense numerical 

vectors that capture their overall meaning (Reimers & Gurevych, 2019). Unlike 

TF-IDF, SBERT does not rely on shared words. Instead, it places texts with 

similar meaning close to each other, even if they use different wording. SBERT 

builds on BERT, a language model that understands words in context rather than 

in isolation (Devlin et al., 2019). SBERT extends this by producing a single 

fixed-length vector for an entire sentence or document, which makes it practical 

to compare large numbers of texts. The resulting representations are dense, 

meaning that all dimensions carry information, but they are less transparent than 

TF-IDF. Individual dimensions cannot be linked directly to specific words, which 

makes it harder to explain why two documents are considered similar. Figure 2.2 

illustrates the overall SBERT architecture. 
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  Figure 2.2: Components of the SBERT Embedding Model 

2.2.5 Clustering 

Clustering refers to unsupervised methods that group documents based on 

similarity without predefined labels. K-means, originally introduced by 

MacQueen (1967), is one of the most widely used clustering methods in text 

analysis. 

2.2.6 Dimensionality Reduction 

Dimensionality reduction techniques are used to simplify high-dimensional text 

representations while preserving important structural relationships. For TF-IDF, 

latent semantic approaches based on Singular Value Decomposition originate 

from Latent Semantic Analysis (Deerwester et al., 1990). For embedding-based 

representations, UMAP is commonly used to preserve semantic neighborhood 

structure (McInnes et al., 2018).  

2.2.7 Evaluation Metrics 

Cluster quality can be evaluated using internal validation metrics such as the 

silhouette score (Rousseeuw, 1987), Davies–Bouldin index (Davies & Bouldin, 

1979), and Calinski–Harabasz index (Caliński & Harabasz, 1974). The Adjusted 

Rand Index (Hubert & Arabie, 1985), can also be used to compare similarity 

between clustering solutions. While these metrics support systematic comparison, 

they do not automatically guarantee meaningful or interpretable competence 

structures. Quantitative evaluation therefore needs to be combined with 

qualitative interpretation and organizational context. 
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3 Method 

This chapter outlines the empirical approach used to examine how NLP-based 

methods structure competence information from internal organizational texts. The 

analysis is implemented as a structured pipeline in Python, moving from data 

preparation and text extraction to preprocessing, text representation, clustering, 

and evaluation. At its core is a controlled comparison between TF-IDF and 

Sentence-BERT (SBERT), two approaches that reflect fundamentally different 

assumptions about what matters in text. 

 

 
   Figure 3.1: Method pipeline overview 

3.1 Research Design 

The study follows a comparative and exploratory research design. TF-IDF and 

SBERT are applied to the same corpus of internal role descriptions under 

controlled conditions, with preprocessing logic, the clustering algorithm and the 

evaluation framework kept consistent across representation branches (Garrido-

Merchan et al., 2023). This setup makes it possible to attribute observed 

differences mainly to the representation method rather than to downstream 
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modeling choices. A comparative design of this kind is well suited to research 

that aims to understand how different analytical approaches structure the same 

phenomenon rather than to optimize predictive performance (Creswell & 

Creswell, 2018). 

The analysis is fully unsupervised, as no predefined competence labels exist 

in the data. When ground-truth labels are unavailable, unsupervised clustering is 

an appropriate strategy for identifying latent structure in text collections 

(Aggarwal & Zhai, 2012; Manning et al., 2008). Validation is therefore carried 

out post-hoc against an internal competency vocabulary that reflects terminology 

used within the organization. Supervised learning approaches and classification 

metrics such as accuracy, precision, recall or F1-score are not applicable in this 

setting, since they require validated ground-truth labels that are not available in 

this organizational context. 

A survey- or interview-based approach was also considered as an alternative 

research strategy. While such an approach could have provided richer 

individual-level competence data, it would have shifted the focus away from how 

competence is represented in existing organizational documentation. Document 

studies are particularly appropriate when the research object is the content and 

structure of existing texts rather than the experiences or perceptions of individuals 

(Denscombe, 2017). Since the research questions focus on how NLP methods 

structure information already present in internal texts, a document-based 

approach is more suitable for the aims of this study. 

K means is used as the primary clustering algorithm because it is simple, 

interpretable, and well suited for a controlled comparison across representations. 

It is well established in text clustering research and produces stable, reproducible 

partitions that are straightforward to evaluate and interpret (Manning et al., 2008a; 

Steinley, 2006). In this study, K means functions mainly as a common analytical 

framework rather than as an assumption that competence structures naturally form 

spherical clusters. Using the same clustering method for both TF-IDF and SBERT 

reduces methodological variation and makes it easier to attribute observed 

differences to the representations themselves. Density based methods such as 

HDBSCAN were not selected as primary approaches because they are more 

sensitive to parameter choices, may produce different numbers of clusters across 

representations, and can leave some observations unassigned. These 

characteristics make controlled comparison and interpretation more difficult 

(Aggarwal & Zhai, 2012). 

Recent state-of-the-art approaches in competence extraction increasingly 

employ fine-tuned domain-specific models or hybrid architectures that combine 

embeddings, topic models and density-based clustering (Chernova, 2020; 

Priyanka & Parveen, 2024; Tussupov et al., 2025). While these approaches may 

improve clustering performance, they also introduce additional methodological 
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complexity and reduce comparability between representations. The present study 

therefore adopts a deliberately constrained two-method design, prioritizing 

methodological transparency and controlled comparison over performance 

optimization. The comparison is evaluated along three complementary 

dimensions. These are (1) representational logic, understood as lexical versus 

semantic, (2) structural outcomes, in terms of cluster coherence and grouping 

patterns, and (3) practical interpretability, meaning how the results can be 

explained and communicated in an organizational context. 

3.1.1 Variables and Operationalization 

The independent variable in this study is the text representation method, 

specifically TF-IDF versus SBERT. The dependent variables are the resulting 

competence structures and their evaluation outcomes. These include clustering 

quality metrics such as silhouette score, structural agreement measured through 

ARI, and alignment with the organizational competency framework. Control 

factors include the use of the same dataset, clustering algorithm, and evaluation 

framework across both representations. 

3.2 Organizational Context and Data Sources 

The study is conducted in collaboration with a global manufacturing and service 

company, with a specific focus on the Nordic and Baltic organizational unit. The 

empirical dataset consists of two internal sources: 

• An employee dataset (approximately n ≈ 2,500), containing job titles, 

hierarchical attributes, and location data. 

• A role description library (n = 428), consisting of internal documents 

describing responsibilities, performance expectations, and competence 

requirements. 

 

The role description library forms the primary analytical input. These documents 

represent formalized organizational knowledge and are therefore suitable for 

NLP-based analysis (Zhang et al., 2022). At the same time, they exhibit variation 

in writing style, level of detail, historical conventions, and managerial 

interpretation. Rather than treating this variation as “noise,” it is considered an 

inherent feature of organizational language and one that competence mapping 

methods must be able to handle in practice (Kobayashi et al., 2018). 

It should be noted that role descriptions reflect organizational documentation 

practices rather than an objective or exhaustive representation of competence, 

which may influence similarity patterns and clustering outcomes. The 

organization is therefore treated as an instrumental and information-rich setting. 



17 

 

Its highly standardized role descriptions provide a controlled environment for 

examining differences between lexical and semantic representations. 

3.3 Data Preparation and Text Extraction 

All data were standardized prior to analysis. Legacy .doc files were converted to 

.docx format, and personally identifiable information was removed in accordance 

with GDPR requirements (Regulation (EU) 2016/679 (General Data Protection 

Regulation), 2018). Employee job titles were matched to role description 

filenames using a combination of automated string matching and manually 

defined rules (Christen, 2012). This resulted in 90 role descriptions relevant to the 

Nordic and Baltic region. Text was extracted using the python-docx library from 

both paragraph and table structures. Four sections were retained where available: 

responsibilities, behavioral competencies, professional requirements, and full 

competence profiles. 

For clarity, the inclusion and exclusion criteria are summarized in Table 3.1. 

Included documents were: (1) role descriptions belonging to the Nordic and Baltic 

organizational unit, (2) documents successfully matched to employee job titles, 

and (3) documents with sufficient structural consistency to allow extraction of 

competence-related sections. Documents were excluded if they had inconsistent 

or incomplete structure, or if they could not be reliably processed through the 

extraction pipeline. 

Only one document was excluded after the initial matching process, resulting 

in a final dataset of 89 role descriptions. Although the impact of this exclusion is 

minimal, filtering out structurally inconsistent documents may introduce a slight 

bias toward more standardized and well-documented roles. This should be 

considered when interpreting the resulting competence structures. 

 

Criterion Rule Count 

Initial library Full role description library 428 

Matched to Nordic and Baltic employees Linked to active job titles in the region 90 

Excluded Inconsistent or incomplete structure 1 

Final dataset 
 

89 

Table 3.1: Document selection and exclusion criteria. 

3.4 Text Preprocessing 

Preprocessing was implemented as two representation-specific pipelines, 

reflecting the different assumptions underlying TF-IDF and SBERT (Camacho-

Collados & Pilehvar, 2018). The BERTopic interpretation layer directly reuses 

SBERT embeddings and therefore requires no additional preprocessing. 
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3.4.1 TF‑IDF Preprocessing 

For TF-IDF, a relatively aggressive preprocessing strategy was applied to reduce 

lexical variation and sparsity. This includes lowercasing, punctuation and digit 

removal, stopword filtering using NLTK’s English stopword list, and 

lemmatization using spaCy (Bird et al., 2009). Domain-specific stopwords were 

identified through exploratory frequency analysis, including broadly used 

competence-related terms which appear frequently but do not contribute to 

discrimination between roles (Sarica & Luo, 2021). Unigrams, bigrams, and 

trigrams were retained to preserve multi-word competence expressions that would 

otherwise be fragmented (Manning et al., 2008). 

3.4.2 SBERT Preprocessing 

For SBERT, preprocessing was intentionally minimal. Only structural cleaning 

was applied, including removal of bullet symbols and normalization of 

whitespace. Sentence structure and word order were preserved, as SBERT relies 

on contextual relationships between tokens to generate meaningful embeddings 

(Reimers & Gurevych, 2019). More aggressive preprocessing would risk 

removing information important for semantic encoding. 

3.5 Text Representation 

TF-IDF generates sparse representations based on term frequency and inverse 

document frequency, making it possible to trace which words drive similarity. 

SBERT produces dense embeddings encoding semantic similarity at the sentence 

level, capturing meaning even when vocabulary differs (Reimers & Gurevych, 

2019). BERTopic operates solely within the SBERT space and is excluded from 

the cross-representation comparison; SBERT embeddings serve as the shared 

representation for both K-means clustering and BERTopic validation 

(Grootendorst, 2022). 

3.5.1 TF‑IDF Vectorization 

TF-IDF vectorization was implemented using scikit-learn’s TfidfVectorizer 

(Pedregosa et al., 2011). The vectorizer was configured with an n-gram range of 

1-3, a maximum vocabulary size of 1,000 features, a minimum document 

frequency of three, and a maximum document frequency threshold of 0.85. The 

resulting sparse document-term matrix was reduced using Truncated SVD to 50 

latent dimensions, corresponding to a latent semantic analysis (LSA) 

representation (Deerwester et al., 1990). The resulting vectors were subsequently 
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L2-normalized to ensure that cosine distance, rather than vector magnitude, drives 

cluster formation. 

3.5.2 Sentence‑BERT Embeddings 

SBERT embeddings were generated using the all-mpnet-base-v2 model from the 

sentence-transformers library (Reimers & Gurevych, 2019; Song et al., 2020). 

Each role description was encoded into a 768-dimensional dense vector capturing 

contextual semantic similarity beyond surface-level vocabulary overlap (Devlin 

et al., 2019). The resulting vectors were L2-normalized so that similarity 

comparisons reflect directional semantic similarity rather than differences in 

embedding scale. 

3.6 Clustering 

K-means clustering was applied for values of k ranging from 2 to 14 for both TF-

IDF and SBERT representations. The silhouette score serves as the primary metric 

for evaluating cluster quality as it captures both within-cluster cohesion and 

separation from neighboring clusters (Rousseeuw, 1987). However, metric 

optimization is not treated as the only selection criterion. In several cases, cluster 

solutions with slightly lower scores were preferred when they produced more 

analytically transparent and organizationally meaningful groupings (Gagolewski 

et al., 2021). This reflects the study’s focus on practical usefulness in competence 

mapping, where overly coarse or overly fragmented structures may be less 

informative for workforce planning. BERTopic does not require pre-specification 

of cluster numbers, as it uses density-based clustering (HDBSCAN) to identify 

topic structure dynamically.  

3.7 Evaluation 

Cluster quality is assessed using a structured three-layer framework. Each layer 

focuses on a different aspect of cluster validity, and together they capture different 

aspects of validity, including geometric cluster quality, structural robustness, and 

alignment with an external competency reference (Handl et al., 2005).  

3.7.1 Layer 1: Internal Clustering Metrics 

The first layer uses the silhouette score, Davies-Bouldin index, and Calinski-

Harabasz index (defined in Section 2.2.7) to assess the geometric properties of the 

cluster solutions without relying on external labels. The silhouette score is used 

as the primary model selection criterion; the three metrics together provide 
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complementary perspectives on cohesion, separation, and compactness 

(Gagolewski et al., 2021). External accuracy-based evaluation is not possible in 

this setting, as competence structures are not known in advance and cannot be 

treated as objective ground truth. A Spearman rank correlation is used to compare 

the TF-IDF and SBERT role-similarity matrices. This indicates whether the two 

methods rank roles as similar or dissimilar in broadly the same way, regardless of 

clustering (Kriegeskorte, 2008). 

3.7.2 Layer 2: BERTopic structural robustness 

check 

Internal metrics assess geometry but cannot determine whether cluster 

boundaries reflect genuine semantic density or are an artifact of hard partitioning. 

BERTopic is therefore applied as an independent robustness check within the 

SBERT embedding space after both K-means solutions are finalized 

(Grootendorst, 2022). Agreement with K-means is assessed using the Adjusted 

Rand Index (ARI); divergence signals regions where role descriptions are not 

clearly differentiated and results should be interpreted with care. It is important 

to note that the robustness evaluation does not constitute independent validation 

of semantic correctness. In particular, the comparison between SBERT-based 

clustering and BERTopic relies on a shared embedding space, which introduces a 

degree of methodological circularity. High agreement between these methods 

therefore indicates stability within the same representational framework rather 

than confirming the existence of objectively “true” competence structures. The 

results should thus be interpreted as evidence of internal consistency rather than 

external validity. 

3.7.3 Layer 3: Formal competency vocabulary 

validation 

The third layer compares the competency-related terms extracted by TF-IDF and 

SBERT with the organization's pre-existing formal competency framework. This 

framework was developed internally and covers a broad range of organizational 

needs, including leadership development, career progression, and everyday task 

performance. It reflects how the organization defines competence in practice and 

forms the basis for how employee development is structured and supported. The 

comparison is used to assess how well each method recovers the competencies 

the organization formally recognizes. For each of the 35 defined competencies, 

recall is calculated as the proportion of roles for which the competency is correctly 

identified by the method, which makes it possible to assess not only whether a 

competency is detected at all but also how consistently it is recovered across roles 
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(Manning et al., 2008). Statistical significance is interpreted cautiously, as 

evidence of non-random structure rather than as proof of complete or correct 

competence mapping (Luna-Romera et al., 2019). The internal competency 

framework is used as the reference point rather than external taxonomies such as 

ESCO or O*NET, since it reflects the terminology actually used within the 

organization and is therefore the most relevant basis for evaluating practical 

alignment. 

3.8 Cluster interpretation 

TF-IDF clusters are interpreted by examining the words with the highest average 

weights, which reveals the main vocabulary defining each cluster. SBERT 

clusters are interpreted by analyzing which roles group together their nearest 

neighbors, and the structure of the embedding space in reduced dimensions 

(McInnes et al., 2018). BERTopic results are interpreted using its own term scores 

(c-TF-IDF) and intertopic distance maps. As a final step, keywords are extracted 

using spaCy noun-phrase extraction with TF-IDF relying on term weights and 

SBERT using Maximal Marginal Relevance to balance relevance and diversity 

(Carbonell & Goldstein, 1998; Honnibal et al., 2020). 

3.9 Ethical Considerations 

The data were provided by the organization under a formal collaboration 

agreement, and their use in this study was approved for research purposes. As the 

analysis was conducted at the role level and did not involve direct personal data, 

individual consent was not required under applicable data protection regulations. 

Although personal identifiers were removed, indirect identification through role 

titles or organizational context remains theoretically possible, and results are 

therefore reported only at an aggregated level. The employee dataset was used 

only to identify active roles in the Nordic and Baltic region and to link employees 

to role descriptions. Data handling followed principles of minimization and 

purpose limitation, and all analysis was conducted in a secure, access-controlled 

environment (Regulation (EU) 2016/679 (General Data Protection Regulation), 

2018). 

Automated competence analysis also raises broader ethical questions. Role 

descriptions reflect writing conventions, managerial choices and historical 

documentation practices, which may reproduce existing imbalances in how 

different types of work are articulated (Gaucher et al., 2011). These concerns align 

with established research ethics principles that emphasize considering potential 

impacts on individuals and groups, even when no direct harm is intended 
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(Denscombe, 2017). NLP-based clustering can reinforce such patterns, especially 

when competence is unevenly documented across functions or seniority levels. 

Embedding-based methods such as SBERT introduce additional 

transparency challenges, as their internal representations are not directly 

interpretable and may appear more objective than they are (Barredo Arrieta et al., 

2020; Bolukbasi et al., 2016; Zhao et al., 2017). To address this, the study pairs 

SBERT with term-based baselines and treats all clustering results as exploratory 

rather than definitive. The work is not intended for individual assessment or direct 

use in HR decision-making. 
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4 Results 

This section presents the results across four areas: vocabulary structure, clustering 

quality, cluster composition, and validation against the organization’s formal 

competency vocabulary. The focus throughout is on how each representation 

shapes the competence structures that emerge from the same underlying 

documents. 

4.1 Competence Language and Vocabulary 

Structure 

The corpus covers 89 roles spanning four broad seniority bands: frontline 

technical positions (Maintenance Technician, Installer, Field Troubleshooter), 

customer-facing roles (Customer Care Agent, Customer Service Specialist, 

Customer Contact Agent), middle-management positions (Field Supervisor, 

Service Operations Manager, Program Manager), and senior leadership roles 

(Area Director, Managing Director). 

Despite this range, the language across the corpus is built around a small set 

of recurring terms. Words such as quality, customer, change, detail, procedure, 

and guideline appear in the majority of descriptions, often in fixed phrases like 

high quality standard and procedure guideline. This shared vocabulary means 

surface-level similarity often reflects documentation conventions rather than 

genuine functional overlap between roles (Kobayashi et al., 2018). 

The top five competency-related phrases extracted by each method illustrate 

this immediately. TF-IDF surfaces concrete, document-discriminating terms: 

change initiatives, customer service, customer complaints and detail focus. 

SBERT surfaces semantically related behavioral and contextual phrases: strong 

working relationships, analysis information, identify problems and maintain 

confidentiality. The two sets are almost entirely non-overlapping despite being 

drawn from the same 89 documents, which already signals that the methods are 

capturing fundamentally different layers of the text (Turney & Pantel, 2010). 

4.2 Cluster Quality Metrics and Selection of k 

Three internal validation metrics are computed for k = 2 to 14 for both methods: 

the silhouette score, the Davies-Bouldin index, and the Calinski-Harabasz index. 
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Figure 4.1 shows the full metric profiles across this range; Table 4.1 reports the 

values at key configurations.  

 

 
Figure 4.1: Silhouette Scores and Inertia Curves for TF-IDF and SBERT Across k = 2 to 14. 

 

Method k Silhouette Davies-Bouldin Calinski-Harabasz 

TF-IDF 

(statistical optimum) 

14 0.231 1.363 9.041 

TF-IDF (domain-expertise) 5 0.171 1.992 12.392 

SBERT  

(statistical optimum) 

3 0.427 1.465 31.523 

SBERT (domain-expertise) 5 0.354 1.511 22.567 

Table 4.1: Clustering quality metrics across analytical configurations. 

For SBERT, the silhouette score rises steeply from 0.367 at k = 2 and peaks 

clearly at k = 3 (silhouette = 0.427), the strongest single score observed across 

either method at any k. The inertia curve bends most sharply in the same range 

and flattens visibly after k = 5, as seen in Figure 4.1 The statistically optimal k = 

3 solution groups the 89 roles into three broad clusters of 20 to 40 roles, 

corresponding roughly to leadership and management, technical and customer-

facing, and a mixed specialist group. These clusters are geometrically well-

separated but contain too much functional diversity to be useful for workforce 

planning. For this reason, k = 5 is selected as the analytical choice, preferred for 

organizational utility and cross-method comparability over statistical optimality. 

An independent HDBSCAN-based check confirms five high-density regions in 

the SBERT embedding space, supporting this selection. At k = 5, SBERT 

achieves a silhouette score of 0.354. 

TF-IDF shows a markedly different pattern. The silhouette score increases 

gradually from 0.184 at k = 2 to 0.231 at k = 14, with no clear peak or elbow at 

any point along the curve. The inertia curve declines steadily across the full range 

without a distinct bend. At k = 5, the value chosen for direct comparison, TF-IDF 

scores 0.171, which is less than half of SBERT's 0.354 at the same k. Even at its 

statistical optimum of k = 14, TF-IDF reaches only 0.231, still well below SBERT 
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at k = 5. This flat profile indicates that TF-IDF does not uncover a strong natural 

grouping structure in this corpus: increasing k mainly splits the data into 

progressively smaller subgroups rather than revealing stable underlying clusters. 

The Davies-Bouldin index shows a slightly different pattern: TF-IDF 

achieves a lower (better) value at k = 14 (1.363) than SBERT at k = 5 (1.511), 

because many small TF-IDF clusters at high k are internally compact even though 

the overall representation space remains diffuse. The Calinski-Harabasz index, by 

contrast, favors SBERT strongly: 22.567 at k = 5 versus 12.392 for TF-IDF at k 

= 14. Together, all three metrics consistently point in the same direction: SBERT 

produces more coherent solutions, while also illustrating why no single metric 

should be relied on exclusively (Akhanli & Hennig, 2020). 

4.3 Cluster Compositions at k = 5 

At k = 5, both methods produce broadly recognizable groupings: a management 

and leadership cluster, a sales-oriented cluster, and a finance and administrative 

specialist group. The most meaningful differences appear among mid-level and 

specialist roles. Tables 4.2 and 4.3 report the full compositions for SBERT and 

TF-IDF respectively; cluster labels are interpretive, assigned from role 

membership and dominant competency terms. These labels are analyst-assigned 

summaries and should not be interpreted as fixed organizational categories. 

 

SBERT 

Cluster n Label Representative roles 

C0 17 Frontline Technical and 

Customer Service 

CSE Engineers, Customer Care Agent, Digital 

Services Specialist, Field Troubleshooter, 

Maintenance Technician, Technical Field Support 

Engineer 

C1 8 Sales and Commercial NEB Salesperson, SEB Salesperson variants, 

Business Controller, Environmental Specialist, 

Safety Manager 

C2 32 Operational Management 

and Leadership 

Area Directors, Managing Director, Program 

Manager, Field Supervisor, Maintenance 

Operations Manager, HR Centre of Expertise 

Manager 

C3 15 Mid-level Specialists and 

Functional Managers 

Finance Manager, Key Account Manager, Legal 

Counsel, Marketing Manager, SEB Sales 

Specialist, Installer, Tester 

C4 17 Technical Specialists and 

Analysts 

Business Analyst, Operations Expert and 

Specialist, Quality Specialist, HR CoE Specialist, 

Billing Administrator, Payroll Administrator 

Table 4.2: SBERT cluster composition at k = 5. 
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TF-IDF 

Cluster n Label Representative roles 

C0 24 Operational Management 

Area Directors, Managing Director, Program 

Manager, Field Supervisor, Maintenance 

Operations Manager, HR CoE Manager, Safety 

Manager, Service Operations Manager 

C1 17 
Technical & Business 

Specialists 

Business Analyst, CSE Engineers, Technical 

Field Support Engineer, Technical Help Desk 

Troubleshooter, Digital Services Specialist, Key 

Account Manager, Marketing & Communications, 

Quality Manager 

C2 24 
Frontline Service & 

Operations 

Customer Care Agent, Maintenance Technician, 

Installer, Customer Service roles, Operations 

Specialist/Expert, Customer Contact Agent, 

KRMS Operator, Trainee, Tester, Stock Keeper 

C3 8 Sales & Development 

NEB Salesperson, SEB Salesperson variants, 

Field Trainer, Delivery Operations Development 

Manager, Spare Part Specialist 

Table 4.3: TF-IDF cluster composition at k = 5. 

Under SBERT, the largest cluster is C2 (n = 32), which brings together a 

wide range of management and leadership roles: Area Directors, Managing 

Directors, Field Supervisors, Program Managers, and HR Centre of Expertise 

Managers. These roles span very different functions, but SBERT groups them on 

the basis of shared managerial language. Phrases such as driving performance, 

building teams, managing change, and executing strategy appear prominently 

across all of them. The cluster is semantically cohesive but organizationally 

broad, which limits its granularity for practical workforce planning purposes. 

The most analytically striking grouping is C3 (n = 15), which includes roles 

as functionally different as Installer, Tester, Legal Counsel, Key Account 

Manager, and Finance Manager. These roles share no common job family or 

hierarchical level. One interpretation is that SBERT captures similarities in how 

responsibilities and behaviors are described across roles. C0 (n = 17) captures 

frontline technical and customer-facing roles, C4 (n = 17) groups technical 

specialists and analysts, and C1 (n = 8) is the smallest cluster but among the most 

semantically distinct, grouping sales and commercial roles. 

TF-IDF produces a more compact management cluster (C0, n = 24). 

Wording differences cause some roles to migrate into adjacent groups: C1 (n = 

17) combines technical, analytical, and marketing roles through shared 

vocabulary around analysis and communication, while C2 (n = 24) merges 

frontline technical and specialist roles via terms like customer and procedure. C3 

(n = 8) captures sales and development roles, and C4 (n = 16) groups finance, 

legal, and administrative specialists. Overall, TF-IDF clusters are more sensitive 

to incidental vocabulary overlap, producing groupings that partly reflect how 

roles are documented rather than what those roles actually involve. 

The structural difference between the two solutions is immediately visible in 

Figures 4.2 and 4.3. In Figure 4.2, the SBERT clusters appear as compact, well-
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separated groupings, with clear whitespace between them. Figure 4.3 shows the 

TF-IDF solution as a more diffuse distribution, with several clusters overlapping 

in the center of the space and no single region of high density. 

 

Figure 4.2: SBERT clusters at k=5 

 

Figure 4.3: TF-IDF clusters at k=5 
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4.4 BERTopic Robustness Check 

BERTopic is applied to the SBERT embedding space as an independent structural 

check. Unlike K-means, it uses HDBSCAN clustering without requiring a 

predefined number of clusters and can leave ambiguous documents unassigned, 

making it well suited to revealing where K-means boundaries may be forced 

rather than natural. 

BERTopic identifies five topics across the 89 role descriptions, with one role 

left unassigned as an outlier. The five topics map closely onto the SBERT K-

means clusters: Topic 0 corresponds to operational management roles, Topic 1 to 

frontline technical and customer service roles, Topic 2 to technical specialists and 

analysts, Topic 3 to mid-level specialists and functional managers, and Topic 4 to 

sales and commercial roles. The single outlier falls near the boundary between 

analytical and administrative roles, consistent with the ambiguity already visible 

in SBERT Cluster 3. 

Table 4.4 reports the pairwise Adjusted Rand Index (ARI) across the three 

clustering solutions. The ARI between BERTopic and SBERT is 0.955, indicating 

near-perfect agreement between two independently applied methods using 

different algorithms. By contrast, the ARI between BERTopic and TF-IDF is 

0.302, and between TF-IDF and SBERT it is 0.280 (NMI = 0.335). TF-IDF has 

slightly higher completeness than homogeneity compared to SBERT, which 

suggests it tends to pick up the same broad groupings, but also splits them into 

smaller clusters that are more driven by specific word choices. 

 
 

TF-IDF SBERT BERTopic (validation) 

TF-IDF 1.000 0.280 0.302 

SBERT 0.280 1.000 0.955 

BERTopic (validation) 0.302 0.955 1.000 

Table 4.4: Pairwise cluster agreement (ARI) between primary methods and BERTopic validation. 

The Spearman rank correlation between the pairwise role-similarity matrices 

of TF-IDF and SBERT is r = 0.461 (p < 0.001). This moderate correlation 

confirms that the two methods share some agreement on the most clearly 

differentiated roles, those with distinctive functional identities, while diverging 

substantially on generalist management positions and roles described in highly 

standardized language, where agreement drops to as low as 0.42. 

4.5 Alignment with Formal Competency Vocabulary 

The final evaluation layer assesses how well the competency-related terms 

extracted by each method align with the organization's 35 defined competencies. 

Alignment is measured as recall, calculated as the proportion of roles for which 
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each competency is correctly recovered. The results show strong overall 

alignment for both methods. TF-IDF reaches a mean per-competency recall of 80 

percent and SBERT reaches 83 percent, which means both methods recover the 

large majority of the formal framework. At the competency level, TF-IDF fully 

recovers 20 of the 35 competencies and SBERT fully recovers 21, with only a 

small number of competencies remaining poorly covered across both methods.  

The competencies that are less well recovered tend to be those expressed 

implicitly in role descriptions rather than named directly, which reflects a 

boundary of the source material rather than a shortcoming of the methods. Some 

competencies are embedded in practice in ways that do not surface clearly in 

formal documentation. Overall, both methods show meaningful alignment with 

the organization's competency framework, with SBERT showing a small 

advantage in recall. The difference between the two methods at this level is 

limited, and the more important finding is that both approaches are able to recover 

the large majority of what the organization formally defines as competence. 

4.6 Summary of Results 

Table 4.5 brings together the results across all measures. Overall, SBERT 

performs better than TF-IDF in terms of clustering quality. SBERT reaches a 

silhouette score of 0.354 at k = 5, while TF-IDF reaches 0.171 at the same setting. 

The Calinski–Harabasz index shows a similar pattern, with SBERT scoring 

22.567 compared to 12.392 for TF-IDF. BERTopic further supports the SBERT 

result by converging on almost the same five-cluster structure, with an ARI of 

0.955. In terms of alignment with the formal competency framework, both 

methods perform similarly, with TF-IDF recovering 80 percent of the framework 

and SBERT recovering 83 percent, and both fully covering around 20 of the 35 

defined competencies. TF-IDF tends to produce clusters that depend more on 

specific word choices, but it has one clear advantage: it is easier to interpret, since 

cluster membership can be directly linked to individual terms without requiring 

advanced NLP knowledge. 

Criterion TF-IDF (k = 5) SBERT (k = 5) 

Silhouette score 0.171 0.354 

Davies-Bouldin index 1.992 1.511 

Calinski-Harabasz index 12.392 22.567 

Mean competency recall 80% 83% 

Competencies fully recovered 20/35 21/35 

Cluster size range 8–24 roles 8–32 roles 

Agreement with SBERT (ARI) 0.280 — 

Agreement with BERTopic (ARI) 0.302 0.955 

Interpretability basis 
Discriminative term 

weights 
Semantic role similarity 

Table 4.5: Summary comparison of the two primary methods across key criteria. 
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5 Discussion 

This thesis examined how competence-related information can be structured from 

organizational role descriptions using two NLP-based representations: TF-IDF 

and Sentence-BERT (SBERT). Rather than treating competence as a fixed 

construct, the analysis approached it as something that becomes visible through 

language and therefore shaped by how textual information is represented and 

interpreted computationally. It is important to note that the identified clusters do 

not represent objective competence structures. Rather, they reflect patterns in how 

competence is articulated in organizational documentation, shaped by writing 

conventions, managerial interpretation, and historical practices. 

The central finding is not simply that SBERT outperforms TF-IDF on 

clustering metrics. What the comparison shows is that the same set of role 

descriptions contains multiple layers of competence information, and that 

different representations make different layers visible. TF-IDF highlights the 

explicit and standardized vocabulary organizations use to describe work. SBERT 

highlights the behavioral and contextual meaning that sits beneath that 

vocabulary. Neither layer is more correct than the other. Together, they offer a 

more complete picture of organizational competence than either method provides 

on its own. 

A broader implication is that competence is not only defined through formal 

frameworks, but also continuously constructed through organizational language. 

This aligns with perspectives that view competence as embedded in practice 

rather than fully captured by predefined categories (Sandberg, 2000). From this 

perspective, NLP-based methods do not measure competence directly. Instead, 

they provide different lenses for observing how competence is articulated within 

organizational documentation. 

5.1 What the Analysis Revealed 

5.1.1 Representational Logic and Cluster Structure 

The main research question examines how TF-IDF and SBERT structure 

competence-related information derived from internal role descriptions. The 

results show that the two representations organize the same material in 

fundamentally different ways. TF-IDF groups roles through lexical distinctions, 

relying on differences in word usage and document-specific terminology. SBERT 
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groups roles through semantic similarity, identifying shared meaning even when 

descriptions use different vocabulary. 

The standardized nature of the role descriptions limits the effectiveness of 

TF-IDF. Because many roles rely on similar organizational language, lexical 

variation is low, making it difficult for TF-IDF to uncover strong underlying 

structures. SBERT is less constrained by this, as it captures contextual meaning 

rather than vocabulary overlap. This results in more coherent clusters, stronger 

internal validation scores, and near-perfect agreement with BERTopic. However, 

higher clustering performance does not necessarily indicate a more meaningful 

competence structure. Rather, it reflects stronger geometric patterning in the 

representation space. 

These results align with previous research showing stronger clustering 

performance for BERT-based embeddings than for TF-IDF in semantically 

complex text collections (Danish et al., 2024; Subakti et al., 2022). The findings 

extend this comparison to an internal organizational setting, where documentation 

practices intentionally standardize language. 

5.1.2 Emerging Competence Patterns and 

Framework Alignment 

Both methods recovered recognizable structures that broadly align with formal 

role families, including leadership roles, frontline technical positions, and 

sales-oriented roles. This indicates that role descriptions contain enough 

competence-related information to reproduce many established organizational 

groupings. 

The most notable finding, however, is the emergence of cross-functional 

clusters within the SBERT representation. Roles as different as Installer, Legal 

Counsel, Finance Manager, and Key Account Manager were grouped together 

despite sharing neither function nor hierarchy. What connects these roles is a 

common behavioral profile: specialist expertise applied within a defined scope, 

coordination across organizational boundaries, and individual accountability for 

outcomes. This type of grouping is not visible in classification systems organized 

by job family or seniority, and it suggests that competence is sometimes organized 

around how work is performed rather than what work is formally assigned. 

Both methods achieved competency recall above 80 percent, indicating 

substantial alignment with the organization’s formal competency framework. The 

findings therefore do not point to a major gap between formal and observed 

competence structures. Instead, they show that role descriptions contain 

additional behavioral and contextual signals that complement formal categories. 

NLP-based representations largely recover existing competence structures while 
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also revealing relationships that extend beyond formal classifications (Gregório 

et al., 2024; Koundouri et al., 2025). 

5.1.3 Implications for Organizational Practice 

The competence structures identified in this study are not only methodologically 

interesting. They point toward practical applications in workforce management 

that extend beyond what traditional role taxonomies can support. 

The cross-functional behavioral clusters identified through SBERT may 

have relevance for succession planning. When roles share a common behavioral 

profile regardless of function or title, they represent a pool of potential successors 

that would not be visible in a traditional job-family approach. An organization 

seeking to understand which roles share capabilities with leadership positions 

could use semantic clustering as a starting point for mapping those pathways more 

systematically. 

Internal mobility and career development represent another area of 

application. Employees in roles that cluster together semantically may have 

transferable competence profiles even when their job titles suggest otherwise. 

This type of insight is difficult to generate manually in large organizations but 

could be supported through role-similarity tools built on SBERT embeddings. 

Rather than limiting career development to vertical progression within a function, 

organizations could identify lateral moves that build on existing behavioral 

strengths (Tambe et al., 2019). 

The same logic applies to reskilling and upskilling. When competence 

clusters cut across functions, training programs designed around behavioral 

profiles rather than job families could reach more employees with the same 

initiative and reduce duplication of effort. In large and geographically dispersed 

organizations, this type of grouping could make learning investments more 

efficient and better aligned with how the work is performed. 

At a more strategic level, the clustering structures produced in this study 

could inform job architecture reviews. If role families no longer align with the 

behavioral patterns that appear in role descriptions, the formal structure may need 

updating. Semantic analysis of role descriptions offers a data-driven basis for such 

reviews that is grounded in what the organization documents rather than in 

assumptions inherited from earlier organizational designs. 

Finally, the combination of SBERT and TF-IDF points toward a practical 

tool design for talent marketplaces and strategic workforce planning. SBERT 

could be used to surface semantic role similarity across the organization, 

identifying which employees and roles share capability profiles regardless of title, 

function, or location. TF-IDF could then act as an explanation layer, showing 

which terms and phrases drive those similarities and making results accessible to 
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non-technical users. Together, they could support workforce decisions that 

currently rely heavily on individual experience and institutional memory 

(Egasmara et al., 2025). 

The findings therefore suggest that the value of NLP-based competence 

mapping lies not in replacing existing HR processes, but in making competence 

structures more visible, more searchable, and more connected to organizational 

strategy than manual approaches allow. These applications are put forward as 

implications of the findings rather than empirically validated outcomes, and 

would require further evaluation by practitioners to assess their practical 

usefulness. 

5.2 Representational Differences in Practice 

TF-IDF and SBERT can be understood as two different ways of reading 

organizational text. TF-IDF operates through lexical comparison, identifying 

similarity based on shared and distinctive word usage. This makes it transparent 

and easy to interpret, but dependent on the presence of meaningful lexical 

variation (Danish et al., 2024). In this study, the standardized nature of the role 

descriptions limits that variation, which reduces TF-IDF’s ability to differentiate 

between roles. 

SBERT operates at the level of meaning, encoding documents in a semantic 

space where similarity reflects conceptual proximity rather than shared 

vocabulary. This allows it to capture patterns that are not visible through 

word-level comparison, including similarities in how competence is described 

across roles that share no common terminology. 

The comparison raises a broader question about what counts as evidence of 

competence. TF-IDF assumes that competence can be inferred from observable 

vocabulary patterns, while SBERT assumes that it is reflected through semantic 

context. Neither assumption is inherently correct. Each highlights different 

aspects of organizational reality. The key trade-off is therefore not only 

performance but interpretability versus semantic sensitivity. As Hoffman et al. 

(2025) note, embedding-based methods require interpretive support when used in 

organizational contexts, and outputs that cannot be explained are unlikely to be 

trusted or acted on. 

In practice, the methods are best viewed as complementary. TF-IDF supports 

explanation and transparency, while SBERT supports structure discovery and 

semantic exploration. Combining both perspectives provides a stronger 

foundation for organizational competence mapping than either approach alone. 

While prior research has consistently shown that embedding-based methods 

outperform TF-IDF in terms of clustering quality, these studies have largely relied 

on external datasets such as job advertisements or standardized taxonomies (e.g., 
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Chung & Chen, 2021; Subakti et al., 2022). This study extends that line of work 

by examining how these methods perform in internal organizational data, where 

language is shaped by documentation practices rather than market-oriented 

communication. The findings reveal not only differences in performance, but also 

that different representations systematically yield distinct competence structures. 

Notably, embedding-based approaches uncover cross-functional groupings that 

are not reflected in formal role families. Thus, the key contribution of this study 

lies not merely in comparing methods, but in demonstrating how the choice of 

representation fundamentally reshapes the organizational understanding of 

competence. 

5.3 Limitations 

Several limitations shape how the findings should be interpreted. The analysis 

draws on role descriptions from a single organizational context, which limits 

generalizability (Denscombe, 2017). Competence documentation is highly 

context-dependent, and the specific cluster structures identified here should not 

be assumed to appear in the same form elsewhere. 

A second limitation concerns the source material itself. Role descriptions 

reflect formal expectations rather than the realities of day-to-day work. They are 

shaped by documentation conventions, managerial preferences, and historical 

decisions about how roles should be presented, and may overlook situational or 

tacit aspects of competence (Sandberg, 2000). When many roles use similar 

language, representation methods have limited room to differentiate between 

them. This reflects constraints in the data rather than shortcomings in the 

analytical approach. 

A third limitation relates to the exploratory nature of unsupervised 

clustering. Even with a controlled comparative design, clustering outcomes 

remain sensitive to parameter choices, and different configurations could produce 

somewhat different groupings (Gagolewski et al., 2021). The structures identified 

here should be viewed as indicative patterns rather than fixed partitions. 

The most significant limitation is the absence of user-level validation. It 

remains unclear how HR professionals or managers would interpret, trust, or act 

on the generated clusters in practice. Without this perspective, it is difficult to 

assess the practical value of the results in a domain where interpretability and 

organizational acceptance are essential (Tambe et al., 2019). 
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5.4 Ethical and Societal Implications 

The results also raise implications that extend beyond the methodological 

comparison. If NLP-based competence mapping is introduced into workforce 

planning or role design, it may shape how competence is defined and understood, 

since model outputs reflect what is documented rather than the full complexity of 

how work is carried out. 

One key concern is the uneven visibility of work. Roles described in 

standardized and explicit language are more easily captured by both methods, 

while more tacit, relational, or inconsistently documented forms of competence 

risk becoming less visible (Hadjimichael & Tsoukas, 2019). Automated methods 

may therefore reinforce existing documentation practices rather than reflect the 

full range of organizational capability (Gaucher et al., 2011). 

Beyond technical considerations, competence mapping also raises questions 

of organizational power and governance. As such methods can influence 

visibility, mobility, and development opportunities, there is a risk that model 

outputs are overinterpreted or used as decision support without sufficient human 

judgment. Care is therefore needed to ensure that such methods remain 

interpretive tools rather than determinants of organizational decisions. 

Embedding-based methods can give a misleading sense of objectivity, since 

numerical similarity scores can hide the assumptions built into the representation 

(Barredo Arrieta et al., 2020). This reinforces the need for transparency, human 

oversight, and clear communication about what these methods can and cannot 

reveal when integrated into organizational systems. 

These concerns are not abstract. When competence mapping informs 

decisions about development, mobility, or resource allocation, individuals whose 

work is least visible in the documentation are also the most likely to be 

overlooked. The silent coverage gaps identified in this study therefore affect 

individuals as much as they affect analytical accuracy. This makes it important to 

use NLP-based competence mapping as a way to surface questions and support 

informed discussion, rather than as a source of definitive conclusions about 

organizational capability. 

5.5 Use of AI Tools 

AI assisted coding tools were used during the implementation phase to support 

the development of preprocessing pipelines, vectorization, clustering, and 

visualizations. They helped streamline routine coding tasks and assisted with 

debugging. Generative AI tools were also used at selected points for idea 

generation and for grammar checking during the writing process. All generated 

code and text were reviewed, adapted, and validated before use. The AI tools did 



36 

 

not influence methodological choices, analytical decisions, or the interpretation 

of results. 

5.6 Future Directions 

Several directions emerge from the findings. A first step is to expand beyond role 

descriptions by incorporating additional sources of competence related data such 

as learning records, performance reviews, and self-assessments (Tambe et al., 

2019). These sources could help address the ceiling effect observed in 

management clusters, where standardized language limits differentiation, and 

provide more concrete signals about how competence develops over time. 

A second direction is to introduce a human annotation layer. Involving HR 

professionals or functional managers in mapping role description language to 

competency categories would create a clearer link between documentation and 

the formal framework, improving both interpretability and alignment (Hoffman 

et al., 2025). This would also provide insight into how practitioners understand 

and evaluate computational representations of competence. 

For organizations with the capacity to do so, fine tuning SBERT on internal 

corpora represents another promising avenue. Prior research shows that domain 

specific adaptation can improve semantic sensitivity in specialized contexts 

(Gururangan et al., 2020), which may be particularly relevant in organizations 

with highly standardized or technical language. 

Longitudinal analysis also offers substantial potential. Role descriptions 

evolve as organizations change, while competency frameworks are often updated 

less frequently. Applying semantic clustering across multiple time periods could 

reveal how competence structures shift before those changes are formally 

recognized, giving organizations earlier visibility into emerging capability needs 

or declining skill areas. 

Finally, the practical applications outlined in section 5.1.3, each represent 

researchable questions in their own right. Evaluating how NLP based competence 

structures perform in these specific contexts, and whether practitioners find them 

credible and useful, would significantly advance both research and practice. 

5.7 Conclusion 

In direct answer to the research question, TF-IDF captures competence mainly 

through shared vocabulary and lexical patterns, while SBERT captures it through 

semantic similarity and behavioral meaning. As a result, they end up producing 

fundamentally different views of the same organizational data. This thesis set out 

to examine how different NLP representations shape the competence structures 
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that emerge from organizational role descriptions. What the comparison shows is 

that the same set of role descriptions contains several layers of competence 

information, and different methods make different layers visible. 

TF-IDF and SBERT do not simply generate different outputs from the same 

input. They offer different views of the organization. TF-IDF reflects the formal 

vocabulary of work, the terms that appear consistently across documents. SBERT 

reflects the underlying behavioral and contextual meaning, the patterns that 

surface even when the language varies. Both views are partial and both are useful, 

and the most informative insights in this study come from considering them 

together. 

This points toward an approach to competence mapping that focuses less on 

identifying a single correct method and more on asking better questions of 

organizational text. Which roles share behavioral similarities that are not obvious 

on paper or captured in the organizational chart. Organizations that can map 

competence at this level of granularity, across functions and beyond job titles, are 

better positioned to plan strategically, support development, and respond to 

change before it becomes urgent. NLP methods cannot answer these questions on 

their own, but they can help organizations explore them in a more systematic way. 
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