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Abstract

Historical archives contain rich records of legal and administrative life, but
semantic search over these collections remains di [culk: keyword search fails
when historical vocabulary di [ers from modern queries, and no labeled training
data exists for supervised approaches. We address this challenge in the context of
19th-century Swedish archival documents from the Swedish National Archives,
where HTR transcription noise and centuries of linguistic drift compound the
di Cculky further.

The key contribution is an N-to-N synthetic query generation strategy, de-
signed around the insight that queries should re [edt how historians actually
search: blind searches that span multiple related records, not paraphrases of
individual documents. Combined with LoORA [nd-tuning and cumulative domain
expansion across four document types, the approach achieves consistent im-
provements across all evaluation sets. The results suggest that e [edtive domain
adaptation is achievable for this challenging historical retrieval setting, and that
data strategy is the critical determinant of success.
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1. Introduction

The Swedish National Archives (Riksarkivet) holds one of the largest collections
of digitised historical documents in Scandinavia, spanning centuries of legal and
administrative records. Following large-scale digitisation e [arts, these documents
are now available in machine-readable form, transcribed from handwritten originals
using Handwritten Text Recognition (HTR). Yet digitisation alone does not make a
collection searchable in any meaningful sense. Current archive search systems rely
on keyword matching, which works well when the user knows the exact terms used
in the documents. For historical text, this is rarely the case: vocabulary, spelling, and
morphology have changed substantially between the ancient time and today, so the
same concept may appear under entirely di [erknt words in historical and modern
Swedish. A historian searching for records about inherited estates, for instance, would
use the modern term dddsbo, while the historical documents use sterbhus. Keyword
search o [erk limited way to bridge this gap.

At the same time, advances in dense retrieval have made semantic search increas-
ingly practical. State-of-the-art embedding models can represent both queries and
documents as vectors in a shared semantic space, enabling retrieval based on meaning
rather than exact word match. Historians’ queries are inherently semantic: they search
for people, events, social patterns, and legal proceedings, not for speci Lc_$trings of
characters. Applying dense retrieval to historical archives is therefore both technically
feasible and well-motivated by the nature of the search task itself.

Dense retrieval models, which represent both queries and passages as vectors
in a shared embedding space, o [efla promising approach to this problem. State-of-
the-art models such as BGE-M3 (J. Chen et al., 2024) support multiple languages
and retrieval modes, and can retrieve semantically relevant passages even when
the query and the document use di Lerknt vocabulary. However, these models are
trained primarily on contemporary text and do not perform well out-of-the-box on
19th-century Swedish archival documents, which di Lerlsubstantially in orthography,
morphology, and vocabulary from modern Swedish, and are further degraded by HTR
transcription errors. Adapting such a model to this domain requires [né-tuning on
domain-speci [C_tlata, but no labeled query-passage pairs exist for historical Swedish
archives. This makes the problem one of unsupervised domain adaptation: the model
must be adapted using only the target corpus itself, without any human-annotated
relevance judgments.

A predecessor study (Berntsson Ingelstam, 2025) at the same institution explored
this approach, applying synthetic query generation to [nd-tune BGE-M3 on historical
Swedish legal documents. The study found that [né-tuning did not improve retrieval
performance, and identi[ed the quality of the synthetic training data as a likely
contributing factor; queries generated from long, semantically diverse documents
tended to be too generic to provide a strong learning signal. This work provides a
valuable starting point and motivates a closer examination of the data generation
strategy itself.

This study proposes a new approach to synthetic data generation designed around
a key insight: queries should re [edt how historians actually search archival material.
A historian does not know in advance which document contains the answer. Their
guestion typically spans several related records, and requires semantic matching



rather than keyword lookup. The proposed N-to-N query generation strategy groups
consecutive pages into sets of 3 to 4 chunks and generates queries that map to multiple
positive passages, producing training pairs that better re [edt the multi-document
nature of real archive searches than one-to-one generation. Combined with LoORA
[nd-tuning and a cumulative domain expansion design that introduces document types
incrementally to prevent catastrophic forgetting, this approach achieves substantial
improvements over the baseline.
The study is guided by three research questions:

1. Does a better data strategy enable e [edtive [nd-tuning of a dense retrieval model
for historical Swedish?

2. Is LoRA a suitable method for domain adaptation of dense retrieval models in
this setting?

3. Does cumulative domain expansion prevent catastrophic forgetting across train-
ing layers?

The remainder of this thesis is structured as follows. Chapter 2 reviews relevant
background on dense retrieval, domain adaptation, LLM-based query generation,
parameter-e [cieht [né-tuning, the challenges of historical Swedish text, and retrieval-
augmented generation. Chapter 3 describes the corpus and data preparation, the
synthetic data pipeline, the [nd-tuning strategy, and the evaluation design. Chapter 4
presents the experimental results, including the pilot experiment, LoRA con [giration
comparison, cumulative training results, and qualitative analysis. Chapter 5 discusses
the [ndings in relation to the research questions and limitations. Chapter 6 summarises
the contributions and outlines directions for future work. Appendix A provides the full
query generation prompt, and Appendix B lists the complete human test set queries.



2. Background

2.1. Domain Adaptation of Dense Retrieval

2.1.1. From Lexical to Dense Retrieval

Information retrieval (IR) is the task of identifying and ranking documents from a large
corpus that are relevant to a given query. Early IR systems approached this through
lexical methods, representing both queries and documents as sparse bag-of-words
vectors. Models such as TF-IDF and BM25 compute relevance scores based on term
frequency statistics and inverse document frequency weighting (Manning et al., 2008;
Robertson and Zaragoza, 2009). By leveraging inverted indices, these methods enable
e cient retrieval at scale and remain strong baselines to this day.

However, lexical retrieval su ers from a fundamental limitation known as vocabulary
mismatch: when a query and a relevant document share the same meaning but express it
through di erent words, term-based methods fail to establish a match. This brittleness
is particularly problematic in specialised domains where terminology is inconsistent
or evolves over time.

Dense retrieval addresses this limitation by mapping queries and documents into
a shared continuous vector space using neural networks, enabling matching based
on semantic similarity rather than exact term overlap. Building on the contextual
representations introduced by BERT (Devlin et al., 2019), Sentence-BERT demonstrated
that transformer-based models could be ne-tuned to produce meaningful sentence-
level embeddings (Reimers and Gurevych, 2019). This gave rise to the bi-encoder
architecture, in which a query and a document are encoded independently into dense
vectors, and relevance is computed as their dot product or cosine similarity (Karpukhin
et al., 2020). Since document embeddings can be pre-computed o ine, approximate
nearest neighbour search libraries such as FAISS (Johnson et al., 2019) make dense
retrieval computationally feasible even over millions of documents.

Despite their strengths, dense retrievers can struggle with exact match queries
involving rare terms, named entities, or specialised vocabulary, where sparse methods
retain an advantage. This has motivated hybrid retrieval approaches that combine
sparse and dense signals. ColBERT (Khattab and Zaharia, 2020) introduced late in-
teraction, where query and document tokens are compared at the individual token
level rather than through a single pooled vector, enabling more ne-grained matching.
More recent models such as BGE-M3 (J. Chen et al., 2024) unify dense, sparse, and
multi-vector retrieval within a single encoder, allowing all three modes to be used
simultaneously or in combination. This uni ed architecture is particularly well-suited
to historical text retrieval, where queries may involve both semantic search and exact
matching of historical names and places.

The strong performance of dense retrieval models depends critically on large-scale
supervised training data consisting of (query, document) pairs. Datasets such as MS
MARCO, containing hundreds of thousands of human-annotated relevance judgements,
have been central to training state-of-the-art dense retrievers (Bajaj et al., 2016).
However, such large-scale annotated datasets exist only for a handful of domains,
most notably general-domain web search. In specialised elds where no comparable
resource exists, this dependency on labelled data becomes a signi cant obstacle. As we



discuss in the following section, bridging this gap requires unsupervised approaches
that can adapt retrieval models without human annotation.

2.1.2. Domain Adaptation and the Pain of Label Scarcity

In specialised elds such as medicine, law, or historical archives, producing relevance
judgements requires signi cant domain expertise and is too expensive to do at scale.
Models must therefore often be applied in a zero-shot setting, where no labelled data
from the target domain exists.

This creates a serious problem. Research using the BEIR benchmark, a diverse collec-
tion of retrieval datasets spanning biomedical, scienti ¢, and other specialised domains,
has shown that dense retrieval models trained on MS MARCO perform poorly when
applied to unseen domains (Thakur et al., 2021). In many cases, these neural models
are outperformed by the simple lexical baseline BM25. The reason is that a bi-encoder
learns a mapping function that places text into speci ¢ positions in vector space. When
the target domain di ers signi cantly from the training domain, this mapping no
longer places relevant documents and queries close together, a phenomenon known
as domain shift.

Addressing domain shift without labelled data requires unsupervised domain adap-
tation (UDA). The core idea is to generate synthetic training data directly from the
target corpus, which can then be used to ne-tune the model on the new domain.
Recent approaches such as Generative Pseudo Labeling (GPL) (K. Wang et al., 2022)
follow this direction and have shown promising results. We discuss these methods in
detail in the following section.

2.2. Related Work

The eld of unsupervised domain adaptation for dense retrieval has evolved through
several distinct paradigms, each addressing the limitations of its predecessor.

Domain-Adaptive Pre-training served as the initial approach, focusing on help-

ing models internalize the vocabulary and linguistic patterns of the target corpus.
Foundational methods like Masked Language Modeling (MLM) (Devlin et al., 2019)
established general language understanding, while architectures such as Condenser
(L. Gao and Callan, 2021) and TSDAE (K. Wang et al., 2021) designed pre-training
objectives speci cally to improve dense retrieval performance. A signi cant limitation

of these methods is that learning the vocabulary and patterns of a domain is not the
same as learning to retrieve. Pre-training on target domain text teaches the model
to better represent that text, but it provides no signal about which documents are
relevant to a given query. The core skill of retrieval, matching a query to a relevant
passage remains untrained.

Self-Supervised Contrastive Learning attempted to solve this by creating arti -

cial retrieval tasks without manual labels. For instance, the Inverse Cloze Task (ICT)
(Lee et al., 2019) treats a random sentence as a query for its context, while SImCSE (T.
Gao et al., 2021) and Contrastive Tension (CT) (Carlsson et al., 2021) use dropout noise
or dual encoders to generate contrastive pairs for ne-tuning. While these methods
are e cient for learning sentence embeddings, they do not re ect real user search
behaviour. Randomly extracted sentences from a document often lack the specic
structure and information-seeking nature of a real-world user query.



Pure ery Generation addressed this disconnect by using Large Language Mod-

els (LLMs) to synthesize human-like queries from target documents. Seminal works
like Doc2Query (Nogueira et al., 2019) and domain-targeted QGen (J. Ma et al., 2021)
showed that ne-tuning on these synthetic pairs can bridge the document-to-query
gap. Nevertheless, LLM-generated queries are inherently noisy and may contain hallu-
cinations. This forces the model to treat all synthetic pairs as equally reliable, regardless
of their actual quality.

Generative Pseudo-Labeling (GPL) represents the current state-of-the-art solu-
tion for unsupervised domain adaptation of dense retrieval (K. Wang et al., 2022). GPL
follows a three-step pipeline: rst, an LLM generates synthetic queries for each passage
in the target corpus; second, hard negatives are mined using a dense retriever; third,
a Cross-Encoder scores each (query, passage) pair to produce soft relevance labels.
By supervising the retriever with these continuous scores rather than binary labels,
GPL e ectively handles the noise inherent in synthetic query generation and produces
more robust domain-adapted models. While more recent approaches such as DRAGON
(Lin et al., 2023) explore ensemble-based labeling to further improve training signal
diversity, GPL remains the most widely adopted framework for unsupervised domain
adaptation due to its practical balance between performance and computational cost.
This thesis builds on the GPL framework but departs from it in several key ways,
which will be mentioned in Chapter3.

The most directly relevant predecessor is Berntsson Ingelstam (2025), who applied
the GPL framework to ne-tune BGE-M3 on historical Swedish court records from
the Swedish National Archives. Synthetic queries were generated using a one-to-one
strategy, producing one query per passage. Fine-tuning did not improve retrieval
performance over the baseline, a result the author attributed to insu cient training
signal: queries generated from long, semantically diverse documents tended to be too
generic to provide meaningful relevance distinctions. The author recommended that
future work focus on more controlled query generation as a way to improve training
data quality, a direction that directly motivates the approach taken in this study.

2.3. LLM-based ery Generation

Training dense retrieval models requires large quantities of labelled (query, passage)
pairs, which are expensive and time-consuming to collect manually. This is particularly
challenging in specialised domains where annotation requires domain expertise. Large
language models o er a practical solution: given a passage from the target corpus,
an LLM can be prompted to generate a plausible question that the passage would
answer, producing synthetic (query, passage) pairs without any human annotation
e ort. Prior work has demonstrated that ne-tuning dense retrievers on synthetic
guery-document pairs can yield substantial improvements over zero-shot baselines,
establishing LLM-based query generation as a viable approach to unsupervised domain
adaptation (J. Ma et al., 2021; K. Wang et al., 2022). Furthermore, synthetic queries have
been shown to be reliable for evaluation: studies report a strong correlation between
retrieval system rankings evaluated on synthetic and real user queries (Rahmani et al.,
2024).

The most common approach to LLM-based query generation uses few-shot prompt-
ing, where a small number of example query-document pairs are provided as demon-
strations to guide the model. inPairs (Bonifacio et al., 2022) illustrates this approach by
leveraging the in-context learning capability of GPT-3: a collection of query-document
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pairs is combined with a target document and presented as input, prompting the model
to generate relevant queries for that document.

To improve the reliability of generated queries, subsequent work introduced the
generating-then- ltering paradigm (G. Ma et al., 2023). In this approach, an LLM rst
generates a large pool of synthetic queries, which are then ltered using a retrieval
model trained on high-quality labelled data. Only pairs with the highest estimated
relevance scores are retained for training. This process can be applied iteratively, alter-
nating between ne-tuning the retriever and ltering the synthetic data, progressively
improving training set quality.

A practical challenge with LLM-based query generation is cost: producing large
numbers of synthetic queries with powerful LLMs is expensive. UDAPDR (Saad-Falcon
et al., 2023) addresses this by rst generating a small set of high-quality queries with a
large LLM, then using these as prompts for a smaller model to produce the full training
set at lower cost.

Despite its promise, LLM-based query generation faces several practical challenges.
First, LLMs are prone to hallucination: generated queries may reference information
that is not present in the source passage, producing training pairs where the query
cannot actually be answered by its paired document (Zhu et al., 2025). Second, there
is an inherent gap between synthetic queries and real user queries. LLMs tend to
generate well-formed, information-rich questions that may not re ect the short, am-
biguous, or keyword-based queries that real users issue. Models trained predominantly
on synthetic data may therefore become miscalibrated towards the synthetic query
distribution rather than genuine user behaviour (Zhu et al., 2025). Third, generation
quality is highly sensitive to prompt design and decoding parameters such as tempera-
ture. Small changes in the prompt can lead to substantial di erences in query quality,
requiring careful prompt engineering and experimentation to obtain reliable training
data (Zhu et al., 2025).

2.4. Parameter-E icient Fine-Tuning and Catastrophic
Forge ing

Full ne-tuning updates all parameters of a pre-trained model, which is computa-
tionally expensive and requires large amounts of training data to avoid over tting.
Parameter-e cient ne-tuning (PEFT) methods address this by updating only a small
subset of parameters while keeping the rest frozen, making domain adaptation more
practical in low-resource settings.

Low-Rank Adaptation (LoRA) is one of the most widely adopted PEFT methods
(Hu et al., 2022). Rather than updating the original weight matrixdirectly, LORA
introduces two small matrices and , where the update is expressed as
The adapted output is then computedas =,G , G, where, G is the frozen pre-
trained computation and G is the learned adaptation. Since the raflof the update
is much smaller than the original dimensidd the number of trainable parameters is
reduced fron8 3 to2 3 A . This makes LORA signi cantly more memory-e cient
than full ne-tuning, while remaining competitive in performance.

A known risk of continual ne-tuning is catastrophic forgetting, where a model
loses previously acquired knowledge when trained on new data (Luo et al., 2025). This
risk is particularly relevant for LORA, whose small number of trainable parameters
concentrates updates in a limited subspace, making it more susceptible to overwriting
prior learning when exposed to new training distributions. In this thesis, this challenge
is addressed through a cumulative training strategy described in Section 3.3.
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2.5. Challenges in Historical Swedish Retrieval

The corpus used in this thesis spans legal documents from the 16th to the 19th century,
digitised through Handwritten Text Recognition (HTR). This setting introduces several
challenges that go beyond standard domain adaptation.

The digitisation process itself introduces noise. HTR systems frequently misrecog-
nise characters in handwritten text, producing corrupted word forms that do not
correspond to any known vocabulary. For example, derpa ( thereof ) may be recog-
nised as dera, and helsning ( greeting ) as helkning. These errors make it harder for
retrieval models to match query terms against document text, since corrupted forms
are treated as unknown tokens (Piotrowski, 2012). The problem is compounded in large
digitised archive collections, where HTR quality varies substantially across volumes
and time periods (Piotrowski, 2012).

Historical Swedish also di ers substantially from modern Swedish in spelling, mor-
phology, and vocabulary. Before orthographic standardisation, the same word could
appear in many di erent forms across documents. For instance, hafva ( have ) cor-
responds to the modern ha, and 6frigt ( other ) to dvrigt. These spelling variants are
treated as separate tokens by neural language models, leading to data sparsity and
missed matches (Pettersson, 2016; Pettersson et al., 2014). Vocabulary has also shifted
over the centuries: some words have changed meaning, others have fallen out of use
entirely, and legal terminology in particular has evolved in ways that create further
distance between historical documents and modern queries. This phenomenon of lexi-
cal semantic change is well documented in the computational linguistics literature and
presents a particular challenge for information access systems applied to longitudinal
text collections (Tahmasebi et al., 2021).

Finally, users of historical archives do not search in a uniform way. A survey of users
of a large digital historical archive found that academic historians tend to issue broad
thematic queries, while genealogists search for speci ¢ named entities such as people
and places (Crymble, 2016). A retrieval system for historical archives therefore needs
to handle both query types e ectively, which directly informed the query generation
strategy used in this thesis.

2.6. Retrieval-Augmented Generation

Retrieval-Augmented Generation (RAG) is a framework that combines a retrieval
system with a large language model to produce grounded, document-based answers
to user queries (P. Lewis et al., 2020). Rather than relying solely on the knowledge
encoded in the model's parameters, a RAG system rst retrieves a set of relevant
passages from a document corpus, and then passes these passages together with the
original query to a language model, which generates a response based on the retrieved
content. This approach addresses a key limitation of standalone language models:
hallucination. Without access to external documents, language models may gener-
ate plausiblesounding but factually incorrect answers. By grounding generation in
retrieved passages, RAG systems produce answers that are more reliable and traceable
to speci ¢ source documents (Zhu et al., 2025). The quality of the retrieval compo-
nent is critical to overall RAG performance. If the retriever fails to return relevant
passages, the language model has no reliable basis for generating a correct answer.
Domain-adapted retrievers are therefore particularly important in specialised settings
such as historical archives, where general-purpose models may struggle to surface the
most relevant documents. This thesis focuses on improving the retrieval component
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for historical Swedish text, and demonstrates its integration into a RAG pipeline as a
practical application.
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3. Method

3.1. Corpus and Data Preparation

Source material. The corpus is drawn from the Swedish National Archives (Rik-
sarkivet), which holds a large collection of digitised legal and administrative documents
spanning the period 1600-1900. All documents were originally handwritten and have
been transcribed using Handwritten Text Recognition (HTR), with the transcribed text
stored in ALTO XML format. An exploratory analysis of the full digitised collection
reveals that it comprises 3,315 volumes, approximately 1.85 million pages, and around
487 million words. The archive organises its holdings into document types based on
its own metadata classi cation, and the analysis shows that these types di er substan-
tially in volume, register, and purpose (Figure 3.1). Court Records (Domstolshandlingar)
account for the largest share at 27.5% of all pages among the seven document types
retained for this study, while Police Crime Reports (Polisrapporter) represent only 0.4%.
The remaining types: Court Record Books (Domboken), O cial Protocols (Protokoll),
District Records (Haradshandlingar), Legal Documents (Juridiska handlingar), and
City Documents (Stadsdokument) fall in between, each with its own characteristic
format: protocols record administrative decisions in a structured form, court records
contain extended legal proceedings, and police reports follow a daily entry structure.

This variation across document types is a key observation that shapes the training
design used in this study. Rather than treating the archive as a single undi erentiated
corpus, the ne-tuning strategy follows a cumulative domain expansion approach,
adding one or more document types at each layer so that the model progressively
learns the di erent facets of the legal and administrative domain (Section 3.3). For this
to work, each selected type must have a coherent textual identity. Three categories in
the archive do not meet this requirement and are excluded. Other and Unknown are
residual labels for documents that do not tthe archive's standard classi cation scheme,
and as a result they have no consistent textual character. Registers consist primarily of
index entries pointing to other documents rather than narrative or procedural content,
and are therefore not a meaningful target for semantic retrieval.

ality filtering and temporal split. Not all volumes in the archive are suitable
for training. The exploratory analysis examined two quality indicators at the volume
level: the average HTR con dence score (PC score) and the proportion of blank pages.
The results show that HTR quality is generally high. The median PC score across all
volumes is 0.960 but the distribution has a low-quality tail, with some volumes scoring
below 0.5 (Figure 3.2). Blank page ratios tell a similar story: most volumes have very
few blank pages, but a small number exceed 10%. Based on these observations, two
Iters are applied: volumes with an average PC score below 0.98 are discarded, and
volumes with a blank page ratio above 10% are removed. Volumes must also carry a
valid year in the metadata. Because the quality distribution is heavily concentrated at
the high end, these thresholds primarily remove a small problematic tail rather than
discarding a large fraction of the data.

The analysis of the temporal distribution further shows that the archive's holdings
are spread unevenly across the centuries, with the 19th century well represented. A
temporal split is applied to separate training from test data: volumes dated up to and

14



Figure 3.1.: Distribution of document types in the full digitised archive by number of pages.

including 1875 form the training pool, while volumes from 1878 to 1900 are reserved for
testing. The three-year gap is intentional and re ects a realistic deployment scenario
in which a model is trained on earlier material and later applied to documents from a
period it has not seen during training.

Figure 3.2.: HTR quality distribution across all volumes (le ) and blank page ratio distri-
bution (right). The median HTR confidence score is 0.960, with most volumes
concentrated at the high-quality end. The dashed lines show the thresholds
applied during filtering.

Chunking and context prefix. Embedding models require that input text t within

a xed token limit, so long documents must be split into shorter passages before
indexing. The appropriate chunking strategy depends on how long the source pages
actually are. An analysis of page length across document types shows that the median
page falls well within the 512-token limit of BGE-M3, with most types centering
around 250 320 words per page (Figure 3.3). Police Reports are a notable exception,
with a median closer to 430 words and a wider spread, but even there the majority
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of pages remain within the limit. Based on this observation, each ALTO XML page is
treated as one chunk: text is extracted by concatenating the recognised string tokens
from all TextLine elements on the page, and no further segmentation is applied. Pages
containing fewer than 220 characters after extraction are discarded, as they typically
represent near-blank pages that passed the volume-level lter. Single-page chunking
also has a practical advantage: it provides a natural unit of retrieval that aligns with
how the archive is physically organised, making it easier to trace retrieved results
back to their source. An earlier pilot experiment used a 512-token sliding window
with 50-token overlap, but this added complexity without improving retrieval quality,
and the full-scale pipeline uses the simpler single-page approach.

Before embedding, a Swedish context pre x is prepended to every chunk. The same
pre xed representation would be used consistently across corpus indexing, query
generation, and ne-tuning, so that the model is optimised on the same input format
it later encounters at inference time. A single page carries little context about where it
comes from, and without this information the embedding model has limited way to
distinguish, for example, a court record from Stockholm in 1862 from a similar-looking
page from a di erent city and decade. The pre x addresses this by encoding four
metadata elds drawn from the volume-level ngerprints: the approximate year, the
associated city, the volume title, and the source lename. The format is:

Detta ar ett juridiskt dokument fran cirka {year} i {city}, Sverige. Det kommer
fran volymtiteln [{volume_title}]. Kalla: { lename}.xml (volym {volume _id}).

(This is a legal document from approximately {year} in {city}, Sweden. It
comes from the volume titled [{volume_title}]. Source: { lename}.xml (volume
{volume_id}).)

For example:

Detta &r ett juridiskt dokument fran cirka 1862 i Stockholm, Sverige. Det kom-
mer fran volymtiteln [Rattegangsprotokoll Stockholms radhusratt]. Kalla:
30001234 _00042.xml (volym 30001234).

(This is a legal document from approximately 1862 in Stockholm, Sweden. It
comes from the volume titled [Court Proceedings of Stockholm City Court].
Source: 30001234 _00042.xml (volume 30001234).)

When the city cannot be inferred from the volume title, the eld falls back to okand
ort (unknown location). The pre x is prepended to every chunk before embedding;
the raw page text is also stored separately for display purposes.

Training corpus construction. The training corpus is assembled in four layers,
each adding one or more new document types to the pool of chunks available for
ne-tuning. The motivation for this cumulative structure is described in Section 3.3;
here we focus on how the data for each layer is selected.

Each layer has a target chunk count, and the sampling strategy within each layer
depends on how many volumes are available for that document type. For scarce
types, all available volumes are used in full to maximise coverage. For abundant types,
volumes are sampled proportionally so that no single type crowds out the others within
a layer. Concretely, Police Reports which pass the quality Iter own only two volumes.
This is a consequence of the strict HTR con dence threshold being particularly hard
to meet for this document type and both are included in full, contributing around 320
chunks to Layer 1. Court Record Books and Court Records share a pool of 597 volumes
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