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Abstract

Analyzing directional data on a sphere requires intrinsic statistical frameworks to respect the
underlying geometry. While the maximum likelihood estimator (MLE) is commonly used, its
practical reliability degrades in low-concentration settings. This thesis investigates the break-
down thresholds of the MLE and evaluates the stabilizing effects of a derived maximum a
posteriori (MAP) estimator for the isotropic geodesic normal distribution (GND) on the 2-
sphere (S?). A Monte Carlo simulation study is conducted across varying sample sizes and
concentration levels, comparing the MLE against MAP estimators with weakly, strongly, and
moderately informative priors. The results demonstrate that the MLE loses estimation relia-
bility at low concentrations, particularly for small sample sizes (n < 100). In contrast, the
MAP estimator effectively mitigates this breakdown; incorporating even a weak or offset prior
significantly reduces the Mean Squared Error (MSE). Asymptotic consistency is confirmed for
large samples, where the influence of the prior vanishes and the estimators converge. Finally,
an application to the orbital planes of the nine planets illustrates the estimators’ behavior on
real-world data, confirming that the MAP estimator appropriately relies on the data for estima-

tion when the data are highly concentrated.

Keywords: Directional Statistics, Sphere, Maximum A Posteriori, Maximum Likelihood,

Geodesic Normal Distribution.
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1 Introduction

In many scientific fields, data are not recorded as points on a flat plane, but rather as directions
or orientations in space. Some areas of application include bio-informatics (Boomsma, 2008),
medicine (Pardo et al., 2017), astronomy (Cabella et al., 2009) and machine learning (Sra, 2016).
Generally, it belongs to the field of directional statistics, which is designed for data whose support
lies on the sphere, like the unit sphere S? := {x € RP*! : ||z||* = 1} in R, p > 1. Since the
support is a compact manifold, meaning that it is closed and bounded, standard statistical methods
are often inappropriate. Using standard statistical methods designed for R”, p > 1, may produce
results that are misleading (Pewsey et al., 2021). In the following sections, an outline of the key
challenges associated with directional data, an introduction to relevant modeling frameworks, and
a presentation of the specific focus of this study are presented. For more details on directional

statistics, see e.g., Mardia and Jupp (2000).

In directional statistics, there are two ways to address the difficulties that the geometry of a sphere
entails. The widely adopted extrinsic framework uses the Euclidean space surrounding the sphere
to model the data. While this is computationally simpler, it ignores the sphere’s inherent geometry.
The second framework is the intrinsic framework, which utilizes the Riemann metric of the sphere.
Importantly, the intrinsic framework respects the manifold’s geometry but has historically been

avoided due to its computational complexity.

The geometry of a sphere implies that distances are no longer straight lines between a set of points.
The employment of the Euclidean distance, i.e., the extrinsic framework, to measure distance be-
tween two points on a sphere, would suggest the need to cut through the sphere, thereby miscalcu-
lating the actual distance. A more natural approach, although mathematically more challenging, is
to measure the distance on the sphere’s surface, i.e., taking the curvature into account. That is, in

the intrinsic framework, the distance is defined as the length of the shortest geodesic on the sphere.

Some common distributions for modeling data on the unit sphere, both isotropic (spherical) and
anisotropic (elliptical), are readily available in the literature. For the isotropic case, the classical
von Mises-Fisher distribution (vMF) is often used, see Hauberg (2018). For the anisotropic case,
the Kent distribution (Kent, 1982) is often applied. This is an extension of the vMF distribu-
tion. Both of these adhere to the extrinsic framework, i.e., the curvature is not taken into account.
Among intrinsic models, Hauberg (2018) proposed a spherical normal (SN), an intrinsic counter-
part to the vMF. Chacén and Meilan-Vila (2024) offers an alternative representation to Hauberg’s
suggestion, which they refer to as the geodesic normal distribution on the sphere (GND), which

significantly reduces complexity and is the main focus of this work.

Moreover, You and Suh (2022) discusses parameter estimation of the isotropic SN, and shows that



under mild support conditions, the maximum likelihood estimator exists. While the maximum
likelihood estimator for the location parameter is well-defined as the Fréchet mean (You & Suh,
2022), its practical performance in low-concentration (i.e., high-dispersion) settings remains to be
understood. As concentration decreases, the influence of the sphere’s topology becomes signifi-
cant; specifically, the probability mass may reach the cut locus (the antipodal point). At this critical
point, the estimator may lose uniqueness or become numerically unstable. Further, according to
Bhattacharya and Bhattacharya (2012), if the data reside in a hemisphere, the maximum likelihood
estimator is guaranteed to exist and is consistent; however, it remains unclear at which specific
parameter values this geometric condition is violated for the geodesic normal distribution. While
the hemisphere rule provides a qualitative boundary, it does not offer a quantitative threshold for

the concentration parameter.

Additionally, the Bayesian perspective is yet to be understood in the context of estimation on the
sphere. This paper derives the maximum a posteriori estimator for the geodesic normal distribu-
tion and evaluates its performance, comparing it with the maximum likelihood estimator. Both

estimators are applied to a real-world dataset to ensure the derived estimator function correctly.

1.1 Research Question

This thesis investigates the Maximum Likelihood Estimator (MLE) and the Maximum A Posteriori
(MAP) estimator for the isotropic geodesic normal distribution and compares their performance in
low-concentration regimes. Specifically, the study examines at what concentration levels the relia-
bility of the respective estimators begins to decline. Furthermore, the impact of varying the strength

of the prior information on the MAP estimator is evaluated. The specific research questions are:
* How do the MLE and MAP estimators behave as the concentration level decreases?
* At what concentration level does the MLE break down and lose its estimation reliability?

* Under which combinations of concentration levels and prior strengths does the MAP esti-

mator break down and lose its estimation reliability?

The paper is organized as follows. In section 2, the methodology is further detailed; section 3
explains the simulation design; and section 4 introduces the practical application of the estimators.
Section 5 discusses the results from the simulation study and application. Sections 6 and 7 discuss

and summarize.



2 Methodology

2.1 The Isotropic Geodesic Normal Distribution

The isotropic geodesic normal distribution is defined on the p-dimensional sphere, which is em-
bedded in the (p + 1)-dimensional Euclidean space, R, Let dg(x, u) = arccos(x” ) be the
geodesic distance on the p-dimensional sphere S”, i € S represent the mean direction and £ > 0
the concentration parameter, where the concentration is inversely related to the spread (variance) of
the observations on the sphere. Then, the isotropic geodesic normal distribution has the probability
density function (PDF)

_ K K
fanp(x; pm, k) = Canp(k) ™! exp{—idé(w, w)} o exp{—§ arccos®(z ' )}, (1)
for ||x|| = ||u|| = 1. Where, Conp(r)~! is the normalizing constant. Since the constant de-

pends on x alone, independent of the parameter of interest u, it will be treated as a constant of

proportionality when the objective is to estimate the location parameter .

While Hauberg (2018) generalized the spherical normal distribution to higher-dimensional spheres
and derived expressions for the associated normalizing constant, the formulation is based on a con-
struction in the local Euclidean tangent space via an exponential map. Although equivalent in the
isotropic case, this representation introduces additional geometric machinery that is not required
for the present study. Moreover, the resulting normalizing constant involves special functions (in-
cluding complex-valued error functions) that can be computationally demanding to evaluate in

practice.

For these reasons, this paper adopts the alternative formulation, i.e., Equation 1, and terminology
proposed by Chacén and Meilan-Vila (2024). This approach defines the distribution directly in
terms of the geodesic distance (the shortest arc between two points), and the Riemannian volume
measure on the manifold, avoiding explicit reference to the tangent space. In the isotropic set-
ting considered here, both formulations describe the same family of distributions, the exponential
family. However, the geodesic normal representation leads to a more transparent likelihood and

facilitates maximum likelihood estimation.

2.2 Spherical Geometry and Distance

In the p = 2 case, where illustration is feasible, the support of the data is the unit 2-sphere, defined
as S? := {x € R? : ||z||*> = 1}. While embedded in the 3-dimensional space R3, the sphere
itself is a 2-dimensional manifold, which can be parameterized by two angles, e.g., latitude and



longitude. Importantly, the data resides on this surface S?, which is a hollow topological shell, i.e.,

the boundary of a ball.

I
=

||

Figure 1: Example of a sphere in 2 dimensions.

The extrinsic framework relies on the Euclidean distance, given by dg(x, ) = {2(1 — " p)}'/?
for «, pu € SP. Utilizing this distance naturally yields the von Mises-Fisher distribution. However,
since dg(x, ) measures the distance as a straight line through the empty interior between two
points, it fails to account for the curvature of the manifold. This geometric violation can lead
to misleading results and inferences, especially when the data are highly dispersed (Chacén &
Meilan-Vila, 2024).

To properly respect the geometry of the support, the intrinsic framework utilizes the geodesic
distance, defined as dg(x, p) = arccos(x ' p) for ¢, u € SP. This distance measures the length
of the shortest arc between two points along the surface of the sphere, providing a more accurate
measurement of the distance (Chacén & Meilan-Vila, 2024).

In contrast to the extrinsic distance, dg is strictly bounded in radians such that dg (2, ) € [0, 7).
This facilitates a geometrical partition of the sphere relative to a mean direction p, points where
dg < m/2 lie in the same hemisphere as the mean, whereas points where d; > 7/2 lie in the
opposite hemisphere. Further, d; = 7 represents the antipodal point (the cut locus), where the

uniqueness of the shortest arc breaks down (Chacon & Meilan-Vila, 2024).
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Figure 2: Comparison of the extrinsic and intrinsic distances.

Figure 2 highlights the conceptual difference between using the extrinsic or intrinsic framework.
The extrinsic distance clearly violates the geometry of the sphere, connecting the two points via
a straight line. The intrinsic distance between the two points is the length of the shortest arc

connecting them.

2.3 Maximum Likelihood Estimation

The maximum likelihood estimate (MLE) of the location parameter g is obtained by maximizing
the joint log-likelihood of the observed data. Let X = {x;, x5, ..., ®,} denote a random sample
on the unit sphere SP, where each x; isa (p + 1) x 1 column vector. Given the probability density

function defined in Equation 1, the joint log-likelihood [ (s, x; X)) is expressed as

Ui, X) = 3" log (Can (k)™ exp{~ S (i, )}

i=1

n
K
o —5 E arccos?(x; p).
i=1

2)

This does not admit a closed-form solution due to nonlinear terms. Hence, numerical optimization

is required to optimize the log-likelihood. Since x is considered known, the maximum likelihood
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estimate of p is found by

[y p = arg max {—g Z arccos%azju)} = arg min Z arccos®(x, ). 3)
nes? i1 pes? 4

Equation 3 is known as the Fréchet mean, which is a generalization of the arithmetic mean to

curved spaces (Bhattacharya & Bhattacharya, 2012; You & Suh, 2022). While the standard arith-

metic mean in R? is computed via the Euclidean components 7 = %Z?:l x;, this approach is

invalid for the data on a compact manifold as the resulting vector generally lies in the interior of

the sphere, violating the constraint ||p| = 1.

To ensure the estimate remains on the manifold S?, the MLE of g is found by minimizing the sum
of squared geodesic distances, as defined in Equation 3. This is achieved using an iterative intrinsic
gradient descent algorithm (Fletcher et al., 2004). The algorithm operates by mapping the data to
the tangent space via a Logarithmic map, then updating the estimate, and finally projecting it back

to the manifold via an Exponential map.

Algorithm 1 Gradient Descent for Fréchet Mean on S?

1: Input: Sample data X = {xy,...,x,} C S?
2: Output: Estimated intrinsic Fréchet Mean [
3t o =X

4. 7=0

5: repeat

6: Ap =750 log, X

7: fj+1 = exp, (Ap)

8: j=7+1

9: until [|[Apl| < e
10: return

Using the programming language R (version 4.5.1), Algorithm 1 is provided in the Riemann-
package. Specifically, the riem.mean-function, where the geometry-argument within the func-

tion is set to intrinsic.

2.4 Maximum A Posteriori Estimation

In the Bayesian perspective, the natural counterpart to the MLE is the maximum a posteriori (MAP)
estimator. The MAP estimator locates the mode of the posterior distribution obtained via Bayes’
theorem, which, for symmetric distributions, coincides with the mean. Furthermore, Bayes’ theo-

rem provides a framework for incorporating prior knowledge into the estimation. This knowledge



can reduce the estimator’s variance, particularly for small sample sizes where the data inherently

provides less information.

This incorporation of information is achieved through a prior distribution, which can be either
informative or non-informative. An informative prior is beneficial when the sample size is small, as
it anchors the estimate towards the prior mean. However, if the prior is misspecified, it introduces
bias (Goodfellow et al., 2016). Conversely, under a non-informative prior, the MAP theoretically
reduces to the MLE and performs equivalently, i.e., the data governs the estimate. Likewise, as
the sample size approaches infinity, the estimate is dominated by the data, and the MAP and MLE

converge.

Considering the geodesic normal distribution, which is conjugate to itself w.r.t , and applying
Bayes’ theorem with the conjugate prior on g, and calculating the negative logarithm of the poste-
rior density, the maximization problem transforms into a minimization problem; see Appendix for
the derivation. The MAP estimator is thus defined as

n

Pyjap = arg rr;in K Z arccos?(x; p) + 7 arccos?(pg ) | 4
Hes i=1

where 7 and p, are the concentration and location hyperparameters of the prior, respectively.

These parameters control how heavily the prior influences the estimate. Moreover, x and 7 serve

as weights, weighing the data and the prior in the estimation. Due to the non-linear geodesic

distance, Equation 4 does not admit a closed-form solution and must be optimized numerically, as

detailed in Algorithm 1.

Comparing Equation 3 and Equation 4 reveals an equivalence. The MAP objective function simply
introduces an additional penalty term corresponding to the prior. Consequently, the MAP estima-
tor functions mathematically as a weighted Fréchet mean, where the n observations each carry a

weight of x, and the prior carries a weight of 7.



3 Monte Carlo Simulation Study

This section outlines the Monte Carlo simulation study designed to evaluate the performance of
the maximum likelihood estimator (MLE) and the maximum a posteriori (MAP) estimator for the
isotropic geodesic normal distribution. To assess the estimators’ stability under high data dis-
persion, the simulation systematically decreases the concentration parameter . This progressive
decrease in concentration allows observation of the critical threshold at which the manifold’s cut

locus begins to dominate the objective function, leading to failure of the estimation.

Furthermore, to evaluate the prior information effect of the Bayesian approach, the simulation
investigates the MAP estimator under varying strengths of prior information. The study uses a
geodesic normal distribution as a prior for p. By systematically varying the prior concentration
parameter (7) and the prior location (p,), the study quantifies how different levels of information

stabilize estimation when the data are insufficient.

3.1 Simulation Design

The simulation employs a range of sample sizes, n € {10, 30, 50, 100, 500, 1000}, representing
both small-sample and large-sample sizes. This selection enables an investigation of the specific
conditions under which each estimator’s performance degrades. To further evaluate the robustness
of the estimators, the concentration parameter is systematically decreased across the values x €
{10,5,2,1,0.5,0.1}. This serves as a stress test, particularly in low-concentration scenarios where

the manifold’s curvature has a more pronounced effect on estimation.

Figure 3 illustrates the effect of the concentration parameter « on the distribution’s density. Lower
concentrations result in greater dispersion across both hemispheres, effectively increasing data

noise.



(a) k=10.0 (b) k=2.0 (c) k=0.5

Figure 3: Heatmap of different concentrations (x) on the sphere, where (a) depicts a high-
concentration setting, (b) a moderate-concentration setting, and (c) a low-concentration setting.

The maximum a posteriori (MAP) estimators incorporate the three prior specifications detailed in
Section 3.3. Varying both n and  enables the investigation of the transition from a prior-dominated

to a likelihood-dominated estimation.

3.2 Data Generation

Because the isotropic geodesic normal distribution lacks a numerical random number generator,
the simulated datasets were produced using a rejection sampling algorithm. The process relies on
the uniform distribution on the sphere S?.

The proposed step is as follows. Candidate points, denoted as «.q,q, are proposed by generating
independent vectors from a three-dimensional standard normal distribution, z ~ N3(0, I3). The

vectors are projected onto the sphere by scaling them to unit length:

z

Leand = 7777
[|=l]

This approach ensures a uniform distribution of candidates over the spherical surface.

Next, the acceptance step is employed. In the simulation, the target density is the unnormalized
geodesic normal distribution. Given a location parameter g and a concentration parameter ~, the

target function f(-) is defined as:

fonp(x; p, k) = exp{—g arccos®(x ')} 5)



Since the maximum value of f(-) is 1, the bounding constant for the rejection sampler is set to
M =1.

For each candidate, a random variable « is drawn from a uniform distribution U(0,1). The candidate

is accepted and included in the dataset if the following acceptance rule is satisfied

u < exp{—g arccos® (), 1) }.

This process is repeated iteratively until the number of accepted observations meets the sample

size n for each Monte Carlo replication B.

3.3 Prior Information

The study aims to evaluate the performance of the MAP across different prior strengths. Therefore,
the study employs three different scenarios listed in Table 1, where the true mean is p,,,. =
[1,0,0] .

Table 1: Summary of the prior distributions used for the MAP estimator.

Prior  Location (1) Concentration (7) Information

MAP 1 e 0.5 Weakly informative
MAP2 e 5.0 Strongly informative
MAP 3 [cos(0.52),sin(0.52),0] " 2.0 Moderately informative

These three priors intend to investigate different aspects of the Bayesian approach. First, a weak
prior that assumes little information about the concentration, yet maintains an unbiased mean, and
thus is generally safer to use. Second, a strongly informative prior is employed, with the mean
set to the true mean and the concentration set to a moderately high value. The third prior is in-
stead moderately informative; its mean is shifted away from the true mean, while its concentration

remains moderate, set between those of the strongly and weakly informative priors.

3.4 Evaluation Metric

To evaluate the performance of the maximum likelihood estimator (MLE) and the maximum a
posteriori (MAP) estimator, a Monte Carlo simulation approach is employed. For each of the B
simulated datasets, the respective estimator computes an estimated mean direction, denoted as f1,
forb=1,...,B.

Instead of computing an average directional vector across replications, the estimator’s performance

10



is evaluated by calculating the individual angular errors at each iteration. The angular error is

defined as the geodesic distance between the true population mean g and the estimated mean fi,,

dei(p, fy) = arccos(n o). (©)

To quantify the overall accuracy of the estimator under the specified simulation parameters, these

B scalar distances are squared and aggregated to produce the Mean Squared Error (MSE)

Z arccos® (" fuy). 7

b=1

@[~

B
1 ~ N2
MSE = B bg_l de(p, )" =

Moreover, the Root Mean Squared Error (RMSE) is defined as v/MSE. By squaring the geodesic
distances, the MSE inherently penalizes larger deviations. A lower MSE indicates higher estima-
tion accuracy and greater estimator stability. To give a reference point, an MSE of 0.01 corresponds
to a deviation of roughly 5.7°, an MSE of 0.1 to 18.1°, and an MSE of 1 to 57.3°, where they are

considered good, acceptable, and bad, respectively.

In this thesis, breakdown refers to a loss of practical estimation reliability, defined as MSE > 1.0
(RMSE > 1.0). This choice is further motivated by comparison to a completely uninformative
estimator on S?: under a uniform distribution on the sphere, the resulting marginal distribution of
the geodesic angle yields an expected RMSE of \/m ~ 1.71 radians (= 98°) (see Singh
et al., 2026). Hence, the proposed threshold lies well below the error associated with random
directional guessing, yet still represents a regime in which meaningful information about the true

direction is substantially degraded.

11



4 Application: Orbital Planes of the 9 Planets

To evaluate and present the estimator’s performance on real data, a data set on the orbital planes
of the 9 (= n) planets (including Pluto) is analyzed. The data set can be found in the Riemann-
package in R. It is a (9 x 3) matrix, where each row is a normal vector of a planet. Each orbital
plane is represented by a normal vector, defined as a point &; = (x;,y;, zi)T on the surface of
S?. In this context, the estimated mean direction represents the average orbital plane of the solar

system.

As a theoretical reference point, the Earth’s orbital plane is used. In the spherical system, this is
represented by p, = (0,0,1)". Hence, this is used as the prior value of y in the Bayesian setting,

and different values of 7 will be tested to investigate how the estimation is affected.

The MLE is calculated using Equation 3, and the MAP, for differing 7-values, is calculated using
Equation 4. However, the MAP requires ~ to be estimated; since the data are observed, & is also

estimated. This is done, following Banerjee et al. (2005), using the approximation

rd — 7
L_ra—r 3
where 7 = ||r||/n = || >°I_, ;|| /n, and d = (p + 1), the dimension in Euclidean space.

Using Equation 8, the resulting value of ~# = 193.92 indicates a very high degree of concentration.
Therefore, the values of 7 to be analyzed are {10,200, 1000}. A value of 10 should place little
weight on the prior, whereas a value of 1000 is believed to place large weight on the prior. The
T-value of 200 is expected to align with the MLE.

12



5 Results

5.1 Visual Inspection of the Posterior

To verify the properties of the derived MAP estimator, the posterior distribution is inspected visu-
ally. The primary objective is to confirm that the distribution behaves as predicted by the analytical
results in Section 2.4, specifically that the posterior remains an isotropic geodesic normal distribu-
tion on the manifold. The visual results are presented in Figure 4: the posterior mode transitions
strictly along the geodesic (the shortest path on the sphere) connecting the prior mean (magenta
dot) and the likelihood of a single observation (red dot). Also, the posterior (the highlighted yellow

area in Figure 4) remains isotropic, 1.e., spherical; hence, there are no signs of an elliptical shape.

(a) k=10,7t=1 (b)) k=5,T=5 (c)k=1,t=10

@ Data Mean
@ Prior Mean

Figure 4: Visual representation of the posterior under varying weights, where (a) illustrates data
dominance (x > 7), (b) shows equal weighting (x = 7), and (c) shows prior dominance (7 > k).

The influence of the concentration parameters on the posterior mode is clearly visible across the
panels. In panel (a), the likelihood carries significantly higher weight (x > 7), resulting in a
posterior mode centered near the observed data. Conversely, in panel (c), the prior distribution
dominates (7 > k), pulling the mode toward the prior mean. Panel (b) depicts the balanced
scenario where the likelihood and prior carry equal weight, placing the posterior mode exactly at

the geodesic midpoint between the two points.
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5.2 Simulation Results

This section presents the findings from the Monte Carlo simulation study evaluating the perfor-
mance of the maximum likelihood estimator (MLE) and the maximum a posteriori (MAP) estima-
tors on the sphere S?. Performance is quantified using the Mean Squared Error (MSE), defined in
Eq. 7. Simulations were conducted across six sample sizes and six concentration levels, with the

MAP estimator using three distinct prior specifications to evaluate the impact of prior informative-

ness and bias.

Figure 5 displays the MSE on a log;,-scale for the small-sample cases (n € {10, 30, 50}). At high
concentration levels (x > 5), the estimators perform similarly in terms of MSE. In this regime,
the likelihood is sufficiently peaked that the prior’s influence is negligible. The point at which the
estimators diverge appears to shift with the sample size. At n = 10 this point is k = 5, while for

n = 30 and n = 50 this point appears to be x = 2 and x = 1, respectively.

n=10 n=30 n=50
x
+ |
1.00 1
} »
»
»
 J
—_ a 2 p
) v " /4
T - o r §
U.J ¥ "
2 0.104 * a ¥y A
S e * A
= Y o y
Ll
w X 'Yy
=
A
0.01 1 A

0 5 2 1 05 0d 0 5 2 1 05 04 10 5 2 1 05 041
Concentration Parameter (k)

Estimator = MAP1 -+ MAP2 = MAP3 - MLE

Figure 5: MSE on log,,-scale for n = ({10, 30, 50}).

The MLE systematically exhibits the highest MSE, which grows nearly linearly on the log-scale
as k decreases, indicating an exponential increase in error on the original scale. In contrast, the
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MAP estimators demonstrate more robustness. The strongly informative prior of MAP 2 provides
a stabilizing effect; at extreme dispersion, the prior dominates the likelihood entirely. Since this

prior is correctly centered on the true mean, it anchors the estimate, leading to the sharp decrease

in MSE observed in the green curve.

However, an interesting inversion is observed as the sample size increases from n = 10 to n = 50.
While the MSE of the MLE decreases as n grows, the MSE for the strongly informative MAP 2
actually increases at low . The same result is seen for MAP 1, while MAP 3 remains consistent.
This suggests a shifting posterior weight: as n grows, the likelihood pulls the estimate away from

the perfectly specified prior toward the data, illustrating the transition from prior-driven to data-

driven estimation.

n=100 n=500 n=1000
1.000
»
] +
»
r ¥
[ ]
0.100 - A
— £ J /)
[] 'y J
E rF S
Q
0
[e)]
(o]
|
= 0.0101
w
%)
=
0.001
0 5 2 1 05 01 0 5 2 1 05 04 0 5 2 1 05 01

Concentration Parameter (k)

Estimator = MAP1 4+ MAP2 -= MAP3 -+ MLE

Figure 6: MSE on log,,-scale for n = ({100, 500, 1000}).

The large-sample cases (n € {100,500, 1000}), illustrated in Figure 6, highlights the asymptotic
properties of the estimators. For n = 100, the estimators remain nearly indistinguishable for

rk > 0.5. The benefit of prior informativeness seems to diminish as the sample size provides

sufficient evidence to overwhelm the prior’s influence.

15



In the n = 500 and n = 1000 panels, all estimators exhibit a downward trend in MSE w.r.t
as the sample size increases, converging toward each other. Noticeably, the MSE remains below
1. The sudden decrease of MAP 3 is no longer visible. This behavior demonstrates asymptotic
consistency on the manifold; as n — oo, the data dominates the posterior, and the specific choice

of prior becomes irrelevant.

To provide an intuitive understanding of the errors and their magnitude, the square root of the
MSE is calculated, representing the Root-Mean-Square Error (RMSE) in radians, which is then
converted to degrees (in parentheses). The degrees presented are the angle between the true mean

direction and the estimated mean direction.
Table 2: Performance of estimators under extreme dispersion (x = 0.1) relative to the true mean

direction p = [1,0,0]". Each cell presents the Mean Squared Error (MSE) with the corresponding
Root Mean Square Error (RMSE) converted to degrees in parentheses.

n MLE MAP 1 MAP 2 MAP 3

10 2.302 (86.9°) 0.437(37.9°) 0.010 (5.7°)  0.296 (31.2°)
30 1.883 (78.6°) 0.627 (45.4°) 0.026 (9.3°) 0.321 (32.5°)
50 1.706 (74.8°) 0.730 (48.9°) 0.040 (11.5°) 0.345 (33.7°)
100 1.361(66.8°) 0.724 (48.8°) 0.067 (14.8°) 0.362 (34.5°)
500  0.385(35.5°) 0.308 (31.8°) 0.100 (18.1°) 0.219 (26.8°)

1000 0.185 (24.7°)

0.167 (23.4°)

0.085 (16.7°)

0.137 (21.2°)

From Table 2, it is clear that the MSE for the MLE decreases with sample size, although at n = 10
the estimate is close to 90° off. The MAP estimators exhibit interesting behavior as the sample size
increases. They first increase with the inclusion of more data, then decrease when the sample size

is sufficiently large, considering their respective prior.
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5.3 Results From the Application

Next, the resulting estimates are presented for both the MLE and MAP when applied to the orbital

planes of the nine planets data.

Employing equation 3, the estimated mean direction is fi,,;z = (0.0416,0.0199,0.9989)". As
previously stated, the estimated concentration is £ = 193.92. The results using Equation 4 to
estimate the MAP are presented in Table 3. The angular distance (Eq. 6) is presented to indicate

how close the estimators are. The distance between the MLE and Prior is 2.644°.

Table 3: MAP-estimators and geodesic distance from the MLE vs Prior for varying 7.

7 MAP-estimator (ft;;4p)  Dist. from MLE Dist. from Prior

10 (0.0414,0.0197,0.9989) " 0.015° 2.629°
200 (0.0373,0.0178,0.9991)" 0.273° 2.371°
1000 (0.0264,0.0126,0.9996) " 0.966° 1.678°

As seen in Table 3, for 7 = 10, the MAP estimator remains almost identical to the MLE, with an
angular distance between them of 0.015°. When 7 is increased to 200, the MAP estimator moves
slightly away from the MLE (0.273°) but remains largely influenced by the data. At a large prior
weight of 7 = 1000, the MAP estimator does not cross the midpoint between the data and the
prior; it remains closer to the MLE (0.966° vs 1.678°).
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6 Discussion

The simulation results provide an overview of how maximum likelihood estimation and Bayesian
estimation perform on the spherical manifold S?, particularly when the concentration level de-

creases. Moreover, the application of the estimators to real-world data is discussed.

The results indicate that the MLE performs well under high concentration levels (x > 5.0), but
becomes increasingly unstable as « decreases. The concentration level at which this deterioration
occurs depends strongly on the sample size. The simulations suggest that sufficiently large samples
(n > 500) allow the MLE to remain stable even at concentrations as low as x = 0.5. The increase
in available data provides the estimator with more information. However, for smaller sample sizes
(n < 100), this breakdown occurs between x = 0.5 and kK = 0.1, pushing the MSE above 1.0.

As k — 0, the geodesic normal distribution wraps the entire sphere. Hence, in this low-concentration
setting, the data points are distributed around the sphere, beyond the cut locus, offering no clear di-
rection for the estimator to follow. The resulting high MSE (e.g., MSE of 2.302 atn = 10, x = 0.1)
indicates that the estimator exhibits behavior close to random directional guessing, off by almost
90° from the true mean direction. Suggesting that, for low-concentration and small-sample-size

combinations of directional data, a purely frequentist approach may be insufficient.

The consistently lower MSE of the MAP estimators, even when the prior is weak (MAP 1) or its
prior mean is offset (MAP 3), highlights a stabilizing effect. Mathematically, the MAP estimator
minimizes the sum of squared geodesic distances to both the data and the prior. Both MAP 2 and
MAP 3 (offset by 30°) prevent the estimate from drifting. This is a possible explanation why, e.g.,
MAP 3 maintains a lower MSE of 0.296 than the MLE’s 2.301 at n = 10, k = 0.1; the introduced
30° offset is a smaller penalty than the variance of the MLE, which could potentially point 180°
away from the true mean. These results indicate that Bayesian methods may provide improved

stability in low-concentration settings.

When the concentration is low (x = 0.1; data is spread more evenly over the sphere), all three
MAP estimates’ MSEs increase with n as the estimator is forced to incorporate more data. For
example, in Figure 5 for MAP 1, k = 0.1, increasing the sample size from n = 10 to n = 50
increases the MSE. The data provides little information about the true direction. This is generally
the case for the MAP estimators when n < 50 and x = 0.1. This observation is a crucial test of
the consistency of the update rule: the estimator correctly responds to increasing evidence (data),
even when that evidence is lower in quality than the prior, illustrating the usual trade-off between
data and prior information inherent in the Bayesian framework. However, when « > 0.5, the MSE
of MAP 1 and 2 consistently decrease as n increases, whereas MAP 3 exhibits an increasing and

decreasing behavior in MSE.
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The convergence observed in the large-sample cases (n > 100) is consistent with asymptotic
consistency of the estimator on S?. Regardless of the prior’s strength, the growing amount of data
eventually overwhelms the prior. As the theory suggests (see Gelman et al. (2013)), the MLE
and MAP produce the same results for sufficiently large samples. To see this clearly, consider the

derived posterior distribution in the Appendix, multiplying and dividing by n, yields:

) |

Taking the limit (n — o) of each term, results in £ Y%  dg(x;, p)? — E(d%(X,p)) and

n l & T
f(p| X, po, 7) o exp (—5 [f@- (E;dc(wi,uf) + Edc(muo)Q

lim Zde(p, py)? = 0 for fixed 7. In extension, yielding the result fi,; 5 = ftyr4p a8 — 00.
n—oo

At n = 1000, the value of « is of less importance for this, but as the sample size is reduced, the
importance of x is more prominent. For a sample size n = 500, a concentration of k = 0.5 is
the minimum, and for n = 100 it is kK = 1. These results suggest that the Bayesian estimator
on a manifold satisfies the same fundamental requirements as Euclidean Bayesian statistics: as
n — 00, the influence of the prior vanishes, and the MAP estimator converges to the MLE. Hence,
the simulation results suggest that the geodesic normal distribution provides a stable framework

for Bayesian estimation on the sphere.

A notable distinction between the simulation study and the practical application is the magnitude
of the concentration parameter. While the simulations explored concentration levels up to x = 10,
the planetary orbital data exhibits a much higher concentration of £ = 193.92. This places the
dataset in a regime far beyond the simulated scenarios. Consequently, the MAP estimator remained
closer to the MLE than to the prior, even when tested with a strongly weighted prior of 7 = 1000.
Moreover, the angle between the MLE and the MAP is negligible for 7 = 10 and 7 = 200. Because
the normal vectors of the nine planetary orbits are so tightly clustered, there is little variation
between them, causing the estimate to rely heavily on the observed data. This demonstrates that
the derived MAP estimator functions correctly on real-world data; it behaves similarly to the MLE

when the data provides overwhelming information.

Furthermore, the size of the population in the dataset is small (n = 9), which typically raises
questions about the MLE’s performance. However, as consistently demonstrated in the simulation
study, high concentration levels ensure that the MLE and MAP produce essentially the same esti-
mate. Therefore, in the case of a highly concentrated dataset such as the nine orbital planes of the
planets, both the MLE and MAP prove sufficient for the task.
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7 Conclusion

This study systematically investigated the performance of the maximum likelihood estimator (MLE)
and maximum a posteriori (MAP) estimator for the geodesic normal distribution on the sphere.

Both estimators were further applied to a real-world dataset to evaluate their practical behavior.

As the concentration level decreased, the performance of both estimators deteriorated; however,
the usefulness of prior information remained evident throughout the simulation study. For small
sample sizes, the inclusion of prior information, regardless of its informativeness, consistently
reduced the MSE relative to the MLE. Conversely, for larger sample sizes (n > 500), the influence

of the prior diminished as the estimators increasingly converged, even at lower concentration levels.

The simulation results showed that the MLE became unreliable when low concentration was com-
bined with small sample sizes (n < 100). The threshold at which this loss of reliability occurred
depended on the sample size. For smaller samples (n < 50), the MSE exceeded the predefined
acceptable level when x < 0.5, whereas for n = 100, this occurred only at x = 0.1. In contrast,
sufficiently large sample sizes (n > 500) prevented substantial deterioration of the MLE even at

r = 0.1, keeping the estimation error within acceptable limits.

For the MAP estimator, no breakdown behavior was observed under the simulated conditions.
Instead, when the data became highly dispersed on the sphere, the estimator increasingly relied on
the prior distribution. The results further demonstrated that even weakly informative or moderately
misspecified priors substantially reduced the MSE compared to the MLE in low-concentration

settings, while strongly informative priors yielded the lowest overall error.

Finally, the application to the orbital planes of the nine planets illustrated that the derived Bayesian
estimator behaves appropriately on real-world directional data and is appropriate for use on a
sphere. In the highly concentrated setting considered, the MAP estimator remained close to the
MLE, indicating that the observed data dominated the prior information. This establishes, outside
of simulations, that the MLE and MAP perform equivalently in high-concentration settings. These
findings suggest that the geodesic normal distribution provides a stable and practical framework

for Bayesian estimation on the sphere.

20



References

Banerjee, A., Dhillon, I. S., Ghosh, J., & Sra, S. (2005). Clustering on the unit hypersphere using
von mises-fisher distributions. Journal of Machine Learning Research, 6(46), 1345—-1382.

Bhattacharya & Bhattacharya. (2012). Nonparametric statistics on manifolds and their applica-
tions to object data analysis. Cambridge University Press. https://doi.org/10.1017/
CB09781139017602

Boomsma. (2008). A generative, probabilistic model of local protein structure. Proceedings of
the National Academy of Sciences, 105(26), 8932-8937. https://doi.org/10.1073/pnas.
0801715105

Cabella, P, et al. (2009). Statistical challenges in the analysis of cosmic microwave background
radiation. The Annals of Applied Statistics, 3(1). https://doi.org/10.1214/08-a0as190

Chacén, J. E., & Meilan-Vila, A. (2024). A Note on the Geodesic Normal Distribution on the
Sphere. https://doi.org/10.2139/ssrn.5033709

Fletcher, P. T., Lu, C., Pizer, S. M., & Joshi, S. (2004). Principal geodesic analysis for the study
of nonlinear statistics of shape. IEEE Transactions on Medical Imaging, 23(8), 995-1005.
https://doi.org/10.1109/TM1.2004.831793

Gelman, A., Carlin, J. B., Stern, H. S., Dunson, D. B., Vehtari, A., & Rubin, D. B. (2013). Bayesian
data analysis (3rd). CRC press.

Goodfellow, I., Bengio, Y., & Courville, A. (2016). Deep learning. MIT Press.

Hauberg, S. (2018). Directional Statistics with the Spherical Normal Distribution. 2018 21st Inter-
national Conference on Information Fusion (FUSION), 704-711. https://doi.org/10.23919/
ICIF.2018.8455242

Kent, J. T. (1982). The Fisher-Bingham Distribution on the Sphere. Journal of the Royal Statistical
Society Series B: Statistical Methodology, 44(1), 71-80. https://doi.org/10.1111/j.2517-
6161.1982.tb01189.x

Mardia, K. V., & Jupp, P. E. (2000). Directional statistics. John Wiley & Sons.

Pardo, A., Real, E., Krishnaswamy, V., Lopez-Higuera, J. M., Pogue, B. W., & Conde, O. M.
(2017). Directional kernel density estimation for classification of breast tissue spectra.
IEEE Transactions on Medical Imaging, 36(1), 64—73. https://doi.org/10.1109/TMI.
2016.2593948

Pewsey, A., et al. (2021). Recent advances in directional statistics. TEST, 30(1), 1-58. https://doi.
org/10.1007/s11749-021-00759-x

Singh, P., Katiyar, S. K., Pooja, & Roychowdhury, L. (2026). Geometric and probabilistic structure
of the uniform distribution on the sphere S*. Chaos, Solitons & Fractals, 206, 117771.
https://doi.org/10.1016/j.chaos.2025.117771

21



Sra, S. (2016). Directional statistics in machine learning: A brief review. https://arxiv.org/abs/
1605.00316

You, K., & Suh, C. (2022). Parameter estimation and model-based clustering with spherical nor-
mal distribution on the unit hypersphere. Computational Statistics & Data Analysis, 171,
107457. https://doi.org/10.1016/j.csda.2022.107457

22



Appendix

Derivation of the Maximum A Posteriori Estimator

The geodesic normal likelihood of the data X = {1, @, ..., x, } is
K K
f(X|n) = H C(r) ™ exp (—5d(@:, p)?) o< exp (—5 > dla u)Q) .
=1

The prior distribution on g, the geodesic normal distribution, is

T

Sd(m, uo)2> o exp (—%d(u, uo)Q) :

flw) = O exp (=3

The posterior is, using Bayes’ theorem,

n
K

.
f(p X, o, 7) o< exp <—§ d( wi,u)2> exp (—gd(u,uo)2>
=1
To find the MAP, the negative log-posterior is computed. Ignoring additive constants, this yields

)

X exp ( [fizd i, )+ 7d(p, py)”

—log(f (1| X, pgy, 7)) = —log (exp (—

£ d(mi, p)* + 7d(p, o)
i=1

1 - 2 2
= [H;d(fvi,u) + Td(p, po)

Substituting d(-) for the geodesic distance gives

1 n
~log(f(u| X po. 7)) = 5 [,{ > arccos(a] ) + 7 arccos”(p” o)
i=1
Minimizing the negative log-posterior gives the value of p that maximizes the posterior probability.
Dropping the positive scaling factor, which does not alter the location of the minimum, the MAP

18

[y ap = arg min [KJZ arccos®(z; p) + 7 arccos®(u' )
pes? =1
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