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Popular Science Summary

Your Heart Is Sending Warning Signals. Can We Learn to Read Them?

Atrial fibrillation (AF) is the most common heart rhythm disorder in the world. It causes
the heart’s upper chambers to beat chaotically, and is one of the leading causes of stroke.
The challenge is that AF often strikes without warning: episodes come and go, sometimes
lasting only minutes, making them nearly impossible to capture on a routine ten-second
ECG. For many patients, the first sign that something was wrong is a stroke, by which
point prevention has already failed.

Rather than asking whether a patient is in AF right now, this research asks a harder
question: can we identify patients likely to develop AF from recordings taken when their
heart appears completely normal?

Using a database of overnight heart recordings from patients with and without con-
firmed AF, we analysed only the periods when the heart was beating in a perfectly normal
rhythm. From these calm periods, we extracted subtle mathematical patterns in the timing
between heartbeats, known as Heart Rate Variability (HRV) features and trained a ma-
chine learning model to distinguish AF-prone patients from healthy ones. The key insight
is that AF does not appear from nowhere: changes in the nervous system that allow it to
occur build up gradually, long before any arrhythmia is visible. Those changes leave a
detectable trace in the heartbeat even during normal rhythm.

The model correctly identified 19 out of 20 AF patients and 17 out of 20 healthy patients,
achieving 90% accuracy. The most informative signals were subtle nonlinear patterns in
heartbeat timing, invisible to the human eye, but detectable through mathematical analysis.

The practical workflow is simple: a patient has a short ECG recorded at their doc-
tor’s office; the algorithm analyses the result; and they are either referred for extended
monitoring or reassured and discharged. Patients identified as high-risk can begin stroke-
prevention medication months or years earlier than they otherwise would. As wearable
ECG devices become cheaper and more widespread, the same approach could eventually
run continuously on a smartwatch or chest patch.

The heart is not as unpredictable as AF makes it seem. Even when everything looks
normal, it is already telling us something, we just needed to learn how to listen.






Abstract

Atrial fibrillation (AF) is the most common sustained cardiac arrhythmia worldwide, signifi-
cantly raising the risk of stroke, heart failure, and mortality. Early identification is crucial,
yet paroxysmal AF, which occurs in brief, often asymptomatic episodes frequently goes
undetected during routine clinical visits, as standard short ECGs are unlikely to capture an
intermittent arrhythmia. This creates a dangerous diagnostic gap: patients may suffer an
AF-related stroke before the underlying condition is ever identified.

This thesis proposes a machine learning pipeline for predicting Paroxysmal Atrial
Fibrillation (PAF) risk from normal sinus rhythm ECG, without requiring the observation
of any AF episode. Using the Saitama Heart Database of Atrial Fibrillation (SHDB-
AF), a publicly available Japanese Holter ECG database with beat-level manual rhythm
annotations, we extract time-domain, frequency-domain, and nonlinear heart rate variability
(HRV) features from 10-minute AF-free windows using the Python NeuroKit2 library. A
Random Forest classifier with recursive feature elimination (RFECV) and patient-level
majority voting is trained to distinguish PAF patients from non-AF patients based solely on
their normal-rhythm HRV profile.

All evaluations are performed under Leave-One-Subject-Out cross-validation to ensure
that reported results reflect genuine generalisation to unseen patients. The final model
achieves a patient-level AUC of 0.911, a macro F1-score of 0.90, a PAF sensitivity of 95%,
and a specificity of 85% across 40 patients (20 PAF, 20 non-AF). Nonlinear HRV features,
particularly DFA_alpha1, the Cardiac Sympathetic Index (CSl), and the SD1/SD2 ratio
emerge as the most discriminative predictors, consistent with the hypothesis that PAF
patients exhibit chronic autonomic dysregulation detectable during sinus rhythm.

The proposed clinical workflow, a short ECG at the point of care, accompanied by
algorithmic risk stratification, followed by selective referral for extended Holter monitoring
has the potential to substantially improve PAF detection rates before the condition manifests
as stroke, offering a practical and interpretable complement to existing deep learning
approaches for AF management.






Declaration of Al usage

Three Al-based tools were used throughout the development of this thesis: Claude
(Anthropic), ChatGPT (OpenAl), and NotebookLM (Google).

Claude and ChatGPT were used extensively throughout the project for the following
purposes:

Programming assistance was the most significant use. Both tools were used to help
write, debug, and optimise Python code for the machine learning pipeline, including the
HRYV feature extraction pipeline, the preprocessing code, the cross-validation framework,
and the visualisation of results. In many cases, errors encountered during execution
were diagnosed with the assistance of these tools, and alternative implementations were
suggested when initial approaches failed. The code was always reviewed before being
used to produce results.

Text drafting and language checking were also substantial uses. Parts of the thesis
were drafted in dialogue with Claude, which suggested structure, phrasing, and content
based on the results and context provided. All generated text was reviewed, edited, and val-
idated by me for accuracy and appropriateness. The scientific judgements, interpretations,
and conclusions remain mine.

NotebookLM was used to centralise and organise the academic literature reviewed for
this thesis. It was used to group papers by theme, identify connections between studies,
and support the writing of the related work section. All sources cited in the thesis were
read and evaluated independently by me.

The use of these tools had a substantial impact on the efficiency and quality of
the work. The programming assistance in particular accelerated the development and
debugging of the machine learning pipeline considerably. Without these tools, the same
outputs would have been achievable but would have required significantly more time. The
intellectual contributions of the thesis, the research questions, the experimental design,
the interpretation of results, and the clinical framing are my own.

I am aware of the ethical considerations surrounding the use of Al tools in academic
work, including risks related to academic integrity, over-reliance on generated content, and
the potential for factual inaccuracies. The following practices were observed throughout:

No private patient data, confidential information, or unpublished results were included
in prompts submitted to any Al tool. All Al-generated text was treated as a draft requiring
critical review and was not submitted without verification and editing. All code produced
with Al assistance was tested and understood before being used to generate results.
References and citations suggested by Al tools were independently verified against the
original sources before inclusion. The use of these tools is declared transparently in
accordance with the academic integrity guidelines of Malmd university.

| confirm that the use of Al tools in this thesis adheres to proper academic practices
and that the work submitted represents an honest account of the research conducted.
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1 Introduction

1.1 Motivation

Atrial fibrillation (AF) is the most common sustained cardiac arrhythmia worldwide, affecting
over 37 million people [31]. AF is characterised by disorganised and rapid electrical
impulses in the heart’s atrial chambers, which disrupt normal blood flow [27]. This
irregularity can lead to the formation of blood clots, significantly increasing the risk of
ischaemic stroke, heart failure, and overall mortality. Timely diagnosis is essential, as
approximately 25% of strokes are attributed to previously undetected asymptomatic AF
[31].

Paroxysmal atrial fibrillation (PAF) refers to intermittent episodes that self-terminate
and often go uncaptured during routine clinical visits, while Normal Sinus Rhythm (NSR)
describes the heart’s typical, regular rhythm [27]. This intermittent nature makes PAF
particularly difficult to diagnose: a standard 10-second ECG performed during a clinical
visit is unlikely to capture an episode that may occur only once every few days. Yet, the
underlying autonomic dysregulation that predisposes the heart to arrhythmia is present
continuously, even during periods of apparently normal rhythm. Early identification of
individuals at risk enables proactive interventions such as anticoagulation therapy, which
can reduce stroke risk by up to 64% and mortality by 26% [3].

1.2 Problem Statement

Existing research has made significant strides in AF-related ECG analysis. The Mayo
Clinic developed a convolutional neural network (CNN) capable of identifying an electro-
cardiographic signature of AF even when a patient is in NSR, using a standard 10-second
12-lead ECG, achieving an AUC of 0.87 [2]. The CODE study trained a deep neural
network on over 2.3 million ECGs to achieve diagnostic performance comparable to cardi-
ology residents [15]. Recent literature has also introduced large-scale foundation models
such as HUBERT-ECG and ECGFM, pre-trained on millions of ECGs to perform broad
cardiac downstream tasks [34, 7]. However, the large majority of this work addresses AF
detection — determining whether AF is present in a given recording — rather than AF
prediction during normal sinus rhythm. These are fundamentally different clinical tasks:
detection confirms an arrhythmia already in progress, whereas prediction must identify
early warning signals in recordings that appear entirely normal.

Despite these advancements, a significant research gap remains. Most published
models are trained on clinical 12-lead datasets or short handheld recordings, and may
not generalise to the noise and artefacts inherent in long-term wearable technology [16].
Furthermore, few studies combine interpretable feature-based classifiers with rigorous
patient-level validation, and fewer still frame the problem as one of patient risk stratification
— identifying which patients are likely to develop AF rather than performing episode
detection.

This thesis addresses this gap using the Saitama Heart Database of Atrial Fibrillation
(SHDB-AF) [30], a publicly available Japanese Holter ECG database with beat-level
manual rhythm annotations. Rather than detecting AF episodes, we ask: given windows
of confirmed normal sinus rhythm from a patient, can we identify whether that patient has
PAF and would benefit from extended monitoring? The proposed clinical workflow is direct:
a patient receives a brief ECG examination at the point of care; the algorithm analyses
HRV features from the normal-rhythm segments; and the output either discharges the
patient or refers them for 24-hour Holter monitoring. This observation motivates the central
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hypothesis of this thesis: that PAF can be predicted from normal sinus rhythm ECG,
without ever observing an AF episode directly.

1.3 Research Questions

The following research questions guide this work. Each is addressed in a dedicated part
of the thesis, as outlined below.

» How well can a Random Forest classifier trained on HRV features extracted
from normal sinus rhythm windows reliably distinguish PAF patients from
non-AF patients? This question is addressed all throughout this research, where
a Random Forest model is trained and evaluated on windowed NSR segments.
Performance is assessed using AUC, sensitivity, and specificity, both at the window
level and after aggregating predictions to the patient level.

* Which HRV features (time-domain, frequency-domain, or nonlinear) are most
discriminative for PAF prediction, and can systematic feature selection improve
model performance? This is explored in section 4.2. A broad set of HRV features is
extracted and described, before applying recursive feature elimination and examining
feature importance scores to identify the most informative predictors.

* How well does patient-level aggregation of window predictions improve clas-
sification performance, and how should the decision threshold be chosen to
reflect the clinical asymmetry between false negatives and false positives?
This question is examined in section 4.3. Window-level predictions are aggregated
per patient using a majority-vote scheme, and the classification threshold is tuned to
prioritise sensitivity.



2 Related Work

Wearable Devices and Screening Accuracy Many studies focus on the accuracy of
wearable devices such as smartwatches for AF detection [32]. Comparing devices such as
the Apple Watch, KardiaMobile, and FibriCheck, sensitivities ranging from 83% to 100%
have been reported. Briosa e Gala et al. compared the Apple Watch to the CART Ring,
noting that while both improved diagnosis, the ring outperformed the watch in sensitivity
(84.6% vs 69.1%). Van Vliet et al. [31] compared a wrist-worn photoplethysmography
(PPG) device with a 24-hour Holter monitor, finding that the CardioWatch 287-2 achieved
superior results, highlighting the value of continuous long-term wearable monitoring.
Singeap et al. [29] provide a comprehensive review of the current state of wearable-based
AF research. These studies collectively motivate the clinical workflow proposed in this
thesis: a short, accessible ECG recording at the point of care, followed by algorithmic risk
stratification to determine whether extended monitoring is needed.

Deep Learning for AF Detection Hybrid deep learning architectures have shown
strong results in AF classification from raw ECG signals. Zihimann et al. [36] proposed
a Convolutional Recurrent Neural Network (CRNN) for AF classification, while Liang et
al. [23] integrated CNNs with Transformers (CTRhythm) to capture both local and global
ECG patterns. Zhao et al. [35] combined Temporal Convolutional Networks (TCN) with
ResNet, and Zou et al. [37] developed a multi-input fusion detection network (MIF-AFNet)
using raw ECG and RR intervals by cascading Res-CNN and bi-LSTM, achieving excellent
reproducibility. Kwon et al. [21] introduced reverse polar transformed spectrograms as
compact visual representations for CNN classifiers. Kraft and Rumm [20] developed a
lightweight 1D ConvNeXtV2 architecture trained on 770,000 recordings, achieving an F1-
score of 0.986. While these results are impressive, they address AF detection, classifying
whether AF is present in a given recording, rather than AF prediction during normal sinus
rhythm, which is the focus of this thesis.

Prediction of AF During Normal Sinus Rhythm A smaller but growing body of
literature addresses the more clinically ambitious task of predicting AF from recordings
taken during normal sinus rhythm. Attia et al. [2] demonstrated that a CNN applied to
standard 10-second, 12-lead ECGs during normal sinus rhythm could identify patients at
risk of AF with an AUC of 0.87, a landmark result establishing that AF leaves a detectable
substrate in apparently normal ECG morphology. Hygrell et al. [16] showed that single-
lead recordings can also predict AF during sinus rhythm, with AUCs ranging from 0.62 to
0.80, supporting the feasibility of wearable-based screening. Erdenebayar et al. [10] used
a 7-layer CNN on 30-second normal sinus rhythm segments to achieve over 98% accuracy,
though this result was obtained on a small and curated dataset. Gadaleta et al. [24]
employed a hierarchical deep learning model combined with a Random Forest based on
demographics to predict incident AF over a two-week timeframe using at-home single-lead
recordings, demonstrating the potential of combining signal-level and patient-level features
for longer-horizon prediction.

Feature-Based Classifiers and HRV Classical machine learning approaches using
handcrafted features remain competitive with deep learning for AF-related tasks. Choi
et al. [6] developed an ML model using single-lead data with 60 statistical features per
lead, achieving an AUC of 0.801 compared to 0.816 for a 12-lead model, a modest
gap suggesting that single-lead wearable data can approach 12-lead performance for
AF prediction. The VITAL-AF trial [19] tested Al approaches for incident AF prediction
in 15,694 primary care patients using single-lead handheld ECGs, achieving an AUC
of 0.695 compared to 0.679 for the validated CHARGE-AF clinical risk score. In the
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domain of HRV-based prediction specifically, nonlinear features have emerged as the
most informative markers of PAF risk during sinus rhythm. Detrended fluctuation analysis
(DFA_alphat), which quantifies short-term fractal correlations in RR intervals, has been
shown to be significantly reduced in patients who develop AF, with an AUC of 0.725
reported for postoperative AF prediction [22]. A meta-analysis of Al algorithms for AF
identification using HRV reported a pooled sensitivity of 0.87, specificity of 0.90, and AUC
of 0.94 across included studies [33].

Research Gap While Deep and Machine Learning has shown strong results in AF-
related ECG analysis, the large majority of existing work focuses on classifying whether AF
is present in a given recording rather than predicting whether it will occur. This distinction
matters clinically: a classifier identifies an arrhythmia already in progress, whereas a
predictor must find early warning signals in recordings that appear entirely normal. Studies
that do attempt prediction rarely combine classical feature extraction with interpretable
classifiers, and even fewer validate their results under strict patient-level cross-validation
that prevents leakage between patients.

A further recurring limitation is dataset homogeneity. The PhysioNet/Computing in
Cardiology Challenge 2017 dataset, collected from AliveCor handheld recordings, is used
as the benchmark in the majority of published methods. While valuable for standardising
comparisons, its heavy use means that many models are optimised for a single data distri-
bution and may not generalise to other devices or patient populations. Class imbalance,
where non-AF segments substantially outnumber AF episodes, is also a common issue in
public AF datasets and is rarely addressed at the patient level.

This thesis addresses these gaps directly. Using the SHDB-AF database [30], a
Japanese Holter ECG dataset with beat-level manual rhythm annotations, we frame AF
identification as a patient-level prediction task: given windows of confirmed normal sinus
rhythm from a patient, can we identify whether that patient has paroxysmal AF, and
would therefore benefit from extended monitoring? The proposed clinical workflow, short
ECG screening followed by selective referral for Holter monitoring, directly targets the
diagnostic gap between routine clinical visits and the extended monitoring required to
confirm intermittent arrhythmias.



3 Method

3.1 Data

The dataset used in this study is the Saitama Heart Database of Atrial Fibrillation (SHDB-
AF), an open-sourced Holter ECG database from Japan, containing data from 100 unique
patients with paroxysmal atrial fibrillation. Though only 93 of the patients recordings were
usable. It contains raw ECG recordings with manually annotated rhythm at the beat level,
performed by a certified cardiologist. [30]

Each record in SHDB-AF is 24 hours long and has two channels, totaling 21.6 million
seconds of electrocardiogram (ECG) data. The data files are provided in open WFDB
standard format. The ECG waveforms are stored in .dat files, while the header files (.hea)
specify attributes such as the associated recording file name, number of leads, sampling
frequency, and recording date and time. The database is publicly available on PhysioNet.
[?]

The recordings were acquired using a Holter monitor, a portable device worn by the
patient continuously over 24 hours during normal daily activity. Unlike a standard resting
ECG performed in a clinical setting, Holter monitoring captures the full variability of cardiac
rhythm over an extended period, making it particularly suitable for detecting intermittent
arrhythmias such as paroxysmal AF, which may not be present during a short clinical visit.

Rhythm annotations were manually performed by a cardiology fellow at the beat level.
Each segment of the recording is labeled with its corresponding rhythm type using standard
PhysioNet annotation codes, including N (normal sinus rhythm), AFIB (atrial fibrillation),
AFL (atrial flutter), AT (atrial tachycardia), PAT (paroxysmal atrial tachycardia), NOD (nodal
rhythm), and AB (atrial bigeminy). These annotations were used in this work to identify
and exclude all non-normal rhythm segments, ensuring that only genuine sinus rhythm
windows were presented to the machine learning model.

Patient population The dataset was collected as part of a study evaluating the
generalization performance of a deep learning atrial fibrillation detection model across
different distribution shifts. Among the 128 recordings, 98 contain raw ECG data with
rhythm annotations at the beat level. The remaining recordings consist only of ECG traces
without annotations. In this study, only annotated recordings were used. Patients were
classified as PAF (paroxysmal AF) if their recording contained at least one annotated
non-normal rhythm episode, and as non-AF if their recording consisted exclusively of
normal sinus rhythm throughout.

Record 001 — full recording (1435 min)

ECG amplibude
Ld b o h e e

Time (minutes}

Figure 1: Example of an Electrocardiogram with AF episode



3.2 ML Pipeline Architecture

The machine learning pipeline was designed to predict Paroxysmal Atrial Fibrillation (PAF)
risk from short-duration normal-rhythm ECG recordings, without relying on the presence
of AF episodes at the time of recording. The full pipeline consists of four stages: data
preprocessing, feature extraction, feature selection, and classification.

Pre-processing Raw ECG signals were obtained from the Saitama Heart Database
of Atrial Fibrillation (SHDB-AF, PhysioNet, version 1.0.0), a collection of overnight Holter
recordings sampled at 200 Hz. Rhythm annotations were parsed from the accompanying
.atr files, which label each segment of the recording with its corresponding rhythm type (N,
AFIB, AFL, AT, PAT, NOD, AB).

To ensure that only genuine normal sinus rhythm segments were used, a three-step
cleaning procedure was applied.

First, a recording-edge trim of 300 seconds (T = 300s) was removed from the start
and end of every recording to eliminate signal quality artefacts common at the boundaries
of Holter recordings. Second, for PAF patients, a pre-arrhythmia buffer of 300 seconds
(X = 300s) was removed from the end of any normal segment immediately preceding a
non-normal rhythm episode, and a post-arrhythmia buffer of 300 seconds (Y = 300s) was
removed from the start of any normal segment immediately following one. This buffering
strategy prevents the inclusion of transitional Heart Rate Variability (HRV) patterns that may
already reflect impending or recovering arrhythmia, rather than stable sinus rhythm. The
resulting AF-free regions were then segmented into non-overlapping 10-minute windows
with a 5-minute step, yielding a total of 20,504 windows across 93 patients.

Patients were labelled at the recording level: patients with at least one annotated
non-normal rhythm episode (AFIB, AFL, AT, PAT, NOD, or AB) were assigned label 1 (PAF),
and patients with exclusively normal rhythm throughout their recording were assigned
label 0 (non-AF). This labelling strategy reflects the clinical objective: identifying patients
at risk of AF from their normal-rhythm ECG, rather than detecting AF episodes directly.

Feature extraction. For each 10-minute window, a set of Heart Rate Variability (HRV)
features was extracted using the NeuroKit2 library. The extraction pipeline consisted of the
following steps. First, the raw ECG signal was cleaned using NeuroKit2’s built-in bandpass
filter. A signal quality index (SQI) was computed for each window; windows with mean SQl
below 0.5 were discarded to exclude noisy or artefact-contaminated segments. R-peaks
were detected and RR intervals were computed. Ectopic beats were removed using the
Kubios method, and the cleaned RR series was resampled at 4 Hz using cubic spline
interpolation. HRV features were then computed across three domains: time-domain
(e.g. RMSSD, SDNN, pNN50), frequency-domain (e.g. LF, HF, LFn), and nonlinear (e.g.
DFA_alphai, SD1, SD2, CSI), yielding a total of approximately 100 features per window.

Feature Selection To reduce dimensionality and remove uninformative features, Re-
cursive Feature Elimination with Cross-Validation (RFECV) was applied using a Random
Forest estimator with GroupKFold cross-validation (k=5), where folds were split by patient
identity to prevent data leakage. The RFECV procedure iteratively removed the least
important features and selected the subset that maximised macro F1-score. The optimal
feature subset identified by RFECV consisted predominantly of nonlinear HRV metrics, in-
cluding CSI, DFA_alpha1, SD1/SD2 ratio, and RMSSD, consistent with published literature
on HRV-based AF prediction. Figure 2 shows the optimal number of features.

10



RFECV — Feature Selection
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Figure 2: Feature selection

Classification and Evaluation A Random Forest classifier was trained on the selected
feature subset with balanced class weights to account for the remaining class imbalance.
To address the structural imbalance between PAF (73 patients) and non-AF (20 patients)
patients in the dataset, patient-level balancing was applied by randomly sampling an
equal number of PAF patients to match the non-AF pool, yielding a balanced dataset of
40 patients. Model performance was evaluated using Leave-One-Subject-Out (LOSO)
cross-validation, where each patient was held out as the test set in turn while the model
was trained on all remaining patients. This strict evaluation strategy ensures that no
patient-level information leaks between training and test sets, providing an unbiased
estimate of generalisation to unseen patients. Final predictions were aggregated at the
patient level: for each patient, the proportion of windows predicted as PAF was computed,
and a decision threshold of 0.30 was applied to produce the final binary classification.
This threshold was selected by optimising macro F1-score on the LOSO predictions and
reflects the clinical asymmetry of the task. In a screening context, missing a PAF patient
(false negative) carries greater clinical risk than unnecessarily referring a healthy patient
for further investigation (false positive). The threshold of 0.30 should be validated on an
independent cohort in future work.

3.3 Choice of Classifier

A Random Forest classifier was selected as the primary model for this study. Random
Forest is an ensemble method that constructs a large number of decision trees during
training, each fitted on a bootstrap sample of the data and a random subset of features at
each split, with the final prediction determined by majority vote across all trees [4]. Several
considerations motivated this choice over alternative algorithms.

First, interpretability is a central requirement of this work. A key objective of this
thesis is to identify which HRV features are most discriminative for PAF prediction (RQ2),
and Random Forest provides native feature importance estimates via mean decrease in
impurity, making it well-suited to this goal. Methods such as gradient boosted trees or
neural networks can achieve competitive predictive performance but offer less transparent
feature attribution without additional post-hoc explanation tools.
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Second, the feature matrix produced by HRV extraction is structured and tabular, with
a moderate number of samples relative to feature dimensionality. In this regime, ensemble
tree methods are known to generalise well, whereas deep learning approaches are prone
to overfitting without substantially larger datasets [13]. Given that the SHDB-AF database
contains a limited number of patients, a model with strong inductive bias for tabular data
was preferred.

Third, Random Forest is robust to the multicollinearity that is inherent in HRV feature
sets, where time-domain and frequency-domain measures frequently capture overlapping
aspects of autonomic activity. The random feature subsampling at each split decorrelates
individual trees and reduces the influence of redundant features, without requiring explicit
feature orthogonalisation.

3.4 Limitations

Several limitations of this study should be acknowledged.

Dataset size and population The SHDB-AF database contains 100 patients, of
which 93 were usable after filtering for annotation quality and signal integrity. After
excluding non-AF patients to address class imbalance, only 40 patients (20 PAF, 20 non-
AF) were used for model training and evaluation. While the windowing strategy generates
multiple windows per patient, the effective sample size at the patient level remains limited.
Machine learning models trained on small cohorts are at greater risk of overfitting to
patient-specific characteristics rather than learning generalisable physiological patterns.
Furthermore, SHDB-AF is drawn exclusively from a Japanese clinical population at a
single institution (Saitama Heart Database), which limits the generalisability of the findings
to other ethnicities, age groups, or healthcare settings.

Single device and recording context All recordings were acquired using the same
Holter monitor device over 24-hour periods. The ability of the model to generalise to shorter
recordings, such as the brief ECG envisioned in the clinical workflow of this thesis or to
other wearable devices, patch electrodes, or smartwatch-based ECG systems, remains
unknown and should be validated in future work.

Class imbalance The dataset contains 73 PAF patients and only 20 non-AF patients,
reflecting a structural imbalance that is inherent to the database rather than the result
of sampling choices. Patient-level balancing was applied by randomly selecting 20 PAF
patients to match the non-AF pool, which means 53 PAF patients were excluded from
training. This reduces the effective use of available data and may introduce selection bias
depending on which PAF patients are sampled.

Signal quality Holter recordings acquired over 24 hours during daily activities are
susceptible to motion artefacts, electrode displacement, and noise during sleep or physical
exertion. A signal quality index (SQI) threshold of 0.5 was applied to discard low-quality
windows, but this is a coarse filter and some noisy windows may still have passed.
Conversely, overly strict quality filtering may exclude physiologically informative segments.
The absence of a standardised signal quality metric in the SHDB-AF database makes it
difficult to systematically characterise the proportion of data affected by poor signal quality
across the cohort.

Threshold tuning on evaluation data The decision threshold of 0.30 applied during
patient-level voting was selected by optimising macro F1-score on the LOSO predictions.
Since the threshold was tuned on the same data used for evaluation, it may be overfitted
to this specific patient cohort. In a prospective clinical deployment, the threshold should
be re-validated on an independent dataset.

12



Window-level independence assumption The model treats each 10-minute window
as an independent observation, despite windows from the same patient being temporally
correlated. While GroupKFold and LOSO cross-validation prevent patient-level leakage
between train and test sets, the within-patient temporal structure is not explicitly modelled.
Future work could explore temporal sequence models (e.g. LSTM or transformer archi-
tectures) that capture HRV dynamics over the full recording duration rather than treating
windows independently.

Causal validity The model predicts PAF risk from normal-rhythm windows, but the
SHDB-AF database does not include longitudinal follow-up data. It is therefore not possible
to confirm that non-AF patients in the dataset did not develop AF after the recording period,
nor that PAF patients’ normal-rhythm windows were recorded sufficiently far from any
AF episode to exclude subclinical arrhythmia influence. Future validation should use
prospective cohorts with confirmed long-term AF-free follow-up for the control group.
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4 Results

This section presents the results of the machine learning pipeline for paroxysmal atrial
fibrillation (PAF) prediction from normal-rhythm HRV features. Results are reported at
both the window level and the patient level. All evaluations were performed using Leave-
One-Subject-Out (LOSO) cross-validation, ensuring that no patient appeared in both the
training and test sets at any point.

4.1 Dataset Summary

After preprocessing, signal quality filtering, and patient-level balancing, the final dataset
consisted of 40 patients (20 PAF, 20 non-AF), yielding 9,799 AF-free 10-minute windows.
Table 1 summarises the dataset composition.

Table 1: Dataset composition after preprocessing and patient-level balancing.

PAF Patients Non-AF Patients Total

Patients (before balancing) 73 20 93
Patients (after balancing) 20 20 40
Total windows 4,282 5,517 9,799
Avg. windows per patient 214 276 245
Recording duration 24 h 24 h 24 h
Window length 10 min 10 min 10 min
Step size 5 min 5 min 5 min

4.2 Feature Selection

Recursive Feature Elimination with Cross-Validation (RFECV) was applied to identify the
optimal feature subset. Starting from approximately 100 HRV features across time-domain,
frequency-domain, and nonlinear domains, RFECV with GroupKFold (k=5) maximised
macro F1-score. Table 2 lists the top features selected by RFECV, ordered by Random
Forest importance score.

Table 2: Top 7 HRV features selected by RFECV, ordered by Random Forest importance
score.

Rank Feature Domain Importance
1 HRV_CSI Nonlinear 0.059
2 HRV_DFA _alphat Nonlinear 0.057
3 HRV_SD1SD2 Nonlinear 0.056
4 HRV_RMSSD Time-domain 0.030
5 HRV_CVSD Time-domain 0.030
6 HRV_SD1 Nonlinear 0.029
7 HRV_SDSD Time-domain 0.026
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1. CSI (Cardiac Sympathetic Index) Measures the balance between "accelerator” and
"brake” nervous system activity. A high CSI means the sympathetic system is dominant,
the heart is under more stress. PAF patients tend to have chronically elevated sympathetic
tone even during normal sinus rhythm. The parasympathetic nervous system prepares the
body to respond to challenges, stress, danger, or increased physical demand. It is often
called the “fight-or-flight” system.

2. DFA alpha1 (Detrended Fluctuation Analysis) Measures the fractal complexity of
the heartbeat sequence over short time scales. A healthy heart has a specific level of
complexity in how it adapts beat to beat. PAF patients show altered fractal scaling, their
heart rhythm is either too rigid or too random, reflecting impaired autonomic regulation.
Fractal scaling is a property where complex patterns or systems repeat themselves across
different sizes or scales.

3. SD1SD2 (Ratio of Poincaré plot axes) The Poincaré plot visualises each RR
interval against the next. SD1 measures short-term variability (beat to beat), SD2 mea-
sures long-term variability (trends). Their ratio captures the balance between these two
timescales. PAF patients show an abnormal balance between short and long-term heart
rate fluctuations.

4. RMSSD (Root Mean Square of Successive Differences) Measures how much
consecutive heartbeat intervals differ from each other. Lower RMSSD is linked with
reduced parasympathetic tone which has higher AF risk. The parasympathetic nervous
system (PNS) is one half of the autonomic nervous system, which controls body functions
that happen automatically such as heart rate, breathing, digestion.

5. CVSD (Coefficient of Variation of Successive Differences) | t is equal to the RMSSD
divided by the mean RR interval. It normalizes RMSSD by the average heart period,
making it less dependent on overall heart rate. Higher CVSD means that there is more
beat-to-beat variability.

6. SD1 (Poincaré Plot Descriptor) In a Poincaré plot, each RR interval is plotted against
the next one. SD1 measures the spread perpendicular to the identity line. It represents
short-term, beat-to-beat variability. Because SD1 is mathematically related to RMSSD, it
often carries nearly the same information.

7. SDSD (Standard Deviation of Successive Differences) Measures how much the
differences between consecutive beats vary. It captures rapid fluctuations in heart rate.
Higher SDSD is linked to greater short-term variability. Like RMSSD and SD1, SDSD is
mainly a marker of short-term parasympathetic modulation.

4.3 Window-Level Classification Results

Table 3 presents the window-level classification results from LOSO cross-validation using
the RFECV-selected feature subset. Each 10-minute window was classified independently.

The window-level confusion matrix is presented in Table 4.

At the window level, the model correctly identified 72% of PAF windows (sensitivity
= 0.72) and 84% of non-AF windows (specificity = 0.84). The 1,189 false negatives
represent 10-minute normal-rhythm windows from PAF patients whose HRV signature was
insufficiently distinct from non-AF patients at that moment, an expected outcome given
the paroxysmal and intermittent nature of AF. The 894 false positives represent non-AF
patients whose HRV patterns transiently resembled those of PAF patients.
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Table 3: Window-level classification metrics from LOSO cross-validation (Random Forest,
RFECYV feature selection).

Metric Non-AF (0) PAF (1) Macro Avg

Precision 0.80 0.78 0.79
Recall 0.84 0.72 0.78
F1-Score 0.82 0.75 0.78
Support 5,517 4,282 9,799
Accuracy — — 0.79
AUC — — 0.911

Table 4: Window-level confusion matrix from LOSO cross-validation.

Predicted Non-AF (0) Predicted PAF (1)

True Non-AF (0) 4,623 (TN) 894 (FP)
True PAF (1) 1,189 (FN) 3,093 (TP)

4.4 ROC Curve and AUC

Figure 3 shows the Receiver Operating Characteristic (ROC) curve at the patient level,
computed from LOSO cross-validation. It plots True Positive Rate (Sensitivity) against
False Positive Rate (Specificity) across all classification thresholds. The area under the
curve (AUC) was 0.911, indicating strong discriminative ability between PAF and non-AF
patients. The operating point corresponding to the selected threshold of 0.30 is highlighted,
yielding a true positive rate (sensitivity) of 0.95 and a false positive rate of 0.15

4.5 Patient-Level Classification Results

To aggregate window-level predictions into a single patient-level decision, a majority voting
strategy was applied. For each patient, the proportion of windows predicted as PAF (PAF
window rate) was computed, and a decision threshold of 0.30 was applied: patients with a
PAF window rate > 0.30 were classified as PAF. This threshold was selected by optimising
macro F1-score on the LOSO predictions. Table 5 reports the patient-level results.

Table 5: Patient-level classification metrics after majority voting with threshold = 0.30
(LOSO cross-validation, n = 40 patients).

Metric Non-AF (0) PAF (1) Macro Avg
Precision 0.94 0.86 0.90
Recall (Sensitivity/Specificity) 0.85 0.95 0.90
F1-Score 0.89 0.90 0.90
Support 20 20 40
Accuracy — — 0.90
AUC-ROC — — 0.911
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Figure 3: ROC curve for patient-level PAF prediction using LOSO cross-validation

Table 6: Patient-level confusion matrix after majority voting (threshold = 0.30).

Predicted Non-AF (0) Predicted PAF (1)

True Non-AF (0) 17 (TN) 3 (FP)
True PAF (1) 1 (FN) 19 (TP)

At the patient level, the model achieved 95% sensitivity (19 of 20 PAF patients correctly
identified) and 85% specificity (17 of 20 non-AF patients correctly classified), with an
overall accuracy of 90% and macro F1-score of 0.90. The single missed PAF patient
(record 134) had a PAF window rate of only 10.7%, suggesting that their normal-rhythm
HRV was largely indistinguishable from non-AF patients. Among the three false positives,
record 107, a non-AF patient had 100% of windows classified as PAF, representing an
anomalous HRV profile that may warrant further clinical investigation.

4.6 Summary of Results

Table 7 summarises classification performance across all evaluated configurations, tracing
the incremental improvements achieved through feature selection, validation strategy, and
decision threshold tuning. Results are reported in terms of Macro F1, PAF recall, Non-AF
recall, and overall accuracy. The progression from the full feature set under GroupKFold
cross-validation to the final leave-one-subject-out (LOSO) patient-level voting scheme
illustrates the compounding benefit of each design decision. Notably, reducing the feature
set via RFECV consistently improved generalisation, while the introduction of patient-
level majority voting produced a substantial gain in both Macro F1 and overall accuracy.
The most pronounced improvement came from lowering the classification threshold from
t=0.50 to ¢=0.30, which increased PAF recall from 0.75 to 0.95 at a modest cost to Non-AF
recall, reflecting the clinical priority of minimising missed PAF cases. The best-performing
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configuration — RFECYV feature selection with patient-level voting at ¢=0.30 under LOSO
validation — achieved a Macro F1 of 0.90 and a PAF recall of 0.95, and is discussed in
detail in the following section.

Table 7: Performance summary across all evaluated configurations.

Configuration Macro F1 PAF Recall Non-AF Recall Accuracy
all features (GroupKFold) 0.76 0.65 0.87 0.77
top 20 features (GroupKFold) 0.78 0.69 0.86 0.78
RFECV features (GroupKFold) 0.79 0.73 0.84 0.79
RFECV features (LOSO, window) 0.78 0.72 0.84 0.79
RFECV + voting, t=0.50 (LOSO) 0.82 0.75 0.90 0.82
RF — RFECV + voting, ¢=0.30 (LOSO) 0.90 0.95 0.85 0.90
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5 Analysis

This study investigated whether paroxysmal atrial fibrillation (PAF) risk can be predicted
from short segments of normal-rhythm ECG using machine learning applied to heart
rate variability (HRV) features. The core clinical hypothesis was that patients who will
develop AF exhibit subtle but detectable autonomic dysregulation even when their heart is
in sinus rhythm and that this signature can be captured through HRV analysis without ever
observing an AF episode directly. The results support this hypothesis. A Random Forest
classifier trained on RFECV-selected HRV features achieved a patient-level AUC of 0.911,
a macro F1-score of 0.90, and a PAF sensitivity of 95% under LOSO cross-validation, the
strictest possible evaluation for generalisation to unseen patients.

5.1 Window-level vs. patient-level performance

The gap between window-level (macro F1 = 0.78) and patient-level (macro F1 = 0.90)
performance is one of the most informative findings of this study. At the window level,
the model classified each 10-minute segment independently, which inevitably leads to
errors on individual windows whose HRV signature happened to be ambiguous. This is
physiologically expected: PAF is an intermittent condition, and the autonomic substrate
that predisposes to AF does not manifest uniformly across every 10-minute segment of a
24-hour recording. Some windows will look entirely normal even in confirmed PAF patients,
and some windows will look abnormal in non-AF patients who happen to experience
transient autonomic fluctuations due to sleep, stress, or physical activity. Patient-level
majority voting resolves this by aggregating across all windows, rather than trusting any
single 10-minute prediction, the model asks whether the overall pattern of HRV across
the recording is more consistent with PAF or non-AF. This is a more clinically meaningful
question, and the 12-point improvement in macro F1 (0.78 — 0.90) confirms that the signal
is indeed present across the recording, even if it is intermittent at the window level.

5.2 The role of the decision threshold

The default classification threshold of 0.50, meaning a patient is flagged as PAF only if
more than half of their windows are predicted PAF, yielded a patient-level macro F1 of
0.82. Lowering the threshold to 0.30 improved this to 0.90, primarily by increasing PAF
sensitivity from 0.75 to 0.95. This threshold shift reflects the asymmetric nature of the
clinical problem: in a screening context, the cost of missing a PAF patient (false negative)
far outweighs the cost of incorrectly flagging a healthy patient for further investigation
(false positive). A threshold of 0.30 means that a patient is referred for Holter monitoring if
at least 30% of their windows are classified as PAF, a lower bar that prioritises sensitivity
at the cost of some specificity. This is precisely the right trade-off for a first-line screening
tool, where the role of the algorithm is not to make a definitive diagnosis but to triage
efficiently.

5.3 The dominance of nonlinear HRV features

The feature importance analysis revealed that nonlinear HRV metrics, particularly CSI

(Cardiac Sympathetic Index), DFA _alpha1, and the SD1/SD2 ratio were the strongest

predictors of PAF risk, substantially outperforming classical time-domain features such as

SDNN and RMSSD. This finding is consistent with the broader literature. DFA Alpha 1,

which reflects correlations in heart rate fluctuations over short intervals, has been shown
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to be significantly lower in patients who develop AF, suggesting that subtle breakdowns
in autonomic regulation may predispose to arrhythmogenesis even before any clinical
arrhythmia is observed. In a study of postoperative AF risk in off-pump CABG patients, DFA
Alpha 1 demonstrated the highest discriminative performance among all HRV parameters,
with an AUC of 0.725, a result that contextualises our own AUC of 0.911, which was
achieved on a larger and more heterogeneous patient population using a richer feature
set. [22]

The prominence of CSl is also physiologically plausible. CSl is a Poincaré-plot-derived
index intended to quantify cardiac sympathetic activity and has been proposed as a
non-invasive marker of autonomic regulation. Increased sympathetic tone is known to
contribute to atrial fibrillation by altering atrial electrophysiology, promoting ectopic activity,
facilitating re-entry mechanisms, and shortening refractory periods, thereby increasing
susceptibility to arrhythmia initiation and maintenance. [25] The observation that CSl is
elevated in PAF patients even during sinus rhythm therefore suggests the presence of
underlying autonomic dysregulation that may create a pro-arrhythmic substrate before
clinical AF episodes become apparent.

False negatives and false positives: clinical interpretation At the patient level, the
model produced 1 false negative and 3 false positives across 40 patients. The single
false negative (record 134) had a PAF window rate of only 10.7%, the lowest among
all PAF patients by a wide margin. This patient’s normal-rhythm HRV was essentially
indistinguishable from the non-AF population. There are several possible explanations:
their PAF may be very infrequent and recently developed, leaving insufficient autonomic
remodelling to manifest in HRV; the recordings may have been taken during a period of
atypical autonomic state such as heavy medication, recent iliness or this patient may repre-
sent a genuinely different PAF phenotype characterised by structurally normal autonomic
function. Clinically, this patient would be sent home without further investigation which
is the most dangerous outcome in a screening workflow. However, a 5% miss rate (1 in
20) is within the range considered acceptable for a first-line screening tool, particularly
given that the standard of care for PAF detection currently has no equivalent automated
screening step at all. The three false positives (records 103, 107, 115) represent non-AF
patients flagged as PAF. Record 107 is particularly notable, 100% of its windows were
classified as PAF, making it the most confidently misclassified patient in the dataset. This
could mean two things: This could be showing the limits of the model or this patient
might be a genuine PAF patient whose AF had not yet manifested during the recording
period. The SHDB-AF database does not include longitudinal follow-up data, so the latter
possibility cannot be excluded. In a clinical deployment, this patient would be referred for a
longer Holter recording, which would either confirm or rule out PAF an entirely appropriate
outcome.
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6 Discussion

6.1 Comparison with the Literature

This study’s results compare favourably with published ML-based PAF prediction studies.
Earlier work using the PhysioNet AF Prediction Database (AFPDB) reported sensitivity,
specificity, and accuracy of 100%, 95.55%, and 98.21% respectively using combined
HRV feature vectors, results that appear far superior to ours. However, these studies
were evaluated on a small, curated benchmark database (AFPDB, 25 PAF and 25 non-
AF patients) using traditional cross-validation, not LOSO. The AFPDB was collected
specifically to facilitate PAF prediction research and is known to exhibit strong class
separability. Our dataset (SHDB-AF) is a real-world Holter database collected for a
different purpose, with greater heterogeneity in recording conditions and signal quality.
Our LOSO evaluation is also stricter, every patient in the test set was completely unseen
during training. [9]

A more recent and methodologically comparable study by Grégoire et al. analysed
24-hour Holter recordings from 872 PAF patients and 347 non-AF controls, using only
the first hour of normal sinus rhythm data to predict AF risk. They compared HRV-based
decision tree models against deep learning approaches trained on raw ECG signals. Their
approach aimed to identify patients currently in sinus rhythm who will experience an AF
episode within the subsequent hours. While their dataset is substantially larger (1,219
patients vs. our 40), their task is also different. The two tasks are not directly comparable,
but their work underscores the clinical importance of HRV-based sinus rhythm analysis for
AF risk stratification. [14]

A study using continuous ECG monitoring data from stroke unit patients achieved
an AUC of 0.89 for newly detected AF prediction using HRV and clinical features, with
HRYV identified as the main driver of the model’s predictions. Our patient-level AUC of
0.911 is comparable to this result, achieved without any clinical variables (age, medication,
comorbidities), suggesting that HRV alone carries substantial predictive power for PAF
risk. [2]

A recent meta-analysis of Al algorithms for AF identification using HRV reported a
pooled sensitivity of 0.87, specificity of 0.90, and AUC of 0.94 across included studies,
with deep learning outperforming traditional ML. Our patient-level results (sensitivity 0.95,
specificity 0.85, AUC 0.911) are within this range for sensitivity and AUC, though our
specificity is slightly lower. This is partly a deliberate design choice, the threshold of 0.30
was selected to maximize sensitivity at the cost of specificity and partly a reflection of the
small non-AF cohort (20 patients) which limits the precision of specificity estimates. [33]

6.2 Dataset Discussion

The SHDB-AF database presents both strengths and important limitations for this study.
On the positive side, it is one of the few publicly available Holter ECG databases with
beat-level rhythm annotations from a non-Western population, making it a valuable re-
source for evaluating the generalisability of AF detection models. The 24-hour recording
duration provides rich longitudinal HRV data that captures circadian autonomic variation,
something that a short clinic ECG cannot. However, the database was not designed
for PAF prediction research. It was originally collected to evaluate the generalisation of
a deep learning AF detection model, and contains only 20 confirmed non-AF patients,
a structural limitation that severely constrained this study. The 73:20 PAF-to-non-AF
imbalance required patient-level balancing by subsampling 53 PAF patients, discarding a
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substantial portion of the available positive-class data. This is not ideal: the 20 non-AF
patients represent a small and potentially unrepresentative sample of the healthy cardiac
rhythm population, and their HRV profiles may not fully capture the diversity of non-AF
autonomic function. Future work should supplement the SHDB-AF non-AF cohort with
recordings from other databases, such as the MIT-BIH Normal Sinus Rhythm Database,
to obtain a larger and more representative non-AF reference population. The population
is also exclusively Japanese, recruited at a single institution (Saitama Heart Database).
Japanese populations have known differences in AF prevalence, autonomic regulation,
and body habitus compared to Western populations, and the generalisability of HRV-based
thresholds and feature importances to other populations cannot be assumed without
external validation.

6.3 Clinical Implications

The clinical motivation for this work is the well-documented gap in PAF diagnosis. Because
PAF is episodic and often asymptomatic, patients frequently present to clinicians only after
a stroke, by which point the opportunity for preventive anticoagulation has been missed.
Standard 12-lead ECGs performed during clinical visits are too short to capture infrequent
arrhythmias, and Holter monitoring is resource-intensive, requiring specialist interpretation
and patient compliance over 24—48 hours. There is therefore a strong clinical need for
a rapid, automated screening tool that can stratify AF risk from a short ECG, directing
only high-risk patients toward longer monitoring. The workflow proposed in this thesis
directly addresses this gap: a patient undergoes a short ECG (5—-10 minutes) during
a routine clinical visit, the algorithm analyses the HRV features of the normal-rhythm
segments, and the output triggers either discharge (predicted non-AF) or referral for a
24-hour Holter recording (predicted PAF). At the selected threshold of 0.30, the model
achieves 95% sensitivity and 85% specificity at the patient level which means that 19
out of 20 PAF patients would be correctly referred for further investigation, and 17 out of
20 healthy patients would be correctly discharged. False negatives the 1 missed PAF
patient in this study represent the primary clinical risk of this workflow. A missed PAF
patient is discharged without further investigation, remaining unprotected against the risk
of AF-related stroke. The consequences depend heavily on context: in a low-prevalence
outpatient population, the absolute number of missed cases would be small; in a high-
prevalence post-stroke population, even a 5% miss rate could have significant public health
implications.

False positives the 3 non-AF patients incorrectly flagged as PAF result in unnecessary
Holter monitoring referrals. While this represents a cost to the healthcare system and
a source of patient anxiety, it is a far less dangerous error than a false negative in
this clinical context. Holter monitoring is non-invasive, and the additional investigation
would definitively rule out PAF, providing reassurance. Record 107, whose HRV profile
was classified as PAF with 100% confidence, is a clinically interesting case that arguably
warrants investigation regardless of whether the model is correct, an anomalous autonomic
profile of this strength, even in a patient without documented AF, may reflect subclinical
cardiac pathology. From a healthcare resource perspective, the model’s 85% specificity
means that 15% of non-AF patients would be unnecessarily referred for Holter monitoring.
In a population with 10% PAF prevalence (a plausible estimate for an at-risk outpatient
clinic), this translates to approximately 1 unnecessary Holter per 6 correct referrals. This
ratio is likely to be cost-effective when compared with the substantial economic burden
associated with AF-related stroke. Stroke is one of the major drivers of AF healthcare
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expenditure in Europe, accounting for a large proportion of direct medical costs and
hospitalization expenses. [11]

6.4 Alternative Approaches and Future Directions

Several methodological alternatives could improve on the results presented here.

Temporal modelling The current model treats each 10-minute window as an inde-
pendent observation, ignoring the temporal structure of HRV across the recording. A
PAF patient’s autonomic dysregulation likely follows circadian patterns, more pronounced
during sleep, or at particular times of day. Sequence models such as Long Short-Term
Memory (LSTM) networks or transformers operating over sequences of HRV feature
vectors could explicitly model these temporal dynamics and may improve classification
accuracy. Several studies have employed LSTM-based approaches for AF-related tasks,
demonstrating the potential of sequence modelling for capturing temporal HRV dynamics.
[26]

Clinical feature integration The current model uses HRV features alone. Incorpo-
rating clinical covariates: age, sex, body mass index, blood pressure, medication history,
and comorbidities such as hypertension or heart failure could substantially improve per-
formance, particularly for edge cases. A simplified tree-based ensemble model requiring
only one hour of ECG data and patients’ age achieved an AUC of 0.88 for AF prediction
after acute stroke, suggesting that even a single clinical variable (age) adds meaningful
discriminative power to HRV-based models. [2]

Larger and more diverse datasets The most impactful improvement would come
from training on a larger, multi-centre, multi-ethnic dataset with a balanced PAF/non-AF
distribution and long-term follow-up data confirming the non-AF status of controls. The
IRIDIAv1 database used by Grégoire et al. (872 PAF patients) represents a far more
suitable training resource for the window-level task, though it is not publicly available.

Wearable device adaptation The long-term clinical vision of this work is deployment
on a wearable device for continuous, passive monitoring. ECG signals from smartwatch
electrodes or photoplethysmography (PPG)-derived RR intervals are noisier and have
different frequency characteristics than Holter ECG. The signal quality filtering and HRV
extraction pipeline would need to be adapted and re-validated for these modalities before
clinical deployment.

Prospective validation All results in this study are retrospective, based on recordings
from patients with already-confirmed diagnoses. A prospective study, recruiting patients
with no prior AF diagnosis, applying the screening algorithm, and following up over 12-24
months to confirm or exclude PAF, is the necessary next step before any clinical translation.
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7 Conclusion

This thesis set out to answer a clinically motivated question: can paroxysmal atrial fib-
rillation be predicted from normal sinus rhythm ECG, without ever observing an AF
episode? The results confirm that it can. A Random Forest classifier trained on nonlinear
HRYV features extracted from AF-free windows of 24-hour Holter recordings achieved a
patient-level AUC of 0.911, a macro F1-score of 0.90, and a PAF sensitivity of 95% under
Leave-One-Subject-Out cross-validation. These results were consistent across multiple
cross-validation strategies, providing strong evidence of genuine generalisation to unseen
patients rather than overfitting.

The three research questions posed in section 1.3 were each addressed in turn.
The first asked how well a Random Forest classifier could distinguish PAF patients from
non-AF patients using HRV features extracted from normal sinus rhythm. The answer
is convincingly positive: patient-level classification achieved an AUC of 0.911 and a
macro F1-score of 0.90, with results stable across both GroupKFold and LOSO validation
schemes. The second question asked which HRV features are most discriminative and
whether systematic feature selection could improve performance. RFECV identified a
compact subset of predominantly nonlinear features particularly DFA alphal and CSI
that consistently outperformed the full feature set, supporting the hypothesis that PAF
patients exhibit chronic autonomic dysregulation detectable during sinus rhythm. The third
question asked how patient-level aggregation and threshold tuning affect classification
performance. Majority voting across windows improved PAF sensitivity from 0.72 to 0.75 at
a neutral threshold, and lowering the decision threshold to ¢t=0.30 further raised sensitivity
to 0.95, explicitly accounting for the clinical asymmetry between missed PAF cases and
unnecessary referrals.

From a clinical perspective, the proposed workflow, a short ECG at the point of
care, followed by algorithmic risk stratification and selective referral for Holter monitoring
has clear potential to improve PAF detection rates before the condition manifests as
stroke. At the selected threshold, 19 of 20 PAF patients would be correctly referred for
further investigation, while 17 of 20 healthy patients would be correctly discharged. The
asymmetry between false negatives and false positives was explicitly addressed through
threshold tuning and should be revisited with clinical input in any future deployment.

The primary limitations are the small dataset (40 patients), the single-institution
Japanese population, and the gap between 24-hour Holter recordings used for train-
ing and the shorter ECGs envisioned in the clinical workflow. Prospective validation on a
larger, multi-centre cohort is the necessary next step before clinical translation.

AF-related stroke is one of the most preventable forms of serious neurological injury.
This work demonstrates that the substrate for AF is detectable in the heartbeat long before
the arrhythmia itself appears, and that a simple, interpretable machine learning model
applied to a short ECG may be sufficient to identify patients who need closer monitoring.
That is a clinically meaningful result, and a foundation worth building on.
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