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ABSTRACT 
 

Background. Society has become increasingly reliant on digital infrastructure, and with it an increasing 

importance is placed on cyber security. Intrusion detection systems (IDSs) play a crucial role in modern 

cyber security in mitigating the risk of cyber-attacks. However, the effectiveness of IDS models is 

constrained by the availability and quality of training data. Network flow datasets can be difficult to 

acquire due to their proprietary and sensitive nature, and those that are available frequently suffer from 

large class imbalances. This research aims to explore options for solving these problems through 

synthetic data generation. 

Objectives. This research investigates whether the Wasserstein Generative Adversarial Network with 

Gradient Penalty (WGAN-GP) can be used to generate high-fidelity synthetic data to alleviate class 

imbalances in an IDS context, and whether this augmentation can lead to improved detection in 

previously unseen and rare attack types. 

Methods. A WGAN-GP was trained per attack label on the CIC-IDS2017 dataset. Generated synthetic 

data had its fidelity rigorously tested using the Kolmogorov-Smirnov metric (KS), Pearson’s correlation 

coefficient, Kernel Density Estimation plots (KDE), and Train on Synthetic, Test on Real (TSTR) 

evaluation. Labels for which generated synthetic data was acceptable were included in an augmented 

classification pipeline, which was compared to a baseline pipeline using an ensemble of classifiers 

consisting of a Logistic Regression (LR) model, an XGBoost model, and a Multilayer Perceptron (MLP) 

model. These were evaluated on classification metrics, calibration plots, low resource experiment, and 

Area Under the Receiver Operating Characteristics Curve (ROC-AUC). A withheld label experiment 

was conducted at the same time in order to evaluate generalization and unseen attack detection. 

Results. Synthetic data generation succeeded for five out of eight labels, with varying fidelity results 

across labels. Downstream classification results produced negligible differences between augmented 

and baseline pipelines, largely attributed to problematic network flow data characteristics as well as 

dataset limitations. Synthetic data did not provide a noticeable improvement in previously unseen 

attacks. 

Conclusions. The synthetic data produced by WGAN-GP did not yield any meaningful improvements 

for either IDS classification performance or generalizability for unseen attacks. Results suggest that 

particularly problematic network data features such as large outliers, heavy skews, near-zero value 

clusters, and multimodality present significant challenges for the WGAN-GP generator and achieving 

high-fidelity synthetic data in this type of context likely requires extensive feature- and label-specific 

tuning. Future work should explore more targeted feature-engineering, more aggressive augmentation 

approaches, a hybrid WGAN-GP approach that combines global and class-specific generation, and 

evaluating datasets with less discriminative feature separation. 

 

Keywords: WGAN-GP, synthetic data generation, intrusion detection system, CIC-IDS2017, class 

imbalance 
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1 INTRODUCTION 
 

Cyber attacks have become increasingly more sophisticated and frequent, presenting an evolving 

challenge for individuals and organizations alike. The ability to detect and respond to malicious network 

activity is a fundamental concern for modern cybersecurity solutions. Intrusion detection systems play 

a key role in this regard, and the adoption of machine learning has significantly advanced their 

capabilities to identify complex and evolving threats.  

Despite these advances, machine learning based solutions rely on the availability and quality of 

data, limiting both the classification performance and the ability to generalize to previously unseen 

attacks. This research aims to investigate whether synthetic data generated by generative adversarial 

networks can address these challenges, by augmenting existing data to attempt to alleviate class 

imbalances within datasets and improve detection of rare attacks. 

The remainder of this thesis is structured as follows: Section 1.1 provides more in-depth 

background on the problem of data, the solution in generative adversarial networks, and the specific 

research questions to be answered. Section 2 consists of related work in this research area, followed by 

Section 3 which contains the experimental methodology, with results presented in Section 4. Section 5 

consists of the discussion and interpretation of results, with Section 6 concluding the thesis with 

reflections on the research questions along with directions for future work. Finally, the Appendix 

contains more detailed figures as many figures have been summarized into collages to preserve space 

and reading flow. 

1.1 Background 

1.1.1 Class Imbalance and Synthetic Data in Intrusion Detection Systems 
With the increasing adoption of machine learning techniques in IDS, it has inherited fundamental 

limitations such as the dependency on the availability and quality of data. Real-world network flow data 

is particularly difficult to acquire for several reasons. Privacy legislation such as General Data Protection 

Regulation (GDPR) places constraints on the collection and sharing of sensitive personal traffic. Beyond 

this, organizations working within industry often treat it as proprietary, as exposing the nature of their 

network traffic could provide competitors and attackers with valuable intelligence  [1]. As a result, 

publicly available labelled datasets are scarce, and those that exist often suffer from class imbalances 

due to the nature of network data, are increasingly outdated, as well as generated under controlled 

laboratory conditions which may not reflect real-world complexities  [2]. 

Even when data is available, class imbalances present a significant challenge for model learning. 

Network flow is inherently dominated by benign traffic, as malicious traffic represents a small fraction 

of overall network traffic. Class imbalance affects machine learning models by causing a bias toward 

the dominant class, in this case benign, which reduces sensitivity to rare attacks and limits model 

generalizability. Mitigating this bias can help models in training to learn robust decision boundaries. 

To solve these challenges, synthetic data generation has emerged as a promising approach. By 

learning the underlying complexities and structure of real data and generating new realistic samples 

from it, generative models can augment model training without needing to collect new data, effectively 

sidestepping the issues of privacy and proprietary constraints. Generative Adversarial Networks (GANs) 

have demonstrated strong capabilities in producing realistic synthetic data across a range of domains, 

making them an interesting candidate to solve the aforementioned problems. 

1.1.2 Generative Adversarial Networks 
The GAN consists of two neural networks which are trained simultaneously in an adversarial game: the 

generator, which takes a random noise vector to produce synthetic samples with the goal of making 

them indistinguishable from real data, and the discriminator which is trained to distinguish between real 

samples drawn from the true data distribution, and synthetic samples produced by the generator. This 

game is described as a minmax objective, where the generator attempts to minimize and the 

discriminator attempts to maximize the same value function  [3]. During training, both networks are 
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updated iteratively through gradient-based optimization, with the generator improving its capabilities 

based on feedback received from the discriminator.  

In ideal circumstances, the GAN objective corresponds to minimizing the Jensen-Shannon (JS) 

divergence between generated and real data distributions. However, this can lead to training instability 

in cases where the real and the generated distributions have little or no overlap, causing the discriminator 

to be unable to provide meaningful gradient updates to the generator  [4]. This is referred to as the 

vanishing gradient problem and is a major limitation of the original GAN architecture, which motivates 

exploring more stable variations of the GAN architecture. 

1.1.3 Wasserstein Generative Adversarial Network with Gradient Penalty 
The Wasserstein Generative Adversarial Network (WGAN) addresses instabilities of the vanilla GAN 

by replacing the JS divergence with the Wasserstein distance. Also known as the Earth Mover’s distance, 

it instead measures the dissimilarity between real and generated distributions, which provides smoother 

and more meaningful gradient information even when the two distributions lack overlap. This allows 

the generator to keep learning in cases where the original GAN would stop. 

Instead of training a discriminator to classify samples as real or fake, WGAN introduces what the 

original authors call a critic that assigns a score to each sample instead, with higher values indicating 

that the sample is more likely to be from the true data distribution  [5]. 

A key requirement in the WGAN architecture is that the critic must satisfy the Lipschitz constraint, 

which ensures that the critic’s output cannot change too fast, which helps stabilize training by preventing 

the critic from assigning large scores. The original WGAN architecture used weight clipping to enforce 

this but recognized it as a poor solution  [5]. 

To address these shortcomings, Gulrajani et al. introduced the Wasserstein GAN with Gradient 

Penalty (WGAN-GP), which replaces the weight clipping used previously with a gradient penalty term 

applied directly to the critic loss function  [6]. The gradient penalty enforces the Lipschitz constraint by 

penalizing the critic whenever the norm of its gradients deviates from 1. By directly regularizing the 

gradient norm instead of the weights, WGAN-GP allows the critic to use its full capacity while 

maintaining stable and meaningful gradient updates to the generator. A simplified overview of the 

WGAN-GP process is visualized in Figure 1. 

 

 
Figure 1. Simplified overview of WGAN-GP training process. This process is repeated 

according to set training parameters. 
 

WGAN-GP has demonstrated more stable training dynamics and improved sample quality 

compared to both vanilla GAN and the original WGAN formulation, particularly within image 

generation. These properties motivate exploring it as an option for generating synthetic data in this 

research. 
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1.2 Aim and Objectives 
The aim of the experiment is to evaluate whether synthetic data generated by WGAN-GP can be used 

to alleviate class imbalances often observed in network flow data, and whether synthetic data 

augmentation can improve downstream classification and improve detection rates for previously unseen 

attacks. 

To achieve this aim, the study is structured as a comparative evaluation between two classification 

pipelines. Both pipelines are identical in architecture, preprocessing steps, feature selection, and 

selection of classification ensemble, with the only difference being that one pipeline will have an 

augmented dataset through the synthetic data generated by WGAN-GP. Each pipeline will be evaluated 

on the same metrics: classification report, calibration plots, ROC-AUC, and withheld labels detection 

rate. This makes it so that any differences observed between the two evaluations can be attributed to the 

inclusion of synthetic data. The objectives for this study are thus: 

 

• Generate synthetic network flow data using WGAN-GP for selected attack labels 

• Evaluate the fidelity of synthetic data using various fidelity metrics to ensure realism and 

utility downstream 

• Assess the impact of synthetic data using various evaluation metrics to ensure performance 

in classifying malicious network traffic 

• Investigate whether synthetic data improved detection of previously withheld attack labels 

 

The study aims to answer the following research questions: 

 

• RQ1: Does synthetic data generated with WGAN-GP improve downstream classification 

performance in intrusion detection systems? 

• RQ2: Does the inclusion of high-quality synthetic network flow data improve detection of 

previously unseen, rare, and novel attack types? 
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2 RELATED WORK 
 

2.1 Synthetic Data Generation and Fidelity 
Synthetic data generation has been widely used to address class imbalance in intrusion detection, but 

also other domains, with traditional approaches such as Synthetic Minority Over-sampling Technique 

(SMOTE) and Adaptive Synthetic Sampling (ADASYN). These methods generate new samples through 

interpolation between existing samples and are computationally inexpensive, relatively simple to 

implement, and are commonly used as baselines  [7] [8]. However, their ability to model complex or 

multimodal distributions are limited, which is particularly problematic because interpolated features 

may not always correspond to technically meaningful attack patterns in a network traffic context. This 

limitation motivates the exploration of more complex solutions that may be able to learn the underlying 

data distribution more directly. 

Generative adversarial networks have been explored as an alternative to these methods, as they aim 

to learn the underlying data distribution rather than just interpolating between existing samples. Recent 

comparative work  [9] on synthetic cybersecurity data generation evaluates methods including SMOTE, 

ADASYN, Conditional Tabular GAN (CTGAN), CopulaGAN, GANBLR++, and CastGAN on various 

datasets such as NSL-KDD and CIC-IDS2017. The aforementioned research focuses on rigorous fidelity 

assessment and practical viability, and indicates that GAN models (CTGAN, CopulaGAN) strike the 

optimal balance of fidelity and practical utility. However, the study evaluates multiple GAN variants 

collectively and does not explore whether WGAN-based solutions provide any improvements for 

intrusion detection data generation. 

In addition to these approaches, Wasserstein GAN (WGAN) and its improved variant with gradient 

penalty (WGAN-GP) is an interesting contender due to its stable training and mitigation toward mode 

collapse compared to standard GAN implementations. Recent research has demonstrated that WGAN-

GP can generate synthetic network traffic that shows utility through improved downstream classification 

performance  [10]. However, these results rely on architectural extensions beyond standard WGAN-GP, 

by creating a hybrid global-split training strategy, which combines a WGAN-GP trained on the global 

distribution with a WGAN-GP that has multiple generators tailored to individual attack types, while 

sharing a pretrained discriminator. Consequently, it remains unclear whether the reported improvements 

can be attributed to the core WGAN-GP architecture or to the additional architectural complexity. 

This research takes a more foundational approach, directly evaluating whether WGAN-GP in its 

standard implementation is sufficient in generating high-fidelity synthetic data across all attack labels. 

Additionally, this research investigates whether synthetic data can improve model generalizability 

through improved detection rate of previously unseen attack types. Together, these contributions aim to 

thoroughly evaluate WGAN-GP capabilities in an IDS context, before more complex architectural 

tuning is considered.  

2.2 Generalization to Unseen Attacks 
The constantly evolving attacks performed by cyber threat actors place a demand on cyber security to 

attempt to evolve with them. The ability for intrusion detection models to generalize decisions to extend 

to previously unseen attacks, experimentally evaluated by withholding certain attack labels from 

training, has been researched. Research by Xu & Liu  [11] evaluates this but without synthetic data 

generation, noting that many supervised models such as MLP and CNN achieve near-perfect accuracy 

on attacks present in training, but suffer drastic recall drops on novel attacks, while boundary-isolation 

models such as OCSVM achieve a recall of 0.65. These findings indicate a limitation in the 

generalizability of supervised learning models. However, this research does not explore whether 

synthetic data generation approaches could mitigate this issue. 

Recent work explores the use of Conditional GANs (CTGAN) in generating synthetic data for rare 

attack classes  [12], however they evaluate it alongside a variation of SMOTE combined with edited 

nearest neighbors technique (ENN). While their method improved detection performance for rare 

attacks, the evaluation primarily relies on downstream classification metrics rather than in-depth fidelity 
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analysis of the synthetic data. This methodology makes it difficult to ascertain how much of a role the 

synthetic data played compared to the inclusion of the SMOTEENN resampling technique. 

A more recent research has used Wasserstein GAN with Gradient Penalty (WGAN-GP) in 

augmentation specifically to improve generalization toward zero-day (unseen) attacks  [13]. They use a 

more complicated architecture than WGAN-GP, which they term GMA-SAWGAN-GP, which enables 

the model to capture both short- and long-range inter-feature dependencies, while preserving categorical 

semantics. They measure improvements through a leave-one-attack-type-out (LOAO) methodology, 

where classes are withheld from training one at a time and then the results are aggregated. Results 

indicate improved detection rate on unseen attacks, suggesting that synthetic data can enhance model 

robustness. However, similar to the previous work, they assess synthetic fidelity indirectly through 

downstream metrics, and their architecture extends beyond standard WGAN-GP through multiple 

enhancements, making it difficult to attribute metric gains specifically to the synthetic data. 

In summary, existing research underscores the difficulties and importance of generalizing intrusion 

detection systems to previously unseen attacks, as well as the potential of generative augmentation in 

this field. However, prior work primarily evaluates the impact of synthetic data indirectly through 

downstream metrics, with limited emphasis on the explicit assessment of the synthetic data fidelity. To 

address this limitation, this experiment places a greater emphasis on directly evaluating the fidelity of 

the synthetic data before it is included in downstream evaluation and incorporating several evaluations 

for different fidelity aspects such as statistical, visual, structural, and utility. 
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3 METHOD 
 

The overall experiment is structured as a comparative study between two classifier pipelines, a baseline 

trained on the CIC-IDS2017 dataset only, and an augmented one which incorporates the synthetic data 

generated by the WGAN-GP. Additionally, several labels are withheld from the training set of both 

pipelines to simulate novel and unseen attacks, to evaluate whether synthetic data improves model 

generalization in this regard. 

Both pipelines are structured in the same way with identical feature sets, preprocessing steps, and 

model architecture, to ensure that any observed differences between the results may be attributed to the 

inclusion of synthetic data. Synthetic data is generated per attack label and must pass fidelity checks to 

be included in the evaluation. 

The reliability of the experiment is supported by using fixed random seeds for the models (77), 

consistent preprocessing, and repeated evaluations of the main classification metric (n = 6 runs) to 

combat stochasticity. All experiments were conducted on the same system (Ryzen 5 5600X CPU) with 

a dedicated GPU for deep learning tasks (Nvidia GeForce 3060 TI). Full list of dependencies can be 

found in the README of the GitHub repository: https://github.com/john-ringst/DV1583-Degree-

Project. 

3.1 Dataset 
In this experiment, the dataset used is the CIC-IDS2017 dataset which is made publicly available by the 

Canadian Institute for Cybersecurity  [14]. Primarily, this dataset was chosen because it focuses on 

realistic network traffic, which is an important factor when it comes to practical viability for an IDS. 

Secondarily, the CIC-IDS2017 dataset is widely used in IDS research which allows for meaningful 

comparison with prior work and providing a well-established benchmark.  

The dataset consists of approximately 2.8 million entries, with 79 columns where 78 of these 

correspond to network flow features and one represents the traffic label. These labels and their respective 

distributions are summarized in Table 1.  

 

Label Count 

BENIGN 2,273,097 

DoS Hulk 231,073 

PortScan 158,930 

DDoS 128,027 

DoS GoldenEye 10,293 

FTP-Patator 7,938 

SSH-Patator 5,897 

DoS slowloris 5,796 

DoS Slowhttptest 5,499 

Bot 1,966 

Web Attack Brute Force (WA Brute Force) 1,507 

Web Attack XSS (WA XSS) 652 

Infiltration 36 

Web Attack SQL Injection (WA SQL 

Injection) 

21 

Heartbleed 11 

Table 1. Different attack labels and their respective counts in the CIC-IDS2017 dataset. 
 

As shown in Table 1, the dataset exhibits extreme class imbalance, with benign traffic comprising 

nearly 80% of the overall network traffic. These label counts are important because they influence how 

well downstream classifiers are able to classify labels correctly, but also how difficult it may be for the 

GAN to generate high-quality data from them  [15] [16]. 

Standard preprocessing was applied to the dataset, removing duplicate values, dropping missing or 

corrupted values, and standardizing labels where necessary.  

https://github.com/john-ringst/DV1583-Degree-Project
https://github.com/john-ringst/DV1583-Degree-Project
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One facet of this research is to evaluate whether synthetic data inclusion can improve model 

performance on previously unseen attack labels, and these labels should be moderate in size to avoid 

unstable test results. The labels DoS slowloris, DoS Slowhttptest, and Bot are chosen as representative 

unseen attack types, in line with prior work [11]. Furthermore, extremely low-frequency attack labels 

such as Infiltration, SQL Injection and Heartbleed are also excluded from training, because they are 

unlikely to support reliable evaluation based on previously mentioned factors. 

Feature selection is important in practical viability since a reduction in dimensionality of the dataset 

has shown to maintain or in some cases improve classification metrics, while decreasing model training 

time dramatically  [17]. 

The feature selection was done following a multi-stage approach where a filter method is applied 

first, followed by an embedded method, and finally a wrapper method. As a filter method, Pearson’s 

correlation coefficient was used to identify and remove highly correlated features such as features 

derived from aggregated statistics. Subsequently, feature importance was evaluated using a Random 

Forest model based on Gini importance, which provides a ranking of features according to their 

predictive contribution. Finally, Recursive Feature Elimination with Cross-Validation (RFECV) was 

used to determine the final subset of features. 

This structured approach enables efficient dimensional reduction by applying computationally 

inexpensive methods first and then using the more computationally intensive methods on an already 

reduced dimensionality  [18].  

As a result, the dataset was reduced to 16 features, of which 15 were kept and used consistently 

across all experiments, including WGAN-GP training. The selected features can be viewed in Table 2 

and are consistent with features identified as impactful in prior studies on feature selection in the CIC-

IDS2017 dataset  [19]. 

 

Feature Description 

Packet Length Variance Indicates how consistent or bursty traffic is 

Bwd Packet Length Max Maximum size in backward (dst -> src) 

direction 

Max Packet Length Largest packet observed 

Packet Length Mean Average size of packets in a flow 

Init_Win_bytes_backward Initial TCP window size in backward 

direction 

Fwd Packet Length Mean Average size in forward (src -> dst) direction 

Fwd Packet Length Max Maximum size in forward direction 

Init_Win_bytes_forward Initial TCP window size in forward direction 

Total Fwd Packets Total no. of packets sent in forward direction 

Total Length of Fwd Packets Total volume (bytes) in forward direction 

Bwd Header Length Total header size of backward packets 

Fwd Header Length Total header size of forward packets 

Fwd IAT Std Standard deviation of inter-arrival times for 

forward packets 

Flow Packets/s Packet rate of the flow per second 

Fwd IAT Min Minimum of inter-arrival times for forward 

packets 

Destination Port Port number of the Destination Host 

Table 2. Selected features after applied feature selection methods. Destination Port is 

manually removed due to its potentially problematic nature. 
 

Finally, Destination Port was also removed after the feature selection, because certain attack types 

are strongly associated with specific port values, which may give the GAN generator as well as 

classifiers a shortcut to distinguish classes without learning the broader behavioral patterns. 

Additionally, Destination Port is a discrete feature with usually a concentrated value distribution for 

specific attack labels, which may introduce challenges for generative modelling using continuous neural 

networks. By excluding this feature, the experiment attempts to encourage both classifiers and the 
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WGAN-GP to rely on more generalizable network traffic characteristics. However, it is worth noting 

that Destination Port would most likely remain in a practical IDS implementation due to its strong 

predictive information, as indicated by the feature selection process. 

3.2 WGAN-GP 
To generate synthetic data, a WGAN-GP was implemented, largely following the formulation by 

Gulrajani et al., with alterations to adapt it for tabular data instead of imagery  [6]. The generator learns 

to approximate the distribution of network flow features while the critic estimates the Wasserstein 

distance between real and synthetic samples. 

3.2.1 Generator 
The generator maps a noise vector 𝑧 ∈ ℝ128 to a synthetic feature vector of the same dimensionality as 

the input data. It consists of fully connected layers with dimensions: 

128 → 256 → 512 → 256 → 𝑑 

where d denotes the number of features. 

 

Each hidden layer uses: 

• Layer Normalisation 

• LeakyReLU activation at 𝛼 = 0.2 

 

Finally, the output layer uses Tanh activation, ensuring generated values are within the [-1, 1] space, 

which matches the MinMaxScaler which is applied to the feature space. 

3.2.2 Critic 
Mirroring the structure of the generator, the critic aims to estimate the Wasserstein distance between 

real and generated samples: 

𝑑 → 256 → 512 → 256 → 1 

where d denotes the number of features. 

 

Each hidden layer uses: 

• LeakyReLU activation at 𝛼 = 0.2 

 

However, the critic does not use output activation, as required by the WGAN architecture. 

3.2.3 Training 
Training parameters largely followed the recommendation of Gulrajani et al., and they can be observed 

in Table 3. It was not necessary to tune these parameters in this experiment, as the model achieved 

convergence with the default values suggested by the research  [6].  

 

Parameter  

Latent dimension (size of noise vector) 128 

Optimizer Adam 

Learning rate 1 ∙ 𝐸−4 

N_critic (Critic iterations per step) 5 

Gradient penalty coefficient (λ) 10.0 

Batch size 256 

Table 3. Parameters used for training in the WGAN-GP, as suggested by Gulrajani et al. 
 

All continuous features were downcast to float32 values to reduce memory usage during training 

and later reverted for fidelity tests to ensure precision. Prior to training, each feature was clipped to its 

1st and 99th percentiles to reduce the effect of extreme outliers observed in some of the features, because 

the generator may have issues learning the real distribution with extreme outliers present. Flow Packets/s 

remained highly right-skewed in some attack labels after clipping, so additional feature specific tuning 
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was performed by applying log1p transformation on this feature. Processed features were then finally 

scaled to [-1, 1] space using MinMaxScaler which matches the output range of Tanh. 

To satisfy the Lipschitz constraint required by the Wasserstein loss, a gradient penalty term is added 

to the critic’s loss function as described in section 1.1.3. The penalty regularizes the norm of the critic’s 

gradient with respects to its inputs. This is applied only during critic updates, and the number of times 

as well as the penalty coefficient may be observed in Table 3, which are set to recommended values. 

During critic updates, the generator output is detached from the computation graph so that gradients do 

not propagate back into the generator, ensuring separate training of the two networks. 

Rather than using a fixed number of iterations across all labels, this training was performed by 

dynamically scaling the number of generator iterations to the sample size to maintain a fair ratio between 

total critic updates and available real samples. This prevents excessive exposure of small datasets, which 

can lead to the critic memorizing and subsequent generator exploitation, as demonstrated in the research 

by Gulrajani et al.  [6]. 

Synthetic data was generated per label by training one attack label at a time rather than the full 

dataset, in order to combat domination of the majority traffic  [20]. The number of synthetic data was 

capped conservatively, based on fidelity in test runs. Each label was topped up to 5% of the majority 

(benign) class, while capping the amount of synthetic samples to 5 times the amount of real data for that 

label. This was done to avoid imperfect synthetic samples affecting classification negatively due to the 

noise it may cause  [21].  

After generation was completed, additional postprocessing of the feature labels was necessary. 

Synthetic data were inverse-transformed back to the original feature space, the log1p transformation on 

Flow Packets/s was reversed, and generated values were clipped to observed real-data bounds for the 

corresponding label. Lastly, a conditional snapping logic was applied specifically to the 

Init_Win_bytes_backward feature for when the real data showed a dominant discrete spike, since this 

discrete pattern was not always reproduced well by the generator. 

3.3 Fidelity 
To evaluate the synthetic data generated, several different complementary metrics were used for a multi-

perspective evaluation combining visual, statistical, structural, and utility-based measures [20]. 

Kolmogorov-Smirnov (KS) statistic was used to measure the difference between real and synthetic 

data, and is defined as the maximum difference between their empirical cumulative distribution 

functions (CDF): 

 𝐷 = 𝑠𝑢𝑝(𝑥)|𝐹𝑟𝑒𝑎𝑙(𝑥) − 𝐹𝑠𝑦𝑛𝑡ℎ(𝑥)| (1) 

 

To mitigate excessive sensitivity at large sample sizes, the KS test was applied to randomly 

subsampled real and synthetic data. From this the mean KS value was recorded per feature and covers 

the statistical evaluation of the synthetic data  [22]. 

Kernel density estimate (KDE) plots were used to visually compare real and synthetic data by 

overlapping each distribution, making it possible to confirm whether the synthetic data distribution was 

able to capture the shape of the real distribution. 

Pearson’s correlation matrices were visualized with real, synthetic, and the absolute difference 

between real and synthetic plotted side by side. This evaluates whether synthetic data was able to capture 

structural correlations between features. 

Lastly, as a utility evaluation, Train on Synthetic, Test on Real (TSTR) was conducted on the 

synthetic data, which directly tests the synthetic data for its intended purpose: whether it can be useful 

for downstream classifiers to train on. In TSTR, a Random Forest classifier was trained on the synthetic 

data that was generated combined with real benign data and then tested on real data. Random Forest was 

chosen for this because it performs well on tabular data with minimal hyperparameter tuning. Recall 

was considered the most interesting metric in an IDS context because it indicates an attack that was 

undetected, which is arguably far more severe than raising a false alarm. To maintain balanced 

evaluation across labels varying in size, BENIGN samples were set to a 1:1 ratio to attack labels up to a 

maximum of 5000, where BENIGN was capped to reduce computation time while preserving class 

balance. 
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TSTR was used as the primary fidelity check, allowing synthetic data to pass if it achieved a recall 

score above 0.55, as this was considered the most relevant fidelity metric for answering the research 

questions. The threshold was selected to retain moderately performing synthetic labels while filtering 

out labels demonstrating little meaningful utility. However, the chosen threshold was not based on any 

formally established validation, and alternative threshold values may affect which labels are ultimately 

included. 

3.4 Evaluation pipelines 
Two pipelines were created to evaluate synthetic data and to create a baseline for comparison. For both 

pipelines, the exact same architecture is used except for the inclusion of synthetic data in the augmented 

pipeline, which is added only to the training set of that evaluation. 

Prior to model training, the real dataset was processed using the same methods described in section 

3.2.3. Specifically, feature clipping and the log1p transformation were reapplied to match the space that 

the scaler was fitted on during the WGAN-GP training, to keep feature values in range. This ensured 

that both real and synthetic samples were represented in the same feature space. 

As mentioned previously in section 3.1, several labels were withheld from the training split of both 

pipelines. This allows models to only see these labels for the first time when they are exposed to the test 

set, simulating novel attack types. The remaining data was split into 80% training and 20% testing data 

using stratified sampling to maintain class distributions. A separate validation set was not used, as the 

models were not extensively tuned. The focus of this experiment was on comparing the relative 

performance between baseline and augmented pipeline under consistent conditions. 

 
Figure 2. Structural overview of the experiment. 

 

Three classifiers were selected to provide varied modelling behavior: Logistic Regression (LR) as 

a linear baseline, Multi-Layer Perceptron (MLP) to capture nonlinear feature interactions, and finally 

XGBoost as a decision-tree model which is suited to tabular data. Models were primarily chosen as they 

are suited to tabular data and have comparatively efficient training time on large data. Labels were 

encoded as a necessity for XGBoost, but also to allow for consistency across all models in aggregating 

output. Prediction outputs from the models were combined in a VotingClassifier method using soft 

voting, which aggregates class probabilities. This approach reduces reliance on a single model and 

improves robustness by combining complementary predictions  [23] [24]. An overview of the 

experiment structure may be observed in Figure 2. 

Model performance was evaluated by using a range of complementary metrics to be able to have 

more options in understanding whether synthetic data inclusion impacted the ensemble metrics. First, 

classification reports were used to measure precision, recall, and f1-score across all classes. Precision 

answers how well the models correctly classify samples, recall identifies how many of the class the 

model classified, and f1 score is the harmonic mean of the former two. Secondly, calibration plots were 

plotted for both pipelines to assess whether predicted outcomes match actual outcomes. Lastly, Receiver 

Operating Characteristic Area Under the Curve (ROC-AUC) was computed per class to evaluate the 

discriminative performance of the model. 
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Because the dataset is prone to a ceiling effect (where the results are almost perfect), especially for 

decision-tree models such as XGBoost [25] [26], a low resource experiment was conducted as well. This 

experiment performs the same experiment as described above, but on a much smaller subset of the 

dataset, in this case 1% of the original dataset was used in training. This helps better expose differences 

between baseline and augmented pipelines, by essentially creating a more challenging scenario in which 

the benefits of synthetic data could be more clearly observed. 

For withheld labels, the pipeline simply recalculates the classification report, but specifically on 

the withheld labels only. Traditional metrics such as accuracy, precision, recall and f1-score are less 

informative for withheld labels due to the absence of training exposure. They are instead evaluated by 

how many of each label was classified as non-benign (! = BENIGN) in percentage and count. 

Finally, to ensure results were not due to random initialization, the entire experiment was repeated 

across multiple random seeds (n = 6, seeds for reproducibility: 22, 333, 44, 555, 78, 888). Mean and 

standard deviation of classification metrics were recorded across these multiple runs to ensure 

robustness and stability of the results. 
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4 RESULTS AND ANALYSIS 
 

4.1 WGAN-GP Training Behavior 
As mentioned in section 1.1.2, the WGAN-GP training is an adversarial game where the generator learns 

to create better fakes, and the critic continually improves in distinguishing these. This interaction can be 

captured by the generator and critic loss curves, which provide insight into the stability and dynamics 

of the training. The loss curves can be observed in Figure 3. 

 

 
Figure 3. Loss curves as recorded for each label trained in the WGAN-GP. Every label 

achieved convergence. See the appendix for each individual label (Appendix 1) 
 

In general, there are a few characteristics of WGAN-GP training that can be observed. In the ideal 

case, typically both generator and critic loss curves rapidly decrease from their initial values, and 

converge toward values near zero, with mild oscillations  [5]. This reflects a process where neither neural 

network is outright dominating, with the generator having a spike early on to reflect the large 

Wasserstein distance due to the random noise vector values being far from the real distribution. As a 

contrast, imbalanced training may occur if one neural network outperforms the other noticeably. An 

example of this would be if the critic becomes strongly negative while the generator steadily increases, 

suggesting that the generator is unable to learn effectively. In other more severe cases, both losses may 

grow uncontrollably, causing divergence and unstable training. 

An important distinction between WGAN and traditional GANs is that when critic loss approaches 

zero it does not necessarily indicate failure  [27]. In traditional GANs, a discriminator loss near zero 

often suggests that the generator is producing easily distinguishable samples, whereas in WGAN-GP a 

critic loss near zero indicates that the critic cannot genuinely tell real from fake. This result can either 

mean that the generator has learned to produce realistic samples, which is ideal case, or that the critic is 
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unable to learn meaningful distinctions which result in low-fidelity synthetic data. As a result, loss 

curves alone are not enough to determine the quality of the generated synthetic data. 

As shown in Figure 3, WGAN-GP training across all labels remained stable, and all curves 

achieved convergence. Both the generator and the critic losses typically decreased rapidly at the start of 

training, and then stabilized near zero, with only minor oscillations. No significant divergence or 

instability can be observed in the loss curves recorded. 

However, loss curves alone do not provide sufficient insight into the quality of the data generated. 

Similar loss patterns were observed for both labels that produced high-fidelity synthetic data, as well as 

labels that failed to generate any usable synthetic data. Stable convergence indicates that the WGAN-

GP worked as intended according to research but does not guarantee that the generator successfully 

captured important underlying feature distributions. Therefore, additional evaluation through various 

fidelity metrics is necessary to assess whether synthetic data will be useful for downstream 

classification. 

4.2 Synthetic Data Fidelity 
In order to assess the fidelity of the generated synthetic data, the fidelity metrics introduced in section 

3.3 were applied to all labels. Rather than relying on a single metric, using a range of metrics allows for 

a better understanding of where synthetic data succeeds respectively fails, which allows for ability to 

troubleshoot and tune accordingly to increase fidelity. Amount of synthetic data generated can be 

observed in Table 4 and will be the sample size used in the fidelity evaluation as well as the amount of 

data added to the augmented pipeline, if passed fidelity checks. 

 

Label Real Synthetic Total 

DDoS 128,027 20,000 148,027 

DoS GoldenEye 10,293 51,465 61,758 

DoS Hulk 231,073 20,000 251,073 

FTP-Patator 7,938 39,690 47,628 

SSH-Patator 5,897 29,485 35,382 

PortScan 158,930 20,000 178,930 

WA Brute Force 1,507 7,535 9,042 

WA XSS 652 3,260 3,912 

Table 4. Resulting counts for each label after synthetic data generation. Generation design 

follows methodology described in section 3.2.3. These counts were used for all subsequent 

evaluations, except where explicitly stated otherwise (such as in TSTR test). 
 

4.2.1 Kolmogorov-Smirnov Means 
The KS mean is used as a statistical property of the synthetic data. It quantifies the maximum vertical 

distance between CDFs on two samples (1) and focuses on the single point of disagreement instead of 

overall similarity. For each label, the KS value was calculated per feature and then the mean value of 

these is used as an aggregate measure of statistical fidelity. Resulting values are presented in Table 5. 

 
Feature DDoS DoS 

GoldenEye 

DoS 

Hulk 

FTP-

Patator 

SSH-

Patator 

PortScan Web 

Attack 

Brute 

Force 

Web 

Attack 

XSS 

Total Fwd Packets 0.249 0.1815 0.1515 0.179 0.5675 0.984 0.4864 0.6656 

Total Length of Fwd 

Packets 

0.447 0.254 0.113 0.405 0.7225 0.499 0.8973 0.9632 

Fwd Packet Length Max 0.2935 0.254 0.073 0.2555 0.812 0.4985 0.8973 0.9632 

Fwd Packet Length Mean 0.563 0.254 0.0455 0.543 0.424 0.4995 0.8973 0.9632 

Bwd Packet Length Max 0.372 0.254 0.3195 0.676 0.4345 0.9675 0.8973 0.9632 

Flow Packets/s 0.0855 0.172 0.1245 0.2085 0.402 0.0685 0.5741 0.3972 

Fwd IAT Std 0.408 0.338 0.1105 0.35 0.102 0.989 0.1034 0.2316 

Fwd IAT Min 0.936 0.153 0.772 0.968 0.815 0.7885 0.9238 0.9709 
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Fwd Header Length 0.3015 0.2145 0.1095 0.226 0.4915 0.378 0.4306 0.4678 

Bwd Header Length 0.372 0.254 0.2415 0.221 0.6465 0.7515 0.4381 0.7347 

Max Packet Length 0.129 0.254 0.325 0.506 0.5215 0.9655 0.8973 0.9632 

Packet Length Mean 0.369 0.254 0.128 0.557 0.582 0.428 0.8973 0.9632 

Packet Length Variance 0.3715 0.254 0.0965 0.702 0.737 0.9805 0.8973 0.9632 

Init_Win_bytes_forward 0.406 0.212 0.56 0.318 0.7545 0.4765 0.6932 0.1549 

Init_Win_bytes_backward 0.628 0.4875 0.6255 0.6485 0.8035 0.8785 0.0605 0.0721 

Label KS-Mean 0.3954 0.2527 0.2530 0.4509 0.5747 0.6769 0.6529 0.6864 

Table 5. Recorded KS values of each feature as well as the calculated mean for that label. 

A low value near 0 indicates a close match, while a value close to 1 indicates complete 

mismatch. 
 

As shown in Table 5, KS means are generally high across labels, with only two labels (DoS 

GoldenEye and Hulk) scoring a mean value below 0.3. These results indicate that, statistically, notable 

differences exist between real and synthetic feature distributions. 

At the feature level, KS values vary considerably both within and across labels. For example, Fwd 

IAT Min scores 0.936 for DDoS but 0.153 for DoS GoldenEye, and Fwd IAT Std scores 0.989 for 

PortScan but 0.102 for SSH-Patator. These results suggest that the same feature can be substantially 

easier or harder to produce depending on the attack type. KDE plots in the following section will explore 

a visual examination of these distributional differences. 

4.2.2 Kernel Density Estimation Plots 
To further evaluate the fidelity of the synthetic data, KDE plots were used to visually compare real and 

synthetic distributions. A KDE plot allows for an intuitive overview of whether the synthetic data 

distribution has captured the shape of the real distribution or not. However, good visual overlap does 

not indicate high-fidelity on its own and is why it is included as a complementary metric to help establish 

an overall understanding of how good the synthetic data is. The KDE plots may be observed in Figure 

4. 
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Figure 4. Kernel Density Estimation plots computed for each feature of each synthesized 

label. See the appendix for each individual label (Appendix 2) 
 

For certain labels such as DoS GoldenEye and DoS Hulk, the real-to-synthetic distribution overlap 

is generally quite good, except for a couple of distinct peaks which are smoothed and merged into 

broader curves instead. DDoS and FTP-Patator have captured the approximate shape in most features, 

but peaks are smoothed, shifted, merged or missing. The worst performing label appears to be Web 

Attack XSS, showing almost complete failure to capture the shape of the real distribution on multiple 

features with large synthetic spikes that are not present in the real data. This is indicative of mode 

collapse, where the generator converges to a limited subset of the feature space rather than modelling 

the true distribution. 

However, as with the previous fidelity metrics, a single fidelity metric cannot guarantee high-

fidelity synthetic data. Two distributions may appear overlapping but may still differ in important 

structural or task-relevant characteristics, which may limit their usefulness in practice. 

4.2.3 Pearson’s Correlation Matrices 
Another aspect of fidelity that was evaluated for this synthetic data is whether the synthetic data 

preserves inter-feature relationships. Pearson’s correlation matrices were used to compare the linear 

relationships between feature pairs in both real and synthetic data. This was modelled visually via 

heatmap matrices, recorded along with the strength of the correlation, shown in Figure 5 
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Figure 5. Pearson's correlation matrices for each attack label, with three matrices per 

label: one to show real data, one to show synthetic data, and the third one showing the absolute 

difference between real and synthetic. Blue color indicates low difference. See the appendix for 

each individual label (Appendix 3) 
 

Using the third matrix for each label as a visual overview, we can observe that the correlation 

matrices follow largely the same trend as the KDE plots, with the most successful results having the 

bluest third matrix. Notably, the synthetic data generated for FTP-Patator appears to not have preserved 

the inter-feature relationships very well, with several warm spots appearing in the matrix, indicating a 

large difference between real and synthetic. Additionally, Web Attack XSS also performs exceedingly 

poorly in this metric, with barely any deep blue spots in its absolute difference matrix. Following the 

trend of the KDE plots, synthetic data belonging to DoS GoldenEye and Hulk have successfully captured 

the relationships of real data, with almost entirely dark blue colored matrices. 

Preserving inter-feature relationships is relevant to downstream classifier performance, as models 

can use feature dependencies when making predictions. In particular, nonlinear models can capture 

complex interactions when features are not considered independently. 

However, this dependency is not always true. Tree-based models such as Random Forest or 

XGBoost perform decisions through sequential splits on individual features, making them quite robust 

to inaccuracies in underlying correlation structure  [28]. As a result, even when inter-feature 

relationships are not preserved, these models may still perform well if the discriminative signal is 

contained within a small subset of features. 

Consequently, while strong correlation is positive for synthetic data fidelity, it is not strictly 

required for synthetic data in order to remain useful in downstream classification tasks, which is the 

aspect of fidelity explored in the next section. 

4.2.4 Train on Synthetic, Test on Real (TSTR) 
While KS mean and KDE plots assess synthetic fidelity at the feature level, and correlation matrices 

evaluate the inter-feature structure, TSTR directly evaluates the utility of the synthetic data. As outlined 

in section 3.3, TSTR is captured using a Random Forest model and the most relevant metric is the recall 

value, because this is the strongest signal in determining if the synthetic data will be useful in an IDS 

context. Captured metrics for each label is presented in Table 6. 
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Label Precision Recall F1-score Support 

DDoS 1.00 0.63 0.77 128014 

DoS GoldenEye 1.00 0.60 0.75 10286 

DoS Hulk 1.00 0.90 0.95 1722846 

FTP-Patator 1.00 0.67 0.80 5931 

SSH-Patator 1.00 0.91 0.95 3219 

PortScan 0.00 0.00 0.00 90694 

Web Attack 

Brute Force 

1.00 0.05 0.09 1470 

Web Attack 

XSS 

0.00 0.00 0.00 652 

Table 6. Recorded TSTR metrics on all the labels for which synthetic data was generated. 

Recall is of note here due to its relevance in IDS context. Support refers to the amount of real 

data in the test size, which is scaled either to 1:1 benign support or 5000 as a baseline. 
 

Analyzing the results of TSTR, precision is consistently high for labels except PortScan and XSS, 

often hitting the maximum of 100%. This indicates that when the model predicts an attack for those 

labels, it is always correct. However, in analyzing recall, we can observe some significant differences. 

DoS Hulk and SSH-Patator have a high recall score, indicating that this synthetic data generalizes well 

to real attack traffic. For DDoS, DoS GoldenEye, and FTP-Patator, the recall score is not great, one in 

three attacks would go undetected, but the labels somewhat learned the pattern of the real data. Complete 

failure can be observed in PortScan, Web Attack Brute Force, and Web Attack XSS. The synthetic data 

for these labels appears to bear almost no resemblance to real traffic, causing the classifier to predict 

everything as BENIGN. It is possible that these failures are related either to the low sample sizes of the 

Web Attack labels, or to underlying feature distribution difficulties, such as extreme outliers and highly 

skewed feature values in the case of PortScan.  

With these results, 5 out of 8 labels pass the TSTR barrier of recall > 0.55, and subsequently had 

synthetic data saved to be used in the following comparative study to answer the research question. 

4.3 Evaluation results 
As outlined in section 3.4, the evaluation pipelines consist of identical architectural structures between 

baseline and augmented, so that the inclusion of synthetic data is the only separating factor of the two. 

The results are presented across multiple different evaluation metrics in order to fully analyze the impact 

of the synthetic data. 

4.3.1 Classification Performance 
The classification metrics are often the primary metric in evaluating how well models perform on 

classification tasks. In this context, how well the intrusion detection system is correctly identifying 

malicious network traffic. Table 7 contains the averaged classification performance across 6 runs for 

both pipelines. 

 
Label Synthetic 

Data 

Baseline 

F1 

Augmented 

F1 

ΔF1 Baseline 

Recall 

Augmented 

Recall 

ΔRecall 

BENIGN NO 0.9864 0.9855 -0.0009 0.9992 0.9991 -0.0001 

DDoS YES 0.9985 0.9987 +0.0002 0.9990 0.9990 0.0000 

DoS 

GoldenEye 

YES 0.6972 0.8175 +0.1200 0.9942 0.9937 -0.0005 
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DoS Hulk YES 0.9955 0.9953 -0.0002 0.9926 0.9928 +0.0002 

FTP-

Patator 

YES 0.9987 0.9960 -0.0027 0.9992 0.9958 -0.0034 

SSH-

Patator 

YES 0.9893 0.9839 -0.0054 0.9796 0.9752 -0.0044 

PortScan NO 0.9925 0.9920 -0.0005 0.9958 0.9988 +0.0003 

WA Brute 

Force 

NO 0.7581 0.7647 +0.0066 0.8532 0.8537 +0.0005 

WA XSS NO 0.1935 0.2013 +0.0078 0.1218 0.1295 +0.0077 

Table 7. Classification metrics recorded as mean values over 6 runs. Delta value (Δ) refers 

to Augmented-Baseline for differences. As mentioned previously, several of the intended labels 

did not pass synthetic fidelity checks and had therefore no synthetic data included, noted by the 

‘Synthetic Data’ column. 
 

Results in Table 7 indicate that synthetic data overall has a limited impact on classification 

performance. Most labels have a negligible difference between baseline and augmented pipelines, partly 

due to the ceiling effect, where the baseline performance of many labels such as DDoS, DoS Hulk, FTP-

Patator, and SSH-Patator are already near-perfect making it difficult to measure any improvement. 

In addition to the ceiling effect, low sample size labels such as Web Attack Brute Force and Web 

Attack XSS failed to pass synthetic fidelity checks but were among the few labels that did have room for 

improvement in classification metrics. 

The only notable synthetic data improvement is DoS GoldenEye, which measured an increase in 

F1-score of 0.12. It is quite a significant improvement, however it is an improvement primarily in 

precision, as can be seen by its measured recall of 0.9937. This means that the synthetic data helped 

reduce false positives rather than improving the detection of missed attacks, which as mentioned 

previously limits its practical impact in an IDS context. 

Overall, these results suggest that synthetic data did not provide universal improvements in 

classification performance. Its effectiveness is constrained by both the data characteristics such as 

existing class separability, as well as the quality of the data generated. Additionally, preprocessing 

choices may also have contributed to these outcomes. The feature selection methodology described in 

section 3.1 was optimized primarily for downstream classification performance rather than synthetic 

data generation fidelity, which may have removed feature information useful for accurately reproducing 

certain attack distributions. 

Furthermore, due to the varying fidelity results of synthetic data, the standard deviation of F1-score 

was measured across runs, as shown in Table 8. 

 
Label Synthetic Data Baseline std Augmented std 

BENIGN NO ±0.0002 ±0.0009 

DDoS YES ±0.0006 ±0.0001 

DoS GoldenEye YES ±0.0159 ±0.1309 

DoS Hulk YES ±0.0006 ±0.0014 

FTP-Patator YES ±0.0004 ±0.0018 

SSH-Patator YES ±0.0008 ±0.0016 

PortScan NO ±0.0015 ±0.0011 

WA Brute Force NO ±0.0093 ±0.0071 

WA XSS NO ±0.0140 ±0.0430 

Table 8. Standard deviation in F1-score measured across 6 runs. 
 

As can be observed in Table 8, the standard deviation measured across the runs is quite low across 

both pipelines, indicating that the classification performance is stable. However, a notable exception can 

be observed for DoS GoldenEye which is measuring a large increase in standard deviation, from 0.0159 

in the baseline to 0.1309 in the augmented pipeline. This may be related to the label’s moderate fidelity 

score (Table 6), indicating that the synthetic data may have captured some of the identity of the attack 

label, but leads to inconsistency. 
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The recorded classification metrics demonstrate a near-perfect result in many of the labels for 

which synthetic data was generated, which makes it difficult to fully evaluate the effect synthetic data 

inclusion had on the ensemble. To further explore this, additional metrics were recorded such as 

calibration plots. 

4.3.2 Calibration plots 
This metric was used to evaluate how well predicted probabilities reflect true outcome frequencies. A 

perfectly calibrated model is represented by a diagonal line, and deviations from this line indicate over- 

and underconfidence respectively. Figure 6 represents the calibration plot of the baseline pipeline, 

whereas Figure 7 represents the augmented baseline. 

 

 
Figure 6. Baseline calibration plots. The closer aligned the plot is to the middle diagonal, 

the closer it is to perfect calibration. 
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Figure 7. Augmented calibration plots. The closer aligned the plot is to the middle 

diagonal, the closer it is to perfect calibration. 
 

From the results of both calibration plots, it is observed that the differences between baseline and 

augmented are minimal and within noise. In general, both pipelines are quite poorly calibrated, showing 

step-like curves rather than diagonal tracking of the middle line, indicating that the ensembles are 

generally overconfident at high probabilities and underconfident at low ones across both conditions.  

The augmented pipeline does not meaningfully improve or worsen in calibration metrics for the 

majority of labels, further reinforcing results observed in the classification metrics. As calibration plots 

did not reveal significant differences between the two pipelines, ROC-AUC is examined as a further 

discriminative measure. 

4.3.3 Area Under the Receiver Operating Characteristics Curve (ROC-AUC) 
ROC-AUC was used to evaluate the ensemble’s ability to distinguish between classes across all 

classification thresholds. It reflects how well the ensemble is able to rank positive instances higher than 

negative ones. It computes between 0-1, where 1 indicates perfect separability and 0.5 would be random 

guessing. Table 9 contains the results for both pipelines. 

 
Label Synthetic Data Baseline 

ROC-AUC 

Augmented 

ROC-AUC 

ΔROC-AUC 

BENIGN NO 0.9830 0.9809 -0.0021 

DDoS YES 0.9999 0.9999 0.0000 

DoS GoldenEye YES 0.9997 0.9997 0.0000 

DoS Hulk YES 0.9999 0.9999 0.0000 

FTP-Patator YES 0.9999 0.9999 0.0000 

SSH-Patator YES 0.9999 0.9997 +0.0001 
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PortScan NO 0.9997 0.9997 0.0000 

WA Brute Force NO 0.9987 0.9987 0.0000 

WA XSS NO 0.9943 0.9940 -0.0003 

Table 9. ROC-AUC recorded for both baseline and augmented ensembles. 
 

Recorded ROC-AUC values are almost nearly perfect (Table 9), much like several labels in the 

classification report, with many values approaching 1.0. As mentioned previously, this indicates that the 

ensemble is highly effective at ranking malicious and benign samples correctly regardless of low 

classification metrics such as in the case of Web Attack XSS. 

Differences between baseline and augmented pipelines remain negligible across all labels. Again, 

it is difficult to measure the impact of synthetic data, because the ensemble already performs exceedingly 

well in the ROC-AUC metric as well. 

Overall, the ROC-AUC metric findings reinforce previous findings, indicating that the dataset may 

have some highly discriminative features, causing a ceiling effect, making it difficult to measure any 

improvements caused by synthetic data if there were any. Finally, to try and create a scenario where 

synthetic data effects possibly can be observed, a low resource experiment was conducted. 

4.3.4 Low Resource Experiment 
Briefly mentioned in section 3.4, the low resource experiment aims to alleviate the ceiling effect 

observed in the dataset by creating a more challenging evaluation environment. This was done by 

subsampling the training portion of the dataset down to 1% of its original volume, so that the ensemble 

learns from very little data, but is evaluated on the full distribution. The breakdown of the new training 

data sizes may be observed in Table 10, and the classification results of this experiment in Table 11. 

 

Label Synthetic Data Baseline Count Augmented Count 

BENIGN NO 16760 16760 

DoS Hulk YES 1383 1583 

DDoS YES 1024 1224 

PortScan NO 726 726 

DoS GoldenEye YES 82 597 

FTP-Patator YES 47 344 

SSH-Patator YES 26 187 

WA Brute Force NO 12 12 

WA XSS NO 5 5 

Table 10. Label counts used in the low resource experiment. The experiment simply took 

1% of the training data in each pipeline and re-ran the classification using a fresh ensemble 

trained on this set instead. 
 

Label Synthetic 

Data 

Baseline 

F1 

Augmented 

F1 

ΔF1 Baseline 

Recall 

Augmented 

Recall 

ΔRecall 

BENIGN NO 0.9835 0.9834 -0.0001 0.9984 0.9975 -0.0009 

DDoS YES 0.9972 0.9944 -0.0028 0.9986 0.9980 -0.0006 

DoS 

GoldenEye 

YES 0.7081 0.6884 -0.0197 0.9368 0.9893 +0.0525 

DoS Hulk YES 0.9752 0.9735 -0.0017 0.9527 0.9502 -0.0025 

FTP-

Patator 

YES 0.9715 0.9915 +0.0200 0.9477 0.9865 +0.0388 

SSH-

Patator 

YES 0.9365 0.9448 +0.0083 0.8820 0.9037 +0.0217 

PortScan NO 0.9802 0.9782 -0.0020 0.9890 0.9885 -0.0005 

WA Brute 

Force 

NO 0.7129 0.6286 -0.0843 0.7517 0.6361 -0.1156 

WA XSS NO 0.2105 0.1586 -0.0519 0.1385 0.1385 0.0000 

Table 11. Low experiment classification metrics. Delta value (Δ) refers to Augmented-

Baseline. 
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Indicated in Table 11, despite being deprived of a majority of the training data, many labels are 

still performing extremely well in classification tasks, but the ceiling effect is noticeably lessened in 

several labels. However, these results indicate that synthetic data inclusion did not provide measurable 

improvements across labels, whose change in metrics is small enough to be attributable to noise or 

stochasticity. Interestingly, the ensemble performs very well even at 1% training data, which may 

indicate that certain features in the CIC-IDS2017 dataset have highly discriminatory signals. 

4.3.5 Withheld labels 
To answer RQ2, the performance of the ensemble in the case of withheld labels is evaluated as well. As 

mentioned in section 3.1, these labels are DoS slowloris, DoS Slowhttptest, and Bot. These labels were 

chosen because their moderate sample size allows for more stable evaluation than extremely rare attacks, 

while the two withheld DoS-type allows meaningful evaluation through exposure of related DoS attacks 

present in the training data. Lastly, these labels were also withheld in previous related research, which 

allows for meaningful comparison. 

Additionally, Infiltration, Web Attack SQL Injection, and Heartbleed were technically withheld as 

rare attacks as well, but their counts are extremely low and not considered a part of the experiment due 

to instability in classification. Predictions for withheld labels already exist in the original experiment in 

each pipeline, because the withheld labels were present in the testing data. Success rate for withheld 

labels is recorded in Table 12 

 

Label Total Baseline 

non-

BENIGN 

(%) 

Augmented 

non-

BENIGN 

(%) 

Δ % 

DoS 

slowloris 

5,385 30.3% 28.1% -2.2% 

DoS 

Slowhttptest 

5,228 8.2% 6.7% -1.5% 

Bot 1,948 0.0% 0.0% 0.0% 

Table 12. Statistics for withheld labels in the experiment. Delta is calculated Augmented-

Baseline. Total refers to the number of samples of the labels present in the test set, which in 

this case is the same as the number of samples in the dataset. 
 

Withheld label statistics show the amount of the withheld labels that were successfully classified 

as something malicious, with generally poor results across both pipelines. DoS slowloris achieves partial 

detection with a recall of approximately 0.3, whereas DoS slowhttptest and Bot were almost entirely 

misclassified as benign. 

Results between baseline and augmented remain minimal, with values -2.2% and -1.5% the results 

can be attributed to noise, synthetic data inclusion did not increase detection of withheld labels. 
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5 DISCUSSION 
 

This research investigated whether WGAN-GP is suitable for synthetic data generation in alleviating 

class imbalance normally encountered in network flow context, to improve downstream IDS 

performance. It also evaluated whether synthetic data would improve generalization for previously 

unseen attacks by withholding selected labels from training data. Results indicate that, under the 

methodology and preprocessing choices used in this experiment, synthetic data had negligible impact 

and did not improve unseen attack detection. 

5.1 Impact on downstream classification task (RQ1) 
The metrics in the classification report (Table 7), the calibration plots (Figure 6, Figure 7), and the 

ROC-AUC scores (Table 9) all show that synthetic data inclusion did not impact how well the ensemble 

performed the classification task. Across most labels, differences between baseline and augmented fall 

within expected variation.  

DoS GoldenEye had an increase in metrics with an improvement in precision (+0.12), albeit a large 

increase in standard deviation (±0.115), which may be due to the recorded low TSTR fidelity (0.60). 

This variation indicates that any observed gains for DoS GoldenEye might not translate to meaningful 

increases in an IDS context. 

An issue in evaluating synthetic sample impact is shown by the ceiling effect observed by the 

dataset. Labels for which high-fidelity synthetic data exists already score exceedingly well in 

classification metrics, making it difficult to measure improvement. The low-resource experiment 

detailed in section 4.3.4 shows that despite only having access to a fraction of training data, the labels 

still perform well, but synthetic data improvements still cannot be observed. Moreover, the strategy 

surrounding amount of synthetic data generation in this experiment was intentionally conservative in 

order to reduce the risk of imperfect synthetic samples negatively affecting the classifiers. Consequently, 

the synthetic data might not have been enough to sufficiently change the ensemble decision boundaries. 

The CIC-IDS2017 dataset has been documented in the literature to contain highly discriminative 

features that enable effective class separation, allowing models to achieve extremely good classification 

metrics without a large data size  [29]. It could be argued these labels, (DDoS, DoS Hulk, FTP/SSH-

Patator) aren’t reliant on an increase in sample size, but rather they can achieve extremely good 

classification metrics through this discriminative nature of the features present in the dataset. In contrast, 

labels that degrade noticeably in metrics for the low-resource experiment (Web Attack Brute Force, XSS) 

indicate that they benefit from an increase in sample size, but do not have synthetic data available due 

to failing fidelity checks. 

5.2 Fidelity limitations 
Synthetic data fidelity varied considerably across labels, which limited its usefulness in downstream 

classification. Notably, labels for which synthetic data seemed to be the most impactful failed to produce 

usable synthetic data samples. This inconsistency is important in understanding the negligible impact 

discussed in section 5.1, as synthetic data could not be applied uniformly across the dataset.  

Initially the KS-mean was used as the main fidelity metric, and the recorded values indicated 

substantial divergence between real and synthetic. This resulted in attempts to improve the KS-mean by 

adjusting the WGAN-GP training process. In particular, generator iteration budget was initially epoch-

based, which allowed for substantially more training iterations, and was changed to a budget scaled 

relative to the sample size instead. The aim of this was to prevent the critic from overfitting and 

memorization, to improve fidelity for smaller labels, and to improve learning dynamics. This adjustment 

resulted in a change in the relative behavior of the generator and critic during training, but it did not lead 

to significant improvements in synthetic data fidelity. 

In addition to adjustments of the training dynamics, several preprocessing and postprocessing 

techniques were applied to improve the learnability of the generator. These included percentile-based 

outlier clipping, feature-specific log1p transformation (Flow Packets/s) for highly skewed values, and 

postprocessing steps to better align the synthetic values with observed real values. While these measures 
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improved KS-means moderately, they did not result in significant improvements in overall synthetic 

fidelity. 

These observations prompted further research into whether the KS statistic was an appropriate 

metric for fidelity in this context. The KS test is known to have limitations in tabular data, particularly 

for discrete values, and is described to be only appropriate for continuous distributions  [30]. While 

many features in the dataset are technically continuous, the nature of network flow data is often discrete, 

due to attack-specific tendencies, protocol constraints, repeated values, and zero-heavy distributions. 

Moreover, there is research conducted on a medical tabular dataset  [31], which used KS-mean as a 

primary evaluation metric, attaining a KS-mean of 0.39, which is comparable to the KS-means observed 

in this experiment. Given these limitations of the KS-mean, the suitability of the KS-mean as the primary 

fidelity metric was reevaluated in favor of TSTR, due to its measurable impact in utility. 

5.3 Feature distribution challenges 
Network flow data inherently presents substantial challenges for the generator of the WGAN-GP 

architecture that likely contributed to the limited fidelity observed overall. Features in the dataset exhibit 

multimodal distributions, discrete value spikes, heavy tail skews, and extreme outliers. These 

characteristics are fundamentally difficult for the WGAN-GP generator to reproduce well. In several 

labels, features appear to cluster heavily near 0, before shifting abruptly, which may indicate different 

behaviors even within one attack label, effectively creating a mixed distribution that the generator must 

also attempt to capture in order to capture the signal of the attack label. In addition to this, feature 

distributions vary across labels, so a solution applied to a feature such as Flow Packets/s (section 3.2.3) 

may not be applicable across all labels, indicating that feature-specific tuning must be considered per-

label as well. These properties compound one another, causing the generator to struggle considerably in 

learning the distribution compared to a smooth continuous distribution that WGAN-GP is better suited 

to modelling. 

Several preprocessing and postprocessing steps were added to attempt to improve synthetic fidelity, 

briefly outlined in the previous section. However, the percentile-based outlier clipping, and the 

postprocessing steps of snapping to real observed values were applied on a general scale rather than in 

a label- or feature-specific manner, with log1p transforming Flow Packets/s being an exception. While 

these additions achieved moderate improvements in synthetic fidelity, especially in KS-mean, it is likely 

that achieving high fidelity on structurally complex labels would require more targeted feature tuning. 

This is supported by previous work  [32] in which they focused on a single attack label, Bot, and applied 

segmentation and categorical splitting within that label to alleviate the generator’s learning space, and 

were able to produce high-fidelity synthetic data for a low sample size label like Bot. A generalized 

preprocessing pipeline like the one used in this experiment may be insufficient to help the generator 

model particularly problematic feature distributions. 

The PortScan label with approximately 150,000 samples illustrates this problem concretely. In this 

experiment, it yielded a TSTR recall score of 0.00, indicating a complete failure to generate usable 

synthetic data. Because of this surprising result, the feature distributions were inspected specifically for 

this label, revealing a majority of features heavily concentrated at near-zero values, with extreme outliers 

in the millions. For example, Fwd IAT Std for this label has a median of 0.0, but a maximum of 

18,000,000, and Packet Length Variance has a median of 5.4 but a maximum of 4,500,000. The 

generator produces continuous outputs by design, and the gradient penalty constrains the critic to learn 

a smooth function. As a result, the generator is guided by smooth gradient signals during training, which 

makes it difficult for it to reproduce features with these types of trends. 

When global MinMax scaling is applied, the presence of extreme outliers such as these cause a 

majority of values to be compressed into a narrow band within the [-1, 1] space. The generator therefore 

learns a distorted value of the distribution, and when outputs are rescaled back to original space, the 

learned distribution may not match, as illustrated in Figure 8. 
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Figure 8. Visualization of the scaling problem. On the left: Global real distribution 

showing heavy skew. Next: the distribution of SSH-Patator (as an example label). Next: What 

this label’s distribution looks like scaled by MinMaxscaler into [-1, 1] space. Finally: How the 

generator captured this. 
 

As shown in Figure 8, the compression of MinMax scaling is present even for SSH-Patator, which 

is a label with comparatively moderate feature distributions, used here due to its more visually 

interpretable distributions. The real distribution exhibits a heavy skew, which when scaled into [-1, 1] 

space is collapsed into a narrow band, and the generator output consequently fails to reproduce the 

original shape when rescaled back to real space. For PortScan, the outliers are more severe, as described 

previously, which would exacerbate the scaling issue. Combined with the already severely difficult 

feature values, this likely explains why PortScan yielded synthetic data with complete failure in TSTR 

fidelity despite having the second largest sample size out of the attack labels (Table 1). This suggests 

that feature-specific characteristics are more important in guaranteeing synthetic data fidelity than 

giving the generator enough samples to learn from and may help explain why certain architectures were 

specifically designed for tabular data, such as CTGAN.  

5.4 Withheld Labels and Novel Attack Detection (RQ2) 
The results for withheld labels (section 4.3.5) show that synthetic data augmentation did not improve 

detection of previously unseen attacks. Detection rates for both baseline and augmented pipelines 

remained low, with negligible differences observed. 

However, it can be argued that this question could not be meaningfully evaluated, as it was 

contingent on the condition that synthetic data would be able to alleviate the class imbalance present in 

the dataset. As established previously (section 5.1), the labels most in need of synthetic data 

augmentation were precisely those for which synthetic data generation failed. Coupled with varying 

fidelity levels of successful labels, class imbalance could not be meaningfully solved through synthetic 

data generation, leaving the ensemble biased toward the dominant benign class.  

In this setting, the ensemble learns decision boundaries based on known attack patterns, and 

samples that do not adhere to these patterns are more likely to be mapped to the dominant benign region. 

As a result, withheld attack samples that do not resemble known attack classes are consistently 

misclassified as benign. Additionally, due to the methodology of WGAN-GP training independently per 

attack label, each WGAN-GP only learned the label-specific distributions rather than inter-class 

relationships. This may have further limited the ability of the augmented pipeline to learn the broader 

pattern that could support better generalization toward unseen attacks. 

Some evidence of this can be observed in the results (Table 12). DoS slowloris achieved a partial 

detection rate of 28-30%, with misclassified samples predominately assigned to DoS GoldenEye, which 

is a behaviorally similar attack. This suggests that feature similarity to known attack labels contributes 

to detection, and if DoS GoldenEye had a more defined decision boundary through more high-fidelity 

synthetic samples, detection may have improved correspondingly. It may be worth revisiting this 

research question with a more favorable outcome from RQ1. 

5.5 Limitations 
The choice of dataset in CIC-IDS2017 represents an important limitation. As discussed in section 5.1, 

the dataset appears to contain highly discriminative features that enable near-perfect classification in 

many labels, even with minimal training data (Table 11), producing a ceiling effect that limited the 

ability to measure any improvements attributable to synthetic data inclusion. Additionally, the dataset 
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was generated in 2017, which may not fully represent the complexities or diversity of modern network 

traffic. 

Second, the synthetic data generation strategy in this experiment was deliberately conservative. 

Large labels (DDoS, DoS Hulk, PortScan) were capped to 20,000 synthetic samples, and smaller labels 

had a cap of 5 times their original sample size to prevent the original sample pool from potentially being 

diluted due to imperfect fidelity. This may have limited synthetic fidelity impact and classification 

decision boundaries, even in cases where fidelity was acceptable. A more aggressive strategy in general 

may have been able to affect results differently and provide a clearer answer to RQ1. 

Thirdly, although the feature selection process was supported by prior research using CIC-

IDS2017, the experiment was evaluated using only one feature subset. It is possible that features 

removed during this process may contain information relevant to distinguishing previously unseen 

attacks, even if they contributed less strongly to classification performance on the known attacks. Further 

work could investigate how alternative features can influence synthetic data fidelity and model 

generalization. 

Finally, the feature preprocessing of the pipeline had a general approach rather than label- or 

feature-specific. With the exception of log1p transforming Flow Packets/s, the other preprocessing 

strategies such as percentile-based outlier clipping and scaling strategies were applied globally across 

all labels. As mentioned in section 5.3, network features vary both within and across different attack 

labels, which may explain why the generator struggled to produce high-fidelity synthetic data. This 

general approach may have constrained the achievable fidelity of the generated synthetic data. 
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6 CONCLUSION AND FUTURE WORK 
 

6.1 Conclusion 
This research aimed to determine whether a generative adversarial network such as WGAN-GP could 

successfully alleviate class imbalances in an IDS context using synthetic data generation, and whether 

this would also help models generalize and improve detection of previously unseen, rare and novel 

attacks. The main metrics used to evaluate these questions were a combination of synthetic data fidelity 

metrics (4.2), and the classification performance of two distinct pipelines (4.3) both on the entire dataset 

and on a harder, low resource version of the dataset. 

In the case of RQ1, the results indicate that synthetic data augmentation did not lead to meaningful 

improvement of classification performance. While minor variations were observed for certain labels 

(DoS GoldenEye), they were inconsistent and not significant enough to rule out noise or standard 

variation. This outcome is largely attributed to the synthetic data fidelity, as well as the ceiling effect 

observed in the dataset, which limited the ability to measure real improvement. 

For RQ2, synthetic data augmentation did not improve the detection rate of previously unseen 

attack labels. This result is closely tied to the results of RQ1, as the failure to generate high-fidelity 

synthetic data for all intended labels prevented the mitigation of the class imbalance in the dataset. 

Consequently, the ensemble remained biased toward the dominant benign class, and previously unseen 

attacks that did not resemble existing attack class boundaries were repeatedly misclassified. 

While WGAN-GP appears to be effective in domains with smooth, continuous feature distributions 

such as in image generation, network flow data exhibits multimodal distributions, discrete spikes, and 

extreme outliers. The results suggest that this limitation is related to the properties of the network flow 

data rather than an inherent ability to generate high-fidelity synthetic data. 

These findings indicate that achieving high-fidelity synthetic data using WGAN-GP in the network 

domain may require more meticulous feature-specific preprocessing and tuning, in order to allow the 

WGAN-GP generator to work to its strengths instead. With such adaptations, it is plausible that synthetic 

data augmentation could yield more meaningful improvements in an IDS context, and given the 

constantly evolving nature of cyber attacks, developing robust and generalizable detection systems 

through approaches such as synthetic data generation remains a worthwhile research direction. 

6.2 Future Work 
As demonstrated in this research, a general approach to preprocessing and postprocessing may not be 

sufficient in simplifying the learning space for the WGAN-GP generator. Future work may explore more 

extensive and in-depth feature engineering to better align network flow data with the strengths of the 

WGAN-GP generator, specifically per-label. These targeted feature changes could improve synthetic 

data fidelity, which in turn could improve both downstream ensemble classification and unseen attack 

detection. 

Additionally, a more aggressive synthetic augmentation approach may be investigated to better 

evaluate the relationship between quantity and classification performance. Relaxing the constraints put 

on synthetic data fidelity in this research in future work may provide a clearer picture of whether 

synthetic sample volume improves classification. 

Furthermore, prior work has proposed a hybrid approach to WGAN-GP synthetic data generation 

that combines global distribution learning with class-specific generation, reporting improved metrics 

outperforming both standard oversampling and alternative generative approaches on the CIC-IDS2017 

dataset  [10]. Adopting a similar architecture could address several of the fidelity issues observed in this 

research, and replicating it while maintaining the rigorous fidelity evaluation, the ensemble 

classification, and the unseen label investigation may provide an even more comprehensive picture of 

the potential of WGAN-GP in an IDS context. 

Finally, applying this experimental approach to different datasets with less discriminative features 

than CIC-IDS2017 would help evaluate the synthetic data in more challenging environments, as well as 

determine whether the ceiling effect observed is limited to the dataset or to the network domain. More 

recent datasets may also reveal improvements that were not measurable previously. 
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8 APPENDIX 

8.1 Appendix 1 
This appendix section contains label-wise loss curves 
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8.2 Appendix 2 
This appendix section contains label-wise KDE plots 
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8.3 Appendix 3 
This appendix section contains label-wise correlation matrices 
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