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Abstract

Climate change is a pressing global challenge, and X (Twitter) has become an
important arena where disasters and policy events shape public sentiment. Natural
language processing has been widely applied to climate-related social media
discourse, but sentiment classification, event detection, and event-specific topic
modeling have typically been used separately rather than connected within a single
reproducible workflow. This study addresses this gap with a transparent sentiment-
to-topic pipeline. A tweet corpus from April 2015 to March 2026 was assembled
from three datasets. Valence Aware Dictionary and sEntiment Reasoner (VADER)
and Twitter-RoBERTa (Robustly Optimized BERT Pretraining Approach) were
benchmarked against a manually annotated subset, and the better performer built
the daily sentiment time series. A rolling-threshold procedure flagged candidate
peaks, the days on which average sentiment deviated sharply from its recent
baseline. These were cross-checked against records of disasters from the
Emergency Events Database (EM-DAT) and Conference of the Parties events under
the United Nations Framework Convention on Climate Change (UNFCCC), then
filtered with Tukey's interquartile-range criterion to retain the strongest as high-
impact events. Pre- and post-event sentiment around these events was analyzed
across multiple windows, and Latent Dirichlet Allocation (LDA) was applied to
selected event windows using coherence-based screening, robustness checks, and
manual inspection. Twitter-RoBERTa outperformed VADER, and Tukey filtering
retained 10 high-impact events. Most showed pre-event turbulence followed by
sustained week-long shifts or sharp, short-lived responses. LDA topics revealed
three categories: political figures and policy speeches, climate skepticism and
denial, and physical climate impacts. Cross-checking these events produced one
clear match and two loose ones, indicating that several peaks aligned with political
or media events not captured by either database. The study contributes a data-driven
workflow that links sentiment shifts on X to event detection and topic modeling,

identifying high-impact events through a fixed statistical procedure.

Keywords: sentiment analysis, topic modeling, event detection, climate change, X
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1. Introduction

Climate change is no longer a distant concern; its consequences are already
reshaping daily life around the world. From increasingly frequent natural disasters
to widespread disruptions in agriculture and public health, these effects pose
systemic challenges for governments and individuals alike (Dayama & Deshmukh,
2025). NASA reports a global temperature rise of about 1.1°C since the late 19th
century, with the past decade the hottest on record. Sea levels are now about 21-24
centimeters higher than in 1880, rising at roughly 3.6 millimeters per year.
Projections indicate that without decisive action, climate change is expected to
contribute to 250,000 additional deaths annually between 2030 and 2050 due to heat

stress, malaria, and malnutrition (Martawidjaja et al., 2025).

Addressing this crisis is as much a social and political challenge as a scientific one.
Effective climate policy depends on public engagement and political will, making
it essential to understand how sentiment forms (Kirilenko & Stepchenkova, 2014).
While traditional surveys have been the primary tool for measuring public opinion,
they are often resource-intensive and geographically limited. Consequently, there

is an urgent need for more dynamic, real-time methods to monitor public discourse.

The past decade has seen an extraordinary rise in social media as the primary arena
for public opinion exchange. By the end of 2023, an estimated 4.9 billion people
worldwide were using social media, and this figure is projected to reach 5.85 billion
by 2027 (Ilyas & Sharifi, 2025). Research has consistently shown that social media
platforms such as Facebook, YouTube, and X (Twitter) are now crucial channels
for examining public perceptions and attitudes toward climate change (Sultana et
al., 2024). X, in particular, has been identified as a primary forum for climate
change discourse, used by the general public and by opinion leaders, including
scientists, journalists, and policymakers (Kirilenko & Stepchenkova, 2014). Studies
have shown that climate-related tweeting spikes significantly in response to real-

world events such as hurricanes, major climate summits, and legislative votes,
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making X a real-time record of evolving public sentiment (Kirilenko &

Stepchenkova, 2014; Cody et al., 2015).

X is especially suited for capturing spontaneous public opinion at scale, given its
short, public, real-time posts of up to 280 characters (Kirilenko & Stepchenkova,
2014). Cody et al. (2015) analyzed approximately 1.5 million climate-related tweets
spanning six years. They demonstrated that collective sentiment on X shifted
measurably in response to climate events, disasters, and political developments,

underscoring its potential as an unsolicited public opinion poll at scale.

The volume of this data necessitates the use of Natural Language Processing (NLP)
to systematically classify sentiment and identify thematic patterns (Ghiloufi et al.,
2025). Within this field, two families of methods are particularly relevant. The first
is sentiment analysis, which classifies text as positive, neutral, or negative. Within
sentiment analysis, one approach is lexicon-based, assigning sentiment scores
based on predefined word dictionaries. The most widely used tool of this type is
VADER (Hutto & Gilbert, 2014), a rule-based model designed for short, informal
texts such as tweets and requiring no training data. The second approach is
transformer-based models, which learn contextual language representations from
large pre-training corpora. Bidirectional Encoder Representations from
Transformers (BERT, Devlin et al., 2019) serves as the foundational architecture
on which RoBERTa was developed as a refined variant, and Twitter-RoBERTa
(Barbieri et al., 2020) is a further adaptation of it. It was pre-trained on
approximately 58 million tweets and fine-tuned for sentiment classification, making
it sensitive to X's informal conventions. The second family is topic modeling, which
identifies latent themes within large datasets. Latent Dirichlet Allocation (LDA)
remains the most established approach, treating documents as mixtures of
probabilistic topics (Blei et al., 2003). While newer alternatives like BERTopic
offer semantically coherent clusters (Grootendorst, 2022), the effective application
of these tools requires a principled approach to parameter selection to ensure results

are data-driven rather than arbitrary.
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While NLP-based analysis of climate discourse is an established field, existing
work often lacks an integrated workflow that links validated classification to
reproducible event detection. The urgency of the climate crisis requires a detailed
understanding of how specific events relate to sentiment shifts; however, a
comprehensive, sentiment-validated framework for identifying these events and

understanding what was discussed around them remains missing.

To build this pipeline, the first missing component is a reliable measurement tool.
Although Martawidjaja et al. (2025) compared various models, no reviewed study
has specifically benchmarked the pairing of VADER and Twitter-RoBERTa against
a manually annotated climate subset to justify their use as a foundation for event-
based analysis. This leads to the next gap: no existing framework automatically
detects sentiment peaks, defined as unusually strong deviations in daily average
sentiment, and measures before-and-after changes across varying window sizes.
While Martirano et al. (2023) examined sentiment around Conference of the Parties
(COP) events, no study was found that first identifies high-impact events via peak
detection and then uses them as the basis for topic modeling. Finally, few studies
apply LDA to such event-specific windows, or determine the number of topics in a

principled, data-driven way.

Using a self-collected, up-to-date dataset extending through March 2026, this study
provides, as its primary contribution, a transparent sentiment-to-topic pipeline
essential for informing public communication and policy decisions. The aim is to
systematically identify which climate-related events surround the largest sentiment
shifts and which topics define those moments. To achieve this, the following

research questions are formulated:

e Which climate-related events occurred around the largest sentiment shifts,
and how did sentiment change before and after those shifts?
e Which LDA topics, and how many of them, best represent the discourse

during these highest-impact events?
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2. Literature review

This chapter presents the systematized literature review conducted to support the
formulation of the research questions, following the planning, conducting, and
reporting structure proposed by Kitchenham and Charters (2007) and by Garcia-
Penalvo (2022).

2.1 Planning phase

Although related review articles were identified, their scope was either broader or
differently focused from the present thesis (Dayama & Deshmukh, 2025; Ghiloufi
et al., 2025; Ilyas & Sharifi, 2025; Shaeri et al., 2025; Sultana et al., 2024), making
a dedicated review necessary. According to Grant & Booth’s (2009) typology of 14
review types, the approach is best characterized as a systematized literature review,
adopting core elements of a systematic review without claiming full systematic

status.

2.1.1 Search question

As the first step of the planning phase, a search strategy framework was selected.
Several commonly used frameworks were compared, including PICO (Population,
Intervention, Comparison, Outcome), PCC (Population, Concept, Context), and
SPICE (Setting, Perspective, Intervention, Comparison, Evolution). Among these,
SPIDER (Sample, Phenomenon of Interest, Design, Evaluation, Research type) was
chosen because it was specifically designed for qualitative and mixed-methods
research focused on experiences and opinions rather than on testing interventions
against a control group (Cooke et al., 2012). Because this study investigates public
sentiments, shifts around climate-related events, and thematic patterns, SPIDER
provided the structure for defining the review question. The framework is presented

in Table 1.
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Table 1: SPIDER framework for the literature review search question
Search Component Description

S - Sample X users posting about climate change.

PI - Phenomenon of Interest | Public opinions, emotions, and attitudes related to climate

change.

D - Design Studies using NLP-based approaches, specifically
sentiment analysis, temporal or event-based analysis, and

topic modeling.

E -Evaluation Identification of sentiment changes (positive, negative,
neutral), temporal or event-related shifts, and thematic

patterns in posts.

R - Research type Mixed methods, combining quantitative analysis and

qualitative interpretation

Based on this framework, the following search question was formulated to guide
the literature review:

How have NLP-based approaches, such as sentiment analysis, temporal or event-
based analysis, and topic modeling, been used in mixed-methods studies to examine
sentiment shifts, temporal or event-related shifts, and thematic patterns in climate

change discourse on X?

2.1.2 Review protocol

Following the formulation of the review question, a review protocol was established
to define the inclusion and exclusion criteria, data sources, search strings, applied
filters, and quality assessment approach (Garcia-Penalvo, 2022; Kitchenham &
Charters, 2007). An initial set of inclusion and exclusion criteria was defined to
determine which studies would be relevant and was later refined into more detailed

screening questions during the conducting phase. The initial criteria are presented

in Table 2.
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Table 2: Inclusion and exclusion criteria for determining relevant papers
Inclusion Exclusion

Platform: X Platform: X data not present

Topic: climate change / global warming | Topic: unrelated to climate change

Use NLP-related or text analysis | Does not use relevant NLP or text analysis

methods methods

Language: English Non-English studies

Type: peer-reviewed Non-peer-reviewed material
Published 2020 or later Published before 2020

Geospatial analysis only

Three databases were selected for the review: Scopus, Google Scholar, and IEEE
Xplore. Scopus is the largest database of abstracts and citations (Kitchenham &
Charters, 2007). IEEE Xplore was selected for its coverage of computer science and
related technologies. Google Scholar is a complementary source for studies not
indexed in the other two databases and is among the most widely used academic

search tools for researchers.

The search string was structured around three of the four SPIDER components
rather than all four. This decision was made to reduce the risk of excluding relevant
studies that address only three of the four dimensions. The key terms in the three

concept blocks are presented in Table 3.
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Table 3: Concept blocks and keywords for the search string
Concept block Main term Synonyms/Keywords

Sample Twitter twitter, social media, tweet, X platform
Phenomenon  of | Climate climate change, global warming, climate crisis,
Interest change climate emergency, global heating
Design/Evaluation | NLP /| VADER, BERT, transformer, text mining, NLP,
sentiment natural language processing, sentiment, opinion,

feeling, emotion, attitude, event, temporal, LDA,

Latent Dirichlet allocation

The main search string was used in Scopus and Google Scholar, while a simplified
version was applied in IEEE Xplore due to its limitations on wildcard characters.

Both strings are presented in Appendix A.

Filters were applied across all databases to limit results to publications from 2020
onward, ensuring the review focused on recent research that reflects the widespread
adoption of transformer-based language models such as BERT in sentiment
analysis. In Scopus, document types were limited to journal articles, conference
papers, and review papers, and results were restricted to English-language
publications. IEEE Xplore was filtered to include journals, conferences, and Early
Access Articles, also restricted to English. Since Google Scholar does not support

document-type or language filtering, only the year filter was applied there.

A quality assessment framework was developed to evaluate candidate papers across
five categories: data source alignment, methodological alignment, analytical
similarity, technical similarity, and outcome alignment. Each category was scored
from 0 to 2, yielding a maximum total of 10, as presented in Appendix B. Rather
than reading each paper in full, the evaluation focused on the introduction,
methodology, and results sections, as full-text screening of all candidates would
have been too time-consuming at this stage. Papers scoring 9 or 10 were selected

for full reading and data extraction. For borderline cases scoring 7 or 8, citation
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counts from Google Scholar were classified into three categories relative to the
highest citation count observed in the dataset: papers in the upper third were
classified as highly cited, the middle third as mid-cited, and the remainder as low-
cited. This classification served only as a supplementary indicator rather than a
primary selection criterion. Papers in the highly cited category were also included
for full reading and data extraction. Finally, backward snowballing was planned as
an additional identification step, using five scoping review papers as the basis to

capture relevant studies.

2.2 Conducting phase

The conducting phase implements the review protocol established in the planning
phase. It comprises four steps: identification of studies through database searches,
screening and eligibility assessment guided by the inclusion and exclusion criteria,
quality assessment to determine the final set of papers for full-text reading and data
extraction, and backward snowballing to capture relevant studies not retrieved
through the keyword-based search (Kitchenham & Charters, 2007; Garcia-Penalvo,
2022).

2.2.1 Identification of studies

This began by executing the search strings across the three selected databases. The
search initially returned 1,269 results from Scopus, 270 from IEEE Xplore, and
5,150 from Google Scholar. After applying the publication-year filter, these
numbers were reduced to 1,069, 176, and 3,430. Additional document-type filtering
further reduced the results to 970 in Scopus and 149 in IEEE Xplore. Since Google
Scholar does not support document-type filtering, the results remained at 3,430 after
the year filter. However, because relevance in Google Scholar tends to decrease
significantly beyond the first pages, only the first 200 records were exported. This
resulted in a total of 1,319 exported records across all three databases.

Results were imported into Zotero, where both automatic and manual deduplication

reduced the total from 1,319 to 1,181 records.
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2.2.2 Screening and eligibility assessment

The 1,181 remaining records underwent a two-stage screening process, guided by
the inclusion and exclusion criteria defined during the planning phase. Title and
abstract screening were conducted sequentially but were recorded as a single
combined stage, following the PRISMA (Preferred Reporting Items for Systematic
Reviews and Meta-Analyses) 2020 reporting framework.

At the title-screening stage, papers were assessed against four exclusion criteria,
namely: platform clearly not X, no NLP or sentiment analysis evident, topic clearly
unrelated to climate change, and language clearly not English. The screening was
approached conservatively, meaning a paper was excluded only when it clearly
failed to meet at least one criterion (Ghiloufi et al., 2025).

At the abstract screening stage, a more detailed assessment was conducted using
six predefined screening criteria (C1-C6), covering data source, technical fit, topic
fit, outcome fit, language fit, and publication quality. A paper was excluded if it

failed to meet any one criterion, as presented in Appendix C.

2.2.3 Quality assessment and final study selection

Following the combined screening, 126 papers remained. Of these, 16 were
excluded due to paywall restrictions or unavailability through the university’s
institutional access, leaving 110 papers for quality assessment. Each paper was
evaluated using the framework defined in the planning phase. In total, 23 papers
scored 9 or 10 points and were selected directly. An additional 3 papers, scoring 7
or 8, were included based on their supplementary citation classification, bringing

the total to 26 for full-text reading and data extraction.

2.2.4 Backward snowballing

Backward snowballing was conducted as a supplementary step to identify relevant
studies not retrieved through keyword-based database searches (Kitchenham &
Charters, 2007; Garcia-Penalvo, 2022). The five scoping review papers (Dayama
& Deshmukh, 2025; Ghiloufi et al., 2025; [lyas & Sharifi, 2025; Shaeri et al., 2025;
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Sultana et al., 2024) served as the basis for this review. Regarding Ilyas & Sharifi
(2025), a systematic review covering 139 primary studies, snowballing was limited
to studies highlighted in that paper’s tables, as not all primary studies were
accessible.

A total of 191 records were identified, of which 188 were accessible. After applying
the 2020-year filter and deduplicating against the primary corpus, 94 unique papers
were selected for screening. Applying the same inclusion and exclusion criteria
reduced this to 18 papers, none of which achieved a sufficient quality score or met
the supplementary citation threshold. Therefore, no additional studies were

identified, and the final set of included papers remained at 26.

2.3 Reporting phase

The reporting phase presents the outcomes of full-text reading and data extraction
for the 26 included papers. The complete selection process is summarized in the
PRISMA 2020 flow diagram in Figure 1. As backward snowballing yielded no
additional studies meeting the inclusion criteria, the final corpus is drawn entirely

from the primary database search.

of studies via and regi ] [ Identification of studies via other methods ]
—
Records removed before
c screening . N
o - Records identified from
‘-:ul Records identified from®*; ;@‘fé’; records removed \Websites (n=0)
= Databases (n = 6589) — = Organisations (n = 0)
T Registers (n = 0) Records marken as |ne!g|nle Citation searching (n = 191)
@ by automation tools (n = 0) etc
= Records removed for other
reasons (n = 5370)
!
—

Records screened Records excluded**

(n=1181) (n=1055)

Reports sougnt for retrieval Reports not retrieved Reports sought for retrieval .| Reports not retrieved
= (n=126) (n=16) (n=18) n=0
=
H
- ! }
&

Reports assessed for eligibility Reports excluded: Reports assessed for eligibility Reports excluded

(n=110) > Quality score below inclusion (n =18) > Quality 550"37“3""‘" inclusion

threshold (n = 84) threshold (n = 15)
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Studies included in review
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Figure 1: PRISMA Workflow for Selecting Papers in the Literature Review
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During the data extraction step, each of the 26 papers was analyzed using a
standardized set of attributes. The extracted attributes included author, dataset size,
and period; sentiment analysis methods and evaluation metrics; temporal/event
analysis; topic modeling methods and evaluation; K-selection approach; and

reported limitations. The full dataset is presented in Appendix D.

2.3.1 Sentiment analysis methods

For sentiment analysis, VADER was the most frequently used tool, appearing in 13
studies, whereas TextBlob was primarily used as a secondary benchmark alongside
VADER rather than as a standalone approach. A more distinct cluster applied
transformer-based models, including RoOBERTa, BERT, and BERTweet; this group
was smaller but produced more precise results. The dominance of VADER is
understandable: it is simple to apply, requires no training data, and was designed
for short, informal texts such as tweets (Hutto & Gilbert, 2014). However,
widespread use does not imply better performance. Liebeskind and Lewandowska-
Tomaszczyk (2025) show that two lexicon-based tools can classify the same
climate-related tweets differently, exposing the limitations of lexicon-based

approaches in handling context, irony, and politically framed language.

The majority of VADER- and TextBlob-based studies used sentiment analysis
descriptively, reporting sentiment distributions over time, across topics, or around
selected events without validating the classifications against human-labeled data.
Across this descriptive group, negative sentiment clustered around political
inaction, climate disasters, failed negotiations, and greenwashing-related
discussion, while more positive sentiment was often associated with recognition of
the problem, activism, or calls for action (e.g., Effrosynidis et al., 2022; Martirano
et al., 2023; Souza et al., 2025; Balcarova et al., 2025). Souza et al. (2025) found
growing polarization across IPCC report cycles, with the strongest negative
responses linked to the “code red” framing of the most recent report. Martirano et
al. (2023) found that negativity was most pronounced following COP25, suggesting

that perceived negotiating failure generated measurable public frustration. By
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contrast, the smaller group of validated or comparative studies generally points to
stronger performance for transformer-based models. The clearest example is
Martawidjaja et al. (2025), who compared VADER, RoBERTa, and BERTweet on
a manually annotated climate dataset and reported weighted F1-scores 0f 0.43, 0.82,
and 0.84, respectively. Shahbazi et al. (2025) similarly reported 84.7% accuracy for
BERT, compared with 71.3% for a TF-IDF plus SVM baseline, and Uthirapathy
and Sandanam (2023) found that BERT achieved 93.5% accuracy, outperforming
all other tested models on a comparable climate dataset. Taken together, these
findings suggest that while lexicon-based tools remain common due to their ease of
use, transformer-based models are a better choice when stronger classification

performance is needed.

Although Martawidjaja et al. (2025) compared VADER, RoBERTa, and
BERTweet, no reviewed study has directly compared VADER against Twitter-
RoBERTa on climate-related tweets, evaluated them against a manually annotated
subset using the full standard metric set of accuracy, precision, recall, and F1-score,
and then used that validation step as the methodological basis for downstream event
analysis. This gap matters for the present study for a specific reason: the better-
performing model identified in this step will be the validated analytical tool carried
forward into the research questions. Without a validated sentiment model, the
downstream stages of event detection and topic modeling rest on an unverified

foundation.

2.3.2 Temporal and event-based trend analysis

The reviewed studies that examined temporal or event-based changes organized
their analyses around different types of temporal reference points. However, they
produced a consistent overall finding: climate-related X discourse is highly event-
sensitive, and both attention and sentiment can shift rapidly around high-profile
events (e.g., Martirano et al., 2023; Jung et al., 2020; Souza et al., 2025; Shangguan
et al., 2021). One group of studies, anchored in international conferences and

agreements, showed measurable shifts in tweet volume and sentiment, especially
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around perceived failures or disappointment. Martirano et al. (2023) structured their
dataset around one-week windows before and after COP20 to COP26 and found
that negativity was most pronounced following COP25. Omar Bali (2023) focused
on the period surrounding the Paris Agreement entering into force and found that
political framing dominated peak activity days, with sentiment fluctuating
noticeably around the event dates. A second group tracked discourse around
prominent individuals and public appearances. Jung et al. (2020) tracked four key
moments in Greta Thunberg’s public profile. They found that her 2019 UN Climate
Action Summit speech generated the largest spike in both tweet volume and
negative sentiment, showing how a public figure’s appearance can function as an
effective temporal trigger. A third group used report-release moments, such as
IPCC publication dates, and again found increased attention and rising polarization
across release cycles (Souza et al., 2025). Across all three anchor types, the shared
pattern is clear: high-profile events can quickly reshape both the intensity and tone

of climate-related discourse on X.

Studies using broader, multi-year or multi-event approaches show that tweet
volume and sentiment often spike around disasters, crises, and major media events,
but the relationship between event severity and measurable sentiment change is
often weak, inconsistent, or not systematically tested (Effrosynidis et al., 2022;
Shangguan et al., 2021; Chen & Li, 2024; Robinson, 2024; Becken et al., 2021).
Effrosynidis et al. (2022) linked tweet volume and sentiment to more than 4,900
disaster events over 13 years but found only a limited correlation between disaster
severity and changes in sentiment. Shangguan et al. (2021) similarly identified
volume spikes around major climate events such as the Australian bushfires and
Hurricane Dorian, accompanied by sharper negative sentiment. Despite the value
of these findings, a common methodological limitation runs through this group:
most studies either selected events in advance because they were already known to
matter or identified peaks visually after plotting the data, rather than using a
standardized, peak-driven detection procedure. This makes comparison across

studies difficult and leaves the identification of key events partly subjective.
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The closest approach to a structured event-detection framework is Martirano et al.
(2023), who used one-week windows around COP events; however, this approach
remained tied to predetermined conference dates and included only descriptive pre
and post comparisons. No reviewed study applied a standardized, peak-driven
framework consistently across multiple automatically detected sentiment peaks,
quantifying before-and-after sentiment change across multiple window sizes in a
reproducible way. Without a consistent event-detection framework, findings on
public reaction to climate events remain difficult to compare across studies and hard
to use for communication strategy or policy interpretation. Most importantly for the
thesis, the absence of such a framework means that no reviewed study produces a
ranked set of high-impact events that can serve as principled anchors for
downstream topic modeling. RQ1 addresses these gaps by automatically detecting
sentiment peaks rather than anchoring them to known events, validating them
against documented climate-related events, and quantifying sentiment change

across three window sizes (1, +£3, and +7 days).

2.3.3 Topic modeling methods

For topic modeling, LDA was the dominant method, appearing in 11 studies. It was
used in several distinct ways: in large-corpus longitudinal applications, Effrosynidis
et al. (2022) used a 10-topic LDA model across 15 million tweets to link topic
distributions to stance and sentiment over 13 years, while Shangguan et al. (2021)
extracted 15 topics from a similarly large corpus and identified climate policy and
carbon emissions as dominant themes, with topic proportions shifting noticeably
around major events. In event-contextual applications, Chen and Li (2024)
combined LDA with emotion analysis to examine which issues were associated
with specific emotional responses in extreme-weather discourse, and Li et al. (2021)
applied LDA to Earth Day discussions across four years, tracing a gradual shift
from celebratory framing toward climate urgency. In classification-support
applications, Baguio et al. (2023) used LDA-derived topic information as a feature
to improve tweet classification performance, and Chatterjee et al. (2024) embedded

LDA within a broader supervised framework targeting climate subdomains. A
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smaller but relevant cluster of studies used BERTopic or other embedding-based
approaches, indicating growing interest in methods that may perform better on short
texts (Martirano et al., 2023; Yin et al., 2025). The most important individual result
in this cluster comes from Martawidjaja et al. (2025), who directly compared LDA
and BERTopic on the same climate dataset and found that BERTopic produced
higher coherence scores, particularly for the negative sentiment group. This finding
suggests that LDA’s dominance may reflect methodological convention rather than

demonstrated performance on climate-related X data.

A widely shared problem in the reviewed literature concerns selecting the number
of topics, K. Many papers do not clearly report their K-selection method, presenting
a final topic model without methodological justification. Among those that reported
a method, the majority relied on heuristic or manual judgment (e.g., Baguio et al.,
2023; Chatterjee et al., 2024; Shangguan et al., 2021) or on a single metric such as
coherence or perplexity (e.g., Chang et al., 2022; Martawidjaja et al., 2025). Only
Effrosynidis et al. (2022) used a broader multi-metric evaluation, combining
perplexity, entropy, and KL divergence to guide K selection. As a result, final topic
counts across comparable corpora range from 5 to 20, with no consistent method
for justifying those choices. Without clear justification, it is hard to know whether
the chosen number of topics is an appropriate fit for the data or simply one of many

possible solutions.

Two related gaps in the reviewed literature motivate RQ?2. First, topic modeling is
typically applied either to entire corpora or to broad, predefined subsets. No
reviewed study applies LDA specifically to time periods around automatically
detected sentiment peaks. Linking topic modeling to sentiment-based event
detection allows examining what was discussed during the moments that most
strongly shifted public sentiment. Second, none of the reviewed studies validate

whether the selected K is stable when tested at K + 1.

15



From Sentiment Peaks to Topics: Analyzing Climate Change Discussions on
Twitter/X.

These gaps matter because if topic modeling is not tied to systematically identified
high-impact events, it becomes harder to examine what was discussed during those
shifts. If the number of topics is weakly justified, those findings are harder to defend
methodologically. Therefore, RQ2 addresses both gaps by applying LDA to the
high-impact events identified in RQ1 and selecting the window and the number of
topics through a multi-stage process that combines coherence-based screening,

robustness checks at K+1, and manual inspection of topic interpretability.
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3. Methodology

The methodology is organized into three parts. Section 3.1 describes the dataset and
its three sources. Section 3.2 outlines the preprocessing pipelines for sentiment
analysis and topic modeling. Section 3.3 presents the three core analytical
procedures: sentiment model comparison (3.3.1), temporal trend and event

detection (3.3.2), and topic modeling (3.3.3).

3.1 Dataset collection and description

The study draws on two datasets. The first is a corpus of climate-related X posts,
compiled from three separate sources as described in Section 3.1.1, which serves as
the empirical basis for the sentiment and topic modeling analyses. The second is an
external reference dataset of documented climate-related events, used to validate
the sentiment peaks identified in the temporal analysis against real-world disasters

and international climate policy events (Section 3.1.2).

3.1.1 Sentiment analysis dataset

The dataset used in this study was constructed from three climate-related X sources:
one pre-existing dataset and two datasets collected by the authors. This combined
approach was chosen to achieve broader temporal coverage and to extend the
dataset with more recent tweets through March 2026. For the self-collected data, a
dedicated X account was created exclusively for academic purposes. Tweets were
retrieved using Twikit, an open-source Python library that authenticates via browser
cookies and enables scraping without access to the official X APIL. As Twikit limits
retrieval to a maximum of 20 tweets per query per day, two distinct search strategies
were applied in parallel to increase data collection: a hashtag-based approach and a
keyword-based approach. Within both strategies, the “Latest” sort option was used
to retrieve tweets by recency rather than by X’s relevance ranking. For each
retrieved tweet, three fields were retained for further analysis: tweet ID, creation

date, and tweet text.
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X Sentiment Dataset: The first source was the X Sentiment Dataset from a
University of Waterloo research project led by Chris Bauch, made publicly
available on Kaggle. Although the original dataset included manual sentiment
annotations, this study used only the tweets themselves, not the provided labels.
Covering the period from April 2015 to February 2018, this dataset served as the

corpus's historical component, comprising 43,943 tweets.

Hashtag-based Tweets: The second source was a self-collected hashtag-based
dataset retrieved using the queries #climatechange and #globalwarming. This
approach captured tweets in which users explicitly tagged their posts with these
hashtags. This dataset contained 42,957 tweets spanning the period from February
2018 to March 2026.

Keyword-based Tweets: The third source was also self-collected, using the phrases
“climate change” and “global warming”. Unlike hashtag searches, this approach
retrieved tweets containing these terms anywhere in the text. This collection yielded

45,567 tweets over the same period, February 2018 to March 2026.

After combining the pre-existing X Sentiment Dataset with the two self-collected
sources, following the dual hashtag- and keyword-based approach used by
Effrosynidis et al. (2022), the overall dataset comprised 132,467 tweets spanning
April 2015 to March 2026. This is comparable to or larger than the corpora used in
several reviewed studies (e.g., Martirano et al., 2023; Souza et al., 2025), and the
11-year time span provides sufficient temporal coverage to detect and analyze
multiple high-impact events rather than isolated reactions. Together, these
properties provide a reasonable basis for addressing the research questions posed in

this study.
3.1.2 Event validation dataset

To support the event validation stage of the study, two external datasets were

collected: a disaster-related dataset and a climate policy dataset. These datasets
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were used to compare detected sentiment peaks with real-world climate-related
events.

The first dataset was obtained from the Center for Research on the Epidemiology
of Disasters’ Emergency Events Database. It was downloaded from the public EM-
DAT platform on April 28, 2026. During data collection, records were filtered to
include only events classified as “Natural” disasters and limited to the years 2015-
2026. The resulting dataset was used to identify major climate-related disasters that
could correspond to sentiment changes observed in the X data.

The second dataset was systematically collected from the UNFCCC website. The
collection process focused on the COP events available in the “Conferences”
section of the UNFCCC platform. A systematic extraction approach was followed
by iterating through all COP conference pages from COP21 to COP30. For each
conference, the event name, start date, end date, location, source, and related
keywords were manually recorded. This process ensured that all COP events within
the study period were included rather than selectively chosen.

The collected disaster and policy datasets were later used during the event
validation stage to examine whether major sentiment peaks aligned with real-world

climate disasters or international climate policy events.

3.2 Data preparation

Two preprocessing pipelines were applied to the X corpus described in Section
3.1.1. The first is a shared cleaning pipeline used for sentiment analysis, which
produced the input for both VADER and Twitter-RoBERTa (Section 3.2.1). The
second is an additional pipeline applied to the sentiment-cleaned text, producing

lemmatized token sequences that serve as input to the LDA models (Section 3.2.2).

3.2.1 Sentiment analysis preparation

Preparing the data for sentiment analysis required addressing several quality issues
across the three source datasets before any model could be applied. The pipeline,

shown in Figure 2, was designed to produce a clean and consistent corpus by
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removing noise, correcting encoding errors, and standardizing the text. The three
datasets were first merged into a combined corpus of 132,467 tweets after aligning
their date formats. Retweets were removed to avoid counting the same opinion
multiple times, followed by deduplication based on both tweet ID and identical text,
which reduced the dataset to 100,475 tweets. Several text-level cleaning steps were
then applied: HTML entities were decoded, encoding errors (Mojibake) were
corrected so that special characters and emojis were rendered properly, and
whitespace was normalized. Rather than removing mentions, URLs, and stock
symbols, they were replaced with standardized placeholders (@user, http, $ticker)
to reduce vocabulary sparsity while keeping sentence structure intact (Glazkova,
2023; Khan et al., 2025). Tweets containing fewer than three meaningful words
were dropped, as they are unlikely to carry enough content for reliable sentiment
analysis.

From this shared pipeline, two cleaned datasets were produced to meet the models'
requirements. For VADER, climate-related hashtags such as #climatechange were
converted to plain words so the model could incorporate their sentiment, and the
hashtag symbol was removed from all other hashtags. No such modifications were
applied to Twitter-RoBERTa, since transformer-based models interpret contextual
language representations without needing them (Barbieri et al., 2020). Both final

datasets contained 100,107 tweets.

climate tweets
hashtag_based
42,957

Date formatting Merged dataset Remove Re-Tweets Remove duplicates
N ARing 132,467 107,463 100,475
. . Yecode HT
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Figure 2: Preprocessing steps for sentiment analysis
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3.2.2 Topic modeling preparation

Topic modeling with LDA imposes different requirements than sentiment
classification. Because LDA treats each document as a bag of words, it is
particularly sensitive to noise tokens, high-frequency terms, and inflectional
variation that carry little topical meaning (Blei et al., 2003; Boyd-Graber et al.,
2017). Before any LDA-specific cleaning, the analysis was narrowed from the full
sentiment corpus to the periods surrounding the 10 events identified in Section
3.3.2. For each event peak date, a £7-day window was extracted from the sentiment-
cleaned dataset, and tweets falling within any of these windows were retained.
Duplicates across overlapping windows were removed using tweet ID, producing

the event-focused subset that fed into the LDA pipeline shown in Figure 3.

The sentiment placeholders (@user, http, $ticker) were removed entirely, as they
contain no topical content. At the same time, hashtag symbols were stripped, and
the words behind them were kept, as hashtag text often contains meaningful terms.
Emojis, punctuation, standalone numbers, and very short tokens were also removed,
and all text was lowercased to merge surface variants like Climate and climate into
a single token. The phrases climate change and global warming were collapsed into
single tokens (climatechange, globalwarming) and added to the stop word list
alongside the standard NLTK English stop words (Bird et al., 2009) and a small set
of X specific tokens such as rt, amp, and via. Because both phrases were used as
collection keywords during data retrieval, they appear in nearly every tweet and
would otherwise dominate every topic without distinguishing between them
(Schofield et al., 2017). Finally, each tweet was lemmatized using spaCy's
en_core_web_sm model so that inflected forms such as flooded and flood collapsed
into a single token, which helps LDA produce more stable topic-word distributions
(Schofield & Mimno, 2016). Tweets with fewer than three surviving tokens were

dropped, resulting in a final dataset of 494 tweets across the 10 event windows.
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Figure 3: Preprocessing steps for topic modeling

3.3 Data analysis

The data analysis is structured in three steps. The first step compares VADER and
Twitter-RoBERTa against the manually annotated subset and selects the better-
performing model for subsequent analyses (Section 3.3.1). The second step uses the
selected model to identify high-impact events in the climate-related X discourse,
addressing RQ1 (Section 3.3.2). The third step applies LDA to tweet windows
around those events to identify latent themes in the surrounding discussion,

addressing RQ2 (Section 3.3.3).

3.3.1 Sentiment model validation

Selecting a reliable sentiment classifier was the foundational step of the analysis,
since all downstream analyses depend on its output. As identified in the literature
review (Section 2.3.1), no reviewed study has directly compared VADER with
Twitter-RoBERTa on climate-related tweets using a manually annotated subset and
the full standard metric set (accuracy, precision, recall, and F1-score). This section

addresses that gap in two steps: first, a manually annotated subset of tweets was
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created through a multi-phase annotation procedure (Section 3.3.1.1), and then the
two models were evaluated against this subset to select the better-performing

classifier (Section 3.3.1.2).

3.3.1.1 Manual annotation

To align with the output categories of both models, three labels were defined
following the sentiment annotation frameworks of Mohammad (2016) and Ananda
et al. (2025). A tweet is labeled Positive if the speaker uses positive language, such
as expressions of support, admiration, a positive attitude, forgiveness, fostering, or
success; if there is an explicit or implicit indicator that the speaker is in a positive
emotional state, such as happiness or being relaxed; or if the tweet indicates
satisfaction, appreciation, or an overall favorable response. A tweet is labeled
Negative if the speaker uses negative language, such as expressions of criticism,
judgment, a negative attitude, questioning validity or competence, or sarcasm,
ridicule, or mockery; if there is an explicit or implicit clue that the speaker is in a
negative state, such as sad, angry, anxious, or violent; or if the tweet indicates
dissatisfaction, criticism, or reports a poor experience. A tweet is labeled Neutral if
the speaker uses neither positive nor negative language; if there is no explicit or
implicit indicator of the speaker’s emotional state; if the content is factual or
ambiguous without any clear sentiment; or if the speaker reports a valued event or

situation without indicating their own emotional state.

The annotation was conducted by the two thesis-writing students, both of whom
used English as their academic working language. A three-step procedure,
comprising a pilot phase, a discussion phase, and a final annotation round, was
adopted from Shahbazi et al. (2025), who used Cohen's kappa (Cohen, 1960) to
measure inter-annotator agreement at each stage:

P, — P,

K= M)
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where k ranges from 0 to 1, P, is the observed proportional agreement between the

annotators, and Pe is the expected agreement by chance.

During the pilot phase, the annotators independently labeled a set of five randomly
sampled tweets from each year covered by the dataset, resulting in 60 tweets in total
and ensuring that yearly variation in language and topics was represented.
Afterward, the annotators compared their decisions and calculated Cohen’s kappa

to quantify initial agreement and identify sources of inconsistency.

During the discussion phase, based on the identified disagreements, the annotators
discussed each conflicting case and refined the annotation rules. Following this
discussion, a second independent annotation round was conducted on a new, non-
overlapping set of 10 randomly sampled tweets per year, resulting in 120 tweets in
total. Cohen’s kappa was again calculated to assess whether the revised criteria had

improved agreement.

Once the label definitions were finalized, the final annotation set size was
determined using Cochran's sample size formula with a finite population correction
(Cochran, 1977, pp. 75-76). The formula estimates the sample required to
approximate a population proportion within a population of tweets of known size,
at a specified confidence level and margin of error. The finite population correction
accounts for the corpus being a bounded set rather than an infinite one. The required

sample size was therefore calculated as:

 (wro-) 2
n= (e2-(N-1)+z2-p-(1-p)) @)

Where N is the total number of tweets in the dataset, z = 1.96 corresponding to a
95% confidence level, p = 0.5 assuming maximum variability, which yields the

most conservative (largest) required sample, and e = 0.05 corresponding to a 5%
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margin of error. This resulted in a required sample size of 384 tweets. Both

annotators independently labeled this final set using the agreed-upon criteria.

3.3.1.2 Comparing VADER and Twitter-RoBERTa

After creating the manually annotated subset, the next step was to compare the
performance of VADER and Twitter-RoBERTa in classifying tweet sentiment.
This comparison was conducted to determine which model provided more reliable
sentiment classification for the dataset and should therefore be carried forward into
the later stages of the analysis.

The decision to compare these two models was motivated by both methodological
considerations and findings in the literature. VADER is a lexicon- and rule-based
sentiment analysis tool designed for short social media texts. Twitter-RoBERTa is
a transformer-based model pre-trained and fine-tuned on X data. As identified in
the literature review (Section 2.3.1), Martawidjaja et al. (2025) report weighted F1-
scores of 0.43 for VADER versus 0.82-0.84 for transformer-based models on a
manually annotated climate dataset, indicating that fine-tuned transformer models
often outperform lexicon-based approaches in social media sentiment
classification. This provided an initial indication that Twitter-RoBERTa could
outperform VADER, but the suitability of each model still needed to be evaluated
on the present dataset through manual benchmarking.

To enable this comparison, both VADER and Twitter-RoBERTa were applied to
the full dataset of 100,107 tweets, producing a categorical sentiment label (Positive,
Negative, or Neutral) for each tweet. For VADER, sentiment scores were classified
using the standard thresholds recommended by Hutto and Gilbert (2014): tweets
with a sentiment score> 0.05 were labeled Positive, tweets with a sentiment score
<-0.05 were labeled Negative, and tweets with a sentiment score between the two
thresholds were labeled Neutral. For Twitter-RoBERTa, a compound sentiment
score was calculated as the difference between the predicted probabilities of the

positive and negative classes:

compound = PB,p5 — Pyeg 3)
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This formulation parallels VADER's compound score by producing a continuous
polarity scale from —1 (fully negative) to +1 (fully positive), making the sentiment
scores from both models directly comparable.

To construct the evaluation set, the tweet id column was used as the matching key
linking the model outputs to the manually annotated subset. The 354 tweets
annotated in Section 3.3.1.1 were retrieved from the full labeled dataset, along with
their corresponding VADER and Twitter-RoBERTa predictions. This produced, for
each tweet, a triplet consisting of a human-assigned reference label and two model-
assigned labels, enabling a direct per-tweet comparison of each model with the
ground truth.

To evaluate multi-class performance, four metrics were used: accuracy, precision,
recall, and F1-score.

Accuracy is the proportion of correctly predicted tweets across all three classes:

TP+TN

accuracy = ——————————
Y TP+TN+FP+FN

4)

Precision is the proportion of tweets predicted as a given class that were actually

that class, measuring how reliably the model identified a class without false alarms:

TP
TP+FP

precision =

)

Recall is the proportion of tweets that actually belong to a given class and were

correctly predicted, measuring how completely the model captured the class:

TP
TP+FN

recall = (6)
The F1-score is the harmonic mean of precision and recall, balancing both measures

into a single value:

Precision-Recall

Precision+Recall
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In these formulas, TP (true positives) are tweets correctly predicted to belong to a
class; FP (false positives) are tweets incorrectly predicted to belong to that class;
TN (true negatives) are tweets correctly predicted not to belong to it; and FN (false
negatives) are tweets that belong to the class but were predicted otherwise.
Precision, recall, and F1-score were computed per class and then aggregated using
macro-averaging, which gives equal weight to each class and is appropriate in the
presence of class imbalance. In addition to the aggregate metrics, a confusion
matrix was generated for each model to examine class-specific misclassification
patterns, such as conflating neutral tweets with positive or negative ones. Because
the manually annotated subset was imbalanced, the model with the highest macro

F1-score was selected as the sentiment classifier for the subsequent sections.

3.3.2 Temporal trend and event detection analysis

This section addresses RQ1. As identified in the literature review (Section 2.3.2),
no reviewed study has applied a standardized, peak-driven framework that
automatically detects sentiment peaks, validates them against documented climate-
related events, and quantifies pre- and post-sentiment change across multiple
window sizes in a reproducible way. This section addresses that gap in four steps.
The daily sentiment series produced by the selected classifier is first inspected for
candidate peaks using a rolling-window threshold (Section 3.3.2.1). Each candidate
peak is then cross-checked against an external reference dataset of documented
climate-related events (Section 3.3.2.2). The validated peaks are ranked by their
accumulated sentiment change, and the highest-impact events are selected for
further analysis (Section 3.3.2.3). Finally, pre- and post-event sentiment patterns

around these events are examined across three event window sizes (Section 3.3.2.4).

3.3.2.1 Daily sentiment aggregation and peak detection

After the model comparison described in Section 3.3.1.2, the better-performing
model was applied to the full dataset of 100,107 tweets. The first step was to
aggregate the tweet-level continuous scores into a single daily time series. For each

day in the study period, the average compound sentiment score across all tweets
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posted that day was computed, yielding a daily value between -1 and +1 that
represented the overall tone of climate-related discourse. Days without tweets were
retained to preserve a continuous daily calendar, which was required for the rolling-

window calculations described below.

The next step was to identify candidate sentiment peaks where the daily average
sentiment departed substantially from the baseline. This was done by calculating a
30-day rolling mean and rolling standard deviation using only the previous 30 days,
excluding the candidate day. This ensured that the threshold reflected the local trend
rather than incorporating the value being tested. A day was flagged as a candidate
peak when its daily average sentiment score fell outside the rolling mean + 2
standard deviation band. This approach follows the rolling mean and standard
deviation threshold logic used by Moutidis and Williams (2020) but applies the

threshold directly to daily average sentiment scores.

These steps produced a daily sentiment time series and a list of candidate peaks
corresponding to days when the daily average sentiment crossed the rolling +2-

standard-deviation threshold relative to its 30-day local baseline.

3.3.2.2 External event validation and event labeling

After the candidate sentiment peaks were identified, the next step was to determine
whether they occurred near a documented climate-related event or reflected random
fluctuations in the sentiment time series. Following the methodological logic of
Effrosynidis et al. (2022), each candidate peak was cross-checked against an
external validation dataset comprising two sources: EM-DAT for natural disasters

and UNFCCC records for COP events.

Before matching, EM-DAT records with incomplete start or end dates were
excluded because candidate peaks could be validated only against events with exact
temporal boundaries. A record was treated as incomplete when any of its start or

end date values was missing, or when it specified only a coarser period, such as a
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month or year, without an exact day. The UNFCCC source was limited to the 10
COP events covered by the study period, which were manually added with their
official start and end dates. These two sources were combined into a single event
list containing the event name, start date, end date, and source.

For each candidate peak, the peak date was cross-checked against this combined
event list using a +£7-day matching window around each documented event. The
choice of the +7-day window is supported by previous research showing that event-
related public attention and sentiment in climate-related X discourse often decay
within about one week after a major event (Cody et al., 2015; Jung et al., 2020). A
candidate peak was retained if its date fell within the buffered interval of at least
one documented event. Candidate peaks without matching events were excluded

from subsequent analysis, as they could not be tied to a known external trigger.

This step produced the validated peak set, which served as input for the impact-

ranking analysis in the following section.

3.3.2.3 Event impact ranking and selection

For each validated peak identified in the previous section, three symmetric event
windows of 1, £3, and +7 days around the peak date were defined. The peak day
itself was excluded from each window because it represented the moment of the
detected sentiment deviation and should not be counted as either pre- or post-event
sentiment. The +7-day outer window matched the one-week decay interval
established in the validation step (Cody et al., 2015; Jung et al., 2020), while the
+1- and +3-day windows provided narrower observation windows for later
comparison of immediate and short-term sentiment change. On each side of the
window, accumulated sentiment change was calculated by summing the absolute
day-to-day changes in daily average sentiment, producing a pre-event accumulated
change over days -7 to -1 and a post-event accumulated change over days +1 to +7.
The combined accumulated score was then defined as the sum of these two values.

This formulation captured the total sentiment turbulence surrounding the event,

29



From Sentiment Peaks to Topics: Analyzing Climate Change Discussions on
Twitter/X.

regardless of whether the shift was anticipatory or reactive, and treated sustained

shifts and sharp, short-lived shifts on the same scale.

After calculating the combined accumulated sentiment score for each validated
peak, the peaks were ranked from highest to lowest. To select the subset of events
that would proceed to the topic modeling step in RQ2, the distribution of combined
accumulated scores was visually inspected with a histogram, and the mean was
compared with the median to assess skewness. Because the aim was to identify
unusually high-impact events in the upper tail of the distribution, the cutoff was
determined using Tukey’s nonparametric interquartile range criterion (Tukey,
1977). Specifically, high-impact events were defined as validated peaks with

combined accumulated sentiment scores above the upper outlier threshold:

combined accumulated score > Q3 + 1.5 X IQR (8)

Where Q3 is the third quartile and IQR is the interquartile range. This step produced
a ranked list of validated peaks that included the pre- and post-event accumulated
changes, their combined accumulated sentiment change, and the high-impact outlier
indicator. These ranked events then served as the basis for the pre- and post-event
sentiment analysis described in the following section and for the topic modeling

analysis in RQ2.

3.3.2.4 Pre- and post-event sentiment analysis

The final step of the temporal trend analysis examined how sentiment changed
before and after each selected event across three event window sizes: £1, +3, and
+7 days. Within each window, the surrounding period was split into a pre-event
period covering days -w to -1 and a post-event period covering days +1 to +w,

where w is the selected window size.

For each period, two complementary measures were computed. First, the average

sentiment score across all tweets in the period was calculated to measure the overall
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sentiment shifts before and after the event. Second, the percentage distribution of
the three sentiment classes (Positive, Neutral, and Negative) assigned by the
validated sentiment model was computed to show how the composition of

sentiment classes changed around the event.

For each event-window combination, the change in sentiment was then calculated
as the difference between the pre- and post-event values. The average sentiment

change was computed as:

AS = Spost - Spre )

where represents the mean sentiment score after the event and represents the mean

sentiment score before the event.

Changes in the sentiment-class distribution were computed as percentage-point

differences:
APpositive = [positive,post — Ppositive,pre (10)
APneutral = Pneutral,post — Pneutral,pre (1 1)
APnegative = negative,post — Pnegative,pre (12)

where and represent the percentage shares of tweets classified as positive, neutral,
and negative, respectively. A positive A indicates an increase after the event, while
a negative A indicates a decrease after the event. The four A measures were
assembled into a results table organized by event rank and window size, with

separate rows for the +1-, £3-, and +£7-day windows for each event.
Finally, the direction and size of the changes were compared across the =1, £3, and

+7-day windows. Events showing the same direction of change across all three

windows were interpreted as having a more sustained sentiment pattern, whereas
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changes that were strongest in the shorter windows but weakened or disappeared in
the +£7-day window were interpreted as sharper but more short-lived reactions. The
pre- and post-event accumulated changes were also compared to assess whether
sentiment turbulence was mainly anticipatory, reactive, or distributed across both
pre- and post-event periods. These patterns provided the basis for interpreting the

event-level results in Section 4.2 .4.

3.3.3 Topic modeling

Topic modeling was applied to the tweet subset described in Section 3.2.2 during
the highest-impact events from RQI1. The analysis used LDA (Blei et al., 2003)
rather than BERTopic for three reasons. First, LDA is the dominant method in the
reviewed climate-X literature (10 of 26 studies in Section 2.3.3), and using it allows
the results to be compared with prior work. Second, LDA's probabilistic topic-word
and document-topic distributions are directly interpretable. Third, BERTopic relies
on UMAP (Uniform Manifold Approximation and Projection) for dimensionality
reduction and HDBSCAN (Hierarchical Density-Based Spatial Clustering of
Applications with Noise) for clustering (Grootendorst, 2022). Both components
introduce stochasticity, complicating replication on small per-event corpora.
Martawidjaja et al. (2025) report higher coherence for BERTopic; whether this

holds on small per-event windows remains an open question.

The model was implemented using the Gensim library in Python (Rehtifek & Sojka,
2010) and structured around three sequential steps. First, a joint window-and-K
screening process used coherence-based evaluation, and the configuration with the
highest coherence was selected as the initial candidate. Second, the candidate model
was tested at neighboring values of K, and the students manually inspected the
results to confirm that the chosen K produced a stable topic structure. Third, the top
words and representative tweets were manually inspected to assign a label to each
topic (Boyd-Graber et al., 2017). If, at this stage, topics appeared overlapping or
fragmented, a different window-and-K configuration was tested, and the robustness

check and interpretability inspection were repeated.
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3.3.3.1 Joint window and K screening

For each of the 10 events identified in Section 3.3.2.3, selecting an appropriate
window size and the number of topics K was treated as a single joint problem rather
than two independent ones. This was because the optimal K depends on how much
textual material is available within the window, while the optimal time window
depends on how concentrated the discussion is around the peak day, which varies
across events. Fixing one parameter before the other risked carrying an arbitrary
choice through the rest of the analysis. Three candidate window sizes were therefore
evaluated, +1, £3, and £7 days around the peak date, together with K values from
3 to 10. The lower bound of K = 3 was chosen because models with only two topics
often produce overly broad thematic divisions with limited interpretive value, while
the upper bound of K = 10 is consistent with the ranges used in stability-based K-
selection studies on comparable corpus sizes (Arun et al., 2010; Greene et al., 2014).
This upper bound was further constrained by the small size of the per-event subsets,
where larger K values would risk producing topics dominated by individual

documents.

For each (event, window) pair, the vocabulary was built only from tweets within
that specific window rather than from the global tweet corpus, so the resulting
topics reflected the discourse of the event rather than the dataset as a whole.
Document-frequency pruning was then applied to remove both rare noise terms and
overly common terms that contribute little to topic differentiation, a standard step
in topic modeling (Blei et al., 2003; Manning et al., 2009). Because the per-event
windows were already small, the pruning thresholds were set at the lower end of
the typical range: tokens appearing in fewer than 2 tweets or in more than 50% of
the tweets within a window were removed, since more aggressive pruning would
have eliminated content-bearing terms along with the noise. Each tweet was then
converted to its bag-of-words representation, and any document whose
representation became empty after pruning was removed from the corpus before

training.
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For each (event, window, K) combination, an LDA model was trained on the
corresponding bag-of-words corpus. To ensure that the only sources of variation
across models were the window size, the number of topics, and the data itself, all
training hyperparameters were fixed across the entire grid, making the resulting
coherence scores directly comparable within and across events. The most
consequential choice concerned the Dirichlet priors a and n, where a controls how
topics are distributed across documents and 1 controls how words are distributed
across topics, which were learned automatically from the data rather than set to
uniform defaults, following Wallach et al. (2009), who showed that informed priors
substantially improve the quality of inferred topics. The remaining training settings:
10 passes through the corpus, 400 iterations per pass, a chunk size of 2,000, and a
fixed random seed for reproducibility, followed the conventions established for

Gensim's LdaModel on corpora of comparable size (Rehtifek & Sojka, 2010).

The quality of each fitted model was evaluated using the ¢ v coherence measure
proposed by Roder et al. (2015), which assesses the semantic consistency of the top
words within each topic and has been shown to align well with human interpretation
of topic quality. For each event, the resulting coherence scores were organized into
a windows x K matrix and visualized as an event-specific heatmap to facilitate
comparison across parameter combinations. The thesis-writing students then
inspected each heatmap and selected the (window, K) combination with the highest
c_v score as the initial candidate configuration for that event. If the topics produced
by this initial candidate were judged uninformative or difficult to interpret, a
different window and K configuration was tested instead, and the robustness check

described in the next section was then carried out on the revised configuration.

3.3.3.2 Robustness check

Selecting the configuration with the highest ¢ v coherence score provided an initial
indication of topic quality, but coherence alone was insufficient to ensure that the
resulting topic structure remained stable. Small differences in coherence between

neighboring K values may still correspond to substantial changes in the underlying
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topic distributions, suggesting that the selected model reflects a local optimum
rather than a robust latent structure (Greene et al., 2014). To reduce this risk, each
candidate model identified in Section 3.3.3.1 was compared with neighboring
models at K - 1 and K + 1, while keeping the event window, vocabulary, and

training hyperparameters fixed.

Following the robustness approach used by Effrosynidis et al. (2022), two
complementary per-topic measures were calculated: topic probability and topic
entropy. Topic probability was the proportion of total topic weight assigned to each
topic across the corpus and was used to assess whether certain topics became
disproportionately dominant or marginal as K changed. Topic entropy measured
how evenly a topic was distributed across tweets within the corpus. Higher entropy
values indicated that a topic appeared across many tweets with moderate
probability, whereas lower entropy values indicated that the topic was concentrated

within a smaller subset of tweets.

To enable compact comparison across events and neighboring K values, the per-
topic measures were summarized with aggregate statistics. Topic probability was
summarized as the probability range, calculated as the difference between the
maximum and minimum topic probabilities within a model. Smaller ranges
indicated a more balanced topic structure, whereas larger ranges suggested that one
or more topics dominated the discussion while others contributed relatively little.
Topic entropy was summarized as the mean entropy across topics, following the

averaging approach used by Effrosynidis et al. (2022).

The robustness outputs were then manually inspected. A candidate K was judged
robust when two conditions were simultaneously satisfied. First, the probability
range at K - 1 and K + 1 remained broadly comparable to the value observed at K,
with no evidence of topic collapse or domination. Second, the mean entropy values
did not show substantial shifts across neighboring K values. When both conditions

were met, the candidate K proceeded to the manual interpretability inspection;
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otherwise, the procedure returned to the screening stage and tested a different

window and K configuration.

The robustness outputs were saved in both detailed per-topic tables and event-level
summary tables to enable transparent comparison across events during the

interpretation stage.

3.3.3.3 Topic labeling

Once a candidate model passed the screening and robustness stages described in
Sections 3.3.3.1 and 3.3.3.2, its topics were labeled to support interpretation of
climate-related discourse around each event. Two inputs were used for labeling: the

top words for each topic and a small set of representative tweets (Boyd-Graber et

al., 2017).

For each topic, the 15 top-ranked words were selected using the relevance metric
of Sievert and Shirley (2014). This metric scores each word by combining its topic
probability with its distinctiveness relative to the rest of the corpus. A parameter A
controls the balance between the two, with higher values favoring probable words
and lower values favoring distinctive ones. The relevance parameter was set to A =
0.2, following Effrosynidis et al. (2022). This choice also fits the data, since the
most probable words in each topic were often event-level terms that appeared across
several topics in the same event, making the topics hard to tell apart. Lowering A

shifted the ranking toward more distinctive words, which made the topics easier to

label.

Two representative tweets were also selected for each topic. Each tweet was first
assigned to its dominant topic, defined as the topic with the highest probability in
its distribution. The two tweets with the highest dominant-topic probability were

then kept.
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Using the top 15 words and the two representative tweets, each topic was manually
labeled. The words established the topic's broad theme, and the tweets clarified its
meaning in context. Because labeling is interpretive, the labels reflect the authors'
reading of the underlying words and tweets. If the inspected topics appeared
overlapping or fragmented at this stage, the candidate was rejected, and the
procedure returned to the screening stage in Section 3.3.3.1 to test a different
window and K configuration. Afterward, the robustness check and the
interpretability inspection were repeated. Otherwise, the labels formed the final
output of the topic modeling stage and were used in Section 4.3.3 to interpret the

climate-related discourse around each event.
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4. Result

The results are presented in the same order as the methodology. Section 4.1 reports
the manual annotation outcomes and compares the performance of VADER and
Twitter-RoBERTa, which together justify the choice of sentiment classifier.
Section 4.2 presents the temporal trend, the detected candidate peaks, the external
event validation step, and the resulting top 10 high-impact events, along with their
pre- and post-event sentiment patterns. Section 4.3 reports the topic modeling
results for the 10 events, including the window-and-K screening, the robustness

check, and the final labeled topics.

4.1 Sentiment model comparison

The first stage of the results addresses the choice of sentiment classifier, following
the two-step procedure described in Section 3.3.1. The manual annotation outcomes
are presented first (Section 4.1.1), followed by a performance comparison of

VADER and Twitter-RoBERTa on the manually annotated subset (Section 4.1.2).

4.1.1 Manual annotation

Following the procedure described in Section 3.3.1.1, manual annotation was
conducted in three phases (pilot, discussion, and final), with Cohen's kappa
measured at each stage. Table 4 presents the label proportions assigned by each

annotator across the three annotation phases.

Table 4: Annotation label proportions across annotation phases

An;ﬁ;aszon Dataset size | Annotator Positive Neutral Negative
. Student 1 0.117 0.267 0.617
Pilot Phase 60
Student 2 0.1 0.2 0.7
Discussion 120 Student 1 0.092 0.258 0.65
Phase Student 2 0.108 0.208 0.683
t t1 0.164 0.263 0.573
Final Phase 384 Studen 37
Student 2 0.154 0.227 0.617
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During the pilot phase, the negative class dominated for both annotators (Table 4).
The observed proportional agreement was P, = 0.867, with 52 of 60 tweets
receiving the same label. The expected agreement by chance was P, = 0.497,

yielding a Cohen's kappa score of k = 0.735.

During the discussion phase, after reviewing the disagreements from the pilot
phase, both annotators again assigned the majority of labels to the negative class
(Table 4). The observed agreement increased to P, = 0.925, with 111 of 120 tweets
receiving the same label. The expected agreement by chance was P, = 0.508,

yielding « = 0.848.

In the final phase, after resolving disagreements from the discussion phase, the full
set of 384 tweets was labeled. The negative class remained the most frequent,
though its share decreased compared with earlier phases, while the positive class
increased (Table 4). The observed agreement was P, = 0.922, with 354 of 384
tweets receiving the same label. The expected agreement by chance was P, = 0.438,

yielding a Cohen's kappa score of kK = 0.861.

Following the final phase, only the 354 tweets on which both annotators assigned
the same label were carried forward as the ground truth for model evaluation. This
reduction from 384 to 354 corresponds to a decrease in the confidence level from
95% to approximately 94.1% in the finite population correction formula (Equation

2), while the other parameters (p = 0.5, e = 0.05) remain unchanged.

4.1.2 VADER and Twitter-RoBERTa performance comparison

Following the procedure described in Section 3.3.1.2, Table 5 presents the joint
confusion matrices for VADER and Twitter-RoBERTa, showing each model's

class-specific misclassification patterns on the manually annotated subset.
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Table 5: Confusion matrices for VADER and Twitter-RoBERTa on the 354-tweet
manually annotated subset

Manual Predicted Predicted Predicted
Model o s .
label positive neutral negative
positive 45 5 5
VADER neutral 32 19 29
negative 70 30 119
Twi positive 39 16 0
witter-
RoBERTa neutr.al 6 59 15
negative 3 51 165

The two models produced notably different error profiles. VADER correctly
predicted 45 positive tweets and 119 negative tweets but performed less reliably
elsewhere: it heavily over-predicted the positive class, mislabeling 70 negative and
32 neutral tweets as positive, and severely under-predicted the neutral class,
correctly identifying only 19 of the 80 neutral tweets. Twitter-RoBERTa showed
the opposite tendency, with a stronger, more balanced classification pattern,
especially for the positive and negative sentiment classes. It correctly predicted 39
positive tweets and 165 negative tweets, and avoided direct polarity reversals
almost entirely: no positive tweets were misclassified as negative, and only 3
negative tweets were misclassified as positive. However, it misclassified 16
positive and 51 negative tweets as neutral. Both models found the neutral class the
most challenging, though to very different degrees: Twitter-RoBERTa correctly
predicted 59 of the 80 neutral tweets, whereas VADER’s 19 correct predictions
made the neutral category its weakest. The overall model performance is

summarized in Table 6.

Table 6: Aggregate performance metrics for VADER and Twitter-RoBERTa

Model Accuracy Precision Recall F1
VADER 0.517 0.479 0.533 0.456
Twitter-

RoBERTa 0.743 0.732 0.733 0.719
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Based on these results, particularly the higher macro F1 score, Twitter-RoBERTa
was selected as the sentiment classifier for subsequent analyses of temporal trends

and event detection.

4.2 Temporal trend and event detection results

Building on the sentiment classifier selected in the previous section, this chapter
presents the temporal trend and event-detection results using the four-step
procedure described in Section 3.3.2. The daily sentiment series and detected
candidate peaks are described first (Section 4.2.1), followed by a cross-check
against the external event validation dataset (Section 4.2.2), ranking the validated
peaks into the top 10 high-impact events (Section 4.2.3), and the pre- and post-event

sentiment patterns around these events (Section 4.2.4).

4.2.1 Daily sentiment and detected peaks

Using the procedure described in Section 3.3.2.1, the Twitter-RoBERTa sentiment
scores were aggregated into a daily sentiment time series. Figure 4 shows the daily
average sentiment over the full study period, along with the +2-standard-deviation

rolling detection band and the candidate peaks identified by the peak-detection

procedure.
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Figure 4: Daily average sentiment with the detected candidate peaks

The figure shows that the daily average sentiment fluctuated throughout the study

period and remained predominantly negative, indicating that the overall tone of
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climate-related discourse on X was negative on most days. Daily averages were
notably more volatile in the earlier portion of the time series, corresponding to the
historical X Sentiment Dataset described in Section 3.1.1 rather than the data
collected for this study. From 2017 onward, the daily series stabilized within a
narrower negative range, and the detection band tightened accordingly. The
candidate peaks (days whose daily average sentiment fell outside the rolling
detection band, described in section 3.3.2.1) identified by the rolling-threshold rule
were distributed across the full study period in both directions, although negative
peaks were considerably more frequent than positive peaks, reflecting the overall
negative skew of the daily series. In total, the procedure flagged 244 candidate

peaks, consisting of 64 positive and 180 negative cases.

4.2.2 Validated events

Following the peak-detection step, the 244 candidate peaks were cross-checked
against the external event validation dataset described in Section 3.3.2.2. Table 7
summarizes the records loaded from each source, the records used after

methodological exclusions, and the number of records excluded.

Table 7: Source records used in the external event validation step

Source Records loaded Records used Records excluded
EM-DAT 4,536 4,055 481
UNFCCC COP 10 10 0
events
Candidate peaks 244 244 0

A total of 4,536 EM-DAT disaster records and 10 UNFCCC COP events were
loaded as the external reference. Of the EM-DAT records, 481 were excluded due
to incomplete date information (a missing date value or only a coarser period
without an exact day, as defined in section 3.3.2.2). The remaining 4,055 EM-DAT
records were combined with the 10 UNFCCC COP events to form a combined

reference list of 4,065 documented climate-related events.
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All 244 candidate peaks fell within the +7-day matching window of at least one
event in the combined reference set. This complete validation rate likely reflects the
density of EM-DAT records across the study period, indicating that the external
validation step did not remove any candidate peaks. This does not prove that each
candidate peak was caused by a specific external event. With over 4,000
documented events spanning 11 years, nearly any date falls within +7 days of at
least one recorded disaster. The validation step therefore serves a conservative
filtering purpose, confirming that no candidate peak occurred in a period entirely
free of documented climate-related activity, rather than establishing a direct causal
link between each peak and a specific event. The identification of What was actually
discussed during these peaks is then examined through topic modeling in RQ2. As

a result, the full set was carried forward to the impact-ranking analysis.

4.2.3 Top 10 high-impact events

Each validated peak was ranked according to its combined accumulated sentiment
change, as described in Section 3.3.2.3. Figure 5 shows the distribution of the

combined accumulated scores across all 244 validated peaks.

Distribution of Combined Accumulated Sentiment Change

Number of validated peaks

- - [ ] N w w
o o =1 a =] &
L L L s L L

w
L

oL, : . ‘ . [ ]

0.5 1.0 1.5 2.0 2.5 3.0 3.5 4.0
Combined accumulated sentiment change

Figure 5: Distribution of combined accumulated sentiment change across the 244
validated peaks
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The mean was 1.6, and the median was 1.49, indicating mild right skew. The
histogram confirms this shape: most validated peaks fall between approximately
0.8 and 2, with a thinning right tail extending to roughly 4.

Because the distribution was right-skewed, the Tukey nonparametric interquartile
range criterion (Equation 8) was applied to identify upper-tail outliers as high-
impact events. With Q1 = 1.18, Q3 = 1.85, and IQR = 0.67, the upper outlier
threshold was Q3 + 1.5 x IQR = 2.86. A total of 10 validated peaks exceeded this
threshold, were classified as high-impact events, and were included in the topic
modeling analysis in RQ2. These 10 events are listed in Table 8 and ranked by their

combined accumulated sentiment score.

Table 8: Top 10 high-impact events ranked by combined accumulated sentiment

change
Real world Pre-event Post-event Combined
Rank Date accumulated | accumulated | accumulated
events
change change score
Louisiana floods
1 2016.08.11 / India floods 2.21 1.843 4.054
El Nifio mega-
2 2016.01.05 | drought/ winter 1.919 2.063 3.982
storm
India&
Bangladesh
3 2016.01.03 earthquake/ 1.472 2.174 3.646
Australia
bushfires
Indonesia
4 | 20160114 | carthquake/ 1.877 1.764 3.646
Australia
bushfires
5 | 2016.05.15 | Fort McMurray 2.62 0.823 3.444
wildfires
6 | 20150004 | ArcticvisiV 0.381 3.055 3.437
Hurricane Erika
7 | 2015.10.23 |  Hurricane 1.913 1.419 3332
Patricia, Mexico
Winter Storm
8 2016.01.16 Jonas (USA) 2.583 0.552 3.135
9 | 2016.05.10 | FortMcMuray 1.577 1.532 3.11
wildfires
Cyclone
10 2016.02.20 Winston(Fiji) 1.675 1.33 3.005
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The combined accumulated scores ranged from 3.005 to 4.054, all above the Tukey
threshold of 2.86. Eight of the 10 events occurred in 2016 and two in 2015,
consistent with the higher daily-sentiment volatility observed in Section 4.2.1. In
seven of the 10 cases, the pre-event accumulated change exceeded the post-event
change, while in 3 cases the post-event change was larger. The clearest post-event-
driven case was the event on 2015.09.04 (Table 8). These 10 events, therefore, form

the basis for the pre- and post-event sentiment analysis.

4.2.4 Pre- and post-event sentiment patterns

To examine how sentiment changed before and after each high-impact event, the
four A measures (AS, APy ositives APneutrats APnegative) Were computed for the three
event windows of =1, £3, and +7 days, following the procedure described in Section
3.3.2.4. The results, shown in Table 9, are ordered by rank, with three rows per

event.

Across the ten events, the direction of AS was consistent across all three windows
for seven events and changed sign across windows for the remaining three. Among
the seven directionally consistent events, the post-event period was, on average,
more negative than the pre-event period for four events (ranks 4, 6, 7, and 9) and
more positive for three events (ranks 1, 2, and 10). The three directionally
inconsistent events (ranks 3, 5, and 8) showed a AS of one sign in the £1 window
and the opposite sign in the +3 and £7 windows, indicating that the immediate
response and the broader surrounding period moved the discourse in opposite

directions.
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Table 9: Pre- and post-event A measures for the ten high-impact events across the
+1, +£3, and +7 day windows

Rank Date Window | AS AP, ositive | APyeutral | APnegative
o 0.33 3333 3333 0
| 2016.08.11 5 0.09 1538 11,54 1385
7 0.02 0.6 5.4 4.64
1 0.22 11071 46.43 3571
o | 2016.0L.05 0.15 9.85 2.8 75
7 0.13 2.16 2385 217
1 2023 0 25 25
3 | 2016.01.03 T 0.07 6.41 4.49 1109
7 0.07 2081 14.93 1412
1 022 29.09 455 455
4 | 20160114 7 20.16 110,53 1737 26.84
7 0.1 421 5.84 1.63
o 0.15 0 110 10
5 | 2016.05.15 75 20.09 6.67 333 10
7 20.09 321 455 7.75
| 2033 11429 714 2143
6 | 2015:09.04 T4 20.05 5.24 116.19 10.95
7 0.12 111 113.52 14.63
| 043 20 10 10
7 | 2015.10.23 4 2035 114 2132 3272
7 02 531 1344 18.75
o 0.21 0 50 50
g | 2016.01.16 /4 018 110,53 21.05 110,53
7 0.12 904 1234 31
o 20.07 0 6.67 6.67
g | 2016:05.10 75 20.05 20.64 449 513
7 0.17 454 579 1033
I 0.33 3333 3333 3333
10 | 2016:02.20 4 0.02 433 2.16 26.49
7 0.07 2029 13.16 112.87

The magnitude of AS also varied across window sizes within each event. For four

of the seven directionally consistent events (ranks 2, 4, 7, and 9), the magnitude of

AS at +1 was comparable to the magnitude at +7, indicating that the shift was

sustained across the full week surrounding the event. For the remaining three events

(ranks 1, 6, and 10), AS at +1 was substantially larger than AS at +7. For instance,
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events 1 and 10 showed a substantially larger shift at =1 than at £7, indicating that
the sentiment shift was sharp but short-lived and had largely faded by the end of the
week. Combined with the analysis in Section 4.2.3, only ranks 5 and 8 showed
strongly anticipatory turbulence, while the remaining predominant events had a
more balanced pre and post split. Therefore, the overall picture is one in which most
high-impact events were preceded by a build-up of sentiment turbulence and then
either sustained their shift through the surrounding week (events 2, 4, 7, 9) or

produced a sharp, immediate response that decayed quickly (events 1, 6, 10).
The AP measures complement AS by showing how the discourse composition

changed alongside its overall tone. Events with a positive AS (ranks 1, 2, and 10 in
the directionally consistent set) generally showed an increase in either AP, g;tipe OF

APy eyirar and a corresponding decrease in APpegqtive, While events with a negative

AS (ranks 4, 6, 7, and 9) generally showed the opposite pattern. The absolute AP
values were generally largest in the +1-day windows. With few tweets in those
windows, a single tweet changing category can produce a large shift, and these
values reflect individual tweets rather than broad changes in discourse. For instance,
event 8 in the £1 window shows shifts of +50 in APyey¢rq; and -50 in APpegative
based on only nine tweets in total. These patterns indicate that the high-impact
events differed not only in the magnitude of sentiment change, but also in whether
the change reflected stronger negativity, reduced negativity, or a redistribution of

tweets between the neutral and the two polar sentiment categories.

4.3 Topic modeling results

The final part of the results examines what was actually discussed around the 10
high-impact events identified in Section 4.2.3, following the three-ste p procedure
described in Section 3.3.3. The window and K screening results are presented first
(Section 4.3.1), followed by the robustness check for each selected configuration

(Section 4.3.2) and the final labeled topics for each event (Section 4.3.3).
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4.3.1 Window and K screening and selection

Following the procedure described in Section 3.3.3.1, coherence-based window-
and-K screening was applied to each of the 10 high-impact events. Coherence
patterns varied across events, indicating that no single window size or topic number
consistently produced the strongest topic structure. Figure 6 presents the coherence
heatmap for Event 4, and Figure 7 presents the heatmap for Event 9. The remaining
heatmaps are provided in Appendix E.

Coherence heatmap: event_4
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Figure 6: ¢_v coherence scores across topic numbers (K) and event-window sizes
for Event 4

Coherence heatmap: event_9
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Figure 7: ¢_v coherence scores across topic numbers (K) and event-window sizes
for Event 9

Event 4 was the only event for which all three window sizes produced complete
coherence rows; the £3-day window outperformed both the =1-day window, which
was substantially lower across all K values, and the +7-day window, which

produced moderately weaker scores. In contrast, Event 9 shows only a partial +1-
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day row, reflecting cases in which the number of surviving tweets after
preprocessing was too small for reliable model estimation, so the corresponding
parameter combinations were excluded from the screening stage. The selected

initial and final candidate configurations for all 10 events are reported in Table 10.

Table 10: Initial and candidate window and K (number of topics) configurations

for each event

Initial Initial Candidate

Events | Selected window K coherence | Candidate K | coherence
score score
Event 1 +7d 9 0.706 5 0.643
Event 2 +7d 9 0.728 5 0.657
Event 3 +7d 10 0.714 6 0.653
Event 4 +3d 9 0.667 4 0.651
Event 5 +7d 10 0.698 6 0.66
Event 6 +3d 7 0.656 4 0.609
Event 7 +3d 3 0.699 4 0.697
Event 8 +3d 5 0.681 3 0.662
Event 9 +7d 10 0.655 6 0.588
Event 10 +3d 10 0.775 5 0.773

Table 10 summarizes the screening outcome for all 10 events. For each event, it
reports the K value with the highest coherence within the selected window (Initial
K) and the K value retained after manual inspection of the topics (Candidate K).
The results show variation in both the selected window size and the candidate
number of topics across events; most events produced their strongest coherence
values within either the £3-day or +7-day window, and no event selected the +1-

day window as its candidate configuration.

For 9 of 10 events, the initial K was reduced after inspection because the higher-K
models in the same window produced topics with overlapping and redundant
themes. The largest reductions occurred for Events 1, 2, 3, 5, and 9, where K was

lowered by four or more topics relative to the initial value, while smaller reductions
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were applied to Events 4, 6, 8, and 10. Event 7 was the only case in which K was
increased after inspection, rather than decreased, with the candidate K = 4
producing more distinct topics than the initial K = 3 at almost identical coherence.
The candidate configurations reported in Table 10 were then carried forward to the

robustness check in the next section.

4.3.2 Robustness check

Following the procedure described in Section 3.3.3.2, each candidate was evaluated
by comparing it with neighboring topic models at K - 1 and K + 1. Table 11 presents
the full per-topic robustness results for Event 9 as an illustrative example, while the

remaining per-event tables are provided in Appendix F.

Table 11: Per-topic probability and entropy values for Event 9 across neighboring
topic models (K-1, K, K+1)

Topic K-l. . K-1 K N K K+1. . K+1
Probability | Entropy | Probability | Entropy | Probability | Entropy
0 0.212 3.242 0.259 3.318 0.178 3.04
1 0.134 2.979 0.145 2.962 0.079 2.773
2 0.156 3.079 0.164 3.074 0.14 2.932
3 0.326 3.425 0.206 3.162 0.257 3.285
4 0.172 3.113 0.08 2.796 0.081 2.748
5 - - 0.146 3.031 0.059 2.815
6 - - - - 0.206 3.141

For Event 9, topic probabilities varied moderately across neighboring K values, but
no topic collapsed to near-zero probability or dominated the distribution at any of
the three K values, and the mean topic entropy declined gradually across K,

indicating that the topic structure around the candidate model remained stable..
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Table 12 summarizes the candidate model for each event, reporting the minimum

and maximum topic probability, the mean topic entropy, and the ¢ v coherence

score at the candidate K.

Table 12: Robustness summary across all ten events

Even | Selected w Coherence | Min_topic_pr | Max_topic_pr | Mean_en
t indow _score obability obability tropy
eVelm 7 0.643 0.152 0.233 3.191
eVeznt 7 0.657 0.147 0.256 3.001
eVZnt 7 0.653 0.143 0.189 2.938
eVZnt 3 0.651 0.188 0.316 2.492
eV?jnt 7 0.66 0.132 0.205 2.973
eve6nt 3 0.609 0.193 0.367 2.447
eVe7nt 3 0.697 0.156 0.32 2.52
eVegnt 3 0.662 0.308 0.347 2.563
eVegm 7 0.588 0.08 0.259 3.057
eVlegt 3 0.773 0.104 0.306 2.962

The selected candidate models remained stable across neighboring K values. Topic

probabilities stayed within a narrow band across K - 1, K, and K + 1 for most events,

and no single topic became disproportionately dominant or marginal with small

changes in K. Mean entropy decreased only slightly as K increased, as expected,

since higher K spreads the corpus across more topics. Events 7, 8, and 9 showed

larger fluctuations in topic probabilities between neighboring K values, but the

absolute values remained comparable, and entropy stayed smooth in all three cases,

with no evidence of topic collapse. All 10 candidate K values satisfied the two

robustness conditions described in Section 3.3.3.2 and were retained as the final
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topic models for the labeling stage in the next section, with no event needing to

return to the screening stage.

4.3.3 Final topics per event

Following the manual labeling procedure described in Section 3.3.3.3, each topic
within each event was labeled using the top 15 relevance-ranked words and the top
2 representative tweets. Event 9 is used as the illustrative case, which is shown in
Table 13, while the remaining 9 events, including the full top 15 words and both

representative tweets, are reported in Appendix G to allow alternative readings.

Event 9 covers the broadest thematic range of the 10 events, spanning physical
climate impacts (food security, coral bleaching), regional vulnerability (the Middle
East), denial and attacks on scientists, the gap between concern and action, and
international climate warnings. Examining the words and tweets side by side shows
how the labels were derived. For Topic 0, the recurring co-occurrence of food,
security, crop, yield, and rainfall with tweets discussing the agricultural impacts of
temperature and rainfall variability supports the “climate change and food security”
label. For Topic 4, the cluster of coral, bleaching, reef, and water with tweets about
marine ecosystems and water-related harm anchors the “coral bleaching and water
impacts” label. Applying the same procedure to all 10 events produced the topic
labels reported in Table 14. The table also lists the peak date and selected window
for each event. The number of topics retained per event ranged from 3 (Event 8) to

6 (Events 3, 5, and 9), with most events falling in the 4-5 range.
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Table 13: Full topic detail for Event 9 (+7d, K = 6)

Label

Top 15 relevant
words

Representative tweets

climate change
and food security

temp; one; right;
visualization;
convincing; science;

security; variability;
rainfall; crop; see;
like

study; increase; yield,;

climatechange impacts fokd
security as crop yields decl ne
due to changes in temp rainfall
increased climate variability ||
climatechange i pacts food
security as crop yields decline
due to changes in temp rainfall
increased climate variability

gap between
concern and action

even; solution; bad;

action; take; almost;

water; washington;

global; part; well;

lead; solve; people;
know

why even the people who
worry the most about
climatechange often take little
action washington post || rt silly
sardonic almost everything you
know about climatechange
solutions is outdated part

climate change in
the Middle East

directly; talk; east;

back; change; middle;

terrorism; face; part;

global; africa; north;

tickeruninhabitable;
go; hot

world faces mass migration
from the middle east and north
africa due to climatechange ||
climatechange may make parts
of middle east
tickeruninhabitable

attacking climate

scientists

new; mean;
environment; man;
trump; climate; get;
come; big; face;
planet; scientist;
back; make; coral

you mean some biased
scientists getting big to slant
false data to come up with

ridiculous headline news4idiots
|| rt barry davies
howshouldwevote latimeralder
federalbritain mjs64 you mean
the dodgy unproven man made
climate ch

coral bleaching
and water impacts

bleach; coral; water;

go; almost; snow;

world; middle; see;

make; planet; bad,

environment; add;
study

goptp nothing to see here rt
world bank the way
climatechange is really going to
hurt us is through water || the
middle of the nevada desert mi
from death valley almost june
snow packed mtn

globalwarming liberal liars

international
climate warnings

could; fight; add;
solve;
tickeruninhabitable;
africa; north; hot;
washington; big;
need; terrorism;

climatechange could make
north africa and middle east
tickeruninhabitable via || un
chief believes the world s crises
could be solved by fighting

world; east; middle

globalwarming

53



From Sentiment Peaks to Topics: Analyzing Climate Change Discussions on
Twitter/X.

Table 14: Topic labels for each ten events

Event Event Win. | K Topic labels
date

floods and climate change impacts; climate science
| 11Aug | 174 | 5 and political debate; rising seas and temperature
2016 records; climate urgency and activism; environment
criticism

warm winters and El Nifio impacts; extreme weather
blame and skepticism; political accountability post-

2 R L . .
2016 Paris; climate activism and events; tackling global
warming
climate change and food security; record heat; climate
3 3 Jan +7d | 6 change through art; climate action; climate change
2016 denial; warm winters and El Nifio impacts
Obama and climate action; Obama SOTU and climate
4 14Jan | 434 | 4 progress; global warming humor; political
2016 accountability post-Paris

climate change and food security; winter weather and
5 15May | 174 | 6 climate skepticism; Trump and climate skepticism;
2016 rising seas and wildlife threats; climate change as a
global threat; business blaming climate change

global warming skepticism; climate change impacts in
6 4 Sep +3d | 4 | Uganda; Obama Arctic visit; Obama climate warning
2015 in Alaska

world leaders and climate action; coal industry and
7 230ct | 139 | 4 climate change; wildlife threatened by warming;
2015 climate change debate and solutions

2 16Jan | 434 | 3 Obama and climate action; Obama vs climate deniers;

2016 public opinion on climate change

climate change and food security; gap between
9 10May | 174 | 6 concern and action; climate change in the Middle
2016 East; attacking climate scientists; coral bleaching and

water impacts; international climate warnings

debating human responsibility for climate change;
10 20Feb | 134 | 5 climate impacts and adaptation; climate science
2016 education; public figures questioned on climate;

climate research and solutions
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The labels in Table 14 fall into three broad categories. The first concerns topics
anchored to political figures, appearing in four events and most often relating to
climate policy announcements or speeches. The second is climate skepticism and
denial, appearing in six events (1, 3, 5, 6, 8, and 10) and taking several distinct
forms, including generic denial, satellite-data pause claims, winter-weather
mockery, and skepticism led by political figures. The third is physical impacts and
consequences, including recurring themes such as climate change and food security
(Events 3, 5, and 9), warm winters and El Nifo impacts (Events 2 and 3), and
wildlife threatened by warming (Events 5 and 7).

The topic labels were then compared with the two validation datasets used in
Section 3.3.2.2: EM-DAT (recorded disasters) and the UNFCCC dataset (COP
events). For each event, both datasets were checked for entries within =7 days of

the peak date.

The UNFCCC dataset returned no matches for any of the 10 events because none
of the peaks fell within a COP window. The EM-DAT dataset returned many
disaster entries per event window, but only some aligned with the topic labels.
Event 1 showed the clearest correspondence: the window included the India floods
and the Louisiana floods (United States), among several others, and the topic
“floods and climate change impacts” reflects this directly. Events 2 and 3, which
overlap in early January, included extreme cold spells across Europe and Asia, the
Australian Yarloop bushfires, and Cyclone Ulla; these align loosely with the “warm

winters and El Nifio impacts” topic that appears in both events.

For the remaining seven events, disasters were present in the windows but did not
surface as topics. Event 7 included Hurricane Patricia, and Event 10 included
Cyclone Winston, yet neither appeared in the labeled topics, which centered on
climate policy and debate themes. Events 5 and 9 both included the major Fort
McMurray wildfire in Canada, which likewise did not emerge as a topic in either
model. Events 4, 6, and 8 were dominated by topics about political figures and

policy speeches.
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This pattern suggests that the two validation datasets cover only one of the drivers
behind these sentiment peaks. EM-DAT captures physical disasters and works well
for events where the discussion is dominated by an unfolding event of that kind, as
in Event 1. UNFCCC captures formal climate negotiations but, for the 2015-2016
period studied here, contains no events that overlap the identified peaks. The
remaining seven events appear to have been driven by political speeches, policy
announcements, and scientific or media coverage that fall outside the scope of both

validation datasets.
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5. Discussion

This study aimed to identify which climate-related events surrounded the largest
sentiment shifts on X and what topics defined the discourse during those moments.
The primary contribution is an integrated pipeline that connects sentiment
classification, data-driven peak detection, and event-specific topic modeling into a
single workflow. Applied here, it shows that political framing appears to be a
stronger driver of sentiment peaks than physical disasters in this climate-related X
dataset. The individual components serve that larger aim: the model comparison
establishes which classifier is appropriate for the pipeline, peak detection identifies
which moments to examine, and topic modeling reveals what was actually

discussed during those moments.

The sentiment model comparison revealed a clear performance gap between the two
classifiers, with Twitter-RoBERTa achieving a macro F1-score of 0.719, compared
with VADER's 0.456. This aligns with Martawidjaja et al. (2025), Shahbazi et al.
(2025), and Uthirapathy and Sandanam (2023). No reviewed work had directly
benchmarked this specific pair on a manually annotated climate subset, making the
comparison itself a methodological contribution. The confusion matrices add
further nuance: VADER overpredicted positive sentiment and rarely identified
neutral tweets, while Twitter-RoBERTa tended to classify polar tweets as neutral.
If positive and negative tweets were misclassified at different rates, downstream
sentiment shifts may be both understated and directionally distorted.

Beyond classifier performance, the temporal analysis produced several important
observations. Identifying peaks using a data-driven rolling-threshold procedure
improves transparency and reproducibility compared with the predetermined-event
designs used in most of the reviewed studies (Martirano et al., 2023; Omar Bali,
2023; Jung et al., 2020). That said, all ten high-impact events occurred in 2015-
2016, which may reflect genuine political turbulence around COP21 and the early
Trump campaign, but is also partly explained by the older portion of the dataset

being more volatile, mechanically producing more threshold crossings. A more
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uniformly collected corpus would allow the method to distribute results more

evenly across the full study period.

A second temporal observation concerns the pre- and post-event balance. In seven
of the 10 events, sentiment shifted more strongly before the peak day than after,
challenging the common assumption that events trigger reactions. X data alone
cannot distinguish between these interpretations, but the finding matters on two
levels: methodologically, it questions whether +7-day windows in climate-X
research capture clean reactions or broader ongoing conversations; and for climate
communication, it highlights the role of anticipatory media framing in shaping

public sentiment before events even occur.

The topic modeling results reveal a second major finding. Across the 10 events,
LDA topics clustered around political figures, climate skepticism and denial, and
physical climate impacts. Skepticism and denial appeared in six events, political
figures in four, while direct discussion of physical impacts was less prominent than
expected. This supports the polarization findings of Souza et al. (2025) and the
political-framing findings of Omar Bali (2023) and Martirano et al. (2023). The
implications for climate communication are worth noting: the moments when
online climate discourse is most emotionally active appear to coincide with
heightened contestation and counter-framing rather than collective concern. This
reinforces the polarization dynamic described in the literature (Cody et al., 2015);
increased visibility does not automatically translate into broader public agreement.
Shangguan et al. (2021) did find strong sentiment spikes around physical disasters
such as Hurricane Dorian and the Australian bushfires, so the political dominance
observed here may partly reflect the specific intensity of the 2015-2016 period

rather than a universal pattern.
In 9 of the 10 events, the final topic count was lower than the value that produced

the highest coherence score, because higher-K models produced overlapping or

fragmented topics upon manual inspection. This supports the argument that
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coherence scores alone are insufficient for selecting K in small event-based corpora
and contrasts with studies such as Baguio et al. (2023) and Shangguan et al. (2021),

which selected K heuristically without robustness testing.

The validation stage further complicates these interpretations. Although all 244
candidate peaks matched at least one EM-DAT record within the +£7-day window,
this rate reflects the density of the reference dataset, which includes over 4,000
disaster records across 11 years, rather than a meaningful alignment. The topic-
level comparison is more informative: EM-DAT aligned with LDA topics only in
Event 1, where flood-related discussion matched the India and Louisiana floods,
while UNFCCC produced no matches at all. One possible interpretation is that the
validation framework is structurally underfit to the discourse it is meant to validate,
since political speeches, election campaigns, and media debates fall outside both
EM-DAT and UNFCCC. A related limitation may also be present in Effrosynidis
et al. (2022), which reported only a limited correlation between disaster severity
and sentiment change. Future frameworks should therefore include IPCC releases,
policy announcements, and public statements by political figures. The complete
absence of COP events from the 10 peaks also raises a broader question: if
international climate negotiations are not associated with measurable sentiment
peaks in this dataset, their role as communication moments, not just policy

moments, may be worth reconsideration.

Taken together, these findings demonstrate what the integrated pipeline produces
when applied to climate-related X data. Among reviewed studies, this is the first to
combine a manually validated sentiment classifier, automatic rolling-threshold
peak detection, external event validation, and event-specific topic modeling in a
single connected workflow. The value of that integration is that it reveals something
the individual components could not: that the largest emotional responses in climate
discourse are tied to political conflict and media framing rather than to physical
disasters or international negotiations. The data-driven design identified a different

set of events than predetermined approaches would have; pre-event sentiment shifts
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challenge the trigger-and-reaction model, and the validation results show that
matching peaks to external datasets is more complex than it first appears. Together,
these answers address RQ1 by showing that the largest sentiment shifts were more
closely linked to politicized climate discourse than to disasters alone, and RQ2 by
showing that event-specific topic modeling reveals recurring themes of political
framing, skepticism, and climate impacts during those moments. Beyond the
technical contribution, the findings suggest that the most emotionally charged
moments in climate-related X discourse tend to attract counter-framing and denial
alongside genuine concern, and that international climate events are largely absent
from those moments. For researchers and practitioners in climate communication,
public engagement, and media studies, this matters: understanding what drives
emotional responses to climate change, and what kind of discourse those responses

produce, is as important as developing better tools to measure them.
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6. Conclusion

This study set out to develop a transparent sentiment-to-topic pipeline for climate-
related X discourse and to use it to identify which climate-related events surrounded
the largest sentiment shifts and which topics defined the discussion around those
moments. Based on the literature review, no other study has combined a manually
validated sentiment classifier, an automatic rolling-threshold peak-detection step,
an external event-validation stage, and event-specific topic modeling within a single
connected workflow. Applied to a 132,467-tweet corpus covering April 2015 to
March 2026, the pipeline selected a validated classifier, identified 10 high-impact

sentiment events, and produced a labeled set of LDA topics for each event.

To establish the sentiment classifier used in the event analysis, a comparison of the
354-tweet annotated ground-truth subset clearly favored Twitter-RoBERTa over
VADER, with macro Fl-scores of 0.719 and 0.456, respectively. Twitter-
RoBERTa was therefore applied to the full corpus to construct the daily sentiment
series used in subsequent stages. In response to the first research question, the
rolling-threshold procedure flagged 244 candidate sentiment peaks, of which 10
were retained as high-impact events after Tukey filtering. All 10 high-impact events
occurred in 2015 and 2016, a pattern that should be interpreted cautiously, as the
earlier part of the corpus showed higher daily-sentiment volatility. Seven of the 10
events showed a stronger sentiment shift before the peak day than after it, indicating
that several of these moments reflected ongoing discourse build-ups rather than
clean before-and-after reactions to isolated events. The cross-check against EM-
DAT disasters and UNFCCC COP records aligned closely with the topic-level
discussion in only one case, the 2016 floods covered in Event 1, with two further
events showing looser correspondence. This suggests that the largest shifts were
more closely associated with political and media framing than with physical

disasters or formal climate negotiations.
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In response to the second research question, the labeled LDA topics for the 10
events fell into three recurring categories: discussions centered on political figures
and policy speeches; climate skepticism and denial; and physical climate impacts,
such as floods, food security, and warming-related wildlife threats. Skepticism and
denial themes appeared in six of the 10 events, while political-figure topics
appeared in four. Direct discussion of physical climate impacts was present but less
dominant than expected, given the literature that emphasizes disaster-driven climate
discourse. The topic modeling stage also showed that coherence scores alone were
insufficient for small event-based corpora, as several higher-coherence models
produced overlapping or fragmented topics. Therefore, combining coherence
screening with robustness checks and manual interpretability inspection produced

more defensible topic structures.

Taken together, the findings show that the largest shifts in climate-related X
sentiment during the studied period did not appear to be primarily reactions to
disasters or COP events, but instead reflected discourse shaped by political and
media framing around climate policy, public figures, and contested interpretations
of climate change. For future climate-discourse research, the pipeline developed
here offers a reproducible alternative to anchoring analyses on pre-selected events,
and the validation results indicate that richer reference datasets, including policy
announcements, [PCC report releases, and major public statements, would be
needed to validate sentiment peaks that arise outside the disaster and COP reference

datasets used in this study.
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7. Limitations and future work

The main limitations of the thesis and possible directions for future work are

presented in the same methodological sequence as the study.

Starting with the literature review, the database search was limited to Scopus, IEEE
Xplore, and Google Scholar. Although these sources provided broad coverage of
peer-reviewed, computer science-related literature, including additional databases
such as Springer or the ACM Digital Library would strengthen completeness in
future work. In Google Scholar, only the first 200 results were exported, as
relevance declined beyond that point; some relevant papers ranked lower may have
been missed. The identification process was further limited to backward
snowballing and peer-reviewed sources; future reviews could include forward

snowballing and gray literature, such as preprints and working papers.

Regarding data collection, the final tweet corpus combined three differently
collected sources. This enabled broader temporal coverage but may also have
introduced inconsistencies between the older pre-existing dataset and the newer
self-collected tweets. In the results, all 10 high-impact events occurred in 2015-
2016, suggesting that higher volatility in the older sub-corpus may have influenced
the event-selection outcome. In addition, the self-collected tweets were constrained
by Twikit’s retrieval limit and the 'Latest' sorting option, resulting in a small, non-
random daily sample. Collection was also restricted to English and to a fixed set of
query terms (#climatechange, #globalwarming, “climate change”, ‘“global
warming”), excluding tweets that discuss climate change through related terms such
as “climate crisis” or “extreme weather”. The study period also spans the 2022-
2023 transition from Twitter to X, during which algorithmic and platform changes
may have affected comparability across the corpus.

A few additional design choices are worth noting. No bot-detection step was
applied, which means automated accounts may be present in the corpus. Tweets

were also weighted equally regardless of engagement: a tweet seen by one user and
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one seen by millions contribute identically to the daily sentiment series. Only tweet
ID, date, and text were retained, precluding any stratified analysis by geography,
demographics, or account type (e.g., scientists, activists). X users also skew
younger, more urban, and more politically engaged than the general population, so
any findings reflect the sentiment of active English-language X users rather than
public opinion in the broader sense. Future work could address these limitations by
using more diverse queries, larger-scale and multilingual data, bot-detection filters,
engagement weighting, user metadata for stratified analysis, and direct comparison

of sub-corpora before merging.

During the annotation stage, the manual labeling was carried out by the two thesis-
writing students, both non-native English speakers, which may have affected the
labeling of sarcasm, irony, and culturally specific framing. After the final phase,
only the 354 tweets on which both annotators agreed were carried forward. The 30
tweets that disagreed were likely the most ambiguous cases, so the evaluation set is
slightly biased toward tweets with clearer sentiment, and the reported model
performance may therefore be marginally optimistic. In line with the thesis aim, the
annotation used only three classes (Positive, Neutral, Negative). Future work could
extend this to finer-grained emotion categories, which the literature increasingly

uses.

For the sentiment model, Twitter-RoBERTa was used in its publicly released form
rather than fine-tuned on a climate-specific subset, which could likely further

improve performance.

Nonetheless, about one in four tweets in the manually annotated subset was
misclassified, and this error propagates into the downstream analysis. The
confusion matrix also showed that the model misclassified polar tweets as neutral,
potentially making the measured sentiment shifts appear smaller than they actually

are.
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During the event detection and validation stage, all 244 candidate peaks fell within
the £7-day window of at least one documented event. This complete validation rate
reflects the density of EM-DAT records (over 4,000 disasters across 11 years) rather
than a strict match between peaks and events. When a peak fell within the +7-day
window of multiple documented events, no disambiguation rule was applied, so
peak assignments to specific events are illustrative rather than exclusive. The
validation set was also incomplete: 481 EM-DAT records were excluded for lack
of date information, and some of these may have included meaningful disasters.
The reference list covered only EM-DAT disasters and UNFCCC COP events;
building a richer validation universe with sources such as IPCC reports and
statements by public figures is identified as future work. Finally, Tukey's IQR
criterion was used to define upper-tail outliers; alternative cut-offs, such as
percentile-based or fixed-Z thresholds, would yield different sets of high-impact
events, which could be explored further. The pre- and post-event measures in the
shortest windows were based on a few tweets, in some events only one to three per
side in the £1-day window, and these shifts reflect individual tweets rather than
broad changes in discourse. Increasing the tweet count in the shorter windows is a
natural next step and would allow the immediate (1) and short-term (£3) reactions

to be measured as reliably as the +7-day window.

In the topic modeling stage, the per-event corpora were small (averaging about 49
tweets per event), and LDA is known to perform less reliably at this scale,
potentially reducing the stability and interpretability of the resulting topics. LDA
was also chosen over BERTopic, despite Martawidjaja et al. (2025) reporting higher
coherence for the latter model. A parallel BERTopic analysis would provide a
useful robustness comparison in future work. The coherence screening stage of the
K-selection process used a single measure (c¢_v); combining multiple measures,
such as ¢_npmi or u_mass, could surface different candidate models for robustness
and manual interpretability checks. The robustness check compared each selected
K only against K+1; extending to K+2 would offer a stronger stability test. No

sensitivity analysis was performed on the filter extremes thresholds, which is also
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future work. Finally, the topic labels were assigned manually; different annotators

could produce different labels.

The thesis closes with a discussion of the scope of claims. The detected peaks are
linked in time to documented climate-related events, but the events cannot be said
to cause the observed sentiment shifts. Other factors, such as parallel news cycles
and unrelated viral content, may also contribute, and isolating these effects is not

possible from X data alone.
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Appendices

Appendix A: Search strings

A.1 - Scopus and Google Scholar search string

(Twitter* OR “social media” OR tweet* OR “X platform”) AND (“climat* chang*”
OR “global warming” OR “climat* cris*” OR “climat* emergenc*” OR “global
heat*””) AND (VADER OR BERT OR transformer* OR “text min*” OR NLP OR
“natural language process*”” OR sentiment® OR opinion* OR emotion* OR attitud*
OR feel* OR event* OR temporal* OR LDA OR “Latent Dirichlet Allocation”)
A.2 - IEEE Xplore search string (simplified for wildcard limitations)
(Twitter* OR “social media” OR tweet* OR “X platform”) AND (“climat*
chang®*” OR “global warming” OR “climate crisis” OR “climate emergency” OR

“global heating”)

Appendix B: Quality assessment framework

Category Description Score
X only, explicit climate change tweets 2

Data Source Alignment | X with broader or mixed topics 1
Other platforms only 0
Combines sentiment analysis AND topic | 2

Methodological modeling

Alignment Uses one of the two 1
Other NLP tasks only 0
Temporal or event-based analysis with | 2
interpretation

Analytical Similarity
Descriptive or statistical analysis only 1

No analytical interpretation

VADER and LDA or close variants

N O

Technical Similarity

Formal model for one task, descriptive for others | 1
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Standalone sentiment or

temporal/event-based analysis

topic model or

Outcome Alignment

Direct attitudes/emotions towards climate change | 2
Indirect climate discourse analysis 1
Purely technical benchmark 0

Appendix C: Abstract screening framework

Criterion

Include

Exclude

C1 - Data source

Study analyses X data, either

exclusively or alongside other

Based only on surveys,

interviews, non-X

sentiment analysis (transformer-
based or lexicon-based model),

topic modeling

platforms platforms, or generic social
media without an
identifiable X subset
C2 - Technical | Reports at least one | No computational text
fit computational NLP method: | analysis, manual coding

only, social network
analysis  without  text
modeling

C3 - Topic fit

Climate change is the primary

analytical  focus, including

global warming, climate crisis,

Climate change is only a
background reference

while the main topic is

climate policy, or public | unrelated
discourse

C4 - Outcome fit | Reports empirical outcomes: | Only proposes a
sentiment distributions, | framework or dataset
temporal  patterns,  topics, | without applying it, no
themes, or model evaluation | interpretable analytical
results findings

C5 - Language | Written in English, even if | Entirely non-English study

fit multilingual data are also |or analyses only non-
included English tweets
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C6 - Quality

full

conference

Peer-reviewed journal article or

paper,

methodologically transparent

Editorials,

extended

material

opinion pieces,

abstracts,

posters, or non-scholarly

Appendix D: Data extraction table for the 26 included studies

Table D1: Data extraction attributes for 4 of 26 reviewed studies

Attribute Qiao & Williams | Chatterjee et Baguio et al. Uthirapathy &
(2022) al. (2024) (2023) Sandanam
(2023)
Publication 2022 2024 2023 2023
year
Dataset period | 2020-01-01 - 2023.06 - 2015.04.27 - 2015.04.27 -
2021-07-30 2023.09 2018.02.21 2018.02.21
Dataset size 538,478 198,521 31,962 43,944
Sentiment NRC Word- VADER; not reported BERT
methods Emotion TextBlob (uncased);
Association baseline
Lexicon;Plutchik’s comparisons:
8 emotions SVM; K-NN;
BiLSTM;
LSTM+CNN
Sentiment not reported accuracy not reported precision;
evaluation recall; accuracy
(10-fold CV)
Temporal/event | not reported not reported not reported not reported
analysis
Topic m. LDA LDA LDA LDA
methods
Topic m. not reported not reported not reported not reported
evaluation
K-selection K selection via heuristic/manual | heuristic/manual | not reported
approach varying K
Limitations not reported not reported not reported not reported
Table D2: Data extraction attributes for 4 of 26 reviewed studies
Attribute Kinanthi & Li et al. (2021) | El Barachi et al. (2021) | Souza et al. (2025)
Dwityas
(2026)
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Publication year | 2026 2021 2021 2025
Dataset period 2022.07.14 - 2009-04-22; 2019.07.20 - 2020.10.30 | 2006 - 2022
2022.07.21 2013-04-22;
2017-04-22;
2021-04-22
Dataset size 9,024 308,086 278,264 897,562
Sentiment VADER Bing Opinion Bi-directional LSTM + VADER
methods Lexicon Word2Vec; SoftMax
classifier
Sentiment not reported not reported accuracy (per class; incl. | not reported
evaluation support/strong
support/opposition/strong
opposition)
Temporal/event | not reported March for all schools strike week; ARG publication
analysis Science; UN New York Climate date; Special Report
COVID-19 Action Summit “Global Warming
pandemic of 1.5°C”; AR5
publication date
Topic m. LDA LDA not reported NMF; LQ-NMF
methods
Topic m. qualitative; no | qualitative; no not reported residual error;
evaluation metrics metrics coherence
K-selection not reported not reported not reported not reported
approach
Limitations not reported not reported not reported not reported
Table D3: Data extraction attributes for 4 of 26 reviewed studies
Attribute Shangguan et Chen & Li (2024) | Martawidjaja et Chang et al. (2022)
al. (2021) al. (2025)
Publication 2021 2024 2025 2022
year
Dataset period 2017.09.21 - 2010-2022 2024 2017.10.7 - not
2021.08.31 reported
Dataset size 21,506,167 26,964,191 1,500 ~200,000
Sentiment RoBERTa Twitter-RoBERTa | VADER; VADER
methods RoBERTa;
BERTweet
Sentiment macro-averaged | not reported weighted F1-score not reported
evaluation recall
Temporal/event | North american | 2016 Louisiana themes+keywords not reported
analysis cold wave, The | Flood; Hurricanes | by sentiment group

Thomas Fire,
The Camp Fire,
Australian
Bushfire,
Hurricane
Dorian,
Hurricane
Hanna, Isaias,

Harvey/Irma/Maria
(2017); record-
breaking
California heat
wave (2022); 2018
wildfire season
(western US);
North American

(Tables III-V)
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Laura, Sally, Blizzard (Nov 27-

North American | Dec 2019)

winter storm,

Hurricane Ida
Topic m. LDA LDA LDA; BERTopic LDA
methods
Topic m. qualitative; no not reported coherence coherence metrics;
evaluation metrics expert assessment
K-selection heuristic/manual | not reported coherence coherence metrics +

approach expert assessment
Limitations not reported not reported small dataset; primarily
time/manpower/cost | anglophone X users;
constraints for representativeness
labeling; limited skew; rural
generalizability representativeness
issues

Table D4: Data extraction attributes for 4 of 26 reviewed studies

Attribute Effrosynidis, Balcarova et al. (2025) Jung et al. Marten et al.
Sylaios, et al. (2020) (2025)
(2022)
Publication 2022 2025 2020 2025
year
Dataset period | 2006.06.06 - 2015.01.01 - 2023.01.31 2018.08.20 - 2006.06.06-
2019.10.01 2019.10.31 2019.10.01
Dataset size 15,789,411 308,075 1,744,446 15,789,400
Sentiment not reported VADER TextBlob not reported
methods
Sentiment not reported not reported not reported not reported
evaluation
Temporal/event | top ten disaster | not reported 2018-12-12 storms;
analysis events (most COP24 speech; | floods;
total deaths; 2019-03-14 extreme
most affected; Nobel Peace temperatures;
most damage Prize wildfires;
costs) nomination (+ droughts;
global school denialist
strike March political
15); 2019-08- figures (as
13 t02019-09- | external
03 trans- events)
Atlantic
voyage to New
York; 2019-09-
23 UN Climate
Action Summit
speech
Topic m. not reported Louvain (modified; Graphext) not reported not reported
methods
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Topic m. not reported modularity (AQ) not reported not reported
evaluation
K-selection not reported not reported not reported not reported
approach
Limitations English-only X polarity challenges of

queries, merged | representativeness/demographic | method detecting

from 3 datasets, | bias; self-selection; limited/neutral- | robust causal

proportional
analysis(volume
increases over
time)

sarcasm/irony; X API
limitations

heavy; improve
by using other
tweets by same
user; include
non-English
tweets

relationships;
lack of
ground truth;
implausible
causal links
in some
methods

Table D5: Data extraction attributes for 4 of 26 reviewed studies

Attribute Omar Bali (2023) Liebeskind & Becken et al. Martirano
Lewandowska- (2021) et al.
Tomaszczyk (2025) (2023)
Publication 2023 2025 2021 2023
year
Dataset period | 2016.11.21 -2016.12.10 2015.04.27 - 2016.07.14 - 2014.12.01
2018.02.21; 2019 2019.12.31 -
(throughout 2019) 2021.11.12
Dataset size 1,277,833 ~93,000 15,249 5,341,726
Sentiment PHPInsight TextBlob; VADER; manual content VADER
methods Meta-Llama-3-8B- analysis coding
Instruct; human
annotation
Sentiment chi-square (X"2, df, Chi-square test of not reported not
evaluation p<.05); ANOVA independence per reported
mentioned cluster (p <0.01)
Temporal/event | Paris Agreement not reported German media COP20-
analysis implementation (4 Nov cluster (14 Nov COP26
2016 2018); Anders
Lindberg story
(15-16 Jul
2019); El Pais
story (6 Aug
2019); BBC
story (2 Oct
2019); Thomas
Cook collapse
(23-27 Sep
2019); Greta
Thunberg travels
Topic m. Mallet BERT embeddings + | semantic BERTopic
methods k-means clustering network analysis | (BERT
(Gephi); hashtag | embedding
s+
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frequency HDBSCAN
analysis + c-TF-

IDF)

Topic m. not reported qualitative cluster visual/qualitativ | not
evaluation coherence/separabilit | e (“eyeball” reported
y via t-SNE (no network)
quantitative metrics)
K-selection not reported K selection via not reported not
approach varying K + t-SNE reported
visual assessment
Limitations methodological limited to X + short not identifying COP27
problems/generalizability | time frame; limited unique users; excluded;
; language/culture generalizability; lack | only 59% data
heterogeneity; bots; of user demographics; | mapped to collection
English-only; platform external factors not country; constrained
fragmentation modeled excluded other by X policy
spellings; changes;
translation non-
needed for some | English
languages tweets
filtered out;
narrowed to
+1 week
window
around
each COP

Table D6: Data extraction attributes for 4 of 26 reviewed studies

Attribute Shahbazi et al. Effrosynidis, Li et al. (2024) | Robinson
(2025) Karasakalidis, et al. (2022) (2024)
Publication 2025 2022 2024 2024
year
Dataset period | 2023.01.01 - 2006.06.06 - 2019.10.01 2019.11.18 - 2020.03.15-
2024.03.30 2019.12.10 2020.07.16;
2020.09.27-
2020.11.07,
2022.02.25-
2022.03.06
Dataset size 30,000 15,789,411 201,010 1,186,322
Sentiment VADER; VADER, TextBlob, VADER VADER
methods TextBlob; BERT | Flair(LSTM), Flair(BERT)
+ SHAP; TF-IDF
+SVM
(baseline)
Sentiment Accuracy; F1- Accuracy,Precision,Recall,F | Precision; not reported
evaluation score; RMSE 1 Recall; F-score
Temporal/even | not reported NOT USED: EM-DAT: not reported Covid
t analysis 4,913 disaster events pandemic; 2020
U.S. presidential
race/election;
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Russia-Ukraine
war
Topic m. SAGE LDA biterm topic not reported
methods model
(bitermplus)
Topic m. not reported multi-metric evaluation u_mass not reported
evaluation (perplexity, probability, coherence
entropy, KL divergence,
LDAUvis)
K-selection not reported Manual selection from u_mass not reported
approach K=10/15/20 coherence
Limitations X-data Silver-standard labels, short time computational
representativenes | partial retrieval(tweet ID range/sample sentiment tool
s bias; only)), English-only size; bot cannot capture
sarcasm/implicit | queries, merged from 3 detection complex/context
sentiment errors; | datasets, proportional threshold/binar | -specific
no temporal analysis(volume increases y definition; nuance;
sentiment over time) automated positive-
variation labeling negative
accounted; imperfect; DiD | spectrum may
English-only; X design cannot be inadequate;
API limitations confirm pre- thematic
period bot analysis cannot
interactions quantify
prevalence; X
Streaming API
cap (1% stream)

Table D7: Data extraction attributes for 2 of 26 reviewed studies

Attribute Yan et al. (2026) Yin et al. (2025)
Publication year | 2026 2025
Dataset period 2022.11.06 - 2023.02.28 2014-01-01 - 2017-12-31
Dataset size 3,904 23,685
Sentiment GPT-4 VADER; TextBlob
methods
Sentiment model vs. human gold standard(Cohen's not reported
evaluation K) precision,recall,F1,human

intercoder(Cohen's K)
Temporal/event | COP27 (November 6, 2022) not reported
analysis
Topic m. STM BERTopic
methods
Topic m. qualitative; no metrics not reported
evaluation

K-selection
approach

data-driven iterative comparison across
range of 10-30 topics

not reported

Limitations

Granger causality results indicate
predictive not causal relationships,
potential unobserved confounders,

social media user vs population
mismatch; demographic/platform bias;
sparse X activity in some regions;
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analysis limited to three actor types,
small dataset size, bot detection false
positives cannot be fully eliminated

sentiment discrepancies across
software; paywall limits
access/replicability; did not separate
residents vs tourists

Appendix E: Coherence heatmaps for the remaining events
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sizes for Event 1
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Appendix F: Per-topic robustness tables for the remaining

events

Table F1: Per-topic probability and entropy values for Event 1 across neighboring

topic models

Topic K-l. ' K-1 K N K K+1. . K+1
Probability | Entropy | Probability | Entropy | Probability | Entropy
0 0.25 3.325 0.232 3.276 0.149 3.075
1 0.26 3.356 0.219 3.242 0.154 3.066
2 0.245 3.334 0.233 3.272 0.139 3.008
3 0.245 3.317 0.165 3.092 0.184 3.154
4 - - 0.152 3.071 0.112 2.979
5 - - - - 0.262 3.36

Table F2: Per-topic probability and entropy values for Event 2 across neighboring

topic models

Topic K-l. . K-1 K | K K+1. . K+1
Probability | Entropy | Probability | Entropy | Probability | Entropy
0 0.222 3.067 0.147 2.861 0.163 2.897
1 0.222 3.067 0.191 2.963 0.136 2.817
2 0.254 3.147 0.199 3.001 0.214 3.053
3 0.301 3.241 0.208 3.033 0.113 2.803
4 - - 0.256 3.149 0.186 3.045
5 - - - - 0.186 3.032

Table F3: Per-topic probability and entropy values for Event 3 across neighboring

topic models

Topic K-l. . K-1 K N K K+1. . K+1
Probability | Entropy | Probability | Entropy | Probability | Entropy
0 0.227 3.109 0.166 2.965 0.126 2.775
1 0.151 2913 0.143 2.85 0.147 2.931
2 0.253 3.138 0.167 2.914 0.127 2.757
3 0.17 2.923 0.189 3.001 0.177 2.941
4 0.2 3.041 0.157 2.948 0.143 2.887
5 - - 0.178 2.95 0.116 2.783
6 - - - - 0.165 2.964
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Table F4: Per-topic probability and entropy values for Event 4 across neighboring

topic models

Topic K-l. ' K-1 K N K K+1. . K+1
Probability | Entropy | Probability | Entropy | Probability | Entropy

0 0.412 2.83 0.316 2.613 0.17 2.285

1 0.279 2.587 0.191 2.358 0.108 2.177

2 0.309 2.679 0.188 237 0.219 2.46

3 - - 0.305 2.626 0.294 2.554

4 - - - - 0.209 2.36

Table F5: Per-topic probability and entropy values for Event 5 across neighboring

topic models

Topic K-l. . K-1 K | K K+1. . K+1
Probability | Entropy | Probability | Entropy | Probability | Entropy
0 0.238 3.185 0.205 3.08 0.151 2918
1 0.136 2.89 0.146 2.901 0.17 2.971
2 0.278 3.257 0.148 2.924 0.185 3.015
3 0.181 3.04 0.132 2.867 0.147 2912
4 0.167 2.988 0.198 3.079 0.131 2.927
5 - - 0.171 2.987 0.111 2.83
6 - - - - 0.105 2.848

Table F6: Per-topic probability and entropy values for Event 6 across neighboring

topic models

Topic K-l. . K-1 K N K K+1. . K+1
Probability | Entropy | Probability | Entropy | Probability | Entropy

0 0.381 2.722 0.203 2.338 0.191 2.515

1 0.336 2.63 0.193 2.339 0.161 2.195

2 0.282 2.538 0.237 2.414 0.169 2.241

3 - - 0.367 2.698 0.217 2.39

4 - - - - 0.263 2.528

Table F7: Per-topic probability and entropy values for Event 7 across neighboring

topic models

Topic K-l. . K-1 K N K K+1. . K+1
Probability | Entropy | Probability | Entropy | Probability | Entropy

0 0.362 2.752 0.263 2.539 0.211 2.451

1 0.227 2.584 0.156 2.381 0.148 2.365

2 0.41 2.806 0.32 2.631 0.231 2.478

3 - - 0.26 2.53 0.03 3.078

4 - - - - 0.38 2.729
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Table F8: Per-topic probability and entropy values for Event 8 across neighboring

topic models

Topic K-l. ' K-1 K N K K+1. . K+1
Probability | Entropy | Probability | Entropy | Probability | Entropy

0 0.559 3 0.345 2.6 0.26 2.358

1 0.441 2.931 0.347 2.593 0.265 2.385

2 - - 0.308 2.498 0.137 2.038

3 - - - - 0.338 2.51

Table F9: Per-topic probability and entropy values for Event 10 across

neighboring topic models

Topic K-l. . K-1 K | K K+1. . K+1
Probability | Entropy | Probability | Entropy | Probability | Entropy
0 0.28 3.097 0.306 3.138 0.125 2.846
1 0.216 2.992 0.165 2.865 0.16 2.819
2 0.216 3 0.104 2.834 0.161 2.889
3 0.288 3.102 0.213 2.967 0.151 2.816
4 - - 0.213 3.006 0.216 2.985
5 - - - - 0.186 2.894

Appendix G: Full topic detail tables for the remaining nine

events
Table G1: Full topic detail for Event 1
Topic_id Label Top ivsoll:zlsevant Representative tweets
talk; louisiana; work; ce buried cold war
believe; cold; ice; military base may be
floods and climate RN unearthed by
) change; due; may; .
0 change impacts make: record: climatechange ||

climate; heat; war;
tackle

climatechange is making
floods like louisiana histo
via

climate science and
political debate

get; deny; explain;
one; stop; tough; lol;
science; way; group;

science groups to congress
stop denying and start
fighting climatechange ||
gotta go with the party
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goal; environment;
scientist; fall; like

who will have the least
negative effect on the

environment its not just
climatechange science

rising seas and
temperature records

still; together; thing;
hit; could; bad;

people; come; think;
new; fall; news;

keep; year; problem

the fact that people still
think rising sea levels is
the worst thing that comes
from globalwarming blows
my mind oceanic currents
people || globalwarming hit
46c¢ in march as records
fall planet set for fifth
successive warming year
with average 21c

climate urgency and
activism

tell; rio2016;
openingceremony;
hat; world; real;
fight; olympics;
show; know; flood;
problem; keep; new;
need

are floods in india telling
us something we need to
think about climatechange
is real coming faster than
predicted || my first
priority fight
climatechange the problem
is real and urgent no
matter what lies exxon
tells you

environment criticism

thank; clean; water;
theory; know; show;
environment; year;
olympics; news;
way; real; make;
science; lol

science is not a conspiracy
some theories are jacked
up for money evolution is
real climatechange is not
man made || the irony of
being lectured about
climatechange by a
country with feces and
dead bodies in their water
clean up your own
environment 1st

Table G2: Full topic detail for Event 2

Topic_id

Label

Top 15 relevant
words

Representative tweets

warm winters and El
Nifio impacts

warm; snow;
make; winter; lol;
cause; nino; week;
job; say; climate;
huffington; post;
watch; time

el nino making snow now
but climatechange dice for
warmer future winters via
crapola at its best ||
climatechange this week
climate chaos an energy
revolution and more
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huffington post blog
climate

extreme weather blame
and skepticism

extreme; much;
weather; serious;
blame; today;
year; end; fight;
earth; week; nino;
cause; lol; past

i making the globalgoals
my new years resolution to
help end extreme poverty
fight inequality tackle
climatechange
newyearsgoals || i wonder
how much money al gore
has md promoting
climatechange hysteria n
the past years must b nice
mk off weather

political accountability
post-Paris

question;
cameron; four;
david; health;
post; huffington;
go; could; end;
take; winter;
global; time; earth

google four climatechange
questions for david
cameron huffington post ||
rt michael jacobs four

climatechange questions for
david cameron following

the historic paris agreement

on clim

climate activism and
events

join; call; film;
watch; climate;
stop; could; job;
fight; go; year;
news; snow; time;
talk

now please join our
national stop
globalwarming conference
call 9pm et climate ||
climate calendar key dates
for your diary climate home
climatechange news via

tackling global
warming

feel; may; talk;
time; news;
global; take; must;
get; tackle; say;
hot; past; earth;
year

someone how did it feel
finally getting an oscar after
all those years leo we must
take bold steps and tackle
climatechange || i felt this is
first initiative towards
globalwarming may be
india

Table G3: Full topic detail for Event 3

Topic_id

Label

Top 15 relevant
words

Representative tweets

climate change and
food security

climate; late; time;

temp; call; food;

join; push; warm;
news; real; today;

health; earth; end

climatechange impacts food
security as crop yields
ducline ue to changes in
temp rainfall increased
climate variability || now
please join our national stop
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globalwarming conference
call 9pm et climate

show; real; think;
today; year; earth;
past; hot; must; get;
join; temp;
weather; global,;
make

this year show your thought
leadership join orgs who
have pledged commitment to
climatechange disclosure || rt
climatechange this week
record hot christmas cozy
cohousing and more today
the earth got a little hotte

video; art;
performance;
holoscene;
installation; big;
watch; fight;
health; film; push;
also; hot; new;
combat

luiis_3x holoscenes
performance art installation
about climatechange video
holoscenes luiis_3x ||
holoscenes performance art
installation about
climatechange video

could; say; help;
end; job; global;
thank; extreme;
combat; new;
tackle; lol; past;
film; call

i making the globalgoals my
new years resolution to help
end extreme poverty fight
inequality tackle
climatechange
newyearsgoals || thanks for
following what one thing
you think everyone could do
to help combat
climatechange

denial; world; idiot;
blame; also; lol;
earth; health;
weather; time;
watch; real; end;
warm; call

where in the world is
climatechange denial most
prevalent || country on this to
play out more and more also
count on this
disproportionally affecting
the poor world wide

1 record heat
) climate change
through art
3 climate action
climate change
4 .
denial
warm winters and El
5 e
Nifio impacts

nino; feel; good,;
may; talk; snow;
winter; make;
warm; take; must;
get; tackle;
extreme; thank

someone how did it feel
finally getting an oscar after
all those years leo we must
take bold steps and tackle
climatechange || el nino
making snow now but
climatechange dice for
warmer future winters via
crapola at its best

94



From Sentiment Peaks to Topics: Analyzing Climate Change Discussions on

Twitter/X.

Table G4: Full topic detail for Event 4

Top 15 relevant

Topic_id Label words Representative tweets
news: president: here s what obama can still
read: ’vgait‘ 'oke? do to fight climatechange in
obarila' cli 111 ate" his final year as president ||

0 Obama and climate ost: ﬁ’ ht- ear" climatechange this week
action; p ’engr ’ y ’ climate chaos an energy
huffin togn}', ’s dll: revolution and more
neton, stk huffington post blog
science; time climate
we made historic progress
e ] last year fighting
sotu},](;c;rrr.leﬁgdgkate, climatechange transitioning
Obama SOTU and energy; historic; to cl;an energy and
1 . .2 protecting public health
climate progress emission; obama; sotu || obama if anyone
serip us; one; joke; wants to debate
wait; planet; read climatechange have at it
sotu
cause: one: could: there s only one mildly
still: s’eriou’S' time" political futurama episode
er;1ission' "oke' > | about globalwarming and it
2 global warming humor  JOKE; s still watchable || claim

debate; planet;
wait; read; energy;
historic; next

globalwarming could cause
humans to develop webbed
feet cat s eyes and gills wrh

political accountability

post-Paris

question;
cameron; david;
four; next; planet;
serious; science;
emission; historic;
huffington;
debate; could;
post; climate

google four climatechange
questions for david
cameron huffington post ||
rt michael jacobs four

climatechange questions for
david cameron following

the historic paris agreement

on clim

Table G5: Full topic detail for Event 5

Topic_id

Label

Top 15 relevant
words

Representative tweets

climate change and
food security

rainfall; increase;
crop; variability;
yield; weather;
coral; come; week;
change; could;
temp; due;
security; climate

climatechange i pacts food
security as crop yields
decline due to changes in
temp rainfall increased
climate variability ||
climatechange impacts fokd
security as crop yields decl
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ne due to changes in temp
rainfall increased climate
variability
it snowing how do we have
1 . .
know: snow: globalwarming seriously
) ) you want to know why
almost; world;
. check the avg temp rates
winter weather and back; fight; see;
1 . . ) } | yearly you see how we have
climate skepticism temp; could; week; . . .
it || un chief believes the
new; add; sea; .
coral: come world s crises could be
’ solved by fighting
globalwarming
donald trump taps
trump; donald; one; . rump tap:
S climatechange sceptic as
visualization; .
U energy adviser pushes back
convincing;
. . L2, on taxes donald trump on
Trump and climate medium; scientist; . .
2 y friday pick || one of the
skepticism see; back; .
. ) most convincing
environment; .
. climatechange
climate; talk; new; . ..
visualizations we seen
add; week ) .
climatechange dataviz
. making america starts w
science; planet; . .
L o E cleaning up this mess of
rise; sea; project; )
.. ) . globalwarming no more
rising seas and people; humanity; . . :
3 P . eating science projects ||
wildlife threats due; environment; ..
_ ] ; rising sea levels threaten
make; week; new; . .
’ i bengal tigers climatechange
come; add; happen
experts say
threat; add; new; these climate warriors are
make; big; happen; taking action to combat
. humanity; action; | climatechange and preserve
climate change as a . . .
4 take; combat; their futures || i don i see her
global threat .
mean; climate; as the second greatest threat
environment; hot; to humanity next to
security climatechange
target; sale; policy; rt zeus target ceo blames
blame; washington; climatechange not
. . talk; ceo; hurt; bathroom policy for hurting
business blaming
5 . bathroom; hot; sales || target ceo blames
climate change . .
people; project; climatechange not
take; combat; bathroom policy for hurting
action sales via
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Table G6: Full topic detail for Event 6

Topic_id Label Top folr.zl:mnt Representative tweets
) ) new record pause length
d‘;fzfgf fzzgé. satellite data no
leng th" rpecor d’ globalwarming for years
global warming satellite; new; months nhwomen4hillary |
0 skepticism year; century: new record pause length
thre;;t' de ﬁnei satellite data no
arneric’a' thi nk, globalwarming for yrs
eo, e ’ months p2 libcrib nerdland
beop uppers nyc
video; charle;
i;gincczé;h;hm;. climatechange impact video
climate change pact, happer, charles uganda ||
1 . . people; food; . - .
impacts in Uganda reat- a;nerica’r climatechange impact video
wga rm"may' tim’e' charles uganda
define; year
community: arctic: obama visits arctic
hiohli hZ’ time: ’ community highlights
0%)3 nflga' ’ViSi ¢ ’ climatechange u s president
happen: ,barac’k' barack obama becomes the
2 Obama Arctic visit mzll)p' ;esi den t" first sittin || climatechange
sa te}ﬁi?e' recor d’ cc obama visits arctic
len th" ause" community to highlight
& dailfm ’ climatechange been
uniteblue tcot
obama climatechange
) ) defining threat of century us
t}?izzlt('ac’: eg;teat, ] president during visit to
de ﬁnei ame;]il;:};' alaska warns that climate is
3 Obama climate co le', resi deni[' ch || barack obama in alaska
warning in Alaska peopie; pre ’ global fight against
obama; visit; may; .
car- b’arack? neW" climatechange starts here
yeat, im act’ ’ | president says massive areas
p of ice disappearing every
year
Table G7: Full topic detail for Event 7
Topic_id Label Top usol;e(:il:vant Representative tweets
world leaders and new; leader; issue; | buhari modi african leaders
0 climate action group; discuss; to discuss terrorism
news; global; climatechange poverty
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obama; fight;
coal; say; world;
solution; top;
problem

alleviation other issues in
new || here barack obama
newest plan to fight
climatechange mother jones

coal; group;
world; solution;
issue; say; top;

climatechange effects of a

coal industry and ) i coal to gas switch || tell coal
1 . global; news; . L
climate change human rights violations
problem; wow climatechange drop it sign
leader; save; g p g
discuss; threaten
snow; leopard;
iconic; threaten; .
o globalwarming threatens
g problem; top; .
wildlife threatened by i ] iconic snow leopard ||
2 . obama; world; X
warming Save: Sav: SToln: globalwarming threatens
- 54y, group, iconic snow leopard study
coal; solution;
1Ssue; NneEws
so you think global man
wow; solution; made climatechange is a
say; fight; global; | hoax yet say we can freely
3 climate change debate news; discuss; manipulate the weather wow
and solutions save; coal; world; || now clean cooking
group; issue; top; | solutions can save lives curb
problem; leader climatechange discuss w at
2pm edt using earthtoparis
Table G8: Full topic detail for Event 8
Topic_id Label Top 15 relevant Representative tweets
words
here s what obama can still
could; year; sotu; . .
i . do to fight climatechange in
debate; fight; . .
. his final year as president ||
. cause; production; .
Obama and climate globalwarming could stave
0 . planet; lot; next; .
action sav: human: off next ice age researchers
Y Ly said the planet seemed
obama; president;
still naturally on track to escape
an ice
. weather obama disses
one; part; video; . .
. ; climatechange deniers
still; science; .
obama: weather- president barack obama
1 Obama vs climate resi d,en t sav- ’ dissed those who deny the
deniers P > 54 science a news || i added a
planet; fight; lot; video to a playlist
debate; demdebate; play
roduction globalwarming
P snowmageddon part
public opinion on people; believe; mocking people that don
2 time; emission; believe in climatechange is

climate change

demdebate;

almost as absurd as mocking
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human; next;
weather;
production; lot;
science; cause;
video; planet;
debate

people who don believe
government demdebate
msnbc || trump doesn believe
climatechange is a hoax he
just knows lots of other
people believe it demdebate

Table G10: Full topic detail for Event 10

Top 15 relevant

Topic_id Label words Representative tweets
cause; man; right; check out and see there is
debating human post; stop; see; no man made
2L affect; new; say; globalwarming || baloney
0 responsibility for - .
climate chanee home; change; climatechange is affected by
g zika; scientist; humans not caused by
time; find humans
news; climate; the eye of the storm we are
fight; arctic; fighting not drowning
. . home; affect; climate home climatechange
climate impacts and . .
1 . science; stop; news via || how
adaptation . . .
right; post; say; climatechange will affect
change; zika; western groundwater via
time; scientist science news
science; find; .
home; right; stop: science teachers grasp of
. . > e ’ climatechange is found
climate science man; time; post; . . . .
2 . L lacking via || which species
education scientist; change; ) . .
arctic: say; zika: will surv1ve'chmatechange
see: fight science
a student tells sanders that
case: question: the case for climatechange
zikai gcien tis t', seems fake to her you for
. ’ ’ the question he says wrong
3 public figures new; say; student; | the case for optimism on
questioned on climate see; post; stop; . p
. . climatechange al gore al
right; time; fight; .
hojme' a;c tie ’ gore has three questions
’ about clim ted2015
kevinroyer
one: time: change: how climatechange research
ﬁn(i' stu d,ent' sag ] is changing halifax one
climate research and see" stop; ri, ht'y’ seawall stone at a time |
4 > ST0p, T1ght, modiministry find solutions

solutions

scientist; post;
home; arctic;
fight; man

to climatechange energy
crisis pm narendra modi to
students
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Appendix H: Author Contributions

The authors confirm contribution to this thesis as follows:

Conceptualization of study: Nooshin Shirali, Milan Martin Ludvig, Nausheen
Saeed, and Johan Hakansson Storbjork.

Literature review: Nooshin Shirali and Milan Martin Ludvig.

Dataset collection and preparation: Nooshin Shirali and Milan Martin Ludvig.
Sentiment model validation: Nooshin Shirali and Milan Martin Ludvig.
Temporal trend and event detection analysis: Milan Martin Ludvig.

Topic modeling analysis: Nooshin Shirali.

Results and discussion: Nooshin Shirali and Milan Martin Ludvig.
Conclusion and limitations: Nooshin Shirali and Milan Martin Ludvig.
Writing and editing original draft preparation: Nooshin Shirali and Milan
Martin Ludvig.

Thesis review: Nooshin Shirali, Milan Martin Ludvig, Nausheen Saeed, and

Johan Hakansson Storbjork.
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  combined accumulated score >   Q 3 + 1 . 5 × I Q R


    F 1   =   2 ⋅    Pr ⁡  e c i s i o n ⋅ R e c a l l   Pr ⁡  e c i s i o n + R e c a l l


  r e c a l l   =     T P  T P + F N


  p r e c i s i o n   =     T P  T P + F P
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