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Abstract

The ability to accurately model sales time series plays an important role in the analysis routines
of e-commerce businesses and has numerous applications in areas such as sales forecasting or in
the detection of non-trivial relations between products. However, the stochastic nature, presence
of artefacts from real world events (e.g. large sales events or server crashes) and the great range
in purchase density caused by popularity differences make the analysis of sales data challenging,
and flexible yet robust modelling procedures are required. In this thesis, we address these
challenges in an application driven setting to replace a heuristic method for sales time series
modelling in an item recommendation system developed by the data analysis company Sift Lab.
We propose a novel piecewise constant regression (PCR) method to estimate expected purchase
rates in sales time series using the Minimum Description Length (MDL) Principle for model
selection. The PCR method searches the space of piecewise constant Poisson and Zero-Inflated
Poisson (ZIP) models for an increasingly good approximation of the underlying structure of the
data and uses a binary segmentation algorithm to navigate the space in an efficient manner.
As selection criteria, we derived and evaluated three different coding schemes based on MDL
theory. We evaluated the method in two settings: First, we compared the coding schemes on
synthetic data and analysed the computational complexity of the binary segmentation algorithm.
Second, we compared the PCR and the heuristic method on real sales time series data. An out-
sample quality of fit test was performed, and the respective impact of each method on the
recommendation system pipeline was assessed. Overall, the PCR method captured apparent
structures in the data well but struggled with gradual behavioural changes and generally tended
to underfit. A stochastic complexity encoding was found to provide the best model selection
approach, supported by consistent results on both synthetic and out-sample quality of fit tests.
Furthermore, the results suggested that Poisson noise was a more suitable modelling assumption
than ZIP noise for the dataset considered. We found comparable performances for the PCR and
heuristic method, both in terms of quality of fit and on recommendation system performance.
However, the relative performance of the respective MDL codes did not align well between the
two tests, suggesting that estimate and recommendation quality are not as directly connected
as originally expected.
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1 Introduction

The modelling of sales time series plays an important role in the analysis routines of modern
business intelligence with applications in a variety of business management domains. Common
use cases include sales forecast modelling for tasks such as inventory management optimisation
or to provide projection metrics to help inform business strategy decisions. Other use cases
include the use of regression models or other inference based analysis procedures to identify cus-
tomer purchase patterns or relational information between items from business transaction data.
This can be used to provide useful insights into businesses’ sales analytics and customer base,
but also has clear applications in settings such as personalised marketing or in recommendation
systems that associate customers with items based on their previous purchases as a means to
provide optimised customer experiences and increased sales.

On the scale of individual items, sales time series are typically characterised by a highly stochas-
tic behaviour with high variability and outliers, and periods where purchase rates can change
significantly, often resulting from holidays or large sales events. Additionally, differences in pop-
ularity and product type typically result in a wide range of purchase volumes across items, with
popular items having possibly hundreds of purchases per day and other items may have a major-
ity of days without a single purchase. As a result, estimating the underlying structure that drive
the purchase behaviour of a sales time series, corresponding to the demand or expected purchase
rate of an item over time, is in general a difficult regression or inference based learning task,
since the modelling approach is required to be flexible enough to appropriately model abrupt
changes in data behaviour and for a wide range of data density, whilst still being robust to the
large degree of noise and data outliers.

Common approaches for sales time series modelling include variants of autoregressive integrated
moving average (ARIMA) models [1] and various machine learning regression models [2]. While
powerful, these approaches are typically intended for predictive purposes, and may as such be
overly complex for the case of simply identifying the underlying structure, and not necessarily
extrapolating from it. Other approaches include using signal denoising methods such as moving
averages, which typically have window size as the model parameter. While providing a straight-
forward approach to approximate underlying structure using a low complexity model, finding a
suitable window size can be challenging, where too small window sizes keep too much noise and
too wide window sizes risk smoothing out and failing to capture abrupt or transient changes in
purchase behaviour.

Piecewise constant regression (PCR) is a regression approach widely applied in signal processing,
genomics, econometrics, and environmental science, and is a type of change point detection
technique where the fundamental idea is to divide a sequence of data into a series of distinct
constant segments separated by change points, also referred to as split points, defining points of
abrupt change in the data behaviour. Intuitively, we can think of PCR as approximating any
given time series by a series of horizontal lines or as a step-function. The approach can adapt
to a wide variety of data patterns and provides a simple yet effective way to capture structural
changes, abrupt transitions, and heterogeneous behaviour, whilst typically requiring few or no
model parameters. As such, PCR is a promising candidate for robust and efficient sales time
series modelling, which potential we wish to investigate.
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1.1 Aim of the thesis

In this thesis we consider the application of PCR as a means of modelling expected purchase
rates for sales time series data. We develop a novel PCR method for one-dimensional time
series data and put a central focus on using the Minimum Description Length (MDL) princi-
ple to derive appropriate model selection criteria for the regression procedure, which naturally
involves selecting among the numerous segmentations possible for a given data. The MDL prin-
ciple is a model selection approach with an information theoretic foundation that uses the data
compression achieved by a model as the measure of model appropriateness, and is employed in
practice by formulating coding schemes for how to encode both model and observed data as
compactly as possible in a lossless manner. We choose the MDL principle as the model selection
approach since it provides an appealing intuition and theoretical framework for the model selec-
tion process that does not rely on assumptions to be made on the modelled data. To search the
large space of possible segmentations, the developed method uses a simple binary segmentation
algorithm, providing a greedy optimisation that does not guarantee that the global selection
criterion minimum is found, but is easy to implement and has good computational efficiency.
For the modelling, we use the classical assumption that sales data can be described as having
Poisson distributed noise. To better model a possibly occurring phenomenon called intermittent
demand, where items have irregular purchase patterns with periods of very little to no purchases,
we also investigate whether a so called Zero-Inflated Poisson (ZIP) distribution is a more suitable
assumption for the noise.

To put the modelling performance of the PCR method into context with other sales time series
approaches, we evaluate and compare it to a heuristic moving average model developed and used
by the e-commerce data analysis company Sift Lab. The heuristic method uses an adaptive
window size that depends on the statistics of local data points and is based on the assumption
of Poisson distributed data, representing a strong moving average approach for sales time series
modelling. Additionally, as an indirect measure of modelling performance, we evaluate and
compare the PCR method and heuristic method in an application driven setting by investigating
the impact of each method in an item recommendation system pipeline that Sift Lab provides,
which uses supplied purchase rate estimates to take the current ’popularity’ of each item into
account for improved recommendation quality.

1.1.1 Research Questions

We formulate the following main research questions for the thesis:

• What coding scheme approaches available from MDL theory provide suitable model selec-
tion properties for piecewise constant Poisson and ZIP models?

• Can the developed PCR method outperform a state of the art moving average method to
model expected purchase rates in sales time series data?

• Can the developed PCR method provide improved recommendation system performance
compared to the heuristic method, acting as an indirect measure of purchase rate estimate
quality?

1.2 Similar Work

We find similar work in [3], where a change point detection method that uses binary segmen-
tation was developed for financial time-series data. Differentiating itself from our work, the
proposed method is not based on the assumption of Poisson or Poisson-like distributions but
rather uses a non-parametric statistic to detect change points with the intention of being a

2



distribution-agnostic approach. In [4], a piecewise linear regression method is proposed for
trend estimation in sales time series, using the Akaike Information Criterion [5] (AIC) as the
selection criterion to detect change points. In the field of genomics, we find a PCR method that
assumes Poisson distributed noise in [6], used in the detection of DNA copy number variations.
Our two approaches differ in the choice of selection criterion, where they use a linear segment
penalty term that aligns with the AIC as a special case. Additionally, their method is not based
on binary segmentation and solves the regression problem exactly. We find some similarity to
other work with respect to MDL. In [7], a method for polynomial regression is developed which
uses the MDL principle as the model selection approach to select between polynomial models.
We also find an interesting method for time series clustering that is based on the MDL principle
in [8]. They show, among other examples, that their method successfully clusters subsequences
of interwoven bird calls in a sound recording of multiple birds according to species.

1.3 Outline

For the outline of the thesis, we will in Sec. 2 present the necessary background and theory needed
for the thesis, presenting PCR but primarily focusing on introducing the MDL principle. In Sec. 3
we present the developed PCR method in detail, deriving the considered MDL selection criteria
and describing the binary segmentation algorithm. We then briefly present the experimental
setup used for the method evaluation in Sec. 4, and then in Sec. 5 present and discuss the
acquired results. To conclude the thesis, a summary of the results is presented along with
possible future work in Sect. 6.
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2 Background

This section presents the underlying theoretical background necessary for the thesis. We begin
by providing some preliminary definitions of probabilistic models and model selection, which
will be needed to properly formulate piecewise constant regression (PCR) and the minimum
description length (MDL) principle in shared terms. We then present and specify the general
modelling strategy of PCR rather briefly. The remaining part of the section is dedicated to the
MDL principle; presenting an overview of the approach, introducing underlying theory when
necessary, and ending with a more detailed description of encoding strategies developed in MDL
to serve as model selection criterion. The MDL sections will generally follow the definitions and
notation used in Grünwald [9].

2.1 Preliminaries

2.1.1 Probabilistic Models

Given a sequence xn := (x1, x2, ..., xn) of independently distributed outcomes xi ∈ X for some
finite or countable sample space X , where each xi is distributed according to some probability
distribution Pi defined on X , the general expression for the probability of xn is given by

P (xn) =
n∏

i=1

Pi(xi). (2.1)

Following the notation of [9], we define a general probabilistic model M as a set of probability
distributions, parametrizable under some shared parameter space Θ. Formally, we write

M = {Pθ : θ ∈ Θ}, (2.2)

with Pθ being the probability distributions ofM, indexed by their respective parameter vector θ.
Typically, although not required, models are constructed such that the probability distributions
Pθ are all of the same functional form. In such cases, it is common to use the notation P (·| θ)
to specify the distributions instead. In the thesis, we only consider models for which this is
true and use the notations interchangeably depending on which is found most suitable for the
circumstance.

Maximum Likelihood Estimate

For a given data xn and probabilistic modelM, the maximum likelihood estimate (MLE) θ̂ ∈ Θ
is the parameter corresponding to the distribution inM for which xn has the highest probability
of being observed or ’generated’, i.e,

θ̂ = argmax
θ∈Θ

Pθ(x
n), (2.3)

such that Pθ̂(x
n) ≥ Pθ(x

n), ∀ θ ∈ Θ. If there exists a function that maps any data xn to the
MLE θ̂ of a model M, we call that function the maximum likelihood estimator of M, which is
then used synonymously with the MLE and is commonly denoted θ̂(xn). Since θ̂ corresponds to
the distribution of a model with the highest probability for any given data, the MLE naturally
appears as a central part of the theoretical foundation of many common model fitting and model
selection procedures.

4



2.1.2 Model Selection

Model selection is the process of determining which model out of a set of considered candidate
models that best explain the observed behaviour of a particular data. It is typically defined
as a minimization problem some chosen function C, called the model selection criterion of the
model selection problem. Letting Ω denote the model candidate space, such that M ∈ Ω are
the considered candidate models, the model that best explains some data xn is then defined as
the model M̃ ∈ Ω satisfying

M̃ = argmin
M∈Ω

C(xn,M) (2.4)

for the chosen model selection criterion C : X n × Ω → R. In general, the candidate space
Ω can contain models that have different parameter spaces, functional forms, and number of
parameters, and can as such contain models with various degrees of complexity. Model selection
criteria can therefore not only consider ’goodness of fit’ as the measure of model appropriateness,
since this would tend to over-select for complex models with a greater capacity fit any particular
data well, leading to overfitting. The structure of many model selection criteria is therefore
divided into two balancing parts; one attempting to capture the ’goodness of fit’ of a model and
the other containing terms that explicitly penalize model complexity in some manner.

2.2 Piecewise Constant Regression

In piecewise constant regression (PCR), data is assumed to be partitioned into a series of seg-
ments such that outcomes within each segment are independently and identically distributed
(i.i.d) and segments are separated by change points. We refer to this as PC distributed data.

For a PC distributed sequence xn, the segment partition P of xn is defined as

P := {0 = τ0 < τ1 < τ2 < ... < τk = n}, (2.5)

where τj−1 and τj are the change points that define the left and right boundaries of segment
j = (1, 2, ..., k), respectively, and k is the total number of segments. From P, we define an index
set Ij for each segment j, given by

Ij := {τj−1 + 1, ..., τj}, j = (1, 2, ....k), (2.6)

so that for all indices i ∈ Ij , the corresponding outcomes xi belong to segment j. Furthermore,
we let S = (n1, n2, ..., nk) denote the segment sizes of the partition, given by

nj = τj − τj−1, j = (1, 2, ..., k), (2.7)

such that nj is the length or size of segment j.

2.2.1 Piecewise Constant Probability distributions

Assuming that the segment probability distributions of a PC distributed sequence xn are parametris-
able under a shared parameter space, we get that the probability of xn can be written as

P (xn|θ) =
k∏

j=1

∏
i∈Ij

P (xi|θj), (2.8)

where P (·|θj) is the probability distribution for outcomes in segment j and θ = (θ1, θ2, ...θk).
We refer to distributions of the form of Eq.(2.8) as PC probability distributions. The expected
value on each segment defines the segment means or ’heights’ of P (·|θ) and is denoted by µ =
(µ1, µ2, ..., µk), with µj given by

µj =
∑
x∈X

xP (x|θj).
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2.2.2 Probabilistic Piecewise Constant Models

From the general definition of probabilistic models given by Eq.(2.2), we define a probabilistic
piecewise constant model MP , indexed by segment partition P, as a set of PC probability
distributions of the form of Eq.(2.8), which all are partitioned by P and share the same parameter
space Θ. More formally, we write

MP := {Pθ : θ ∈ Θ, Pθ partitioned by P}. (2.9)

Note that a PC modelMP is thus defined for data of a particular size n, specified by P .

2.2.3 The General Modelling Procedure

In the typical PCR scenario, the segment partition P and the segment means µ that charac-
terise the PC distribution P of a given data xn are not known a priori. Thus, we can regard
the general goal of a PCR procedure as that of determining the best possible estimates P̃ and
µ̃ to approximate this underlying structure of P , given the statistical behaviour observed in xn.

Finding a good estimate µ̃ is usually the easier estimation task assuming an ’optimal’ segment
partition P̃ already has been determined for xn, since we can typically use the sample mean of
each segment as the optimal estimate of µ, such that µ̃ is simply given by

µ̃j =
1

nj

∑
i∈Ij

xi, j = (1, 2, ..., k). (2.10)

Given that a shared class of probability distributions has been assumed for the outcomes of xn,
we can consider each possible segment partition of xn as corresponding to a specific PC model
MP , defined according to Eq.(2.9). Estimating P̃ is therefore essentially a model selection
problem of determining the particular segment partition P̃ that corresponds to the ’optimal’ PC
modelMP̃ for xn, as defined by the considered selection criterion C. We formulate the selection
procedure as

P̃ = argmin
P

C(xn,MP), MP ∈ Ω, (2.11)

where the model candidate space Ω consists of the PC models generated by the possible segment
partitions P for data of size n. Since the number of possible segment partitions grows rapidly
with n, 2n to be precise, solving Eq.(2.11) exactly by going through the entire candidate space
can in many cases become computationally intractable. In practice, it is therefore common to
use greedy segmentation algorithms, such as the binary segmentation algorithm considered for
this work, to navigate Ω. The modelling procedure then becomes computationally efficient, but
comes at the expense of possibly finding sub-optimal segment partitions.

We realise that the particular segment partition P̃ that will be considered optimal for xn in
Eq.(2.11) will depend on what PC models are considered in Ω, which in turn depends on the
assumed distribution class for xn, and on the selection properties of C. Finding a good estimate
P̃ therefore relies on the similarity between the assumed and true distribution behaviour of xn,
and that the selection criterion that is used appropriately balances ’goodness of fit’ and model
complexity for that class of PC models. To conclude this section, a summary of the general
PCR procedure is provided below.
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PCR summary
Summarized shortly, we can describe the typical PCR procedure as composed of the
following two steps:

1. Find the best segment partition P̃ by solving Eq.(2.11) either exactly or greedily,
using a suitable selection criterion C and model candidate space Ω.

2. Determine µ̃ as the sample mean of each segment using Eq.(2.10).

2.3 The MDL Principle as a Model Selection Approach

The MDL principle, first introduced in the seminal work of Rissanen[10], uses the information-
theoretic relation between the ability to compress and find regularities in data as a basis to
motivate the following idea: A model with high explanatory power for a given data should be
able to compress that data well. The MDL principle approaches this from a sender-receiver
communication perspective having the setup of;

• a sender who has seen some data D,

• a receiver who does not know D, and

• that the sender wishes to communicate D to the receiver using a message that is as short
as possible.

The reasoning is then that if the sender identifies patterns or regularities in D, these regularities
can be exploited to describe the data using some model that may communicate the data more
efficiently than simply transmitting the data itself. However, importantly, by describing the
data using a model, the model must itself also be described in the message in order for the
message to be interpretable by the receiver. A model is thus only considered valuable in the
communication if it reduces the length of the data description more than it adds to the length
of the total message, naturally enforcing a trade-off between the complexity and explanatory
power of a model for the given data.

From a principled perspective, a nice feature of viewing model appropriateness using this ap-
proach is that it can be formulated without having to consider what the true underlying model
of D actually is, or even assume that such a model exists; as long as a model improves the
efficiency of communication, it has captured some meaningful regularity present in D.

2.3.1 The Two-Part MDL Principle

Informally, we can express the rudimentary structure representing the description length used
to communicate data D using modelM as

L(M) + L(D|M), (2.12)

where L(M) refers to the description length of the model M, and L(D|M) refers to the de-
scription length of D when encoded using M as its source. We call Eq.(2.12) the two-part
description of D given M. Given a set of candidate models M1,M2, ... ∈ Ω for D, the model
that best explains D according to the MDL principle should then be the model M ∈ Ω that
minimizes Eq.(2.12), since it has provided the highest degree of compression for D and as such
also captured the most regularities and highest explanatory power. Conceptually, we refer to
this selection approach as the two-part MDL principle.
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As already hinted at previously, we can describe the behaviour of the description lengths L(M)
and L(D|M) in the informal two-part description as L(M) growing with the model complexity
of M - a notion that is not easily defined but is related to the number of free parameters of
the model - while L(D|M) shrinks with the ’goodness of fit’ of M to the data. In general,
complex models have more parts that need to be described and thus have a larger L(M), but
also tend to be more flexible, allowing them to more neatly fit to any given data, resulting in
a smaller L(D|M). The converse is true for simple models. Minimizing L(M) + L(D|M) can
thus be seen as finding the ’optimal’ trade-off between ’goodness of fit’ and model complexity,
and functions in this regard as an approach to optimize the well known bias-variance trade-off
in machine learning and statistics. A schematic of this trade-off using polynomials is shown in
Fig.(2.1).

A B C

Figure 2.1 – Schematic illustrating the description length behaviour of L(M) and L(D|M) using
polynomials. The first order polynomial A has too low complexity and is observed to underfit to
the data. For the compression, this results in a short encoding for the model description L(M)
at the expense of a very long encoding of the data description L(D|M). For polynomial C the
converse effect has occurred. It appears to be of too high complexity, achieving good fit to the
data resulting in a low L(D|M) but at the cost of an excessively large L(M). Polynomial B finds
the best balance between complexity and goodness of fit and manages to keep both L(M) and
L(D|M) reasonably low.

2.4 Information and Coding Theory

Before we can describe the MDL principle more formally, some theoretical ground work has to
be made. Central to understanding MDL theory is the concept of codes and, in particular, a
subset of codes called prefix codes.
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2.4.1 Symbols, Alphabets and Codes

In information theory, data or information is represented using some set of symbols, which is
said to define the alphabet used in the representation. The symbols are typically numbers or
letters, but could also be any other type of defined objects. In this setting, codes are defined as
mappings from some source alphabet S to sequences or codewords ’t1t2...tN ’ of symbols t ∈ T
in some target alphabet T . Formally, we write this as C : S → T ∗, with T ∗ being the set of
possible sequences generated using elements in T . To encode a sequence ’s1s2...sN ’ of symbols
from the source alphabet S using a code C, each symbol si in the sequence is simply replaced by
its corresponding codeword C(si), forming the sequence ’C(s1)C(s2)...C(sN )’ where, for clarity,
C(si) ∈ T ∗. To specify the codeword lengths of a code, we associate each code C with a
corresponding codelength function LC : S → N, which maps any symbol s ∈ S to the length
ls ∈ N of codeword C(s), measured as the number of symbols C(s) is composed of.

Example: As an example, let S = {c, o, d, e} and T = {0, 1}. The mapping C =
{c → 0, o → 01, d → 11, e → 101} would then constitute one possible code from S
to T ∗. Its associated codelength function is given by: LC(c)=1, LC(o)=LC(d)=2
and LC(e)=3 and using C, the encoding of e.g. the sequence of letters (word) ’code’
would be ’00111101’.

In case we can associate a source code S with some probability distribution P , such that P (s)
defines the probability for symbol s to occur in some context, the average codelength of a code
C defined on S is

L̄C =
∑
s∈S

P (s)LC(s). (2.13)

To achieve high on-average compression of sequences of S, one should therefore aim to choose a
code with small average codelength L̄C .

2.4.2 Prefix codes

Prefix codes are an important subset of codes satisfying the property that they contain no
codeword that forms the prefix (beginning) of any other codeword in their mapping. That is, for
no two symbols s1, s2 ∈ S with corresponding codewords t∗1, t

∗
2 ∈ T ∗, is t∗1 allowed to form the

prefix of t∗2 or vice versa. Codes that satisfy the prefix property are guaranteed to be uniquely
decodable (not all uniquely decodable codes are prefix codes however), meaning that no two
distinct sequences of symbols in S will share the same encoding. Prefix codes are therefore
necessarily lossless since the original sequence always can be recovered from its encoding.

Example cont.: Continuing on our example, we see that the code C defined pre-
viously is not a prefix code since the codeword for ’c’ (0) forms the prefix of the
codeword for ’o’ (01). We may also notice that the sequence ’00111101’ is not only
the encoding of the word ’code’, but also of the sequence ’ccddo’. C is therefore not
uniquely decodable either and constitutes a lossy code.

The guaranteed unique decodability of prefix codes is a key property for their application in
MDL theory; the fundamental compression argument of MDL is not valid if information is al-
lowed to be lost in the process. Additionally, it turns out that for every uniquely decodable code,
there exists a prefix code with the same codelength distribution, i.e. having the same codelength
function LC . This crucial result follows from the so called Kraft inequality [11, 12] and in essence
assures us that any uniquely decodable code either is a prefix code, or can reconstructed into
a prefix code without changing its codelength function. Being concerned only with prefix codes
does therefore not run the risk of ’missing out’ on optimal codes for some given data, since any
non-prefix uniquely decodable code that could be conceived of has a corresponding prefix code
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with identical encoding properties.

Another essential result captured by the Kraft inequality is that prefix codes and probability
distributions share a deep connection that is foundational to understand the model-fitting theory
of MDL and therefore will be spent some time on.

2.4.3 The Kraft Inequality

Suppose we have a source and target alphabet S and T of size k and r respectively, that is |S| = k,
|T | = r. The Kraft inequality then states that any uniquely decodable code C : S → T ∗ will
satisfy

k∑
s=1

r−ls ≤ 1, (2.14)

where ls ≡ LC(s). A code that satisfies Eq.(2.14) with strict inequality is said to contain some
degree of redundancy, referring to the fact that the code as a whole contains longer codewords
than required to form a uniquely decodable code. A code satisfying Eq.(2.14) with equality is
in contrast said to be complete. An implication of the Kraft inequality that is of great practical
importance in the context of MDL is that it removes the need to ever construct a prefix code
in practice - a desired codelength function LC can simply be specified and as long as it satisfies
Eq.(2.14) we know that some prefix code with codelength function LC exists.

Although Eq.(2.14) is stated in its general form for target alphabets of any size r, we will,
for simplicity and without loss of generality, restrict ourselves to the standard binary alphabet
T = {0, 1} with r = 2 from here on in the remainder of the thesis.

To present how the Kraft inequality relates prefix codes to probability distributions, let P be a
probability distribution on some finite or countable set X and let LC be a codelength function
related to P by

li = LC(xi) = −⌊log2 P (xi)⌋, (2.15)

where ⌊·⌋ is the floor operator, ensuring integer length codewords. Using the unit sum of P with
pi ≡ P (xi), it is easy to show that LC satisfies the Kraft inequality through

1 =
∑
i

pi =
∑
i

2log2 pi ≥
∑
i

2⌊log2 pi⌋ =⇒
∑
i

2⌊log2 pi⌋ =
∑
i

2−li ≤ 1, (2.16)

and thus that LC is associated with some prefix code C mapping X to the binary alphabet (since
log2 was used in Eq. (2.15)). Due to its relation to P through Eq.(2.15), this prefix code is
said to be the prefix code corresponding to P and as it happens, it has an important optimality
property with respect to P in the following sense: Suppose one wishes to encode the observations
of some random variable X ∼ P . A prefix code C with codelength function given by Eq.(2.15)
will then provide the shortest on average codelength L̄C of observations of X, for which we have

L̄C = −
∑
xi∈X

pi⌊log2 pi⌋

= −
∑
xi∈X

pi (log2 pi − ri)

= −
∑
xi∈X

pi log2 pi +
∑
xi∈X

piri

< H(X) + 1,

10



where H(X) is the Shannon entropy and we have used ⌊log2(pi)⌋ = log2(pi) − ri for residuals
0 ≤ ri < 1 and that

∑
xi∈X piri < 1. Encoding the observations of a discrete random variable

X ∼ P using P ’s associated prefix code therefore results in an average codelength within one
bit of the Shannon entropy of X, which is the theoretical compression limit of X! From the
derivation, it is clear that the additional bit is caused by the possible redundancy introduced by
requiring integer length codewords on LC , instead of the ’ideal’ lengths LC(xi) = log2 P (xi) for
which LC always would be complete and achieve the compression limit. However, since most
distributions have H(X)≫ 1, especially for large sample spaces X , this addition of one bit often
has negligible impact on the total description length of an encoding. In both MDL theory and
practice, it is therefore standard to simply skip the floor operator and work in the idealized case
instead.

2.4.4 Codelengths for sequences of data

Given a prefix code with codelength function LC and corresponding distribution P defined on
X , i.e. LC(x) = − log2 P (x) (in the idealized case), the total codelength L, in bits, of a sequence
of data xn ∈ X n encoded using LC is given by

L(xn) =
n∑

i=1

LC(xi)

=
n∑

i=1

− log2 P (xi)

= − log2

[
n∏

i=1

P (xi)

]
= − log2 P (xn). (2.17)

From the above equation, we see that the total codelength is the negative logarithm of the
joint probability of xn according to P . An implication of this is thus that the shortest possible
codelength for some data xn will be given by the code corresponding to the distribution that
has the highest joint probability for that data. Note that this distribution must not always be
the source distribution from which xn is generated since ’unlikely’ sequences can occur, which
then could appear to be better explained by other distributions.

2.4.5 Integer codes

We conclude the coding theory section by describing some standard codes for the encoding of
integers, which we will make frequent use of in later sections.

Integers with known bounds

To encode integers within some known bounded range of size N , e.g. the range [1, N ], a standard
approach is to assume a uniform distribution PU (z) = 1

N over the range, implicitly inferring
that we have no prior assumptions on which integers within that range are more likely to occur
than others. From the results of Seq. 2.4.3, we can then optimally encode an integer z within
this range using a code with codelength function

L(z) = − log2 PU (z) = log2N. (2.18)

This codelength function thus assigns a constant codelength to all integers and as such provides
an unbiased encoding over the range.
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Integers with unknown bounds

In cases where we wish to encode an integer z without known bounds, the reasoning of Eq.
(2.18) is no longer valid since the set of possible integers becomes countably infinite and a
uniform distribution on the set is undefined. The strategy is then to find an ’as uniform as
possible’ distribution P on the set of integers Z instead and use its corresponding codelength
function for the encoding. Several such codelength functions have been developed and proposed
for this purpose. In this work, we use a universal prior for integers proposed by Rissanen [13],
given by

L(z) = log∗2(z) ≡ log2 c+ log2 z + log2 log2 z + . . . , (2.19)

where the sum only includes positive terms, i.e. stopping before log2 log2 .... log2 z < 0, and
c ≈ 2.865 is a constant that ensures L satisfies the Kraft inequality and thus the prefix property.
In comparison to Eq. (2.18), the codelength function of Eq. (2.19) is no longer constant over all
integers and provides some bias towards lower values since the codelength increases with integer
size, although extremely slowly.

2.5 Encoding Strategies in MDL

Now we return to the MDL principle and present the encoding strategies developed in MDL
theory. We start by presenting the known optimal codelength achievable for data xn given
a model M, and then describe model encoding strategies in general terms, which are not as
straightforward.

2.5.1 Optimal data encoding

From the results presented in Sec. 2.4, we recognize that for any model M, each probability
distribution Pθ ∈M can be associated with its own optimal prefix code and codelength function
Lθ, or L(·|θ). Using Eq.(2.17), we then see that the total number of bits for required to describe
data xn using distribution Pθ ∈ M will be given by L(xn|θ) = − log2 P (xn|θ). We can now
easily recognize that the shortest possible encoding for xn given model M will be provided by
the distribution corresponding to the MLE θ̂(xn) of M, giving an optimally compressed data
encoding of

L(xn|θ̂(xn)) = − log2 P
(
xn|θ̂(xn)

)
. (2.20)

Using the distribution corresponding to the MLE θ̂(xn) to encode data xn thus provides the
shortest codelength possible for xn and essentially constitutes the optimal encoding strategy for
the data description part of the MDL principle for any modelM.

2.5.2 Model encodings

The optimal data encoding strategy implies that a different distribution and thus a different
prefix code and codelength function L will be used in the encoding of any data xn. Going
back to the informal two-part MDL description in Seq. 2.3, we now understand why the data
description alone is not enough to form a uniquely decodable code from an encoder-decoder
perspective; The decoder would have no way of knowing just by looking at the encoding which
particular prefix code was used since this will change depending on the data, which the decoder
of course does not know beforehand. This conceptual issue is what the model description is
intended to solve. However, in contrast to the data description, there exists no general optimal
strategy for how the model description should be performed. Instead, several approaches and
codes have been developed and proposed, motivated using different theoretical perspectives. In
general, we can divide these into two types of codes; (i) two-part codes, following the code
structure of the informal two-part MDL principle and (ii) so called one-part codes, which can
be considered a refinement of the two-part code formulation.
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Two-part Codes

Two-part codes, following the formulation of Eq. (2.12), take the intuitive approach of simply
encoding the values of the MLE θ̂(xn) using some already agreed upon prefix code, taking the
form L

(
θ̂(xn)

)
. The model encoding L

(
θ̂(xn)

)
thus explicitly specifies the particular distribution

and prefix code used in the data encoding, so that once it is decoded, the data encoding is
decodable as well. For a general two-part code, the optimal description length for data xn can
therefore be written as

L
(
θ̂(xn)

)
+ L

(
xn|θ̂(xn)

)
, (2.21)

or, using the known length for the data description term,

L
(
θ̂(xn)

)
− log2 P

(
xn|θ̂(xn)

)
. (2.22)

The particular form of L
(
θ̂(xn)

)
will then depend on encoding strategy and the dimensions and

properties of the parameter θ̂.

One-part codes

Compared to two-part codes, which are designed so that the encoding uses one code L(θ) to
specify the distribution Pθ ∈M used in the data encoding, and another code L(xn|θ) to encode
the data given that distribution, one-part codes are designed so that a single code is representa-
tive of both model and data simultaneously. The full description is thus done using one code,
denoted by L(xn|M).

Central among the one-part codes is the Normalized Maximum Likelihood (NML) code. The
NML code is of particular importance since it can be shown to achieve a theoretical optimality
property called minimax regret on any model it is well-defined for [14].

2.6 Stochastic Complexity Code

A two-part code developed early in MDL theory by Rissanen is the stochastic complexity (SC)
code [15, 16], also known simply as the ’MDL’ code due to early descriptions of the code. The
SC code for data xn is commonly presented as

p

2
log2 n− log2 P

(
xn|θ̂(xn)

)
, (2.23)

where p is the number of parameters of the model. The code written in this form is practically
identical to the BIC criterion[17], differing only by a factor of 2. However, it is derived inde-
pendently and from a different perspective, where the data term is arrived at by considering the
optimal precision at which the parameters ofM, i.e. θ̂, should be stored with given data of size
n. The reasoning behind the derivation is that as the amount of data used to calculate the MLE
θ̂ increases, we have a growing reason to ’trust’ the specific value of θ̂. For small amounts of
data, we thus store θ̂ with low precision, and for large amounts of data, with high precision. Note
that the code does not depend explicitly on the data and as such assigns a constant codelength
to all regions of the parameter space.

A perceived issue with the SC code is that all models that have the same number of parameters
will have the same parameter encoding L

(
θ̂(xn)

)
. The code does not take into consideration

anything about the geometric form of a model, something that intuitively may seem problematic
and in practice also can lead to unwanted behaviour. For example, in [18] it was observed that
for two modelsM1 andM2 having the same number of parameters,M1 would for small samples
of data on average produce better compression according to the SC code thanM2 even though
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M2 was the model used to generate the data. Models having the same number of parameters do
in fact not necessarily have the same complexity and modelling capacity, and the SC code is as
such unfairly biased towards models with higher complexity. It turns out that what we need to
counter this bias is the parametric complexity of a model, an important concept that naturally
turns our attention to the previously mentioned NML code.

2.7 Normalized Maximum Likelihood Code

Due to the theoretical minimax regret optimality property of the NML code, it is of particular
significance in MDL theory and can be considered as the ’optimal’ code to use for any model it
is well defined for. The NML code is given by

LNML(x
n|M) = − log2 P

(
xn|θ̂(xn)

)
+COMPn(M), (2.24)

where COMPn(M) denotes the so-called parametric complexity of M, following the notation
of Grünwald[9]. Note that although the NML code is a one-part code, its structure is very
similar to the two-part formulation, with a codelength function that separates the encoding into
the optimal data encoding plus some model dependent encoding.

2.7.1 Parametric Complexity

The parametric complexity of a model M is a measure of the complexity or ’flexibility’ of M
and is defined by

COMPn(M) ≡ log2
∑

xn∈Xn

P
(
xn|θ̂(xn)

)
(2.25)

Looking at COMPn(M), we see that the term will be large if P
(
xn| θ̂(xn)) is large for many

outcomes xn, that is, if modelM can achieve high ’goodness of fit’ on many different data. The
parametric complexity in a sense represents the number of ’distinct shapes’ a model can express,
a notion that well seems to capture the idea of complexity we intuitively think of.

By considering the parametric complexity of a model, the NML code thus takes each model’s
particular modelling capacity into account in the compression. As a result, it therefore removes
any bias that would otherwise be introduced when comparing models of different complexity
with each other, and in theory allows for a principled comparison of models of any parameter
dimension and form as long as their parametric complexity is defined.

2.7.2 Asymptotic expansion and the Fisher information matrix

Calculating COMPn(M) using Eq.(2.25) is in most cases impossible or very cumbersome, and
more often than not the asymptotic expansion of COMPn(M) is used[19], given by

COMPn(M) =
p

2
log2

( n

2π

)
+ log2

∫
θ∈Θ

√
|I(θ)|dθ + o(1), (2.26)

with p again being the number of parameters of the model and |I(θ)| is the determinant of the
Fisher information matrix of model M, which we will describe in a moment. The expansion is
not valid for all models, but a simple sufficient condition is that the distributions ofM are part
of the exponential family, which includes familiar distributions such as the Gaussian and Poisson
distributions. Detailed conditions can be found in [20, 21]. Eq.(2.26) is the classical form of the
expansion, but it does in fact not apply precisely to the piecewise constant models we consider
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in this thesis. The term p
2 log2(

n
2π ) assumes that all n data points are used to determine the

MLE θ̂ ofM, which will not be true for PC models. A more appropriate form in our case is

COMPn(M) = log2

∫
θ∈Θ

√
|In(θ)|dθ + o(1), (2.27)

and is the one we make use of in the study. This form looks quite different but is really very
similar to Eq.(2.26), although this is hidden in the subscript In(θ) added to the Fisher informa-
tion matrix.

The Fisher information matrix of some set of probability distributions P (·|θ) defined on a sample
space X n is given by

In(θ
′)ij = −E

[
∂2

∂θiθj
log2 P (xn| θ

)∣∣∣∣
θ′

]
, (2.28)

where the average is taken over X n. The Fisher information matrix represents in some respect
how ’fast’ the average behaviour of the distributions P (·| θ) changes around a given parameter
point θ′ and in essence provides a measure of how ’dissimilar’ distributions in a neighbourhood
around θ′ are. A nice interpretation provided by Myung et al.[18] is that the determinant of
In(θ) represents the number of behaviourally distinguishable distributions P present in a small
volume around θ′. Achieving a high valued In(θ) for a large number of points therefore implies
that the set of probability distributions can express a wide range of behaviours, a notion that
closely resembles what we associate with model complexity and provides some reasoning for why
the Fisher information matrix appears in the parametric complexity expansion.

2.7.3 Restricted NML

It turns out that for many common models, the parametric complexity given by both Eq.(2.25)
and Eq.(2.27) is not finite and cannot actually be evaluated. This is typically the result of having
an unbounded parameter space Θ, and the parametric complexity would be finite if some bounds
to the parameter space were enforced. We call a code constructed by restricting the parameter
space of a model in order to produce a well defined NML code a restricted NML code. Although
the restricted NML approach ’solves’ the problem of an infinite parametric complexity, there
is no known strategy for how to optimally choose bounds for the parameter space, causing the
approach to introduce a type of hyper-parameter which need to be both selected somehow and
encoded, which distances the code from its theoretical appeal. However, variants of the restricted
NML approach are still commonly used in practice, and as long as parameter boundaries are set
such that the MLE θ̂(xn) of any observed data xn is not arbitrarily close to the boundary, the
approach is valid[9].

2.8 Encoding the Candidate Space

In previous sections, we have been concerned with how to describe a singular model using the
framework of the MDL principle. However, in a model selection problem, several candidate
models are under consideration, and it is therefore not enough to simply describe a considered
model in order for the description to be fully decodable. Each model correspond to its own
two-part or one-part code and as such, information about which particular model in the can-
didate space is being considered must also be encoded in order to make this code known. In
addition to the model and data encoding, a complete description must therefore include a code
that describes the candidate space of the model selection problem as well, fully analogous to the
why a model encoding is needed in order for the data encoding to be decodable in two-part codes.
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Typically, a code for the candidate space is constructed by associating each model in the can-
didate space with a model index, and use integer codes to specify the index of the model under
consideration. For a finite model candidate space of size m, we assign each model an index
1, 2, 3, ...,m and use the bounded integer code of Eq. (2.18), for a constant length of − log2m
bits. In the case of a countable infinite candidate space, the same strategy applies but using the
universal prior for integers given by Eq. (2.19), since the index can no longer be bounded.

2.9 Final Model Selection Strategy in MDL

We end this section by providing a condensed final recipe for the general model selection strategy
of the MDL principle.

Model selection using MDL
Given data xn and model candidate space Ω, formulate the description length for each
modelM∈ Ω by

1. Encoding the model index of the considered model in Ω using a suitable integer
code or other encoding strategy.

2. Encoding the model and data using a suitable two-part or one-part code. If defined
and computable, the NML code is theoretically preferred due to its minimax regret
optimality property.

According to the MDL principle, the model M̃ ∈ Ω that minimises the description length
given by 1. and 2. is then the best model for xn.
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3 Method

In this section we present an in depth description of the developed method. We specify the class
of PC Poisson and ZIP models which are used as candidate space in the method, the specific
selection criteria used, and describe the binary search algorithm that has been developed to
navigate the candidate space in a performant manner.

3.1 Considered Model Classes

The two probabilistic model classes of concern in the thesis are what we refer to as piecewise
constant Poisson and piecewise constant Zero-Inflated Poisson (ZIP) models, respectively.

3.1.1 Piecewise constant Poisson models

In the case of PC Poisson models, the general class of probability distributions considered are
Poisson distributions, given by

Pois(x |λ) = λx

x!
e−λ, (3.1)

defined for x = 0, 1, 2, ... and λ ∈ R>0 (the set of positive real numbers). Expressing Eq.(2.8) in
terms of Poisson distributions, we can write a general PC Poisson distribution as

P (xn|θ) =
k∏

j=1

e−njλj
∏

xi∈Ij

λxi
j

xi!
, (3.2)

with θ = (λ1, λ2, ..., λk). Since λ is the mean of a Poisson distribution, the segment means or
heights µj of a PC Poisson distribution are simply

µj = λj , j = (1, 2, ..., k). (3.3)

In accordance with Eq.(2.9), we define a PC Poisson modelMP as a set of PC Poisson distribu-
tions, partitioned by segment partition P. The maximum likelihood estimate θ̂ of a PC Poisson
model can be evaluated explicitly and is simply the sample mean of each segment

λ̂j =
1

nj

∑
i∈Ij

xi, i = 1, 2, . . . , k. (3.4)

3.1.2 Piecewise constant Zero-Inflated Poisson models

Analogously to the PC Poisson models, the probability distributions of Eq.(2.8) in the case of
piecewise constant ZIP models are ZIP distributions. Our choice of ZIP distribution is inspired
by [22], and is given by

ZIP(x |λ, β) =

1− β x = 0,

β λx−1

(x−1)!e
−λ x > 0.

(3.5)

The distribution essentially consists of a Bernoulli distribution Bern(x |β) that fully determines
the probability of observing a zero, i.e. x=0, and a 1-shifted Poisson distribution Pois(x−1 |λ)
that determines the probabilities of all positive outcomes x>0 (although scaled by β to ’leave
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room’ for x=0). For β =0, we get total zero-inflation and for β =1, we get no zeros and the
distribution behaves precisely like the shifted Poisson distribution.

To simplify the notation of Eq.(2.8) for ZIP distributions, we let zj and pj denote the number
of zeros and positive outcomes in segment j respectively, such that zj + pj = nj . We can then
express Eq.(2.8) as

P (xn|θ) =
k∏

j=1

(1− βj)
zjβ

pj
j e−pjλj

∏
i∈I+

j

λxi−1
j

(xi − 1)!
, (3.6)

with θ = (λj , βj)
k and where we use I+j to define the set of indices corresponding to positive

outcomes in segment j. For the segment means µj of a PC ZIP distribution, we have

µj = βj(1 + λj), j = (1, 2, ..., k). (3.7)

Similarly as for the PC Poisson models, we thus define a PC ZIP modelMP as a set of PC ZIP
distributions, partitioned by segment partition P. The MLE θ̂(xn) of a PC ZIP model on each
segment j is separated into the maximum likelihood estimate λ̂j and β̂j , given by

λ̂j =
1

pj

∑
i∈I+

j

xi − 1 (3.8)

and
β̂j =

pj
nj

(3.9)

respectively.

To illustrate their differences, the Poisson and ZIP probability distributions of Eq.(3.1) and
Eq.(3.5), respectively, are shown in Fig. 3.1 for the same expected value µ = 5.

(a) Poisson distribution with µ = λ = 5. (b) ZIP distribution with µ = 5 with a
Bernoulli parameter of β = 0.95.

Figure 3.1 – Illustrative comparison of the Poisson and ZIP distribution for the same expected
value µ.

3.2 Developed MDL Codes used as Model Selection Criteria

As the selection criterion used in the PCR method, we developed three different MDL coding
schemes in an attempt to compare the performance of various MDL approaches. In common
for all schemes is that we use the known optimal code L

(
xn| θ̂(xn)

)
for the data encoding, and

their differences are in practice how we have approached the model encoding.
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3.2.1 Ad hoc code

For the ad hoc codes we take the approach of trusting the MDL principle and try to find an as
good as possible intuitive compression of M, rather than using more developed theory on the
subject (hence ad hoc). Two distinct codes are proposed, one for the PC Poisson models and
one for the PC ZIP models, but since they are analogous in style, we only present the reasoning
behind the Poisson encoding and let the ZIP encoding be understood as the extra step of also
having to encode β.

In order to specify a particular PC Poisson model and its MLE parameter θ̂(xn), we need to
know the

• Segment sizes nj .

• Maximum likelihood estimate λ̂j of each segment.

The segment sizes are easily encoded using integer codes where we can use Eq.(2.18) to encode
the segment sizes in the order of appearance using n as known upper bound, resulting in each
segment using log2(n) bits.

From Eq. (3.4) we can recognize that the information needed to fully determine the MLE λ̂j

on each segment j is the total sum of observations in segment j and its segment size nj . The
segment size has already been encoded, so we only need to encode the segment sum. Since the
upper bound of the sum is not known, we use integer code of Eq.(2.19) to encode it. Defining
ξj ≡

∑
i∈Ij xi, this will then use log∗2 ξj bits.

Given data xn, a PC Poisson model with k segments will thus obtain the following model
codelength:

LP
AH

(
θ̂(xn)

)
= k log2 n︸ ︷︷ ︸

S

+
k∑

j=1

log∗2 ξj︸ ︷︷ ︸
λ̂j

. (3.10)

Using similar reasoning as for the PC Poisson models, we get for PC ZIP models the correspond-
ing codelength

LZIP
AH

(
θ̂(xn)

)
= k log2 n+

k∑
j=1

log∗2 ξj+log2 nj︸ ︷︷ ︸
pj

, (3.11)

where the additional log2 nj terms specify the number of non-zeros observed in each segment j,
required to specify β̂j .

Note that these codes makes explicit use of the observed sequence xn in the encoding and uses
longer codewords for larger parameter values, thus biasing the parameter space slightly towards
lower values of θ.

3.2.2 Stochastic complexity code

We include a coding scheme for PC models that is directly inspired by a code described by
Lee[23]. Although they formulate it in the context of PC Gaussian models instead of Poisson
or ZIP, the encoding ofM is the same. The code is a variant of the stochastic complexity code
presented in Seq. 2.6, adapted for the case of piecewise constant models.

19



Denoting the number of parameters per segment of modelM by p, we get an expression repre-
senting the codes of both the PC Poisson and ZIP models of the form

LSC

(
θ̂(xn)

)
= k log2 n+

p

2

k∑
j=1

log2 nj , (3.12)

where, to be explicit, we have p = 1 for PC Poisson models and p = 2 for PC ZIP models.
Starting with the term k log2 n, this is just the integer encoding of the k segment sizes of M,
just as in the Ad hoc codes. The second term then corresponds to the optimal precision for each
θ̂j , which is estimated using nj data points.

3.2.3 Approximate Normalized Maximum Likelihood code

Our third and final encoding approach is to formulate approximate normalized maximum like-
lihood (aNML) codes using Eq.(2.27) for the case of PC Poisson and PC ZIP models. The
parametric complexity is infinite for both model classes due to the lack of an upper bound
for λ in the Poisson distribution, and so a restricted aNML approach is taken, restricting the
parameter space of λ by introducing a parameter λmax.

COMPn(M) of piecewise constant Poisson models

In order to determine COMPn(M) of a PC Poisson model, we must first determine its Fisher
information matrix by evaluating Eq.(2.28) for the case of PC Poisson distributions given by
Eq.(3.2). Since performing the full derivation is reasonably straightforward but algebraically
tedious, we do not provide it here and instead simply state the final result. Since all segment
distributions are independent, we end up with the simple solution

IPois
n (θ)ij =

{
ni
λi

i = j

0 i ̸= j.

The full matrix and determinant of IPois
n (θ) then becomes

IPois
n (θ) =


n1
λ1

0 · · · 0

0 n2
λ2

...
...

. . .

0 · · · nk
λk

 =⇒
∣∣IPois

n (θ)
∣∣ = k∏

j=1

nj

λj
,

which if used in Eq.(2.27), and excluding the o(1) term, results in

COMPn(MP ) = log2

k∏
j=1

∫ λmax

0

(nj

λj

) 1
2
dλj

=
k∑

j=1

log2(2
√
njλmax). (3.13)

COMPn(M) of piecewise constant ZIP models

Similarly, we derive COMPn(M) for a PC ZIP model by first determining its Fisher information
matrix through Eq.(2.28) for the case of PC ZIP distributions given by Eq.(3.6). Since there are
two parameters per segment in a PC ZIP distribution, we have 2k parameters to differentiate
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with respect to in the Fisher information matrix. To keep with the notation of Eq.(2.28) we
define odd indices as corresponding to λ’s and even to β’s. This gives

IZIP
n (θ)ij =


0 i ̸= j,
βini

λi
i = j, i odd,

ni
βi(1−βi)

i = j, i even,

and for the full matrix and determinant of IZIP
n (λ, β) we similarly get

IZIP
n (θ) =



β1n1

λ1
0 · · · 0

0 n1
β1(1−β1)

0
...

... 0
. . .

βknk
λk

0 · · · nk
βk(1−βk)


=⇒

∣∣IZIP
n (θ)

∣∣ = k∏
j=1

n2
j

λj(1− βj)
,

resulting in

COMPn(MZIP ) = log2

k∏
j=1

∫ 1

0

∫ λmax

0
njλ

− 1
2

j (1− βj)
− 1

2dλjdβj

=

k∑
j=1

log2(4nj

√
λmax). (3.14)

Selection of λmax

Inspired by one of the approaches tested in [24], we choose to select λmax as the maximum value
of the observed data xn, i.e., λmax = maxxn, for both the PC Poisson and ZIP models. This
choice will guarantee that the MLE parameters λ̂j always fall within the restricted upper bound
of the observed data, except for the special case of sequences of constant value, for which λ̂j

will be on the upper boundary for Poisson models. We then encode λmax using the unbounded
integer code.

In addition to the derived expressions for COMPn we also include, as in the Ad hoc and SC
codes, an encoding of the segment sizes nj , here motivated as encoding for the model index.
With some re-factorization of Eq.(3.13) and Eq.(3.14), we then find that the ’non-data encoding’
part of the PC Poisson and PC ZIP aNML codes, temporarily referred to by ’LaNML(M)’, can
be written on the shared form

’LaNML(M)’ = k log2 n+
p

2

k∑
j=1

log2 nj + pk log2 λmax + log∗2 λmax. (3.15)

where again, p refers to the number of distributions in each segment. Looking at Eq.(3.15), we
see that the aNML codes are essentially the SC codes but with an added penalty term for each
segment that depends on λmax, as well as an initial encoding of λmax.

3.2.4 Final codes

As a summary and to allow for an easier comparison, the full codes of the three approaches used
in the thesis are presented in Table. 3.1.
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Table 3.1 – The resulting codes of the different encoding approaches.

Approach Codelength/Selection Criterion

Ad hoc: − log2 P
(
xn|θ̂(xn)

)
+ k log2 n+

{∑k
j=1 log

∗
2 ξj , MP∑k

j=1 log
∗
2 ξj+log2 nj , MZIP

SC: − log2 P
(
xn|θ̂(xn)

)
+ k log2 n+ p

2

∑k
j=1 log2 nj

aNML: − log2 P
(
xn|θ̂(xn)

)
+ k log2 n+ p

2

∑k
j=1 log2 nj + pk log2 λmax + log∗2 λmax

3.3 Simple Binary Segmentation Algorithm

As mentioned in the introduction of the thesis, we use a simple binary segmentation algorithm
to determine a greedy estimate for the ’optimal’ segment partition P̃ of a given data, finding an
approximate solution to the minimization problem of Eq.(2.11). To be clear, we use the coding
schemes presented in Table. 3.1 as model selection criteria, so that the suitability of a segment
partition is determined on the basis of the codelength provided by its corresponding PC model.

A practical property of all three code approaches is that the codelength contribution of each
segment j, including both the data and model description, is independent of all other segments.
The total codelength of a model is therefore simply the sum of the codelengths of each of its
segment and we can know that the process of splitting one particular segment will not alter the
codelength of any of the other segments. This allows us to implement the binary segmentation
algorithm in a neat recursive manner, which is how it is classically and most easily described.

3.3.1 Algorithm description

Given data xn, the binary segmentation algorithm finds the optimal single change point τ for
the entire data xn, splits the considered data at τ and then recursively applies the same proce-
dure to each of the two new segments, which we call xnl (left segment) and xnr (right segment),
respectively. Optimality is defined according to the used model selection criterion C, and a point
is only considered a change point if a reduction of C is achieved. If no single change point can
be identified within a given segment, that segment is not split any further, and the algorithm is
finished when no additional change points can be identified. As output, the algorithm returns
segment partition P corresponding to the full set of detected change points.

Specific to our case, the three coding schemes used as model selection criteria all depend on
the total length of the considered data, implying that segments cannot be considered fully out
of context from the original data xn. As such, our implementation of the binary segmentation
algorithm must also provide the total data length n as input in order for the coding schemes
to be evaluated correctly at all recursion levels. The algorithm is explained in pseudocode in
Algorithm 1, and an illustration of the segmentation process can be seen in Fig. 3.2:
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k=1 k=2

k=3 k=4

k=5 k=6

Figure 3.2 – Illustration of the binary search algorithm at each recursion step, splitting the data
at identified change points as long as a reduction in description length is achieved, in this case
occurring until the number of segments exceed k = 6.

Algorithm 1 Simple binary segmentation algorithm.
Input:

xn: Input segment/sequence
N : Total data length

Returns:
P: Identified segment partition

function BinarySeg(xn, N)
Lmin ← Codelength(xn, N)
τmin = 0

for τ ← 1, n do
xnl , xnr ← SplitSequence(xn, τ)
L← Codelength(xnl , N) + Codelength(xnr , N)
if L < Lmin then

Lmin = L
τmin = τ

if τmin == 0 then
return ∅

xnl , xnr ← SplitSequence(xn, τmin)
Pl ← BinarySeg(xnl , N)
Pr ← BinarySeg(xnr , N) + τmin

P ← Pl ∪ Pr ∪ {τmin}
return P
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4 Experimental Procedure

In this section, we describe the experimental procedure and tests used to evaluate and compare
the PCR method and the heuristic moving-average method currently used in the recommenda-
tion system pipeline we wish to improve (as motivated in the introduction). In short, the analysis
was divided into two parts: First, we compared the developed coding schemes on synthetic data
to evaluate their respective modelling performance in the ideal case of actual PC distributed
data and from the assumed distribution class. Secondly, we compared the PCR method with
the heuristic method on real time series data, both in terms of explicit quality of fit scores but
also using impact on the recommendation system pipeline as a proxy for modelling quality.

4.1 Synthetic Data Tests

To perform the synthetic data tests, we generated PC distributions controlled by specifying total
data size n, number of segments k, and the range [a, b] between which segment means could
occur. Change points and segment means were then sampled uniformly at random to produce
a particular PC distribution. This was done for both PC Poisson and PC distributions. Test
data could then be generated by sampling sequences xn from acquired PC distributions.

4.1.1 Quality of Fit

In synthetic data tests, we were mainly interested in comparing the performance of the developed
coding schemes. We did this mainly by investigating the similarity between modelled estimates
and the true mean of the source PC distribution. Letting µn be the sequence of true means for
a PC distribution defined on X n, i.e.,

µi = µj , ∀i ∈ Ij ,

and equivalently, letting µ̃n be the corresponding estimated means, we measure the quality of
fit of each MDL code using the root mean square error (RMSE) between µn and µ̃n as the
performance metric. To be explicit, we used[

1

n

n∑
i=1

(µi − µ̃i)
2

] 1
2

. (4.1)

Quality of fit was investigated for the Poisson codes and ZIP codes their respective distribution
classes and performed on both low-count and high-count data to investigate whether any code
differences were observed at different purchase densities.

4.1.2 Binary Segmentation Time Complexity

In the controlled synthetic setting, we also investigate the average computational time complexity
of the implemented binary segmentation algorithm. We expected the run time to be affected by
two factors; the data size n and the number of segments k that was detected before the algorithm
found a minimum. Theoretically, a linear dependence on n was expected and a dependence on k
that was bounded by a linear and logarithmic worst-case and best-case complexity, respectively.
To test actual time complexity behaviour, we performed a simple analysis on synthetic data by
tracking the run time of the PCR method when
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• the data size n of the source PC distribution increased, but the number of segments k was
kept fixed, and

• the number of segments k of the source PC distribution increased, but the sample size n
was kept fixed.

To measure the time dependence on segment count, we did not track the run time as function
of the number of true segments k of the source distribution, since this would be misleading.
Instead, we tracked and associated each run time with the number of detected segments, which
was the relevant property.

4.2 Real Data Tests

For the real data tests, we had access to the transaction data from which sales times series for
each item could be extracted. An illustration of the transaction data structure is presented in
Fig. 4.1. We note that although the time stamp of each transaction was available, so that the
’true’ time series of an item could be derived, we did not use this explicit temporal information.
Instead, sales time series were generated by partitioning the transaction data into a long series
of consecutive batches according to some batch size b, and then letting the prevalence of each
item within a given batch i form the purchase count, i.e. xi, of that ’time point’. To emphasise
that the time series do no relate directly to actual time, we refer to the position i of an outcome
as its batch time.

We chose this approach because it partially standardises transaction data between businesses,
which may be differently popular or be in different item domains where items are purchased more
or less frequently. It also mitigates certain data artifacts that otherwise might be introduced,
e.g., transaction logging patterns.

Figure 4.1 – Schematic of transaction data from which sales time series were extracted.

4.2.1 Out-sample Quality of Fit

To compare the modelling performance of the PCR and heuristic method, we performed an
out-sample quality of fit analysis. This was done by dividing the underlying transaction data,
from which the sales time series can be derived, into two equally sized datasets by assigning
odd-numbered transactions to one set and even-numbered transactions to the other. The two
transaction datasets were then used to generate corresponding sales time series for each item.
Out-sample performance was evaluated by fitting each method to one of the two corresponding
time series of an item and assessing the quality of fit of the resulting estimates on the other.
The quality of fit measures used were RMSE and mean absolute error (MAE).
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4.2.2 Impact on Recommendation System Performance

With the main goal of the thesis being to improve Sift Lab’s recommendation system perfor-
mance, we investigated the impact of replacing the heuristic method with the developed PCR
method in the recommendation system pipeline. For each coding scheme, the recommendation
system was trained from scratch and then evaluated on test data that had not been used dur-
ing model training, with model loss and model recall used as performance measures. Model
recall was the proportion of ’successful’ recommendations, in this test defined as when the next
purchase of a user was any of the top 10 items recommended for that user.
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5 Results and Discussion

Here we present and discuss the results of the experiments described in Section 4.

5.1 Synthetic data study

To provide some qualitative insight into the performance of the PCR method and the different
MDL codes, we have in Fig. 5.1 presented the change point detection rates of the method fitted
on different PC Poisson distributions, varying in data size and average segment levels.
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(a) Low count PC Poisson distribution with
µj ∈ [0− 1]. Sample size n = 140.
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(b) Low count PC Poisson distribution with
µj ∈ [0− 1]. Sample size n = 7000.

0

5

10

0 20 40 60 80 100 120 140
n

0.0

0.2

0.4

0.6

0.8

1.0

De
te

ct
io

n 
ra

te

AH_P
SC_P
aNML_P

(c) High count PC Poisson distribution
with µj ∈ [0− 10]. Sample size n = 140.
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(d) High count PC Poisson distribution
with µj ∈ [0− 10]. Sample size n = 700.

Figure 5.1 – Plots of estimated change point detection rates of the AH, SC and aNML Poisson
codes for data generated from a single fixed PC Poisson distribution. Source distributions in all
plots have the same ’shape’, sharing the same relative segment sizes and relation between segment
levels µj . Segment levels in (a)-(b) are in the range µj ∈ [0− 1], and in (c)-(d) µj ∈ [0− 10].
The source distribution is represented in the upper part of each plot, together with an example
sample xn. Crosses mark summed detection rates in an 11-sized window around each true change
point to help show code differences.

Overall, we see that detection rates peak at the true change points, and that the SC code has
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the highest detection rates, followed by the aNML code and lastly the AH code. We also see
that change points are much harder to detect in low-count data, where around 10 times as large
samples are needed to achieve similar detection rates as in the high-count data. Additionally,
detection rates across segments do not appear to increase evenly with data size. The most
apparent segments are disproportionately well detected at smaller data sizes, likely because less
distinguishable segments have yet to provide enough behavioural changes to motivate their own
segment. Very similar results to those in Fig. 5.1 were obtained for the ZIP codes on ZIP data
and are therefore not shown.

5.1.1 Quality of fit

To evaluate the modelling performance of the MDL codes more quantitatively, we investigated
and compared the goodness of fit provided by each code as function of average segment size n̄j .
This was measured as the average RMSE between true and estimated segment means and for
both high-count and low-count data. The results are presented in Fig. 5.2.
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(b) PC ZIP results.

Figure 5.2 – Plots of average RMSE between estimated segment means µ̂n and true segment
means µn of the underlying data generating PC distribution, as function of sample size n. Solid
and dashed lines show RMSE for high-count and low-count data, corresponding to µj ∈ [0 − 10]
and µj ∈ [0− 1], respectively. Source distributions where sampled with k = 5 segments.

Confirming the behaviour suggested in Fig. 5.1, we see that for both Poisson and ZIP data, the
respective SC codes provide the best quality of fit out of the code approaches on both low-and
high-count data, followed closely by the performance of the aNML codes. Lastly, and with a bit
of a larger margin, the AH codes show the worst modelling performance.

5.1.2 Time Complexity

The results of the time complexity analysis are shown in Fig. 5.3. The observed dependence
of time complexity on data size n was linear, as expected, and is therefore not shown. For the
time complexity with respect to k, we had no prior expectations of the exact relation, but from
the results we see that the measured relation is at least comfortably bounded by the derived
asymptotic best and worst case behaviours, respectively. To gain a better understanding of the
observed time complexity, we also tried to fit a function to the measured data. A good fit was
achieved using a function with a combined logarithmic and sub-linear dependence of

√
k, which

would result in an asymptotic behaviour of
√
k. However, being determined through simple

testing, the sub-linear exponent should not be considered as a precise estimate and is primarily
meant to give an indication of the ’ball-park’ behaviour. With this in mind, taking the linear
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growth in n into account, we get a final time complexity for the binary segmentation algorithm
of around n log2(k) going towards n

√
k for large k.
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Figure 5.3 – Plots of PCR method run time as function of detected number of segments k for
a fixed sample size n = 20000. The left and right plot shows the same results but the right has
log-scale for the x-axis. In the test the aNML Poisson code was used, but the behaviour was
independent of MDL code.

5.2 Real data study

To illustrate the general behaviour of the heuristic and PCR method on real sales data, we
start by showcasing an example low-count and high-count time series together with their corre-
sponding heuristic and PCR method purchase rate estimates, shown in Fig. 5.4a and Fig. 5.4b,
respectively.

As a first remark, we can see that on both low-count and high count data, similar underlying
structures appear to be identified by the heuristic and PCR methods, producing estimates that,
although having different characteristics, on average follow each other quite well. The PCR
method typically captures the broader or more pronounced behaviour of the data but struggles to
resolve more gradual and finer dynamics, and in general appears to produce too coarse estimates
on both low-count and high count data. We suspect most of the underfitting to be a natural
consequence of the PCR method, which tries to identify change points and is therefore, by design,
insensitive to small and gradual changes. However, some of the underfitting is suspected to be
caused by the binary search algorithm getting ’stuck’ at a local compression minima, failing to
resolve structures that would improve compression if segmented. The heuristic method typically
follows the underlying structure of the data more closely but instead shows signs of overfitting,
being to responsive to slight outliers and produce estimates that are interjected with spurious
peaks and valleys. In Fig. 5.5, examples of observed issues for the respective methods are
presented.
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(a) Example low-count sales data together with heuristic and PCR estimates.
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(b) Example high-count sales data together with heuristic and PCR estimates.

Figure 5.4 – Examples of typical (a) low-count and (b) high-count sales time series, together
with fitted purchase rates estimated from the heuristic and PCR method, respectively. Since the
MDL codes generally produce similar estimates, only the aNML Poisson code is shown for the
PCR method for visual clarity.
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(a) Heuristic method overfit-
ting to slightly high purchase
count data points, producing
sharp peaks that significantly
deviate from surrounding esti-
mates.
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(b) Two cases of apparent underfitting of the PCR method, in the
left suspected to be a result of the inherent insensitivity of the PCR
approach to significant but smaller changes, and in the right sus-
pected to be caused by the greedy aspect of the binary search algo-
rithm leading to non-optimal segment partitions.

Figure 5.5 – Examples of observed issues in (a) the heuristic method and (b) the PCR method.

5.2.1 Out-Sample Modelling Performance

To investigate how the modelling performance of each method varied across items of different
purchase density, RMSE and MAE scores for all items were binned according to the total pur-
chase count and the average score of each bin was calculated. The results are presented in
Fig. 5.6, showing both the in-sample and out-sample scores. To facilitate the comparison of the
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PCR method with the heuristic, scores are presented relative to the performance of the heuristic
method.

The results show a few general properties. As a first observation, we note, perhaps surprisingly
given the qualitative differences observed in Fig. 5.4, that the overall modeling quality of the
two methods is quite similar, with out-sample scores differing by at most around 5%. Still, the
heuristic method appears to out-perform the PCR method and increasingly so with increased
item purchase counts. For items with purchase counts greater than around 1000, the heuristic
method has both better RMSE and MAE out-sample scores, strongly indicating a better mod-
elling performance than the PCR method on high purchase count data. However, for items with
lower purchase counts, the PCR method starts to provide the lower out-sample MAE scores
and so for these items it is not as clear which method provides the better estimates. For our
particular dataset, items with less than 1000 purchases on the training and tests datasets (or
2000 for the full transaction data) constitute roughly 94% of the total number of items and
account for around 68% of the total purchase volume. As such, understanding which of the two
methods that best model this subset of items is important, since it will result in better estimates
for the vast majority of items and on the majority of purchases.

0 500 1000 1500 2000 2500
Purchase count

1.00

1.02

1.04

1.06

1.08

1.10

Re
la
tiv

e 
RM

SE

0 500 1000 1500 2000 2500
Purchase count

0.98

1.00

1.02

1.04

1.06

Re
la
tiv

e 
M
AE

heuristic
AH_P
AH_ZIP
SC_P
SC_ZIP
aNML_P
aNML_ZIP

(a) Relative in-sample scores compared to the heuristic method for the respective codes.

0 500 1000 1500 2000 2500
Purchase count

1.00

1.01

1.02

1.03

1.04

1.05

Re
la
tiv

e 
RM

SE

0 500 1000 1500 2000 2500
Purchase count

0.96

0.97

0.98

0.99

1.00

1.01

1.02

1.03

Re
la
tiv

e 
M
AE

heuristic
AH_P
AH_ZIP
SC_P
SC_ZIP
aNML_P
aNML_ZIP

(b) Relative out-sample scores compared to the heuristic method for the respective codes.

Figure 5.6 – Average relative out-sample RMSE and MAE scores of the heuristic and PCR
method as function of total purchase count in the sales time series, with heuristic scores used as
baseline.

Looking at the differences between the MDL codes, we see that the Poisson codes out-perform
their ZIP code counterparts, both on the in-sample and out-sample data, and that out of the
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coding schemes it is the SC approach that shows best overall performance, followed by the aNML
and then Ad hoc approaches, aligning well with the observations made on synthetic data.

Comparing in-sample and out-sample scores indicates that the heuristic method is slightly more
prone to overfitting than the PCR method, or at least that it underfits less. This can be seen
by the fact that the out-sample scores of the PCR method are comparatively better than its
in-sample scores relative to the heuristic method’s.

5.2.2 Recommendation System Performance

The results of the recommendation system test are presented in Fig. 5.7, showing the relative
model loss and model recall of the PCR method for each MDL code compared to that of the
heuristic method. The results show a mixed picture, where the PCR method achieves both
better and worse model recall and loss depending on the code, and as such does not provide a
clear indication of whether the heuristic or PCR method should be preferred. his result could
be considered somewhat expected, given the similar out-sample performance observed between
the two methods previously. Surprisingly however, we find that the internal performance of
the PCR method for the different MDL codes is almost opposite to what would be expected
given the results from both the out-sample and synthetic data tests. Both Ad hoc codes provide
better performance than the SC codes, and their ZIP codes perform better than their respective
Poisson counterparts, completely opposite to that expected. From this together with previous
results, we would then in some sense expect the aNML codes to again end up in the middle, but
instead provide both the worst performance with the aNML ZIP code, and arguably the best
performance with the Poisson code.

AH_P AH_ZIP SC_P SC_ZIP aNML_P aNML_ZIP
0.0

0.2

0.4

0.6

0.8

1.0

1.2

Re
la

tiv
e 

Re
ca

ll

(3.6%) (5.4%)
(-2.3%) (-0.8%)

(4.5%)

(-7.9%)

AH_P AH_ZIP SC_P SC_ZIP aNML_P aNML_ZIP
0.80

0.85

0.90

0.95

1.00

1.05

Re
la

tiv
e 

Lo
ss

(0.2%) (-0.3%)
(1.1%) (0.7%)

(-0.5%)
(1.9%)

Figure 5.7 – Relative model recall and model loss for each MDL code compared to pipeline
performance achieved by the heuristic method. Higher recall is better. Lower loss is better.

To investigate whether these unexpected results indicated that the recommendation system
was indifferent to the quality of the provided item purchase rate estimates, or that providing
purchase rate estimates perhaps even hindered the learning capacity of the system, we conducted
a second test investigating recommendation system performance in the two extreme cases of
either providing no purchase rate estimates, or providing the raw time series data as purchase
rate estimates to the recommendation system during training and evaluation. Providing no
estimates was achieved by assigning all items the same constant purchase rate. The results are
shown in Fig. 5.8, presented only in terms of model loss. From the results, we find that system
performance does depend on the quality of purchase rate estimates, with worse performance
observed for both extreme cases compared to that from the heuristic method. We also find that
the recommendation system is much more sensitive to noisy purchase rate estimates than to
overly coarse ones, as seen by the much stronger negative impact of providing the raw purchase
counts as estimates compared to none at all. This is an interesting finding on its own, indicating
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that the recommendation system handles the task of incorporating item popularity effects into
the model embedding quite well, and that at some point this becomes preferable over using too
noisy estimates.
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Figure 5.8 – Recommendation system model loss relative to current pipeline performance in
the special cases of providing either no estimates, or raw time series data as estimates in the
recommendation system pipeline.

It still remains difficult to explain why out-sample quality of fit scores for the respective MDL
codes are not better represented in their impact on the recommendation system performance.
One possibility is that the recommendation system is sensitive to small changes in the provided
estimates, such that the differences observed between the MDL codes simply is an expression
of that sensitivity. To investigate this hypothesis, further investigations could, for instance,
be to provide slightly perturbed estimates to the recommendation system and assess to what
extent this changes end performance. Additionally, investigating whether the respective MDL
codes perform similarly on other e-commerce datasets would also provide information on the
generalisability of the observed results.

5.3 Points of Reflection

5.3.1 The Model Index Encoding

One thing we have not discussed in any greater extent, but that forms an interesting point of
theoretical consideration in the work, is the choice of model index encoding used in all three
coding schemes. Since we have a finite number (2n) models in the candidate space we consider,
we should according to suggested MDL theory have used a simple uniform integer code to en-
code model index, so that the index encoding treats all models on equal grounds. This would
uniquely specify each model and as such also uniquely specify each segment partition under
consideration, and so our motivation for using k log2 n in the AH and SC codes to encode the
segment sizes would then not have been needed. To use k log2 n that introduce a penalty term
for the more complex models, does therefore not align well with ’proper’ code design.

For the AH and SC codes, we can explain our choice for the following reason: Essentially, a
’correct’ approach in the AH and SC codes have been used if we were to define a model M as
containing all distributions having k segments, which all share the same number of parameters
and thus also parameter space. So, rather than considering a PC model as specified by a par-
ticular segment partition, we can view it as specified by a particular parameter space. Then, the
change points τ ∈ P become part of parameters of M, which we would need to be encoded in
order to fully specify a distribution P ∈ M. To do this, we could use the code k log2 n. This is
the reason why it is part of the SC code described in [23], and we could motivate its use in our
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developed AH codes as well.

However, the same reasoning cannot be as easily extended to the aNML codes, because there we
explicitly make use of the fact that a model only contains PC distributions from the same segment
partition in order for the fisher information matrix to make sense. Introducing change point
locations as part of the model parameters, we would have discrete parameters in Eq.(2.28), which
we did not identify a approach for how to handle, other than the one taken. One could then argue
that, for the aNML codes we should have used a uniform integer code and that the parametric
complexity, which we now could derive, would correctly account for model complexity. This
was tested but resulted in the aNML method severely overfitting. We have not yet understood
where, from a theoretical standpoint, this approach fails, but realise that the formulation of
piecewise defined models is important.

5.3.2 Optimality of the aNML codes

An interesting result is that we did not find the aNML approach to provide noticeably better
results than the AH and SC, and even that the SC codes had better performance on both
synthetic data and on real data quality of fit. Connecting to the above discussion, this could
be caused by the choice of model index encoding, which as described is not well motivated for
the aNML codes. It could also be the case that the developed aNML codes are too far removed
from the theory supporting their minimax regret optimality. For one, we needed to restrict
the parameter space in order for the aNML formulation to be well-defined, which introduced
an implementation choice for the parameter space boundaries. Furthermore, the conditions
required for the asymptotic expansion of the NML code to hold are likely not met for the class
of ZIP distributions, and so the aNML ZIP code simply assumes that the approach is valid. In
theory, there is also an o(1) term of unknown size in the asymptotic expansion that has been
neglected.

5.4 Limitations

The primary limitation of this study is that only one transaction dataset was included in the
experiments. A more rigorous evaluation of whether the PCR or heuristic method provides better
performance in the recommendation system pipeline would have benefited from the inclusion
of additional e-commerce datasets. Although other e-commerce transaction data are likely to
share many similarities with the one considered, different retail domains may express different
purchase characteristics. By including further datasets, more generalisable results for the impact
on the recommendation system could thus be acquired and also potentially help further discern
for which data characteristics the PCR and heuristic method are more suitable.
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6 Conclusion

In conclusion, we found that the developed PCR method did not manage to outperform the
heuristic moving average method on either modelling performance on real sales time series data
or in the recommendation system pipeline, where the two methods showed similar performances
in both cases. Instead, out-sample quality of fit tests suggested that the heuristic method slightly
outperformed the PCR method in terms of overall modelling performance, particularly for high-
count data. However, for low-count data, the results were not as conclusive, with some evidence
supporting the PCR method as providing the better estimates. Comparing the two methods
qualitatively, we found that the PCR method appeared robust to outliers but too insensitive
to gradual changes in data behaviour and tended to underfit. Conversely, the heuristic method
showed better flexibility to follow underlying structures well, but had observable issues with
overfitting to noise and outliers. We found conflicting results between the out-sample quality
of fit of the respective MDL codes and their impact on recommendation system performance,
indicating that the recommendation system results should be interpreted with caution and that
more work is needed to better understand the relationship between modelling quality and char-
acteristics and recommendation system performance.

With respect to the MDL codes, we found that the SC approach provided the best quality of fit
out of the approaches on both synthetic and real sales time series data, followed by the aNML
approach. The SC codes also had the most straightforward code design, further promoting its
overall appeal as the primary encoding approach from a practical point of view, particularly if
other model classes are to be explored.

Out-sample quality of fit results indicated that Poisson noise rather than ZIP noise on average
was the better assumption for the considered sales time series. However, to what extent this
holds true may vary between e-commerce companies, and the results observed for this dataset
may therefore not be reflective of others. It may also vary between items, and so the better
alternative is likely to run the PCR method with both PC Poisson and ZIP models in the
candidate space simultaneously, so that the more suitable distribution class can be chosen on
an item to item basis.

6.1 Future work

The future work closest at hand is arguably to further investigate the observed results for the
recommendation system performance, where sensitivity tests and transaction data from addi-
tional e-commerce companies would be good starting points. It could also be interesting to
test whether the PCR and heuristic method can be used to complement each other, where, e.g.
low-count items are estimated using the PCR method and high-count data using the heuristic
method, given the results observed in the out-sample tests.

In terms of method development, the most interesting direction for future work is to expand the
developed method to piecewise regression for higher order polynomials such that linear or higher
polynomial models can be used to express purchase rate estimates within a given segment. This
would allow the method to better capture gradual changes in purchase interest so that more
accurate representations of the underlying time series structure can be made. Our hypothesis
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would then be that the acquired estimates would be an improvement over the current ones and
that an improved recommendation system performance likely would be observed. Increasing the
model space to higher order polynomials would have implications for the segmentation algorithm
which would need to be addressed and would also require a new formulation for the MDL codes.
Exploring other binary segmentation algorithms may also be of interest in the hope of reducing
the degree of sub-optimal segment partitions. Possible approaches here could be to implement
an algorithm similar to [25, 26], which uses a so called circular binary segmentation approach
to look for two change points simultaneously instead of only one.

Considering that the developed method is a change point detection method, it would also be
interesting to test it in the context of more classically considered change point detection settings.
A suitable example could be in the context of DNA copy number variations, where PCR methods
are already heavily in use, but no methods based on the MDL principle appear to be found
currently, at least not by the author.
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