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Abstract

Effective communication is an essential competence for pharmacists that leads to better health
outcomes in patients. Modern practical teaching approaches, such as the Nordic platform this work
is embedded into, utilize Generative Artificial Intelligence (GenAl) to simulate a Virtual Patient (VP)
and provide personalized feedback to the pharmacy students after the conversation. However,
these platforms are very new and can be limited in their capabilities and robustness as well as
the quality of the feedback. This work aims at improving the feedback quality by introducing
a Retrieval-Augmented Generation (RAG) as well as improving the platform’s capabilities by
laying the technical foundation for an audio-based communication between the user and the VP.
The RAG system was able to provide relevant non-parametric knowledge during the feedback
generation, leading to an increase in feedback quality when evaluated by senior experts in social
and clinical pharmacy. It was further able to better handle wrong and missing information, making
the platform more robust. The audio-based communication was enabled through a pipeline based
approach to achieve General Data Protection Regulation (GDPR) and Artificial Intelligence Act
(Al Act) compliance. The student’s voice is transcribed on a university server with an Automatic
Speech Recognition (ASR) model, the transcribed text is then sent on to the Large Language
Model (LLM), which generates an answer with its native audio support. The best performing ASR
model for this solution was whisper-large-v3 which achieved the highest transcription quality and
a low latency while being the least complex to implement and maintain in the platform.
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Declaration of GenAl

In this work Generative Artificial Intelligence (GenAl) was used as a supplementary tool
in assisting the research, results were always critically evaluated and double-checked. It
was not used to make core decisions for the aim of this work, nor was it used to generate
core architectural code. The usage was limited to the following areas:

* As an aid in the literature research, to find papers related to different topics of this
work.

* As an aid in proofreading the text to find and correct typos and punctuations in the
text.

* As an aid in generating parts of the non-core architectural code, such as boilerplate
code to read and write data to files and databases, as well as for logging.

* As an aid in refining the prompts, such as the prompt used to generate the questions
for the augmentation query, to increase structure, clarity and cover more edge
cases.
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Chapter 1

Introduction

1.1 Motivation and Problem Statement

It is well established that effective communication between healthcare professionals and
patients can lead to better health outcomes. In pharmacy practice this can be seen in
improved understanding, recall and adherence to medication and treatment plans [1-5].
Effective communication is a multifaceted competency that includes topic skills such as
medical and pharmaceutical knowledge, perceptual abilities such as attitudes and values,
and concrete communication skills such as reflective listening and verbal acknowledg-
ment [5, 6]. This makes communication in its whole a learnable competency that can be
trained and has already become part of mainstream education for healthcare profession-
als at all levels including pharmacy education [5]. Traditionally these communication
skills are trained through theoretical approaches and practical exercises. The theoretical
approaches include lectures which teach concrete communication skills or overarching
communication frameworks, which provide a more structured approach, such as the
communication ladder [7], mentalizing [8, 9], the Calgary—Cambridge guide [3] or END-
CORE [6]. In the practical exercises communication is trained through role play, where
students take on the role of the pharmacist and the role of the patient is played by another
student, a teacher, a manikin or by other means, adhering to standardized instructions
mimicking real life scenarios [10, 11]. Although training the communication through
active non-software-based approaches and giving individualized feedback is efficient
for learning, these approaches are only utilized in limited amounts in Nordic pharmacy
schools because they require skilled personnel, training of actors and time [5, 10, 11],
therefore they are resource intensive and do not scale well.
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To address this lack of training, online platforms using Virtual Patients (VPs) with
pre-scripted dialogues and decision trees have emerged within pharmacy schools, with
MyDispense [12] being one prominent example. While they offer some training, they
often only offer text boxes to click and lack open dialogue and unexpected questions.
These limitations also reduce the possibilities of giving good feedback on communica-
tion [13]. Newer studies show how Artificial Intelligence (Al) can be used in different
medical fields to train medical staff and their communication, proving that open-ended
dialogues and individual feedback based on these dialogues are possible [6, 7, 14-16].

Building on this, this work is embedded in a broader approach to build a Nordic platform
for pharmacy students and pharmacists, offering individualized training and feedback
on communication skills, through the use of Generative Artificial Intelligence (GenAl)
to simulate a patient conversation. This work focuses on the technical aspects of this
platform and proposes solutions in two main areas. First, the feedback mechanism,
which is currently based on a single prompt, should be optimized to give more detailed
and accurate feedback. This is done through the proposal of a Retrieval-Augmented
Generation (RAG) architecture adding tailored and contextually relevant information
to the feedback generation. Second, the current system is only capable of text-based
communication and should be expanded to support audio-based communication, mim-
icking a real conversation more closely. This is done through the proposal to integrate an
Automatic Speech Recognition (ASR) model to transcribe the audio input and rely on a
Multimodal Large Language Model (MLLM) to generate the audio output.

1.2 Research Questions

The aim of this work is to provide a solid technical foundation for the features needed in
the next version of this developing Nordic platform, to be able to provide a more effective
training of the users. One important aspect of this is the feedback the user receives
after the conversation with the VP. Since effective communication is a competency
that can be trained [4, 5], the feedback has to be of high quality, containing detailed
and accurate information. Therefore, the current feedback mechanism, which is based
on the information in a single general prompt and the parametric knowledge of the
Large Language Model (LLM), should be extended through a RAG architecture. This
aims at adding tailored and contextually relevant information [17, 18] to the feedback
generation, which should lead to more detailed and accurate feedback. In a next step
the limitation of the current architecture supporting only text-based communication
will be addressed. This is an important aspect since an audio-based communication
would mimic the circumstances of a real conversation better, providing a more realistic
training experience. To enable this the current architecture should be expanded to support
audio-based communication on top of the existing text-based communication.
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Given these goals the following two research questions are formulated:

* Can the current feedback mechanism be improved through the use of a RAG
architecture?

* Which model and architectural choices enable an audio-based communication
between the user and the VP?

When improving the feedback mechanism the focus will lie on proposing the technical
details of the RAG architecture, to fit into the current platform and its planned evolution.
The new RAG-assisted feedback will be evaluated against the current approach based
on its perceived quality from pharmacy experts. When implementing the audio-based
communication, a direct integration of a MLLM will be compared to a pipeline solution
with ASR, LLM and Text-to-Speech (TTS), based on the available open- and closed-
source models under consideration of legal limitations.

1.3 Limitations

While this work covers the technical aspects, it is embedded in a broader approach to
build a Nordic platform for pharmacy education, offering individualized training and
feedback. This platform is built in cooperation with a larger project group spanning
a broad competence base of fields such as pharmacy, language psychology and peda-
gogy, medication communication and systems science. To enable easy scalability and
maintainability of the proposed solution only pre-existing models will be used, and no
fine-tuning will be done. If possible, ready-hosted models available through an Appli-
cation Programming Interface (API) will be used, making it more reliable for the user,
but introducing a dependence on availability and rate limits. Input data is restricted to
the pharmacy domain, and multilingual coverage is prioritized primarily for Swedish,
Norwegian, and Danish, with a secondary focus on English and German, while other
languages are out of scope for the current version of the platform. The evaluation of
the proposed solutions will rely on practical application-level metrics such as response
quality and latency, rather than deep benchmarking against other models. The response
quality is judged by a small number of pharmacy experts involved in this project.
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Background

This chapter will provide a comprehensive overview of the theoretical foundations and
existing literature on which this work is based. This provides the necessary context for
understanding the research problem, the proposed solution and the interpretation of the
results.

2.1 GenAl and LLMs in Healthcare

In this chapter, first the general usage of GenAl in healthcare will be discussed, then
a focus on the usage in medical simulation and training will be established. Lastly,
the specific usage of GenAl in pharmacy simulation and training for education will be
discussed to provide the necessary contextual background for this work.

2.1.1 General Usage of GenAl in Healthcare

GenAl has emerged as an important technology in modern healthcare and offers potential
benefits across a wide range of applications by assisting, guiding or automating clinical
services [19, 20]. GenAl is applied across multiple healthcare domains: from administra-
tive tasks like resource management and healthcare operations, over research tasks like
drug discovery and development, to clinical training and patient care applications such
as personalized treatment, medical triage, and clinical decision support, at varying levels
of maturity [19-22]. More than 87% of these currently existing systems are focused on
assisting the medical service through enhanced knowledge access, filtering and collation
of data [20]. With over 8%, only a small fraction of the systems guides the healthcare pro-
fessional in decision-making by giving step-by-step instructions, checklists, or treatment
recommendations. With less than 5% of the systems, automating clinical services to
minimize or eliminate human provider involvement is the least used way of using GenAl

4
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to improve clinical services in healthcare. This supports the motivation that GenAl is and
should be mostly used in healthcare to reduce the data overload and administrative burden
to help augment healthcare professionals’ capabilities rather than replacing them. This
could free up time that is spent on indirect patient care and to make this time available
to restore the human bond in direct patient care again, by giving more time to human
skills such as empathy, tonality, body language interpretation and leadership [23]. The
inclusion and motivation of GenAl into the work of healthcare professionals and into
the curriculum of students is further of importance, since students already use GenAl in
their daily routine [24] for example for academic problem-solving, course support, exam
preparation, and academic writing. It is used as a “non-judgmental” learning companion,
whom students ask simple or “embarrassing” questions they otherwise might not be
comfortable asking.

Medical simulation and training is one of the most promising applications of GenAl
in healthcare and is also the focus of this work. In this field GenAl models can be
used to simulate a VP. This VP is a computer simulation of a real-life clinical patient
that can be set in any training scenario, allowing the learner to take on the role of a
healthcare professional and practice clinical procedures in a realistic environment [21,
22]. Thereby, VPs help bridge the gap between theory and practice, while providing a
safe and repeatable environment which provides a psychological safety to the student and
allows them to practice without the fear of making mistakes [21, 22]. In the academic
literature multiple definitions and different types of VPs exist, apart from the GenAl
based simulated patient some manikin based patients exist, further standardized patients
or non GenAl-based simulated patients are also sometimes referred to as VPs [25]. In
this work the main focus will lie on GenAl, specifically LLM, based simulated patients
where the mode of interaction is text or audio based.

Before the rise of GenAl some platforms and studies already existed that made use of a
VP, but dialogues were pre-scripted or depended on fixed decision trees, which limited
the adaptability and realism of these interactions [21, 22]. Newer studies now utilize
GenAl to create simulations that are more engaging and realistic, therefore mitigating the
weaknesses of previous platforms, allowing for open-ended dialogue and personalized
feedback [21, 22, 26-28]. Two scoping reviews [26, 27], that analyzed articles published
between 2023 and 2025, found that the most popular model used in these studies is a
version of ChatGPT 3.5/ 3.5 Turbo/ 4.0. These studies propose platforms and study
designs with which students can practice a wide range of skills, including communication,
history taking and clinical decision-making [27]. The model simulates the VP and can
also give the students feedback based on the conversation they had with the VP. Learning
with GenAl-based VPs is seen as an autonomous and self-directed way of learning by
the students, and the conversations are perceived as authentic and engaging [26]. The
feedback is perceived by students as accurate, realistic, feasible and capable of enhancing
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learning outcomes when it is used as a supplement to traditional teaching methods like
lectures and role-play [7, 26]. Feedback from the GenAl was even rated as better than
traditional feedback methods, because students perceived it as more structured, detailed
and fair [7]. These positive effects are backed up by research, as GenAl simulated
interactions are seen to increase confidence, active listening, empathy and rapport,
communication confidence, satisfaction, and communication knowledge [21, 27, 29].
On the technical aspect one study [28] found that GPT-4 was 99.3% medical plausible
during a history taking session and the feedback it provided was almost perfectly aligned
with human feedback. The minor flaws they could find they attributed to a not detailed
enough prompt and the shorter context window of 8 thousand tokens from GPT-4.

However, even though GenAl seems to be medically plausible and is capable of simulat-
ing a patient conversation and giving feedback, there are still limitations and challenges
that need to be addressed before widespread adoption. These include the risk of halluci-
nation, bias, data security, latency and ethical concerns [22, 26]. One possible solution
to mitigate these risks is the use of technologies like RAG, which helps by providing
the model with more accurate and up-to-date information [22]. Besides these technical
challenges studies using or reviewing the use of GenAl based VPs often reported on
usability challenges, such as the lack of non-verbal cues due to the text-based nature
of most models, further models were often interpreted as sounding too authoritative
and too knowledgeable [21, 26, 29, 30]. Further, the study design itself can be subject
to criticism, since most studies use small, single-site samples without control groups,
which limits the generalizability of the results and studies measure primarily short-term
satisfaction and knowledge, while long-term behavioral change and clinical practice
impact go unmeasured [21, 22, 31].

2.1.2 Pharmacy Specific Usage of GenAl

Even though GenAl is already used in different medical fields, its usage in pharmacy
education is still limited [30, 32]. One scoping review [32] found most studies to focus
on nursing or medical students, with limited research on other healthcare professions
such as pharmacy, only one out of eight studies was pharmacy specific. Another scoping
review [30] which analyzed articles that were published between 1991 and October
2023 found only seven studies that specifically addressed the usages of Al in pharmacy
education. Of these seven studies, five studies focused on teaching and learning, while
two studies addressed performance prediction and text generation. One newer scoping
review [33] which analyzed articles published between 1 January 2000 and 20 February
2024 found twelve studies of which four were published in 2024 alone. While this shows
that the research regarding the usage of GenAl in pharmacy education is still in an early
stage, it is quickly increasing with the general rise of GenAl in education.
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As presented in the previous section 2.1.1 medical simulation and training with virtual
patients is one of the most promising applications of GenAl and also the focus of this
work. Studies addressing the usage of VPs specifically in the area of pharmacy education
support the potential and advantages of GenAl based VPs for pharmacy education [29,
34, 35]. These studies also call for more research in this area and for a more widespread
adoption of GenAl related technology in pharmacy education [7, 30, 33]. For example
72% of international undergraduate pharmacy students expressed a desire for more Al-
related education [30] and while most currently existing platforms are text-based with
audio-based platforms lagging behind, audio-based platforms are wanted by students [7].
Pharmacy students will, in their future workplaces, interact with patients in pharmacies,
primary care, or hospitals, where the goal of these interactions is to improve medication
use. Therefore, there is a need to simulate communication training in order to prepare
students for these environments.

2.2 Existing Platform

This work builds on the existing platform developed by Bakhaya et al. [7] at Uppsala
University, Sweden, to train the communication skills of pharmacy students. The current
name of this platform is PharmaComCoach, and it will be referred to as such in the rest
of this work. In this first version, PharmaComCoach consisted of three virtual patients
developed to mimic real-world patient cases within the self-care section of a community
pharmacy [7]. The platform was made available to the students through a website. This
approach allowed the prompts to be hidden from the student and to save the conversation
and the feedback, so the student can revisit them later. Underlying this platform was
a connection to GPT-4o, solely for text-based communication. After the conversation
with the VP ended, the same GPT-40 model was used in combination with the feedback
prompt, which was based on the communication ladder, to generate detailed feedback on
communication skills, such as open and closed questioning, summarizing, paraphrasing,
and empathic responding [7]. The prompt was optimized through over 100 iterative
rounds, in which the Al-generated feedback was compared to the faculty-provided
feedback.

This system was tested with 14 pharmacy students as well as some teachers, who had a
text-based conversation with the VP and then received feedback on their communication
skills. Afterward, the students were asked to give feedback on the system as a whole and
on the feedback they received [7]. The students generally perceived the system positively,
they found it easy to use and the simulated patients and the automated feedback were seen
as a valuable complement to existing communication training. The detailed feedback
was perceived as better compared to the typical feedback they receive from the faculty,
although some students felt the feedback was too long and occasionally repetitive, while
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others valued the detail [7]. Further, the students thought the VPs sometimes seemed to be
overly knowledgeable and gave too much information in describing symptoms and asking
follow-up questions, which reduced their perceived authenticity. The conversations with
the VPs were seen as time-consuming and limited by the loss of cues in voice and
mimicry in this text-based interaction. A platform that supports voice-based interaction
was proposed as a way to provide a more realistic learning experience and address the
limitations of the text-based interaction [7].

In this work the PharmaComCoach platform will be further developed to address these
limitations. First the feedback module will be optimized through the implementation of
a RAG module and second the platform will be extended to also include voice-based
interaction possibilities. The technical details of these implementations will be described
in the next chapter 3 and the technical foundation will be provided in the next section 2.4.

2.3 GenAl and MLLMs

This section will give an overview of the evolution of GenAl, specifically of LLMs and
MLLMs, their capabilities, their risks, and limitations, existing models, and domain-
specific models. Thereby laying the foundation to understand the technical aspects in
the methods chapter when describing the implementation of the RAG module and the
audio-based choices in the platform.

2.3.1 GenAl Overview

GenAl is a subfield of A, which focuses on creating models that can generate new
content, such as text, images, audio, or video, based on patterns and relationships that
were observed in the training data [36]. These models use machine learning techniques
like deep neural networks and Natural Language Processing (NLP) to learn the underlying
patterns, thereby marking a shift from traditional discriminative models, used to classify
data, to generative models, which can synthesize new data [36].

GenAl progress was accelerated in 2017 by the publication of the paper “Attention is
All You Need” [37], which introduced the Transformer architecture. This introduced
the self-attention mechanism which allowed for input sequences to be processed in
parallel. It also allowed for a better capturing of long-range dependencies in data and
established the foundational encoder-decoder structure that underpins all modern LLMs
and MLLM:s [36, 38].
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2.3.2 Evolution of LLMs

LLMs are a family of highly parameterized models, they are based on the transformer
architecture and are pretrained on massive text corpora which allows them to achieve state-
of-the-art performance on a wide range of NLP tasks, such as text generation, translation,
or complex reasoning [39]. Some models like Bidirectional Encoder Representations
from Transformers (BERT) utilized this architecture to create contextualized word
embeddings, while other models like Generative Pre-trained Transformers (GPT) utilized
it to put focus on language generation [38, 40].

After the introduction of the transformer architecture in 2017 by Facebook [37], the
capabilities of LLMs evolved quickly. In 2020 OpenAl introduced GPT-3 with 175
Billion parameters [40]. This model was 10x bigger than its predecessors and performed
remarkably well on in-context learning, where tasks are performed without explicit
fine-tuning, thereby demonstrating that scale is the primary driver of the reasoning and
linguistic capabilities of LLMs [40]. For newer models like ChatGPT-5 from OpenAl
and Gemini 3 from Google parameters and architectures are not disclosed anymore. One
of the exceptions to that is the Llama model family from Meta, which is currently still
open-source and estimated to be in a similar range as the proprietary models. Their
biggest current model is Llama 4 Maverick [41, 42] with 400 billion parameters and
currently in training is Llama 4 Behemoth [42] with around 2 trillion parameters. These
new models utilize the mixture of experts architecture, in which only a subset (an expert)
of the model’s parameters are activated for each input, this allows for a more efficient
use of parameters and computational resources, while still utilizing the advantages of
scale [39, 43]. Behemoth consists of 16 experts in total, with 288 billion parameters
each [42]. These newer models are also natively multimodal, being able to process a
wider range of inputs [39, 41-45].

2.3.3 Capabilities of MLLMs

MLLMs are an extension of LLMs and build on the same architecture and principles, but
are designed to process and generate content across multiple different modalities, such
as text, images, video, and audio. These modalities allow the model to have a deeper
understanding of context and to perform tasks that require reasoning across different
types of data, such as describing an image, summarizing a video, or answering questions
based on both text and visual information [39, 43—46].

The breakthrough for MLLMs came in 2022 with the introduction of the Flamingo
model by Google [47], which was the first model to process text and images interleaved
as a single sequence. Since then the capabilities of MLLMs have further extended to
include more modalities. This is made possible through advances in the architecture and
the training on extensive datasets containing textual, visual, auditory, and even sensory
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data [38]. Llama 4, for example, can process the input of text, images and video, but
not audio [41, 42]. Whilst Gemini 3 and GPT-5 can process the input of text, images,
audio, and video natively and are even able to output text, images, and audio natively,
only video output is currently outsourced to a specialized model [39, 43-45]. The audio
capabilities of these models will be further described in the section 2.5 below about ASR
and TTS.

2.3.4 Current Models

The development of MLLMs is currently dominated by a few major players that are
developing general-purpose models. These models can be split into the categories of
proprietary models and open-source models.

Proprietary models: These models are developed by companies and their architecture,
parameters, and training data are not disclosed. They are often more powerful than
open-source models, but can only be accessed through an API, which is often subject
to usage limitations and costs [39, 43]. Well-known models in this category include
the GPT series from OpenAl. The GPT-40 model, which was used in the first version
of PharmaComCoach, has a context window of 128 thousand tokens and supports only
the input of text and images, but not audio [39, 48, 49]. Other models include the
Gemini family from Google, which set high standards in 2024, with a context window of
up to 10 million tokens and native support for text, images, audio, and video as input
modalities [43, 44, 46, 50].

Open-source models: These models are developed by research institutions or companies
and are freely available to download. Details about architecture, parameters, and training
data are often disclosed, allowing for more transparency and the possibility to fine-tune
the model. This includes model families like Llama from Meta, DeepSeek from Alibaba,
Mistral, and many more. Although these models have competitive capabilities and
parameter sizes, the flagship models of these companies often lag behind the proprietary
models in terms of performance and supported modalities [38, 39, 43, 51]. For example,
the Llama 4 family has a context window of up to 10 million tokens and supports input
of text and images, but like all the other models does not support audio input [41, 42].

2.3.5 Risks and Limitations

Over the last few years, the risks LLMs and MLLMs bring and their inherent limitations
have been increasingly discussed in the literature. They can be categorized into three
main categories [52, 53]: risks from problematic inputs, risks from model flaws, and
risks from input-model interaction. While all three categories are important to consider
and will be discussed below, the focus in this work will be on the risks from model flaws,
specifically hallucinations.
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Problematic inputs: These are risks that involve an attacker who is actively trying
to exploit the system by creating specific prompts to bypass the safety measures. For
example jailbreaking and adversarial inputs are techniques with the goal to get around
the safety filter to be able to generate harmful content[52, 53]. In model extraction the
goal is to extract information about the model, such as its architecture, parameters, or
training data and in prompt leakage the goal is to extract the initial prompt that is used to
steer the model’s behavior [52]. While these are important risks that can harm companies
through the loss of intellectual property, they are not the focus of this work.

Model flaws: These are risks that arise due to the limitations and problems inherent
in the architecture or the training of the model, including some of the most popular
risks, such as hallucination and bias [36, 52, 53]. Hallucinations are model outputs
which contain misaligned or fabricated content [52, 53]. This content can simply diverge
from the user’s input, or it can contradict previous context or even established world
knowledge and therefore be factually wrong. This risk is especially important in the
context of healthcare and drugs, where the generation of factually wrong information
can put people in danger. One way to reduce this risk of hallucinations is by providing
the model with up-to-date and tailored information through, for example, a RAG module,
which will be further described in the next section 2.4. Bias on the other hand manifests
itself through favoring or discriminating against certain groups, which can come from
the training data or flaws in the architecture [36, 52, 53].

Input model interaction: These are risks that require a combination of problematic
inputs and model flaws. For example in privacy leakage an unsafe system architecture
and weak safety measures can be exploited to extract sensitive and private information
from the training data [52, 53]. In backdoor attacks, an attacker manipulates model
architecture or introduces poisoned data into the training to create a weak point that can
be exploited at a later time to bypass safety measures [52, 53].

24 RAG

This section first introduces RAG by giving an overview of the architecture behind it, the
problems it addresses, and its advantages and disadvantages. Then it goes on to describe
current state-of-the-art RAG systems and the changes in their architecture to lay the
foundation for the implementation of the RAG module in this work.

2.4.1 Definition and Capabilities

RAG is a technique, introduced in 2020 by Facebook, to augment LLM and MLLM
models with contextually relevant information [54]. It addresses problems such as hallu-
cination, the use of outdated knowledge, and general difficulties in knowledge-intensive

11



Chapter 2. Background

tasks. LLMs gain their knowledge during training and the information is permanently
encoded in the parameters. Therefore, this knowledge is also called parametric knowl-
edge. These parameters cannot be changed later without changing the model, so the
newest information in the training data also corresponds to the knowledge cutoff date of
the model. As a result, parametric knowledge cannot generally be revised, expanded, or
inspected at a later point [17, 54-57].

RAG tackles these problems by introducing dynamic and updatable knowledge, so-called
non-parametric knowledge, which is then used to enrich the original prompt before it
is passed to the LLM. This is done with the help of the three technical components
of a RAG: the retriever, the augmentation, and the generator. The retriever identifies
relevant text passages based on the user query. This is often done with the help of a
vector database containing the embedded external knowledge. The augmentation then
combines the retrieved passages with the original query of the user and generates the
final prompt. The generator, which is the LLM, then receives this prompt as input and
generates the response [17, 18, 38, 54, 56].

This has been shown to produce state-of-the-art results compared to purely parametric
models and specialized retrieval—extract architectures [17, 54]. Further it significantly
improves factual accuracy, reliability, and diversity, especially for knowledge-intensive
tasks, and enhances the factual grounding of answers [17, 18, 54, 58]. It reduces
hallucinations [18, 54, 56], and allows the model to be kept up-to-date simply by updating
the database and pulling the needed information dynamically, eliminating the need to
retrain the underlying model from scratch [18, 54]. It also improves the transparency
because the retrieved sources can be cited, depending on the implementation down
to the specific paragraph, allowing for easier fact checking. Security and privacy can,
depending on the implementation, be improved by making the database access-controlled,
so information is only available to certain groups [18]. Overall RAG is a strong technique
to enhance the models capabilities without model adaption and for a low cost compared
to alternatives like fine-tuning [18].

On the downside RAG systems increase the computational complexity and latency when
compared to standalone LL.Ms. This happens due to the additional need for a retriever
step with retrieval overhead, vector searches and expanded context of the prompt [17,
54]. It further introduces the knowledge base in the form of a database and the retriever,
which both need to be maintained and updated regularly to ensure the quality of the
retrieved information [17, 54]. Lastly while it reduces LLM hallucinations, it does not
eliminate them completely, since the model could be flawed or the retrieved information
could be wrong or non-existent in the knowledge base [18, 54]
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2.4.2 Relevant Modern RAGs

Since their introduction in 2020, RAG systems have evolved to mitigate their initial
limitations and have been adapted to a wide range of problems, resulting in a variety
of different architectures and implementations. For example the retriever can be based
on different techniques, information can be augmented with different queries or the
multitude of different embedding models can be used [17, 57, 58]. In the following the
relevant advances of modern RAG systems are discussed, to lay the foundation for the
implementation of the RAG module in this work.

In 2023, based on the original retrieve-then-read architecture and in an attempt to optimize
the augmentation step, the rewrite-retrieve-read architecture was proposed [56]. This
method addresses the issue that the augmentation step is fixed: it takes the original user
query and just passes it into the retriever, which then retrieves the relevant passages from
the vector database. But this approach is highly dependent on the user query matching the
database index and not containing ambiguities. To address this, the authors introduced a
rewrite step, in which the original user query is rewritten by a LLM into a more tailored
query for searching the vector database. This reduces the mismatch between the user
query and the information that is actually needed and the information that is retrieved,
showing significant improvements in retrieval precision, recall, and answer relevance
compared to the standard RAG approach [56].

Building on this work the Prepare-then-rewrite-then-retrieve-then-read (PR3) architecture
was proposed in 2024 [55], adding a prepare step to building a more advanced knowledge
base. Instead of saving documents or chunks of documents in the vector database, they
generate, through a LLM, metadata and synthetic Question and Answer pairs (QA-pairs)
for each document, which are then saved in the vector database. Similarly, in the rewrite
step the original user query is rewritten into one or multiple questions. This has the
advantage that the index of the knowledge base and the rewritten query are more aligned,
since they are both in the form of questions and were both generated by the same LLM.
This improved the final answer quality and makes the fine-tuning of the rewrite LLM less
important, since alignment is already achieved through the question format. In a further
step they also introduce the concept of meta knowledge summary to be able to filter better
for the relevant information but this only provided minimal improvements, showing that
the main driver is aligning the prepare and rewrite step. Overall this PR3 architecture
addresses challenges, such as noise inside the documents of the knowledge base, context
loss by chunking of documents, ambiguity of the user query and the distribution of
important information across multiple documents. It showed significant improvements in
retrieval precision, recall, and answer relevance compared when compared to traditional
RAG methods [55].
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2.5 Audio Capabilities

This section gives an overview of the audio capabilities of modern LLMs and specialized
speech models for the tasks of converting spoken language into text and, in reverse,
converting text into spoken language. It will also introduce scoring benchmarks for text
transcriptions and address safety concerns that come with handling voice data.

2.5.1 Automatic Speech Recognition

ASR, also known as Speech-to-Text (STT), describes the task of converting spoken
language into a text transcript [59, 60]. This technology and its models, similar to
LLMs, greatly benefit from the 2017 introduced transformer based architecture [37].
Modern state-of-the-art models like Whisper, an open-weight model from OpenAl,
leverage this by using an encoder-decoder architecture [61]. Whisper models encode
their input by resampling it to 16,000 Hz, converting it into a Mel spectrogram, then
cutting it into overlapping 25 millisecond windows and lastly normalizing it. The model
is then trained in a weakly supervised manner on 680,000 hours of multilingual speech
data, making it good at understanding different languages, dialects, and accents [38,
61]. To fit different needs the model is available in five different sizes, from large and
computationally more expensive with 1550 million parameters and the best performance,
to small, computationally inexpensive and, with 39 million parameters, the ability to run
on a local device like a smartphone [61, 62].

While OpenAl’s Whisper model supports 99 languages, it is not equally well-trained
on all of them, the 680,000 hours of training data, consist only of 117,000 non-English
hours [61] and of this are only 2,119 hours in Swedish [62]. This discrepancy and the
fact that Whisper is open-weight gave rise to fine-tuned models for different languages.
The National Library of Sweden fine-tuned the suite of version 3 Whisper models on
50,000 extra hours of Swedish speech, significantly improving their performance [62].
This made use of the fact that the original Whisper model was found to plateau in
performance after training on 54,000 hours of English data. Similarly, the National
Library of Norway, trained their NB-Whisper version on 66 000 hours of Norwegian
speech [63]. In Denmark the Whisper models are fine-tuned as part of the CoRal project
by the Alexandra Institute [64].

Beside these specialized models modern LLM models are also increasingly supporting
audio input. Older systems used a pipeline for this purpose, which concatenated ASR,
LLM and TTS technology [65]. Only in 2024 SpeechGPT showed that LLMs are capable
of processing audio natively by using discrete speech tokens and encoding text and
speech in a single unified latent space, getting rid of the need to convert the audio first
into text before further processing [66]. Gemini 1.5 was the first commercial model to
support this partially by enabling native audio understanding [46]. Later Google and
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OpenAl introduced native audio understanding with Gemini 2.5 [44] and GPT-40 [67]
allowing for a direct Speech-to-Speech system with the LLM model, allowing for better
preservation of emotional nuances [43].

The accuracy of an ASR model transcription is commonly evaluated with the Word
Error Rate (WER), which measures the dissimilarity ratio on a word level between the
hypothesis, which is the ASR transcript, and the original ground-truth transcript. A lower
WER indicates higher model accuracy and is defined by

S+D+1
N

where S is the number of substitutions, D is the number of deletions, I is the number
of insertions, and N is the total number of words in the ground truth transcript [59, 60].
Other measures to assess the quality of ASR models are latency, which measures the
time a model needs to transcribe audio [60], and the Real-Time Factor (RTF), which is
the ratio of processing time to audio duration, making an RTF of less than 1 necessary
for a system that has to keep up with live audio [60].

WER =

The ability to process audio data comes with particular challenges, the main one being
able to ensure sufficient privacy of the handled data, since recordings of voices are highly
personal and sensitive [60]. When using proprietary closed-source models, this voice data
has to be sent to a remote server, exposing the data to potential risks such as data breaches
or misuse. One way to address these risks is by running an open-weight model locally,
on the user’s device, or remotely on a secure server [60]. However, when the generative
capabilities of a LLM are needed too, this can come with the problem of information
loss, higher latency, and cumulative errors. Since open-weight ASR models are not
general-purpose LLMs and currently there is no open-weight MLLM that supports native
audio, the only option is a pipeline of ASR, LLM, and TTS models. This can solve the
issue of privacy but introduces the mentioned problems [60, 65]. Further information
about the legal basis of processing audio data will be discussed in section 2.6.1.

252 TTS

TTS models have been around for more than three decades and, with modern LLLMs, they
have shifted from sounding robotic to being emotionally expressive in their speech [68].
They achieve natural-sounding human-like fluency with an extremely low word and
character error rates [69]. Across different benchmarks, Gemini 2.5 achieved the highest
accuracy in creating voice data and controlling acoustic features [68, 69]. It offers
the ability to control style, emotion, pace, and more with free-form prompts, while
supporting over 80 languages and multiple speakers per conversation [44]. In general,
closed-source models like Gemini 2.5 and GPT-40 performed significantly better than
their available open-weight competitors, such as PromptTTS and VoxInstruct [68, 69].
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Further, other commercial platforms such as ElevenLabs had to be excluded from studies
due to subscription limitations [69].

2.6 Legal Frameworks

This section will give a short introduction into the legal frameworks surrounding the use
of Al and the processing of personal data, with a focus on Sweden and the European
Union (EU). This is by no means an exhaustive overview or a final legal interpretation of
how these frameworks are to be applied for this work, but rather a general interpretation
of the main principles, to lay the foundation for an informed decision-making and an
ethical use of Al in this work.

2.6.1 GDPR

The General Data Protection Regulation (GDPR) [70] is an EU-law that was adopted in
2016 and enforced in 2018, with the aim to increase the data privacy of its citizens and
to harmonize data privacy laws across Europe. It regulates and limits the processing of
personal data, which is defined as any information that can be related to an identified or
identifiable natural person. This definition includes voice data as personal data. Further
it prohibits the processing of special categories of personal data such as biometric data,
political opinions, health data and many more. This definition could include voice data
and would prohibit the processing of it, as long as it doesn’t fall under specific exceptions
such as explicit consent given from the user, necessary processing for achieving research
purposes or others [70].

The GDPR also established general principles of minimization and purpose limitation
in regard to processing of personal data. Minimization defines that only the minimal
amount of data to fulfill the task should be processed, this is complemented by the
purpose limitation which defines that data can only be processed according to the
originally formulated purpose and not further. The GDPR also calls for action to ensure
data protection by design and by default, through implementing appropriate technical and
organizational measures, such as pseudonymization, minimization and others. Lastly, the
GDPR also calls for action to ensure the security of processing, through implementing
appropriate technical and organizational measures to ensure a level of security appropriate
to the risk, such as pseudonymization, encryption of personal data, ensuring of ongoing
confidentiality and more [70].
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2.6.2 EU Al Act

The Artificial Intelligence Act (Al Act) [71] is an EU-law that was adopted in 2024
and enforced starting in 2025, with the aim to regulate the usage of Al in the EU, to
ensure Al systems are human centric, trustworthy and abide to a high level of protection,
safety and fundamental rights of the user. The Al Act classifies Al systems according to
their risk level into four categories. Unacceptable risk systems are prohibited, high-risk
systems are subject to strict regulations, limited-risk systems have less strict regulations
such as transparency obligations, and minimal-risk systems are not subject to specific
requirements [71].

In Annex III [71] Al systems that are used in education to determine access, determine
admission, to evaluate learning outcomes, to steer the learning process, to monitor and
detect prohibited behavior of students during tests or to assess the level of education
an individual will receive or have access to are classified as high-risk. Further the Al
Act also classifies Al systems in healthcare as high-risk if they are used to grant, reduce,
revoke or reclaim healthcare benefits and services, or if they are used for patient triage
systems [71].

The Al Act defines for limited-risk systems obligations and principles such as trans-
parency, human oversight, privacy and data governance, robustness accuracy and more.
For high-risk systems it defines more strict regulations such as risk management systems,
data governance, technical documentation, record keeping and more [71].

17



Chapter 3

Methodology

This chapter describes the methodology of this work. It explains the architecture of the
current system and, building on this, the proposed architectures for the RAG and audio-
based system. For both architectures, it provides an overview of the data preparation, the
system itself with a graphic of the architecture, and the evaluation metrics used to assess
their performance.

3.1 Base System Architecture

The base system, named PharmaComCoach was briefly introduced in the background
section 2.2. It is a web-based application that allows pharmacy students to practice their
communication skills with an Al simulated VP in a text-only environment [7]. The basic
system architecture is displayed in Figure 3.1.

Throughout the whole system a model of the Gemini family will be used whenever a
LLM is needed. In the previous version of the system this model was gemini-2.5-flash.
Since then Google replaced it with gemini-3.1-flash-lite on the 3rd of March 2026 [72].
Gemini-3.1-flash-lite is a natively multimodal LLM that is based on Gemini 3 Pro and
performs especially well on latency-sensitive tasks [72].

In PharmaComCoach, depending on which patient the student chooses to interact with,
the corresponding patient prompt is loaded together with the general feedback prompt.
The student can then initiate the conversation with the VP and each time the student sends
a message the conversation history is sent to the LLM together with the patient prompt
and the feedback prompt. The LLM then decides to either continue the conversation
and generate the corresponding response, which continues the cycle, or to mark the
conversation as complete and use the instructions from the feedback prompt together
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Figure 3.1: Base system architecture of the PharmaComCoach application.

with the whole conversation transcript to generate the feedback, which is then displayed
back to the student.

3.1.1 Feedback

The current feedback prompt provides a detailed structure for the feedback generation and
is split into four overarching parts. Part one and two are the most extensive parts, giving
feedback on communication skills, which are originally built around the framework of
the communication ladder [7].

1. This part focuses exclusively on the specific communication skill of open- and
closed questions. First giving an overview and then more details on open questions
and lastly on closed questions.

2. This part is labeled “Affirming skills” and gives feedback on the use of all other
communication skills derived from the communication ladder. It starts with giv-
ing an overview and then details on paraphrasing, reflective listening, mirroring
feelings, validation and summarizing.

3. This part gives feedback on the pharmacological knowledge of the student and the
advice they give to the patient.

4. This part wraps up the feedback with a short conclusion of mistakes and advice for
the student, often with only a few sentences and without a specific structure.

Additionally, to defining the structure of the feedback, the prompt also gives few-shot
examples of what to look for in the conversation and what is considered a specific skill.
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Generating the feedback is done by passing the patient prompt, the complete conversation
transcript and the feedback prompt into the LLLM, and the answer is then parsed and
displayed to the student. Since the feedback is only generated after the conversation is
over, latency is not a problem anymore.

3.1.2 Legal Frameworks

The current platform is designed to adhere to the GDPR and the Al Act. To achieve
GDPR compliance the patient cases for the VPs are developed based on the curriculum

and not on real patients, further the interaction with the VP is text-based only which is
not personal data under the GDPR [71].

Under the Al Act the platform is classified as a limited-risk system. While it is placed in
the field of education and healthcare it is only used as a supplementary technology in
the education of students, it does not replace existing education and evaluation through
teachers. The platform is neither used to determine access, determine admission, to
evaluate learning outcomes, to steer the learning process, to monitor and detect prohibited
behavior of students during tests or to assess the level of education an individual will
receive or have access to, nor is it used to grant, reduce, revoke or reclaim healthcare
benefits and services, or is used for patient triage.

Overall this platform is designed to support the education of pharmacy students and not
to replace teachers or pharmacists. This is done by aligning the project with the principles
outlined in the Al Act for limited-risk systems such as transparency, human oversight,
privacy and data governance, robustness accuracy and more. Some of these principles are
already well in use, such as transparency and human oversight, since students are always
made aware of the fact that the VP is an Al system and that the feedback is generated by
this same system and may contain inaccuracies. Other principles such as robustness and
accuracy are in work to be further improved for example through the implementation of
a RAG system as described in the next section 3.2.

3.2 Feedback Mechanism / RAG

This section addresses the first research question of this work, which aims to test if a
RAG can improve the feedback quality. As outlined in section 2.2, the current feedback
system is split into communication feedback and pharmacological feedback, and it
relies on the parametric knowledge of the LLM together with few-shot examples in the
prompt, that were added through an iterative design process [7]. Whilst modern models
are knowledgeable and can outperform resident doctors in specific medical knowledge
tasks [73], there are still limitations. Model answers can be too generic, missing specific
knowledge or context which would be needed to provide more details [17, 18, 22].
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Further models sometimes hallucinate and generate new false information [52, 53]. This
risk must be addressed for the PharmaComCoach platform to ensure the validity of the
generated pharmacological feedback, which is part of the communication competencies.
Since a pharmacist must be able to present his knowledge about drugs in a skilled
manner while only using correct information. To address these challenges, this work
proposes the implementation of a RAG system, since such systems are designed to
provide more contextually relevant information to the LLM and can mitigate the risk of
hallucinations [17, 54-57].

Figure 3.2 shows the proposed RAG system within the current architecture.
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Figure 3.2: High level view of the Retrieval-Augmented Generation (RAG) integration
into the currently existing architecture.

Instead of generating the feedback directly after the conversation ends, the RAG system
first searches for additional information, enriches the feedback prompt with it, and then
generates the feedback. To keep LLM use consistent across the platform, the new RAG
system uses gemini-3.1-flash-lite-preview whenever a LLM is needed, which is also
the current model used in the platform. To keep the system flexible, the code-level
implementation will feature a modularized architecture with a LLM-service, making it
easy to change the LLM model later if needed. Further, the current platform only supports
one feedback prompt, which is based on the communication ladder and effective listening
as a concept, this prompt is optimized for students in Uppsala University, Sweden [7],
but future versions should extend this to Norway and Denmark, as well as other feedback
frameworks. This fact will be considered in the design of the RAG system, by making
the system easy to extend for new data and the possibility to label existing data.
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The RAG system improves the conformity of the platform with the AI Act by aiming
at increasing robustness and accuracy while mitigating misinformation. It does not
introduce relevant changes under GDPR, since the patient case remains unchanged and
the conversation remains text-based. Only the RAG data is new, but for the data solely
open-source material was used, introducing no new personal data in comparison to the
GDPR conform base system.

3.2.1 Proposed RAG System

The proposed RAG system is based on the PR3 framework [55, 56], as shown in
Figure 3.3.

This is a modern extension of the default retrieve-then-read pipeline that introduces
additional rewrite and prepare steps. The framework rewrites the knowledge base, with
the help of a LLM, into a QA-pair structure, where the question serves as an index. The
user’s input is then rewritten with a similar prompt into an augmentation query consisting
of one or more questions. These questions can then be searched in the knowledge
base, and similar QA-pairs are retrieved. This aligns the structure and phrasing of the
knowledge base and the augmentation query, allowing information to be matched more
efficiently. This is especially important for the PharmaComCoach platform, since the user
does not directly ask a question, instead, the complete conversation history, consisting
of the patient prompt and the student’s conversation with the VP, serves as input. Only
by rewriting this input into questions does it become searchable. Even though some
information can be lost in this rewriting process for the augmentation query, as well as
for the knowledge base, the alignment of these two components leads to better overall
information recall [55].

Slightly deviating from the original PR3 framework, this work will not include the meta-
knowledge summaries, which were used to pre-filter the topic and serve as additional
information to generate better questions in the augmentation query. Since Pharma-
ComCoach uses only one feedback prompt in its current implementation, with a strict
definition of layout and content, the query to generate the augmentation query can be
proactively tailored toward this. To accommodate future expansions of the platform,
the data in the knowledge base will be labeled according to the specific communica-
tion framework that was used and, if necessary, its specific country. This allows the
knowledge base to be filtered before searching, covering all needed functionalities for
PharmaComCoach. Lastly, while more feedback prompts for different frameworks are in
progress, they will stay in the low singular digits and, to ensure a high pedagogical value,
they will always be checked by a human instead of outsourcing the decision to a LLM.
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Figure 3.3: Proposed Retrieval-Augmented Generation (RAG) architecture according
to the PR3 framework with prepare, rewrite, retrieve, read and generate steps.
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3.2.2 Prepare Step — Data Preparation

The prepare step of the RAG system was split into two parts: first the collection and initial
preparation of the data, and second the actual construction of the knowledge base. In the
data collection two different categories of information were needed, the communication
literature data sources, to improve the communication feedback, and the medical data
sources, to improve the pharmacological part of the feedback. For the pedagogical
feedback, open-source papers and open-source books that fit the communication feedback
framework were selected by a group of senior experts in social and clinical pharmacy
from Sweden, Norway, and Denmark. They further provided access to fitting non-open-
source books or papers, as well as preprint papers if they were the authors and agreed
to the processing of them. Papers were then prepared by extracting the complete text
so they can be processed as one single input in the next step. Books, on the other hand,
were split by chapter and if a chapter exceeded 10 000 tokens (around 10-20 pages), it
was split again with an overlap of 2 000 tokens. That way QA-pairs can be generated for
each topic discussed in the book, without overloading the LLLM with information.

The medical data sources were covered by Farmaceutiska Specialiteter i Sverige (FASS)!,
a national database in Sweden for all human and veterinary medicines. The information
can be searched freely on their website or through a paid API. For this project, FASS
granted free research test access. To ensure responsible use of this API and to avoid
excessive request volume, only 1 000 of the around 10 000 entries listed in FASS were
downloaded at the start of the project. This selection was made in accordance with
all the drugs needed for the patient cases in the platform, and all related knowledge is
available in the knowledge base. The data queried from FASS are so-called Summary of
Product Characteristics (SmPC), containing detailed information about the drug, such
as indications, dosages, and side effects. Each SmPC was then processed as one single
input for the next step.

3.2.3 Prepare Step — Knowledge Base

The second part of the prepare step involved creating the actual knowledge base by
converting all papers, book chapters and FASS entries into QA-pairs according to the
PR3 framework [55]. This was done by wrapping each previously defined information
unit into a prompt, which was then passed into the LLM to generate the QA-pairs. These
pairs were then saved into a SQLite Database (SQLite) database to allow for a quick
screening and sanity check. Finally, they were transformed into embeddings and saved
into a vector database, where they were stored together with their metadata specifying
important information for later evaluation, such as the source of the QA-pair, the used
LLM model, and the communication framework.

'"https://fass.se/
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The prompt to generate the QA-pairs was inspired by the one used in [55] and was
further adapted to fit the specific needs of this work. The final prompt now produces
1-10 general knowledge QA-pairs for each input, as well as one further QA-pair, which
addresses a common error regarding the input information. This final prompt is given
in the appendix under RAG QA Generation Prompt. More nuanced changes compared
to the original include, for example, a content viability check that was added to filter
out badly split book chapters, a clearer definition of the output format with an example,
constraints on the layout and the questions, and an overall restructuring for more clarity.
This was done iteratively by testing the prompt on different papers and book chapters
until the output captured all information in sparse inputs and generated QA-pairs for all
valid ones. This whole process of adapting the prompt was aided by the use of GenAl, to
align structure, content, and wording better with the model’s expected input.

To generate the QA-pairs, the platform’s standard model, gemini-3.1-flash-lite-preview,
was used. The prompt gave this model control to generate between 1 and 10 questions
depending on the density of the provided information.

To map the questions into a vector space, the embedding model all-MiniLM-L6-v2 was
chosen due to its distilled 6-layer architecture and relatively small 384-dimensional dense
vector space, allowing for efficient indexing and quick searches later on [74]. While the
model has two caveats, namely that input texts longer than 256 word pieces get truncated
and that it is primarily an English model, these do not influence the performance in this
work. Due to the rewriting into questions, the information is already condensed and does
not interfere with the word-piece limit. The focus on English is not a problem since
English was also chosen as the main language in the knowledge base, because most
papers and books are available in English. Furthermore, to be able to expand the platform
into Danish and Norwegian later on, the content is summarized in its original language
and only translated when used.

For the vector database Facebook Al Similarity Search (FAISS) [75] was chosen. FAISS
is an open-source library by Meta for similarity search and clustering of dense vectors.
It therefore has the advantage that it can be hosted locally for testing, or on a server
from Uppsala University for actual use and scalability. This is important for the future
development of the platform as well as for the security and privacy of the data. FAISS is
widely used across the industry and is faster than or on par with other industry-standard
vector databases like Scalable Nearest Neighbors (SCANN) and Vamana.

3.2.4 Rewrite Step

The rewrite step takes, according to the PR3 framework [55], the users input and rewrites
it into questions, that can be used as an augmentation query to retrieve further information
out of the knowledge base. The prompt is based on the query augmentation prompt used
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in [55] and was further adapted to the needs of this work. The final prompt is given in
the appendix under RAG Question Rewriting Prompt. The changes most notably include
a more fine-granular approach when generating the augmentation queries, by splitting
the generation into three different categories of questions: communication, medical and
positive queries. Communication questions are framed as a need for knowledge and
the model generates 3—5 questions that aim to provide further context on communica-
tion skills, where the student deviated from what the models deem the expert way, in
accordance with the description in the prompt and the parametric knowledge. Medical
questions analyze the pharmaceutical advice that was given by the students and are aimed
at providing further context into inaccuracies or omissions of medical facts. Positive
questions, were added in the second iteration, to provide further context on the correct
use of communication skills. This aims to counterbalance the critique that is introduced
by providing further context about improvements of communication skills with the first
type of communication questions. Other changes of the prompt include the addition of
constraints, an overall restructuring for more clarity, and a more defined response format.
This prompt adaptation process was aided with GenAl, to align structure, content, and
wording better with the models expected input.

To generate the three question types, the platform’s standard model gemini-3. 1-flash-lite-
preview was used. It receives the question rewriting prompt together with the complete
conversation history and the patient prompt. That way it already has the full context of
the conversation, which allows it to generate more relevant questions. In total the model
generates 9-15 questions, depending on how many areas to improve were identified.
The model’s temperature is set to 0.1 to get a more deterministic output and guarantee
consistency when regenerating for the same conversation, while still allowing for some
variation to avoid a too-robotic-sounding output.

3.2.5 Retrieve Step

The retrieve steps utilizes the knowledge base created in the prepare step and the aug-
mentation query created in the rewrite step to retrieve the relevant information for the
feedback generation. The augmentation query is kept split in the three categories com-
munication, medical and positive questions. For each question in each category the
top 3 most similar vectors are then retrieved from the vector database, based on the
cosine similarity between the augmentation question and the indexed questions from the
QA-pairs. These retrieved QA-pairs are then passed on for further processing.

3.2.6 Read Step and Feedback Generation

The read step combines all information from the previous steps to generate the final
feedback. The base building the user conversation, as well as the initial patient prompt and
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the feedback prompt from the current system [7]. This information is then enriched with
the retrieved QA-pairs. These QA-pairs stay grouped by category and are introduced into
the prompt by labelling them as additional context for further reasoning in the feedback
generation.

The feedback is generated by the platform’s standard model, gemini-3.1-flash-lite-
preview, with a temperature set to 0.1 to get a more deterministic output and guarantee
consistency when regenerating with the same set of inputs, while still allowing for some
variation to avoid a too robotic sounding output.

3.2.7 Evaluation of Feedback Quality

The feedback evaluation is split into two parts, first the evaluation of the feedback quality
and second the evaluation of the medical actuality of the feedback. This first part is
about the question if the RAG system does actually improve the quality of the feedback.
The main interest here lies in the comparison between the feedback generated by the
base platform system and the feedback generated after implementing the RAG system,
to measure if the RAG system improves the quality of the feedback. This limitation is
important to avoid the complications of defining good feedback in an absolute way, since
different countries and different universities have different feedback frameworks and
therefore different priorities in the way they teach what good communication is.

To isolate and measure only the RAG system, everything but the RAG system is treated
as a constant: the patient prompt, the feedback prompt, the LLM model, and the conver-
sation history. The patient and the feedback prompt are taken from previous work on
PharmaComCoach [7] and are based on the communication ladder feedback framework
and the concept of effective listening. The LLM model is the platform’s standard model,
gemini-3.1-flash-lite-preview, and the conversation history is taken from a student who
engaged in a conversation with the VP in the platform and provided their data for this
work, further information about this data is given in section 3.3.1. The only variable is
the RAG system, which is either turned on or off during the feedback generation.

This comparison is done from the perspective of professors and senior experts in the
field of social and clinical pharmacy, who are normally the ones teaching the subject
and giving the feedback in real world settings and thereby have expertise in this area.
The student perspective (receiver of the feedback) and linguistic experts (judge for the
quality of the language and structure of the feedback) are interesting to measure as well,
but since these groups would set different priorities in the feedback and thereby have a
different interpretation of high quality feedback, they would require different evaluation
metrics.

The feedback quality itself is measured through comparing the two feedback types on
four dimensions: usefulness, accuracy, specificity, and tone.
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* Usefulness: The extent to which the feedback enables the student to clearly
understand what to improve and how to achieve that improvement.

* Accuracy: The extent to which the feedback accurately reflects the student’s
statements from the conversation with the VP and focuses on the most important
communication aspects in the interaction.

» Specificity: The extent to which the feedback is detailed, concrete, and includes
actionable examples or suggestions tied to specific moments in the interaction

* Tone: The extent to which the feedback is professional, constructive, and respectful,
avoiding judgmental language to support the students confidence and motivation
in learning

Each dimension is measured on a symmetric Likert scale, to not imply any order or bias,
from -2 to 2, where:

» -2 Strongly prefer feedback A
* -1 Somewhat prefer feedback A
* 0 No preference
* 1 Somewhat prefer feedback B
* 2 Strongly prefer feedback B
The two feedback types are randomly assigned to A and B to avoid bias.

Each participant is given the transcript of two complete conversations (see appendix,
Example Conversations Transcripts) between a student and a VP to grade. For each of
these two conversations the two feedback types, with and without the RAG system, were
created (see appendix, Conversation 1 Feedback Types and Conversation 2 Feedback
Types). Since the feedback returned by the model is extensive and detailed, and to
avoid overwhelming the participants, as well as to avoid redundancy in subcategories,
only parts of the feedback are given to the participants for grading. For this reason
six subcategories were selected and placed side by side in an Excel file (see appendix,
Expert Questionnaire Table), to allow for an easy and direct comparison on the four
dimensions by the experts. The six chosen subcategories covered all four overarching
categories of the feedback: open- and closed questions, affirming skills, pharmacological
knowledge and conclusion. For open and closed questions the subcategories overview
and open questions are covered. For affirming skills the subcategories overview and
reflective listening are covered, and for pharmacological feedback and concluding advice
the complete feedback is covered. The Excel file further had a field for an overall score of
the feedback quality on a scale from 1 to 10, where 1 is very poor and 10 is excellent, as
well as an optional comment section for the experts to explain their scores of the Likert
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scales. All this was given to the experts together with a short instruction on how to grade
the feedback (see appendix, Expert Questionnaire Instructions).

3.2.8 Evaluation of Medical Actuality

In this second part the impact of the RAG on medical actuality and accuracy of the
feedback is measured. This is done to ensure that the RAG system provides relevant and
up-to-date medical information in cases the model has no parametric knowledge about
a specific case, it further reduces the risk of hallucination, and the usage of outdated
information [17, 18].

To test this an existing patient case was adapted to fit a new drug, Andembry [76], which
was approved in 2025, after the knowledge cutoff of the model, gemini-3.1-flash-lite-
preview [72, 77]. A conversation was then simulated with the VP and the new patient case.
This was then used, together with the standard feedback prompt, to generate feedback
with and without the RAG system. This approach fixed the patient case, the conversation
history, the feedback prompt and the model as a constant and made it possible to treat
the effect of the RAG as an isolated variable.

Since it could not be confirmed that the model had no parametric knowledge about
Andembry, for example through papers or articles that were published before the drug
was officially approved, a new fictitious drug, Jaekkajo, was also tested. Therefore, the
patient case and the previously simulated conversation with Andembry were duplicated
and adopted by replacing all occurrences of Andembry with Jaekkajo, the conversation
as a whole remained unchanged. In the RAG the information about Andembry was
duplicated and renamed into Jaekkajo too. This way it could be guaranteed that the
model has no parametric information about Jaekkajo, while the RAG introduces the same
medical information for both drugs. The feedback was then generated with and without
the RAG system.

In the feedback from the model, the pharmacological category was then analyzed and
compared between the two feedback types, for both drugs, to check if the RAG system
provided more accurate and relevant information about the new drugs, as well as to check
if the feedback without RAG was hallucinating or using outdated information.

3.3 Audio Data

This section addresses the second research question of this work, which is about how to
integrate audio capabilities into the platform, currently the system is purely text-based.
To integrate these audio capabilities, special data in the form of audio recordings and
their transcripts are needed to evaluate and compare different ASR models, this data has
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to be available in Swedish, Norwegian, and Danish at a minimum. However, finding or
obtaining such data in a GDPR compliant way is challenging. Most publicly available
datasets are in English or Chinese, it is harder to find datasets in Swedish, Norwegian, and
Danish and even harder to find medical datasets in these languages [59]. This is why for
this work new data was anonymously collected, augmented and processed into synthetic
GDPR compliant audio data. The complete flow of the data collection, augmentation,
and generation of synthetic audio data is shown in Figure 3.4.

Synthetic
Swedish SE, NO, DK, EN, DE Total audio data
transcripts transcripts transcripts (one file per
transcript)
26 DeepL ig DeepL 546 Gemini TTS |<])))
@ Meassure: -
I splitin
Linguistic .
. . speaking
diversity,
; turns
Semantic
simliarity

Figure 3.4: Proposed flow of the data collection, augmentation, and generation of syn-
thetic audio data. The five main languages for this platform are shorted with SE=Swedish,
NO=Norwegian, DK=Danish, EN=English, DE=German.

3.3.1 Data Collection

To create an initial dataset, 26 pharmacy students at different stages in their education
from Uppsala University were provided with anonymous access to the current platform
and engaged in one conversation with the same VP. These conversations were purely
text-based and therefore did not contain any personal data under the definition of GDPR,
since the conversation centered around a made-up VP. Further, the conversations were
anonymous, the students did not provide any personal data and the students provided
oral consent for the use of their output in this work.

The initial platform was built with a focus on Swedish students, therefore this initial
dataset consists of 26 conversation transcripts in Swedish.
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3.3.2 Data Augmentation

These 26 original transcripts were then augmented to increase the size and diversity of the
dataset, as well as the available languages for testing the ASR models. The augmentation
was mainly done through backtranslation. The chosen languages for the final dataset
included Norwegian, Danish, English, and German. Most important were the tests for
Norwegian and Danish, since the platform will be expanded into these languages in the
future. English was included since it serves as a baseline for the performance of the data
augmentation and the ASR models, as most of these models are primarily trained on
English data and therefore perform best on English input. German was chosen to further
increase the diversity of the dataset. This choice is supported by the fact that German is a
Germanic language and close in geographic proximity to the Nordic countries, allowing
for a possible future expansion of the platform into this market. Furthermore, training
data for German is widely available, therefore models perform well on German data,
which makes it a good choice for backtranslation.

In NLP a multitude of data augmentation techniques exist, such as synonym replacement,
random insertion, random swap, random deletion, backtranslation and paraphrasing [78].
For this work backtranslation was chosen as the main augmentation technique, since
it is a simple and effective method to generate lexically diverse text while maintaining
semantic fidelity [79, 80]. In backtranslation a text is translated from the original
language to a different intermediate language and then back into the original language,
effectively rephrasing the sentences using different words, grammar and structure, making
it a specific form of paraphrasing [78, 79]. This works especially well for a small
dataset size [80]. Using a LLLM-based backtranslation method, compared to a traditional
approach, further improves the quality of the augmented data. This effect is biggest
when the dataset is small, between 5-20 texts, before it decreases significantly when
more than 30 initial texts are used [81]. While the 26 original transcripts are slightly
above the optimal range, it is still a small dataset and lies below the threshold of 30,
therefore making LLM-based backtranslation a good choice. From the evaluated LLM-
based backtranslation methods in [79] the one using DeepL (a translation service using
specially trained LLMs) performed best and was therefore chosen for this work.

Since the data was originally only available in Swedish, all 26 transcripts were first
translated into Norwegian, Danish, English, and German. These translations were then
backtranslated into Swedish, resulting in five different versions of each original transcript,
making the Swedish dataset complete.

For the other languages the backtranslation was adapted to accommodate the fact that
we don’t have original data in that language and to keep computation low. It has been
shown that multichain backtranslation utilizing multiple hops can be a more effective
data augmentation method compared to the single-chain approach with only one hop [82],
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that was used for the Swedish language. Further, there is no conclusive evidence that
using languages from different language families during backtranslation increases the
diversity of the generated data [82]. If start and intermediate language are high resource
languages it is even possible to adapt the multichain backtranslation into a more pivot
based pipeline with multiple hops, where start and target language are different [83]. This
allows for the construction of multichain backtranslation where the source language is
Swedish, and the target language is any of the other four languages. Further all languages
can be from the same family (Germanic), without compromising on the diversity of the
generated data. An example of such a multichain backtranslation would be Swedish —
Norwegian — Danish, where Swedish is the source language and Danish is the target
language for which the data is generated. This approach was utilized in this work for
the Norwegian, Danish, English, and German datasets, where the source language was
Swedish, the target language was the respective language and the intermediary language
was any of the three other languages. That way for each of these four languages one
direct translation was created as well as three multichain backtranslations, resulting in a
total of four different versions of each transcript for each language, making the dataset
complete.

3.3.3 Augmented Data Evaluation

The augmented data was evaluated on two dimensions, linguistic diversity and semantic
similarity. A high quality dataset is expected to have a high linguistic diversity, meaning
that sentences have different phrasing, words and structure, while maintaining a high
semantic similarity, meaning that the meaning of the sentences is preserved across the
different versions. As an initial check the word count ratio was used. It is a simple
metric to measure the relative difference in the amount of words in the augmented data
compared to the original data. This allows to find outliers were the model has swallowed
old data or hallucinated new data in the backtranslation process [79].

To measure the linguistic diversity, the Jaccard similarity was used. It is a measure of
similarity between two sets A and B [79] with the formula being:

_|AnB]
- |Au B|

J(A, B)

In this case the sets A and B are the unique words in the original and the augmented
transcript, therefore a low Jaccard similarity indicates little overlap in the used words, so
sentences have to be framed differently, and the linguistic diversity is high. On the other
side a high Jaccard similarity indicates a high overlap and a low linguistic diversity [79].

To control that not only the words in the transcript changed as indicated by the Jaccard
similarity, but also that the meaning of the transcripts was preserved, the semantic
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similarity was measured through the cosine similarity of the conversation. To account
for the fact that the transcripts are long conversations spanning multiple topics and
embedding models can only process a limited amount of tokens, the conversations were
split into the speaking turns of the student and the LLM. Each speaking turn consisted
of around 1-5 sentences and was embedded separately. The cosine similarity was
then calculated for each pair of speaking turns between the original and the augmented
transcript. To embed these speaking turns, paraphrase-multilingual-MiniLM-L12-v2 was
used, a multilingual sentence embedding model built on the MiniLM architecture, with
12 layers and a 384-dimensional output. This model is slightly slower than the more
distilled all-MiniLM-L6-v2, but it is more precise and supports multiple languages, which
is important to validate all five languages appropriately.

3.3.4 Audio Data

Based on these augmented transcripts synthetic audio data was generated using a TTS
model, to evaluate the ASR models in the next step. Synthetic audio data was chosen
over real audio data, since the voice is a personal and sensitive data type, which has to
be handled with high safety standards under GDPR [70]. Synthetic voice on the other
side is not personal data, does not require consent to be used and can generally be used
with fewer restrictions, making it more feasible for the experiments in this work. Further
synthetic audio data can be more easily generated in the quantities needed for this work
in comparison to the resources needed to record real audio data.

To generate the synthetic audio data gemini-2.5-flash-preview-tts was used. This decision
was based on the reasons provided in section 2.5.2, where this model was shown to be
the best performing TTS model on different benchmarks [68, 69], while supporting all
needed languages, multiple speakers per conversation and offering control over style,
emotion and pace of the recording [44].

To allow for a more structured evaluation of the ASR models, two different versions
of the audio data were generated. The first version being one audio file per complete
conversation transcript, using two speakers to differentiate between the student and
the VP, resulting in audio files of multiple minutes. This version was created for all
augmented transcripts. The second version being one audio file per individual speaking
turn, using only one speaker and resulting in audio files of multiple seconds. This version
was only created for transcript 1 to 5, which had around 25 speaking turns in each
transcript.
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3.4 Audio Integration

This section is about the integration of the audio capabilities into the platform. Different
possible solutions are mentioned as well as the technical and legal limitations of these
solutions. The remaining ASR models are then implemented and evaluated based on the
synthetic audio data.

The integration of audio capabilities into the platform can be done in different ways.
One possible solution is the use of a modern LLM capable of native audio processing
with a Speech-to-Speech system. This allows for a quick integration into the platform,
since the audio processing is done directly by the LLM [45, 67, 77] and no additional
models are needed, and with new models [67] responding as quickly as 232 milliseconds
response times are similar to a human conversation. However, this solution is not feasible
since these capabilities are currently only offered by closed-source models hosted on
the providers’ servers. Therefore, it cannot be guaranteed that the voice of the students,
who will later use the platform, is accordingly anonymized, and their data is not sent
outside the EU or otherwise processed, which creates the risk of potential data breaches
or misuse [60] and would violate legal frameworks like the GDPR or the Al Act.

The GDPR compliant solution proposed for this work is the use of a separate ASR model,
which can either be run on the user’s device or on a server hosted in the EU, for example
in Sweden by Uppsala University, ensuring GDPR compliant processing of the audio
data. This ASR model will be integrated into the currently existing architecture, as
Figure 3.5 shows.
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Patient audio
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1 model interaction natively
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patient generating
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Figure 3.5: High level view of the audio integration into the currently existing architec-
ture.
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With the use of an ASR model a pipeline can be set up, where the students voice is
processed by the ASR model, which transcribes it into text, which is then passed on to
the LLLM, which generates the response in audio form and completes the turn, allowing
the pipeline to start over. With this pipeline the LLM in the existing platform, which has
proven to work well, can stay the same and since it can generate audio natively it can be
used without adding an extra TTS step.

3.4.1 ASR Models

To find the best performing ASR model for the platform, different sizes and specializa-
tions were implemented and evaluated on the synthetic audio data. In total four different
types of models were evaluated. The flow showing the integration and evaluation of the
ASR models with the synthetic audio data is shown in Figure 3.6 and is an extension of
the Figure 3.4 showing the data collection and augmentation.

Synthetic
audio data Meassure:
(one flle_ per Run audio through Latency
transcript) Word Error Rate
E:]))) Model Selection ® Evaluation
General audio Whisper large v3
split in . . . .
speaking Tiny audio Whisper tiny
turns Meassure:
Specialized audio Whisper no/se/dk... Latency
General purpose  Gemma 3n Evaluation

Figure 3.6: Proposed evaluation of the different ASR models, based on the generated
synthetic audio data.

1. As a general all-rounder, whisper-large-v3 from OpenAl [61], a state-of-the-art
ASR model, as well as the newest and with 1.55 billion parameters the biggest in
the Whisper family.

2. A lightweight model that can be run locally on the user’s device, whisper-tiny from
OpenAl [61]. This is with 39 million parameters the smallest model in the Whisper
family, but was never upgraded beyond the original Whisper model architecture.

3. Specialized language models for each of the five languages, which are based on
the Whisper architecture and have been trained on a large amount of data in the
respective language.
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» For Swedish kb-whisper-large from KBLab [62].
* For Norwegian nb-whisper-large from NbAiLab [63].
 For Danish roest-v3-whisper-1.5b from CoRal-project [64].

* For German whisper-large-v3-german®.

* For English distil-large-v3°, this is the only not fine-tuned model, instead
it reduced the parameters of the model while maintaining its accuracy and
lowering the latency.

4. Finally, an open-weight general purpose LLM with native audio processing capa-
bilities, gemma-3n-E4B-it from Google [77].

The Gemma model serves as a control to see if the ASR step could be skipped entirely,
however it can only process a maximum of 30 seconds of audio, so the audio has to
be chunked before sending it to the model, further it is with 4 billion parameters much
smaller than current state-of-the-art LLM models, which have upwards of 100 billion
parameters [40].

To ensure reproducibility, consistency, and comparability between the results, all models
used in this section were run on a NVIDIA Tesla T4 Graphics Processing Unit (GPU)
with 16 GB RAM on Alvis*, a cluster for artificial intelligence and machine learning
research from National Academic Infrastructure for Supercomputing in Sweden (NAISS),
hosted by Chalmers Centre for Computational Science and Engineering (C3SE).

3.4.2 ASR Quality Evaluation

The quality of the ASR generated output was evaluated with the WER, a commonly
used metrics to assess the accuracy of an audio transcription in the field of ASR [59, 60].
This evaluation was with a focus on the complete conversation transcripts, measuring
one WER score per complete conversation transcript. While it was also done for the
split audio files, the complete audio files give a more robust evaluation through a larger
amount of words per comparison.

Before measuring the WER, the word count ratio was used as an initial check to find
outliers where the ASR model either stopped translating some parts of the data or
hallucinated new data, these outliers were then excluded.

2Sourced from https://huggingface.co/primeline/whisper-large-v3—-german
3Sourced from https://huggingface.co/distil-whisper/distil-large-v3
*https://www.c3se.chalmers.se/about/Alvis/
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The WER measures the similarity between the ASR output and the original transcript

and is defined as:
S+D+1

N
where S is the number of substitutions, D is the number of deletions, I is the number of
insertions and N is the total number of words in the reference transcript. A lower WER
indicates a better performance of the ASR model [60].

WER =

Additional for the split audio files, the cosine similarity between the ASR output and the
original transcript was also measured. This was done to control that even in cases were
the WER is high, the meaning of the transcript is still preserved, and the LLM can still
understand and interpret the conversation correctly. The same embedding model as used
in the data augmentation evaluation 3.3.3, paraphrase-multilingual-MiniLM-L12-v2, was
used for this evaluation as well.

3.4.3 ASR Latency Evaluation

The latency of the ASR models was measured to evaluate the impact of a GDPR compliant
solution and the different models. This evaluation was done for both the complete audio
files to get a more robust score on a bigger amount of data, and the split audio files to
validate this with data that is closer to the real use case of the platform. The latency was
measured as the time it takes for the ASR model to process the audio file and generate
the transcription, starting from when the audio file is passed to the model until the
transcription is returned.

Further the RTF was also calculated, which is defined as the time it takes the ASR model
to process the audio file divided by the duration of the audio file itself. An RTF of less
than 1 indicates that the ASR model can process audio in real-time [60]. This knowledge
is important if the current latency is deemed to high and a chunking based processing
approach is proposed.
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Resulis

This chapter presents the results from this work, specifically from the integration of the
RAG system, as well as the integration of audio capabilities into the PharmaComCoach
platform. The RAG system is evaluated qualitatively through a comparison of the two
different feedback types by senior experts in social and clinical pharmacy. For the audio
capabilities, the augmented data is first evaluated on measures such as linguistic diversity
and semantic similarity to ensure a diverse dataset. Then this data is used to benchmark
a selection of models on measurements such as WER and latency.

4.1 RAG Feedback Quality

The questionnaire, designed to evaluate and compare the two different feedback types,
was answered by five senior experts in social and clinical pharmacy. Given this quality-
oriented nature, the following data analysis focuses on measures common in descriptive
statistics rather than testing for statistical significance. The experts were asked to provide
an overall score for the feedback, as well as a detailed comparison of the two feedback
types based on multiple dimensions.

4.1.1 Feedback Quality Overview

To compare the overall feedback quality between the feedback generated with and without
the RAG system, the experts were provided with the unlabeled feedback types and asked
to rate each one on a scale from 1 (very poor) to 10 (excellent). This question was
answered by four out of the five experts. As can be seen in Figure 4.1, each expert rated
the feedback generated with the RAG system at least two points higher than the feedback
generated without it. This was true for both conversations provided to the experts. For
the shorter conversation 1 with 800 words and 12 speaking turns, the feedback quality
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increased from a mean of 5.5 to 7.5 points, while for the longer conversation 2 with 1000
words and 34 speaking turns, it increased from a mean of 4.75 to 7.125 when using the
RAG.

Overall Feedback Quality

Conversation 1 Conversation 2
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Figure 4.1: The figure displays the change in feedback quality between the feedback
generated without the Retrieval-Augmented Generation (RAG) system and the feedback
generated with the RAG system. The feedback quality is measured by four senior experts
in social and clinical pharmacy, on a scale from 1 (very poor) to 10 (excellent). This
evaluation was done for two different student conversations. The left subplot shows the
feedback quality for the first conversation, while the right subplot shows the feedback
quality for the second conversation. Each point in the figure represents one expert and
the lines connecting the two different feedback types represent the change in feedback
quality for each expert.

4.1.2 Feedback Quality Detailed

To compare the feedback quality in detail between the feedback generated with and
without the RAG system, the experts were provided with the unlabeled feedback types
and were asked to blindly compare them on a Likert scale from -2 (strongly prefer without
RAG) to 2 (strongly prefer with RAG). Each comparison was done on six selected parts of
the feedback, which were evaluated on four dimensions: usefulness, accuracy, specificity,
and tone. This part of the questionnaire was answered by all five experts.

This section focuses on presenting these results for each of the four evaluated dimensions.
Therefore, the comparisons for each dimension are split into the two conversations and
displayed as a divergent stacked bar chart. The comparisons can also be split by the
six selected feedback parts, and while they provide good insights, they overall show the
same patterns and allow for the same conclusions. To not overload the presentation of
these results, the comparisons split by the six selected feedback parts can be found in the
appendix under Feedback Quality Detailed.
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Effect on usefulness. Across both conversations, the RAG-assisted feedback was
preferred in 73% of all expert comparisons (44 out of 60), with 33% (20 out of 60)
showing a strong preference. In contrast, only 13% (8 out of 60) favored the feedback
generated without the RAG system (see Figure 4.2).

Effect of RAG on Feedback Quality: Usefulness
Conversation 1 Conversation 2
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Figure 4.2: The figure displays the usefulness of the feedback quality with a divergent
stacked bar chart. This evaluation was done for two different student conversations. For
each conversation two types of feedback are generated, one feedback generated without
the Retrieval-Augmented Generation (RAG) system and another feedback generated
with the RAG system. These two feedback types were blindly compared to another
on a Likert scale from -2 (strongly prefer without RAG) to 2 (strongly prefer with
RAG). The y-axis shows selected categories from the feedback, which were rated for
usefulness by four senior experts in social and clinical pharmacy. The left subplot shows
the results for the first conversation, while the right subplot shows the results for the
second conversation.
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Effect on Accuracy. Across both conversations, the RAG-assisted feedback was pre-
ferred in 63% of all expert comparisons (38 out of 60). In contrast, only 12% (7 out
of 60) favored the feedback generated without the RAG system. While RAG-assisted
feedback was generally preferred, a breakdown by conversation indicates that the effect
of the RAG was more pronounced for the first conversation. Where 33% (10 out of
30) showed a strong preference for the RAG-assisted feedback in the first conversation,
compared to 20% (6 out of 30) in the second conversation. No preference was shown in
20% (6 out of 30) of instances for the first conversation, compared to 30% (9 out of 30)
for the second conversation (see Figure 4.3).

Effect of RAG on Feedback Quality: Accuracy

Conversation 1 Conversation 2
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Concluding - _ 1 _

Feedback category

106% ‘ wilthoult RA‘G 0*;,1, witl'h RJ‘\G 106% 106% I wi‘t’hoult RAIG 0;,4, I wiil:h RJIKG 106%
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Figure 4.3: The figure displays the accuracy of the feedback quality with a divergent
stacked bar chart. This evaluation was done for two different student conversations. For
each conversation two types of feedback are generated, one feedback generated without
the Retrieval-Augmented Generation (RAG) system and another feedback generated
with the RAG system. These two feedback types were blindly compared to another
on a Likert scale from -2 (strongly prefer without RAG) to 2 (strongly prefer with
RAG). The y-axis shows selected categories from the feedback, which were rated for
accuracy by four senior experts in social and clinical pharmacy. The left subplot shows
the results for the first conversation, while the right subplot shows the results for the
second conversation.
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Effect on specificity. Out of the four evaluated dimensions, specificity is where the RAG
had the largest positive impact. Across both conversations, the RAG-assisted feedback
was preferred in 80% of all expert comparisons (48 out of 60), with 37% (22 out of 60)
showing a strong preference. In contrast, only 7% (4 out of 60) favored the feedback
generated without the RAG system. Breaking the results down by conversation shows an
even more pronounced effect of the RAG in conversation 1. The RAG-assisted feedback
was preferred in 90% (27 out of 30) of the comparisons. The remaining 10% had no
preference and the feedback without RAG was never preferred. For conversation 2, the
RAG-assisted feedback was preferred in 65% (21 out of 30) and the feedback without
RAG in 13% (4 out of 30) of the comparisons (see Figure 4.4).

Effect of RAG on Feedback Quality: Specificity
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Figure 4.4: The figure displays the specificity of the feedback quality with a divergent
stacked bar chart. This evaluation was done for two different student conversations. For
each conversation two types of feedback are generated, one feedback generated without
the Retrieval-Augmented Generation (RAG) system and another feedback generated
with the RAG system. These two feedback types were blindly compared to another
on a Likert scale from -2 (strongly prefer without RAG) to 2 (strongly prefer with
RAG). The y-axis shows selected categories from the feedback, which were rated for
specificity by four senior experts in social and clinical pharmacy. The left subplot shows
the results for the first conversation, while the right subplot shows the results for the
second conversation.
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Effect on tone. Out of the four evaluated dimensions, tone is where the RAG had
the least positive impact. Across both conversations, the RAG-assisted feedback was
preferred in 42% of all expert comparisons (25 out of 60). Conversely, 18% (11 out of 60)
favored the feedback generated without the RAG system and 40% (24 out of 60) showed
no preference. While the result still slightly favors the RAG-assisted feedback, tone
displays the highest neutral rate and the highest proportion preferring feedback without
the RAG. Breaking the result down in more detail reveals that, across both conversations,
the pharmacological part of the feedback was preferred without the RAG by three out
of five experts, making it the only comparison where the feedback without the RAG is
preferred by the majority of experts (see Figure 4.5).

Effect of RAG on Feedback Quality: Tone

Conversation 1 Conversation 2
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Figure 4.5: The figure displays the tone of the feedback quality with a divergent stacked
bar chart. This evaluation was done for two different student conversations. For each
conversation two types of feedback are generated, one feedback generated without the
Retrieval-Augmented Generation (RAG) system and another feedback generated with
the RAG system. These two feedback types were blindly compared to another on a
Likert scale from -2 (strongly prefer without RAG) to 2 (strongly prefer with RAG). The
y-axis shows selected categories from the feedback, which were rated for tone by four
senior experts in social and clinical pharmacy. The left subplot shows the results for the
first conversation, while the right subplot shows the results for the second conversation.
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Overall. Counting all expert comparisons together over the four evaluated dimensions
and the two conversations, the feedback generated with the RAG system was preferred
in 65% of all comparisons (155 out of 240), with 29% (70 out of 240) showing a
strong preference. In contrast, only 13% (31 out of 240) favored the feedback generated
without the RAG system, while 22% (54 out of 240) showed no preference. Breaking
this down by conversation shows that the RAG had a more pronounced effect on the
first conversation, where it was preferred in 69% (83 out of 120) of the comparisons,
compared to 60% (72 out of 120) for the second conversation. Conversely, the feedback
without the RAG was preferred in 11% (13 out of 120) of the comparisons for the
first conversation, compared to 15% (18 out of 120) for the second conversation. The
remaining comparisons showed no preference. These results, indicating that the RAG
system had a greater positive impact on conversation 1, stand in contrast to the findings in
Section 4.1.1, where conversation 2 was found to be more positively impacted in overall
quality by the RAG.

4.2 RAG Medical Actuality

The medical actuality was designed to evaluate how the pharmacological part of the
feedback behaves when it does not have any parametric knowledge about the drug that
is used in the conversation. Therefore, Andembry, a drug approved after the knowledge
cut-off date of the model, and Jaekkajo, a fictitious drug, were tested. Both have the same
non-parametric information in the knowledge base of the RAG system. The feedback
was evaluated for all eight combinations of the two drugs, with and without the RAG
system, and with correct and wrong advice during the conversation. Each feedback was
generated five times to account for the variability in the generation process. The focus of
this evaluation was placed on the information that was available through the RAG system
and was split into advice given during the conversation and advice that was missing
during the conversation.

For the advice given during the conversation the focus was on the correct storage of the
drug, which is at 2-8°C in the fridge for both drugs. The conversation was adapted to once
contain the correct storage information and once contain the wrong storage information,
with instructions to store the drug at room temperature. How the different generated
feedback types handled this information is displayed in Table 4.1. When presenting
wrong information during the conversation and generating the feedback with the RAG
system, the feedback always pointed out the wrong information and provided the correct
information. When presenting wrong information and not using the RAG, the feedback
never corrected the wrong information but instead labeled it as correct. When presenting
the correct information during the conversation, the feedback always labeled it as correct,
regardless of whether the RAG system was used or not. This was the correct behavior,
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and it can be assumed that either the knowledge was retrieved from the RAG system or
that the model had the correct information in its parametric knowledge. Only for the
fictitious drug Jaekkajo, the feedback generated without the RAG system is labeled as
“Incorrect” since it should not be possible for the model to have the information in its
parametric knowledge and therefore the correct behavior would be to not reinforce this
information. However, it can also not be ruled out that the model can infer the storage
information based on some other information present in the conversation, for example
could all drugs made for a specific condition have the same storage information and the
model could then infer this from the conversation.

Conversation Drug
Andembry (real) Jaekkajo (fictitious)
RAG No RAG RAG No RAG
Correct advice Correct Correct “Incorrect” Correct
Wrong advice Incorrect Corrected Incorrect Corrected

Table 4.1: This table shows how the advice given during the conversation was handled
in the feedback. This was done for all eight combinations of the two drugs, with
and without the Retrieval-Augmented Generation (RAG) system, and with correct and
wrong advice during the conversation. Correct means the conversation contained the
correct storage information and the feedback labeled it as correct. Incorrect means the
conversation contained the wrong or unproven storage information and the feedback
labeled it as correct. Corrected means the conversation contained the wrong storage
information, but the feedback labeled it as incorrect and provided the correct storage
information.

Beside the storage information that was given during the conversation, there are further
pieces of information about the drug that were not given during the conversation. This
includes further information such as the handling, the initial dose, the injection technique
and more. Overall there were about five more pieces of information that were present in
the knowledge base of the RAG, were commonly mentioned in the feedback and were not
given during the conversation. Searching for these five pieces of information in the eight
different combinations of generated feedback types, it can be seen that the difference
only lies in the usage of the RAG system (see Table 4.2). When using the RAG system
between one and three extra pieces of information were mentioned in the feedback. When
not using the RAG system, no extra pieces of information were mentioned in any of the
feedback types.
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Conversation Drug
Andembry (real) Jaekkajo (fictitious)
RAG No RAG RAG No RAG
Correct advice - Some - Some
Wrong advice - Some - Some

Table 4.2: This table shows how information that was not given during the conversation
was handled in the feedback. This was done for all eight combinations of the two drugs,
with and without the Retrieval-Augmented Generation (RAG) system, and with correct
and wrong advice during the conversation. Some means at least a part of all the missing
information was mentioned in the feedback.

4.3 Augmented Data

This section presents the augmented data that was generated through backtranslation.
From 26 original Swedish conversation transcripts 520 augmented transcripts were
generated, resulting in a total of 546 transcripts. This data was augmented across
five languages, creating 104 new conversation transcripts for each Norwegian, Danish,
English, and German. The data was evaluated on three different measures: Word Count
Ratio (WCR), linguistic diversity and semantic similarity. After this evaluation the data
was converted by a TTS model into audio files to evaluate the new audio capabilities of
the platform.

To evaluate the data on these three different measures, each of the 26 conversation
transcripts needs to exist in the form of an original, the primary transcript, as well as in
the form of multiple augmented ones, the secondary transcripts. All secondary transcripts
can then be compared against the primary transcript. The backtranslation chains for the
primary and secondary transcripts are displayed for all languages in Table 4.3.
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Language Primary

Secondary

Swedish  Swedish (original transcripts)

Norwegian Swedish — Norwegian

Danish Swedish — Danish

English ~ Swedish — English

German Swedish — German

Swedish — Danish — Swedish

Swedish — English — Swedish

Swedish — German — Swedish
Swedish — Norwegian — Swedish

Swedish — Danish — Norwegian
Swedish — English — Norwegian
Swedish — German — Norwegian

Swedish — English — Danish
Swedish — German — Danish
Swedish — Norwegian — Danish

Swedish — Danish — English
Swedish — German — English
Swedish — Norwegian — English

Swedish — Danish — German
Swedish — English — German
Swedish — Norwegian — German

Table 4.3: The backtranslation chains for each language, that were used to create the
original transcripts (primary), as well as the augmented transcripts (secondary). The
starting point were the 26 original Swedish transcripts. A mixture of single-chains,
multi-chains utilizing multiple hops and pivot-based approaches were used during the

data augmentation.
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4.3.1 WCR

The WCR is calculated by dividing the word count of the secondary transcripts through
the word count of the primary transcript. This measure is used as a basic sanity check
and should be close to 1, since all five languages are Germanic languages and therefore
similar in structure. The mean word count over all transcripts is 902 and the WCR is
between 0.92 and 1.08 with a mean of 0.994 and a Standard Deviation (SD) of 0.020.

When looking at the WCR split by language, the WCR is close to 1 for all languages.
German performs the best with a WCR of 1.003 and a SD of 0.016, while Swedish
performs the worst with a mean of 0.992 and a SD of 0.026 having the biggest span of
WCR values. All other languages perform similar well to German (see Figure 4.6) (see
Figure 4.6).

Word Count Ratio by Language
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Figure 4.6: Each transcript exists in each language in one original and multiple aug-
mented versions, the Word Count Ratio (WCR) is calculated between these two versions.

To further analyze the spread out WCR of the Swedish transcripts they are split based
on which intermediate language was used for the backtranslation (see Figure 4.7). The
worst performing intermediate language is German with a WCR of 0.978 and a SD of
0.029 placing more than half of the data below 0.99, while the other three languages all
perform similarly well placing more than half of the data between 0.98 and 1.01, with a
mean between 0.99 and 1 (see Figure 4.7).
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Word Count Ratio for Backtranslation by Intermediate Language

NORWEGIAN - I

L]

o

1]

=

o

= DANISH o]
©

|

Ly

e

.0

E ENGLISH

£

P

1]

e~

=

GERMAN + o]

T
0.94 0.96 0.98 1.00 1.02 1.04 1.06 1.08
Word Count Ratio

Figure 4.7: The Swedish transcripts exist in one original version and four backtranslated
versions. In the backtranslation each data is translated from Swedish to an intermediate
language and then back to Swedish, the possible intermediate languages are Norwegian,
Danish, English, and German. The Word Count Ratio (WCR) is calculated between the
original Swedish version and the backtranslated versions for each intermediate language,
showing the impact of the different intermediate languages.

4.3.2 Linguistic Diversity

The linguistic diversity of the augmented data is evaluated through the Jaccard similarity.
This measurement calculates the ratio of unique words that are not shared between
primary and secondary transcripts. The Jaccard similarity can be calculated on the raw
set of words, or, for more precise measurements, on a stemmed or lemmatized set of
words. In this work the difference between these approaches was below 0.01 in the scores
and therefore only the Jaccard similarity on the raw words is reported. A higher Jaccard
similarity indicates lower linguistic diversity and vice versa.

The overall mean Jaccard similarity was 0.79 with a SD of 0.11, indicating 21% of all
words were unique. When split by language, Norwegian, Danish, and German performed
highest with a mean between 0.83 and 0.86 and more than three quarters of the values
above 0.78. English introduced slightly more diversity with a mean of 0.80 and three
quarters of the values above 0.74 (25th percentile). The highest diversity was observed
for Swedish with a mean of 0.65, indicating 35% of the words were unique, with values
going as low as 0.50 and three quarters of the values below 0.68 (75th percentile). This
separates the Swedish Jaccard similarity visually (see Figure 4.8). A manual check of
the transcripts with lower Jaccard similarity (0.5 to 0.6) showed that the quality of the
augmented data remained high. While many new words and synonyms lowered the score,
the contained information and semantic meaning were preserved.
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Jaccard Similarity by Language
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Figure 4.8: The Jaccard similarity is calculated between the original transcripts and all
augmented versions of the transcripts for each language, showing the linguistic diversity
of the augmented data.

To further analyze the high linguistic diversity of the Swedish transcripts and the effect
of the intermediate language, Figure 4.9 visualizes the Jaccard similarity for Swedish,
split by the different intermediate languages. Similar to the WCR, German is the lowest
performing language and with a mean of 0.59 introduces the highest linguistic diversity.
By contrast, English performs highest with a mean of 0.70, while Norwegian and Danish
are in the middle with a mean of around 0.65.
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Jaccard Similarity for Backtranslation by Intermediate Language
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Figure 4.9: The Swedish transcripts exist in one original version and four backtranslated
versions. In the backtranslation each data is translated from Swedish to an intermediate
language and then back to Swedish, the possible intermediate languages are Norwegian,
Danish, English, and German. The Jaccard similarity is calculated between the original
Swedish version and the backtranslated versions for each intermediate language, show-
ing the influence of the intermediate languages on the linguistic diversity.

4.3.3 Semantic Similarity

The semantic similarity of the augmented data is measured through the cosine similarity.
By embedding the speaking turns of each transcript individually into a shared embedding
space, each primary speaking turn can then be compared to its secondary counterparts. A
cosine similarity of 1 indicates that the speaking turns are semantically identical, a value
of 0 indicates that they are not correlated at all and a value of -1 indicates that they are
semantically opposite.

When the cosine similarity is not averaged across the conversation, but kept individual
per speaking turn, the mean score is 0.96 with a SD of 0.06, indicating a high semantic
similarity. However, in this case a lot of outliers exist with a cosine similarity going as
low as 0.42. To mitigate this the cosine similarity was averaged across the speaking turns
within each conversation for each language. This averaging improved the mean score to
0.97 for all values. When split by language, Norwegian, Danish and German performed
best with a mean cosine similarity of around 0.98, while English performed worse with a
mean of 0.96 and Swedish performed even slightly worse with a mean of 0.95, making it
the worst performing language in all three measures. Even with the Swedish having some
outliers all values still stayed in a range of high semantic similarity with a minimum of
0.85 (see Figure 4.10).
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Cosine Similarity by Language
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Figure 4.10: The cosine similarity is calculated between the original transcripts and all
augmented versions of the transcripts for each language, showing the semantic similarity
of the augmented data. When calculating the cosine similarity between an original
transcript and an augmented version both transcripts are split into the speaking turns.
Each speaking turn is then embedded and the cosine similarity to its counterpart in
the other transcript is calculated. The final score is then the mean of all these cosine
similarities.

When looking at the averaged cosine similarity for the Swedish language, split by the
intermediate language used in the backtranslation the pattern from WCR and Jaccard
similarity repeats. English as intermediate language performs best, with a mean of
0.97, while German performs worst with a mean of 0.94 and Norwegian and Danish are
between those two with a mean of around 0.95 (see Figure 4.11).
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Cosine Similarity for Backtranslation by Intermediate Language
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Figure 4.11: The Swedish transcripts exist in one original version and four back-
translated versions. In the backtranslation each data is translated from Swedish to an
intermediate language and then back to Swedish. The possible intermediate languages
are Norwegian, Danish, English, and German. For each of these intermediate languages
the cosine similarity is then calculated between the original Swedish version and the
backtranslated versions, showing the impact of the different intermediate languages on
the semantic similarity of the augmented data. When calculating the cosine similarity
between an original transcript and a backtranslated version, both transcripts are split
into speaking turns. Each speaking turn is then embedded and the cosine similarity to
its counterpart in the other transcript is calculated. The final score is then the mean of
all these cosine similarities.

4.3.4 Supplementary Backtranslation Analysis

This section is a supplementary analysis of the Swedish augmented data. The Swedish
data performed worst in all three measures, having the lowest and most spread-out WCR,
the lowest Jaccard similarity, and the lowest cosine similarity. This coincides with the
fact that Swedish primary and secondary data were augmented slightly different from
the other four languages (see Table 4.3). For Swedish, the primary data is the original
transcript written by a human and not a machine-translated version of a text. Furthermore,
the backtranslation chains for the secondary data have Swedish as both source and target,
instead of pivoting from one language to another. However, this influence from the
target language should, according to [82, 83], be minimal, and therefore only the effect
of changing the primary data is analyzed. This is done by using the backtranslation
Swedish — English — Swedish as a new primary data, instead of the original human
written Swedish transcripts. English was chosen since it performed best on semantic and
linguistic similarity out of the available intermediate languages. The new primary data
was then compared against the other available secondary transcripts for Swedish where
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the intermediate languages were Norwegian, Danish and German.

The Jaccard similarity for this new primary data is, with a mean of 0.80, higher than
the mean of 0.65 for the original Swedish data. As can be seen in Figure 4.12 the new
primary data is in a similar range as the other four languages and almost indistinguishable
from the English data. The same pattern can be observed for the cosine similarity, where
the new primary data has a mean of 0.97, which is higher than the mean of 0.95 for the
original Swedish data and in a similar range as the other four languages (see Figure 4.13).

Jaccard Similarity by Language - New Swedish Primary
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Figure 4.12: The Jaccard similarity is calculated between the original transcripts and all
augmented versions of the transcripts for each language, showing the linguistic diversity
of the augmented data. The row ‘Swedish machine’ makes the backtranslation Swedish
— English — Swedish the new primary data, instead of the original human written
Swedish transcripts. This is done to analyze the effect of primary data on the linguistic
diversity of the augmented data.
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Cosine Similarity by Language - New Swedish Original

swedish machine - o o o '7 —|
SWEDISH{ © o o 0o ® b B —
18]
1]
=3
b4
ENGLISH 0 000 R — —]
0.84 0.86 0.88 0.90 0.92 0.94 0.96 0.98 1.00

Cosine Similarity

Figure 4.13: The cosine similarity is calculated between the original transcripts and all
augmented versions of the transcripts for each language, showing the semantic similarity
of the augmented data. The row ‘Swedish machine’ makes the backtranslation Swedish
— English — Swedish the new primary data, instead of the original human written
Swedish transcripts. This is done to analyze the effect of primary data on the semantic
similarity of the augmented data.

While this improved the Swedish Jaccard similarity, making it similar to the English
one, it is still lower than the Norwegian, Danish and German one. To analyze this effect
further, English was removed as an intermediate language for Norwegian, Danish and
German. This was done since the English and the new Swedish data already used the
English translation as primary data and therefore did not use it again as an intermediate
language. It can be seen in Figure 4.14 that this reduces the Jaccard similarity for
Norwegian, Danish and German, bringing them into the same range as the English and
Swedish data, making them look identical.
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Jaccard Similarity by Language - No English Intermediate
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Figure 4.14: The Jaccard similarity is calculated between the original transcripts and all
augmented versions of the transcripts for each language, showing the linguistic diversity
of the augmented data. The row ‘Swedish machine’ makes the backtranslation Swedish
— English — Swedish the new primary data, instead of the original human written
Swedish transcripts. Further for Norwegian, Danish and German all transcripts that use
English as an intermediate language were left out. This is done to analyze the effect of
primary data and English as an intermediate language on the linguistic diversity of the
augmented data.

4.3.5 Synthetic Audio

After evaluating and confirming the quality of the augmented data on WCR, Linguistic
diversity and semantic similarity, the data was converted into audio files using a TTS
model. Therefore, the two speaker capability of the state-of-the-art [44] gemini-2.5-flash-
preview-tts was used. Resulting in 546 audio files with an average length of 4 minutes
and 12 seconds. From 59 seconds for the smallest transcript of 187 words up to 8 minutes
and 48 seconds for the longest transcript of 1766.

Audio data was further created for transcripts split by speaking turn. For that the first four
transcripts were split into their 114 individual speaking turns. They were then converted
into audio files using gemini-2.5-flash-preview-tts, resulting in a total of 570 audio files
over five languages. The average length of these audio files is 14 seconds.

4.4 ASR Models

This section presents the results from this work, specifically of the ASR models that were
used to transcribe the audio files, created from the augmented data. The ASR models
were evaluated on WCR, WER, cosine similarity and latency. The evaluation was done
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for all complete audio files covering the full transcripts, as well as for the set of audio
files containing the individual speaking turns. The evaluation was done on three models,
a general ASR model (whisper-large-v3), a lightweight ASR model (whisper-tiny) and,
for each of the five languages, a specialized ASR model. It was planned to also evaluate
a fourth model, an open-weight general purpose LLM (gemma-3n-E4B-it) with ASR
capabilities, but this model was early on excluded due to extreme latency being around
10 times higher than the other models and further the model was not able to natively
process audio over 30 seconds, making it unfeasible to run it on all the data and a bad
choice for the platform.

4.4.1 WCR Full Audio

The WCR is calculated by dividing the word count of the transcript created by the ASR
model by the word count of the original transcript. This measure is used as a basic sanity
check and should ideally equal 1. If it is well above 1, it indicates that the ASR model is
adding words that are not in the original transcript. If it is well below 1, it indicates that
the ASR model is omitting words or entire phrases from the original transcript.

Visualizing the WCR split by all languages (Figure 4.15), shows some extreme outliers
with a score between 0.25 and 1.83, omitting more than 75% of the words in the transcript
or adding more than 83% new words. Manually checking the transcripts reveals that a
model sometimes misses whole speaking turns, or in contrast gets stuck on a word and
adds that word multiple up to a hundred times. To mitigate these outliers all values with
a WCR more than 2 SDs away from the mean were removed. This was done for each
language and model separately, resulting in an overall removal of 6.7% of the data (109
out of 1638). The cleaned data has a mean WCR of 0.96 and a SD of 0.05, with all values
in a better range between 0.66 and 1.32 and half of the values in a range between 0.96
and 0.98 (see Figures 4.16). The most data was removed for the Danish language with
10.3% (32 out of 312), followed by Swedish with 8.5% (33 out of 390), and Norwegian
with 7.4% (23 out of 312), the best performing were German with 3.9% (12 out of 312)
and English with 2.9% (9 out of 312).
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Figure 4.15: The Word Count Ratio (WCR) compares the word count of the original
transcript to the word count of the transcript created by the Automatic Speech Recog-
nition (ASR) model, for the full audio data. This figure shows the WCR grouped by
language before cleaning.
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Figure 4.16: The Word Count Ratio (WCR) compares the word count of the original
transcript to the word count of the transcript created by the Automatic Speech Recogni-
tion (ASR) model, for the full audio. After calculating the WCR values were grouped by
language and model, and all values with a Standard Deviation (SD) greater than 2 were
removed. This is done to exclude outliers where the model either failed to transcribe or
artificially generated significant amounts of text. This figure shows the cleaned WCR

grouped by language.
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Looking at the WCR split by models (Figure 4.17) makes it clear that the outliers are not
equally distributed. The original Whisper models perform overall good. For the whisper-
large-v3 only 4.6% of the data was removed (25 out of 546) and for the whisper-tiny
only 4.8% (26 out of 546). In contrast, the Danish specialized Whisper model had 26%
of its data removed (27 out of 104), followed by the Norwegian specialized Whisper
model with 12.5% of its data removed (13 out of 104). Even after cleaning the data
the Danish specialized model still sticks out through its broad spread, having half of its
values between 0.81 and 1.1 while all other models have a much tighter spread and all lie
somewhere between 0.92 and 0.99 for half of their values (see Figure 4.18).
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Figure 4.17: The Word Count Ratio (WCR) compares the word count of the original
transcript to the word count of the transcript created by the Automatic Speech Recog-
nition (ASR) model, for the full audio data. This figure shows the WCR grouped by
model ID before cleaning.
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Word Count Ratio by Model ID after cleaning
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Figure 4.18: The Word Count Ratio (WCR) compares the word count of the original
transcript to the word count of the transcript created by the Automatic Speech Recogni-
tion (ASR) model, for the full audio. After calculating the WCR values were grouped by
language and model, and all values with a Standard Deviation (SD) greater than 2 were
removed. This is done to exclude outliers where the model either failed to transcribe or
artificially generated significant amounts of text. This figure shows the cleaned WCR
grouped by model ID.

4.4.2 WCR Split Audio

For the audio files split by speaking turns the WCR is overall better than for the full
audio files, with a mean of 1.0, a SD of 0.05 and more than half of the data exactly at
1.0, most of the transcripts overlap perfectly with the original in terms of word count
(see Figure 4.19). While some outliers exist, they are fewer and less severe than for
the full audio, only one outlier with a WCR of 2.11 breaks this pattern. Looking at the
transcribed text for this outlier shows that the model appended and got stuck on the
sentence “Hva er det?” (Norwegian for “What is it?”’) and repeated it 30 times, having a
big impact on the 80 words long speaking turn.
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Word Count Ratio by Language before Cleaning
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Figure 4.19: The Word Count Ratio (WCR) compares the word count of the original
transcript to the word count of the transcript created by the Automatic Speech Recogni-
tion (ASR) model, for the audio data that was split by speaking turns. This figure shows
the WCR grouped by language before cleaning.

To mitigate these outliers all values with a WCR more than 2 SDs away from the mean
were removed. This was done for each language and model separately, resulting in an
overall removal of only 3.7% of the data points (64 out of 1710). The cleaned data has
a mean of 1.0 and a SD of 0.02, with all values in a range between 0.86 and 1.14 and
more than half of the values exactly at 1.0 (see Figure 4.20). Splitting the cleaned data
by language shows that all languages perform well with a mean of 1.0 but are different
in how far the data is spread out. English with a SD of 0.003 and German with a SD of
0.006 have the smallest spread. Followed by Swedish with a SD of 0.02, Norwegian with
a SD of 0.03 and Danish with the biggest spread with a SD of 0.04. This is consistent
with the patterns observed for the full audio files.
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Word Count Ratio by Language after Cleaning
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Figure 4.20: The Word Count Ratio (WCR) compares the word count of the original
transcript to the word count of the transcript created by the Automatic Speech Recogni-
tion (ASR) model, for the audio data that was split by speaking turns. After calculating
the WCR values were grouped by language and model, and all values with a Standard
Deviation (SD) greater than 2 were removed. This is done to exclude outliers where
the model either failed to transcribe or artificially generated significant amounts of text.
This figure shows the cleaned WCR grouped by language. Because more than half of
the data is exactly 1.0, the boxplot collapses all lines at the value of 1.0, therefore a
violin plot is used, which visualizes the spread of the data better.

443 WER

The WER is the ratio of all the word errors (substitutions, deletions, and insertions) to
the total number of words in the original transcript. A WER of 0 indicates a perfect
transcription. The whisper-large-v3 performs best with an overall mean of 0.05 and a
mean between 0.04 to 0.06 when split by language and model type, being lower than the
specialized Whisper models and the whisper-tiny, for each language respectively (see
Figure 4.21).

Figure 4.21 further shows that the specialized Whisper models perform worse on all
languages compared to the whisper-large-v3. While it is close for Swedish, English,
and German with a mean WER below 0.1 and a SD of around 0.02, it performs slightly
worse for Norwegian with a mean WER of 0.11 and a higher SD of 0.05, and a lot worse
for Danish with a mean WER of 0.42 and a SD of 0.15. This is consistent with the
pattern observed for the WCR in section 4.4.1 where the Danish specialized model had
the worst performance and the biggest spread. The whisper-tiny performs worse than
the larger models across all languages. While it is close for the secondary languages
of this work (English and German) with a mean WER below 0.1 and a SD of around
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0.02, it performs worse for the main languages of this work (Swedish, Norwegian, and
Danish). For Swedish, it has a mean WER of 0.20 and a SD of 0.03, for Norwegian it
has a mean of 0.35 and a SD of 0.04, and for Danish it has a mean of 0.41 and a SD of
0.03. Performing overall worse than the specialized Whisper model on all languages
except for Danish.
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Figure 4.21: The Word Error Rate (WER) per Language and Model type for the
Automatic Speech Recognition (ASR) transcription of the full audio data. The general
audio uses a whisper-large-v3, the specialized audio a fine-tuned Whisper model for
each language, and the lightweight audio uses a whisper-tiny.

Calculating the WER for the audio files split by speaking turns is less accurate since the
speaking turns are shorter and therefore more sensitive to small errors, but it is still an
important measure to control. Overall it shows the same pattern as for the full audio files
(see Figure 4.22). The whisper-large-v3 performs overall best with a mean WER below
0.02 for all languages. The specialized Whisper model performs better than it did for
the full audio files, with a mean below 0.03 for all languages. The whisper-tiny is again
the worst performing model and shows the same pattern as for the full audio files. It has
a good performance for the secondary languages with a mean below 0.03 for English,
and German, but a worse performance for the main languages with a mean of 0.15 for
Swedish, 0.28 for Norwegian and 0.38 for Danish.
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Word Error Rate per Language and Model
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Figure 4.22: The Word Error Rate (WER) per Language and Model type for the
Automatic Speech Recognition (ASR) transcription of the audio data that was split by
speaking turns. The general audio uses a whisper-large-v3, the specialized audio a fine-
tuned Whisper model for each language, and the lightweight audio uses a whisper-tiny.

Looking at some examples of the worst WER scores for the audio files split by speaking
turns transcribed by the whisper-large-v3 it can be seen that the errors the model makes
in this range are small and do not change the meaning of the text significantly (see
Table 4.4). Most of the errors are either a misunderstanding of the name ‘Ann-Sofie’ as
‘Aunt Sophie’, the use of different word forms ‘vil’ (Danish for want) instead of ‘ville’
(Danish for would like), or a difference in notations between writing and speaking such

as ‘him or her’ instead of ‘him/her’.
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Original Text Model Text WER

Hej Ann-Sofie, hvordan kan jeg Hej, jeg hedder Sofie. Hvordan kan  0.25

hjelpe dig? jeg hjelpe dig?

Hi Ann-Sofie, how can I help you? Hi, Aunt Sophie. How can I help 0.25
you?

Nej, jeg har ikke turdet begynde Nej, jeg har ikke turet at begynde nu. 0.2

endnu. Det er derfor, jeg er sd bekym- Det er derfor, jeg er sa bekymret og

ret og gerne ville tale med nogen. gerne vil tale med nogen.

Not everyone gets muscle aches, but Not everyone gets muscle aches, but  0.05

if you do get muscle aches, it depends
on how bad they are. In case of severe
discomfort, you should contact the
doctor who prescribed the medicine
and agree with him/her how to pro-
ceed with the treatment. Sometimes
the doctor will switch to a different
statin and sometimes the dose will be
reduced.

if you do get muscle aches, it depends
on how bad they are. In case of severe
discomfort, you should contact the
doctor who prescribed the medicine
and agree with him or her how to pro-
ceed with the treatment. Sometimes
the doctor will switch to a different
statin, and sometimes the dose will be
reduced.

Table 4.4: Example of the three worst Word Error Rate (WER) scores (row one Danish,
row two English, row three Danish), as well as the second-worst English WER score
(row four), for the Automatic Speech Recognition (ASR) model whisper-large-v3 on
the split audio data. The original text is compared to the text transcribed by the model
and the differences are highlighted in orange. In the third row the Danish ‘ville tale’
(would like to talk) was transcribed as ‘vil tale’ (want to talk).

4.4.4 Cosine Similarity

For the audio files split by speaking turns the cosine similarity is an important measure
to control if the meaning was preserved even though some words were transcribed
wrong. A value of 1 indicates a perfect semantic similarity, while a value of 0 indicates
no correlation at all. Overall the whisper-large-v3 performs best with a mean cosine
similarity of above 0.97 and with over 75% of the data points being above 0.98 for all
languages (see Figure 4.23), indicating a near perfect semantic similarity for most of
the data. The specialized Whisper model performed similar well, with a mean cosine
similarity of above 0.97 and with over 75% of the data points being above 0.97 for all
languages. The whisper-tiny performed worse on all languages except English were it
performed similar with a mean cosine similarity of 0.99 and a SD of 0.02. For German
and Swedish it performed still good with a mean cosine similarity of 0.96 and a SD of
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0.06 for German and a mean of 0.91 and a SD of 0.09 for Swedish. For Norwegian and
Danish it performed worse with a mean cosine similarity of 0.83 and a SD of 0.12 for
Norwegian and a mean of 0.73 and a SD of 0.15 for Danish. This is consistent with
the pattern observed for the WCR in section 4.4.1 and the WER in section 4.4.3, where
the whisper-tiny model performed worse than the whisper-large-v3 and the specialized
Whisper models, and the main languages of this work, especially Danish, performed
Worst.
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Figure 4.23: The cosine similarity per Language and Model type for the Automatic
Speech Recognition (ASR) transcription of the audio data that was split by speaking
turns. A score of 1 indicates a perfect semantic similarity, while a score of 0 indicates
no correlation at all. The general audio uses a whisper-large-v3, the specialized audio a
fine-tuned Whisper model for each language, and the lightweight audio uses a whisper-
tiny.

4.4.5 Latency

The latency is measured as the time it takes the ASR model to transcribe the audio file,
when run directly on the Alvis cluster, this way the network latency does not affect the
results and makes them more reliable. The latency is measured with a focus on the audio
files split by speaking turns. The whisper-large-v3 and the specialized Whisper models
achieved similar latencies (see Figure 4.24), with an overall mean of 3.8 seconds and
a mean between 3.1 to 4.2 seconds and a SD of 1.7 to 2.6 seconds per speaking turn,
when split by language and model type. They were able to transcribe 75% of the data
in less than 5.1 seconds and excluding some outliers of up to 18.4 seconds all data was
transcribed in under 8 seconds. This excludes the specialized Whisper model used for
the English language, which is a distilled version of the whisper-large-v3 and therefore
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is more similar to the whisper-tiny, with a mean latency of 0.9 seconds and a SD of 0.3
seconds per speaking turn. The whisper-tiny is the fastest model with a mean latency
below 1.1 seconds and a SD below 0.4 seconds per speaking turn for all languages.

Latency per Language and Model (cropped at 9s)
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Figure 4.24: The latency per Language and Model type for the Automatic Speech
Recognition (ASR) transcription of the audio data that was split by speaking turns. The
general audio uses a whisper-large-v3, the specialized audio a fine-tuned Whisper model
for each language, and the lightweight audio uses a whisper-tiny.

This pattern of the whisper-large-v3 and the specialized Whisper models having a similar
latency and the whisper-tiny model being much faster is consistent with the results for
the full audio files (see Figure 4.25). The whisper-large-v3 has a mean latency of 58 to
84 seconds per full audio file, while the specialized Whisper model has a mean latency
of 66 to 83 seconds, except for the English specialized Whisper model which has a mean
latency of 10 seconds. The whisper-tiny has a mean latency of 9 to 13 seconds per full
audio file.
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Latency per Language and Model
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Figure 4.25: The latency per Language and Model type for the Automatic Speech
Recognition (ASR) transcription of the full audio data. The general audio uses a
whisper-large-v3, the specialized audio a fine-tuned Whisper model for each language,
and the lightweight audio uses a whisper-tiny.

Further the RTF was evaluated by dividing the processing time by the length of the
audio file, to ensure that the models could process the audio in real-time and estimate
processing times for new texts. This was done for the audio files split by speaking
turns. The whisper-large-v3 and the specialized Whisper models performed similar for
all languages (see Figure 4.26), excluding the specialized English model. Overall the
whisper-large-v3 has a mean RTF of 0.31 and the specialized Whisper model has a mean
RTF of 0.32. The specialized English Whisper model has a mean RTF of 0.09 and the
whisper-tiny has an overall mean of 0.10. This pattern is consistent with the latency
results.
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Real-Time-Factor per Language and Model
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Figure 4.26: The Real-Time Factor (RTF) per Language and Model type for the
Automatic Speech Recognition (ASR) transcription of the split audio data. The general
audio uses a whisper-large-v3, the specialized audio a fine-tuned Whisper model for
each language, and the lightweight audio uses a whisper-tiny.

To control if the latency and RTF are affected by the length of the audio file, the original
audio length was plotted against the latency and RTF for the whisper-large-v3 on the
split audio data (see Figure 4.27). The RTF is high for very short audio files and gets
lower as the audio length increases, with an RTF of mostly above 0.4 for audio files
shorter than 5 seconds and an RTF below 0.3 for audio files longer than 20 seconds. This
is consistent with the graph showing latency compared to audio length, where it can be
seen that the 96% of the data points (541 out of 562) with an audio length below 30
seconds are processed in under 7.5 seconds, instead of the 9.3 seconds it should have
taken when going strictly after the mean RTF of 0.31 for the whisper-large-v3.
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Real-Time-Factor and Processing Time vs Audio Length for openai/whisper-large-v3

Real-Time-Factor x Audio Length Processing Time x Audio Length

0.8 1 17.5

0.7 1

0.6

0.5

7.5 1

Real-Time-Factor

0.4 4

Processing Time (seconds)

o
o
1

0.3 1

M
w
L

0.2 4

0 0 20 W 50 60 70 0 10 20 30 4 0 60 70
Audio Length (seconds) Audio Length (seconds)

Figure 4.27: The figure compares the original audio length with different latency
measurements for the large Automatic Speech Recognition (ASR) model on the split
audio data. The left subplot shows a scatter plot of the Real-Time Factor (RTF) compared
to the audio length. The right subplot shows a scatter plot of the processing time
compared to the audio length.

Looking at some examples of the latency for the audio files split by speaking turns
transcribed by the whisper-large-v3 model, the pattern of a lower RTF and therefore
faster transcription for longer audio files can be observed as well (see Table 4.5). The
shortest transcript with a length of 3.4 seconds has a processing time of 1.4 seconds
and an RTF of 0.41, while the longest transcript with a length of 21.2 seconds has a
processing time of 4.8 seconds and an RTF of 0.23.
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Transcription

Audio Length Processing Time RTF

Hi, I have some questions about my med-
ication.

Thanks for the help. It feels good to have
talked about this. I feel a little calmer
now. Bye for now.

I think it’s such a big deal to know that
you have to take something every day,
forever. It feels like it changes your iden-
tity a bit, from being a person who lives
a healthy life and doesn’t need medica-
tion, to one who is dependent on it. I
don’t want it to affect my freedom to live
the way I want, with the garden and the
grandchildren and everything.

3.4s 1.4s 0.41
7.1s 2.2s 0.31
21.2s 4.8s 0.23

Table 4.5: Three examples from the conversation transcripts split by speaking turns.
Showing the text, the length of the corresponding audio file, the processing time and the
Real-Time Factor (RTF) for the Automatic Speech Recognition (ASR) model whisper-
large-v3. Examples are from the English split audio data.
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Conclusion and Discussion

In this chapter the main findings of the research will be summarized in relation to the
two research questions. Each summary will be followed by a more detailed discussion of
the results, possible reasons for unexpected results and suggestions for further research.
A list of possible tasks for future work will be provided in the next chapter.

5.1 Research Question 1

To answer the first research question “Can the current feedback mechanism be improved
through the use of a RAG architecture?” a RAG architecture was implemented based
on the PR3 framework. The data consisted of selected papers and books in the field of
communication, as well as medical databases for the pharmacological knowledge. This
RAG architecture was then evaluated on feedback quality and medical actuality. The
feedback quality was evaluated by five senior experts in social and clinical pharmacy,
who blindly compared the feedback generated by the RAG architecture to the feedback
generated by the standard LLM architecture of the platform without a RAG system.
The overall quality of the feedback was evaluated on a scale from 1 to 10. The detailed
comparison of the two feedback types was done on four dimensions: usefulness, accuracy,
specificity and tone, with a Likert scale from -2 to 2. The medical actuality was evaluated
by creating a new patient case, which utilizes a drug that is unknown to the LLM but
existent in knowledge base of the RAG system. Based on this new patient a conversation
was created in which correct advice was given, and another conversation was created in
which wrong advice was given. For both conversations feedback was generated with
and without the RAG system and the feedback was then evaluated on how it handled the
wrong advice and how much more relevant information about the drug was provided.
The following sections summarize the overall findings of the evaluation of the feedback
quality, as well as the medical actuality, and then discussed the results in more details.
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5.1.1 Concluding Remarks

The RAG architecture was able to introduce relevant non-parametric knowledge into
the feedback generation, leading to an improvement of the feedback quality on all
four dimensions and for all experts, as well as a better handling of wrong and missing
information when testing the medical actuality. The biggest increase in feedback quality
was seen in the dimension of specificity, while the smallest increase was seen in the tone.
When testing the medical actuality on a drug unknown to the LLM, the RAG system
was able to provide relevant information to identify and correct wrong advice that was
given in the conversation, while the feedback without the RAG system did not correct
the wrong advice and even reinforced it. Further the RAG system was able to provide
some missing relevant information about the drug.

5.1.2 Feedback Quality

Overview: The results of the feedback quality evaluation showed a clear increase in the
overall quality of the feedback when the RAG system was used. Each expert rated the
feedback generated with the RAG system at least two points better (on a scale from 1 to
10) than the feedback generated without the RAG system, this was true for all experts
and both conversations. The shorter conversation 1 had a higher initial quality of 5.5
and a mean increase of 2.0 points, while conversation 2, which was 20% longer and
had almost three times the amount of speaking turns, had a lower initial quality of 4.75
and a higher mean increase of 2.75 points. This indicates that the RAG system has a
bigger effect on the feedback quality when the initial quality is lower. Conversation 2
being longer and more complex could be a reason for the lower initial quality, since
keeping track and finding relevant information in a longer conversation is more difficult
for the LLM. This allows at the same time for the RAG system to have a bigger effect,
since it can provide more relevant information that was not already considered by the
LLM. In general the overall increase in feedback quality for both conversations and all
experts confirms that the RAG architecture introduces relevant and new information for
the feedback generation.

All dimensions: The detailed comparison of the two feedback types on the dimensions
of usefulness, accuracy, specificity and tone showed an overall strong preference for the
feedback generated with the RAG system, with a positive increase for all dimensions
and all experts. Interestingly the RAG system showed a stronger effect in conversation
1 where the RAG-assisted feedback was preferred in 69% of the comparisons, while
in conversation 2 it was preferred by only 60% of the comparisons. This stands in
contrast to the findings in the overall quality evaluation, where the increase in quality was
higher for conversation 2. This could stem from a multitude of different reasons. One
possible reason could be that while the RAG system was able to yield a higher increase
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for the quality and provide more relevant information in each individual dimension of
conversation 2, the complete feedback could be perceived as overly dense and therefore
less actionable for the student and lower in pedagogical and perceived value. Another
reason could stem from the limitations in the design of the questionnaire, such as the
limitation to only 4 dimensions, which might not be able to capture all the different
aspects of what makes a feedback a good feedback, or the limitation that only five experts
filled out the questionnaire and therefore the difference of the effect might not hold
statistical significance.

Specificity: The dimension of specificity showed the strongest effect in preference for all
experts and both conversations, with a preference for the RAG-assisted feedback in 80%
of the comparisons and for conversation 1 no comparison at all showing a preference for
the feedback without the RAG system. Specificity having the highest effect matches well
with the fact that it was defined as a measure of how detailed and concrete the feedback is,
and if it includes actionable advice and suggestions. These are exactly the features a RAG
system is designed to provide and the strong preference in this dimension confirms that
the RAG system was able to provide more specific and contextually relevant information
for the feedback generation, achieving the intended effect in improving the quality of the
feedback.

Tone: The dimension of tone showed the smallest effect in preference for all expert
comparisons. While the RAG-assisted feedback was still preferred in 42% of the compar-
isons, there was high neutral rate of 40% and a relatively high preference for the feedback
without the RAG system at 18%. Making this the lowest scoring and most ambivalent of
the four dimensions. Further when focusing solely on the pharmacological part of, the
feedback without the RAG system was preferred by three out of five experts, making it
the only comparison where the pure LLM feedback is preferred by the majority of the
experts. This was true for both conversations individually. For this ambivalence in tone
mostly two reasons exists. One possibility is that while the RAG system is able to provide
more relevant and specific information, this information is very factual and focuses only
on the oversights of the student. Therefore, using the RAG system places a higher focus
on factual correctness and completeness of the feedback, while pulling the focus away
from the tone and empathy of the feedback, which can make it sound harsher when it
is listing all the information that was omitted during the conversation. To countersteer
that effect, positive questions were introduced into the augmentation query, which query
the knowledge base for information when communication skills were used correctly.
This aligns with the results being better for the parts of the feedback that are related
to communication skills and being worse for the part that relates to pharmacological
knowledge, since for the pharmacological part alone 3—5 questions are generated with
the aim to identify errors and missing information, placing a high importance on this
part of the feedback and introducing a lot of new information. Another possibility lies
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in the design of the knowledge base of the RAG system, which saves the information
only in a QA-pair layout. While this is proven to be an effective layout to retrieve factual
information, it is not researched what effect it has on the empathy and tone when a text
is condensed into a couple of QA-pairs. To identify where the effect comes from in a
future work a different knowledge base design could be tested, and positive questions
could be added for the pharmacological part as well to see if one of those two effects is
the main driver of this ambivalence in tone.

Usefulness and Accuracy: The dimensions of usefulness and accuracy showed a strong
effect in preference for the feedback generated with the RAG system. This confirms that
the information introduced by the RAG system makes the generated feedback more clear
in defining what was done wrong and how to improve it, as well as relating this advice
correctly back to the mistakes and most important parts of the conversation.

5.1.3 Medical Actuality

Wrong advice: When wrong advice was given during a conversation and the feedback
was generated with the RAG system, then the wrong advice was identified and corrected
in the feedback. If during a conversation either wrong advice was given or advice that is
not part of the parametric knowledge of the LLM and the generated feedback did not
utilize the RAG system, then this wrong advice was not identified, flagged or corrected
but in the contrary even reinforced by restating it as correctly provided information.
This confirms the importance of the RAG system and the non-parametric knowledge it
introduces, especially when working with drugs that are either new or unknown to the
model, since it allows the LLM in the feedback generation to evaluate the conversation
against contextually relevant and up-to-date information to correct the wrong advice.

Missing information: Apart from identifying the important pieces of information which
are mentioned throughout the conversation and providing relevant information to them,
the RAG also provides information that is missing in the conversation. While only the
RAG-assisted feedback provided missing information, it did this by seemingly randomly
selecting a subset and not all the missing information. This can be explained with the
current architecture of the RAG and the knowledge base, as well as through some details
about the conversation used for this evaluation. While the RAG system generates three
different kinds of questions for augmentation during the rewrite step, only the medical
questions which are aimed at providing more information about the pharmaceutical
advice given a relevant for this evaluation of medical actuality. Similar to the other two
topics only 3-5 questions are generated for this. Given that during the conversation a
total of six different drugs were mentioned and multiple different pieces of information
concerning the main drug were mentioned the medical questions are not able to cover all
these information pieces in the conversation completely. Further the patient case does not
define which information is important and should not be omitted during a conversation.
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Considering this the RAG architecture was very effective in prioritizing how to use these
five questions, by putting a focus on the main drug for this patient case and the advice
mentioned during the conversation, and placing less importance on drugs that were only
mentioned briefly. For a future work an even more flexible RAG architecture could be
tested with the capability to generated more medical questions if needed, further the
prioritizing of which drug is most important and which information should not be omitted
should be included in the prompt for the patient case.

5.2 Research Question 2

To answer the second research question “Which model and architectural choices enable
an audio-based communication between the user and the virtual patient?” the capabilities
of MLLM and ASR models were evaluated. Under the consideration of the GDPR and
the Al Act a compliant solution was designed which protects the users data and privacy.
Therefore, the audio is transcribed on a server of the university with an ASR model and
only the transcribed text is sent to the LLM, which then generates the patients answer
using its native audio output. To be able to evaluate which ASR model is the best fit for
the platform a set of conversation transcripts was augmented into a larger dataset and
then turned into audio files using the synthetic voice of a TTS model. This was done
since no dataset existed with the required characteristics of containing audio data with a
medical context in the languages supported by the platform. To control the quality of the
augmented dataset it was evaluated on linguistic diversity and semantic similarity. With
this dataset three different ASR models were then evaluated on their transcription quality
and latency. The following sections will summarize the evaluation of the augmented
dataset, as well as the evaluation of the ASR models, and then discussed the results in
more details.

5.2.1 Concluding Remarks

A pipeline based architecture, which transcribes the users voice with an ASR model
hosted on a university server and then only sends the transcribed text to the LLM to
generate the patients answer with the native audio output of the LLM was designed. This
enabled an audio-based communication between the user and the virtual patient in a
GDPR and Al Act compliant way. Overall the general model whisper-large-v3 showed
the best combination of high transcription quality and low latency for this solution,
making it the best fit for the platform. With a mean WER of 0.05 only every 20th
word was transcribed wrong and as some examples and the high cosine similarity scores
showed these errors were mostly small and did not change the meaning of the transcribed
text. The latency had a mean of 3.8 seconds, being low enough to not disrupt the flow
of the conversation. The specialized Whisper models showed a similar performance
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in latency but a much higher WER for the main languages of the platform and while
the lightweight tiny-whisper had a very low latency, the WER was with 0.22 very high,
making both of these model types too inaccurate for the platform. The evaluation of the
augmented dataset showed a high semantic similarity between the original and augmented
transcripts, while achieving a good linguistic diversity.

5.2.2 Augmented Data

To evaluate the different ASR models a dataset of 546 transcripts in 5 languages was
augmented from an initial set of 26 Swedish transcripts and after checking the quality
converted into audio files. Overall the quality of the dataset was very good with a WCR
close to 1, a mean Jaccard similarity of 0.79 indicating a good balance for the linguistic
diversity between the transcripts being similar enough to preserve the meaning and
different enough to provide a diverse set of training data, and a mean cosine similarity
of 0.97 indicating a near perfect preservation of the semantic meaning in the different
transcripts. While this training data was very good overall the decisions on how to
augment this data had a noticeable effect on the results of the quality.

The most noticeable effect was the underperformance of the Swedish transcripts on
all quality measures. These transcripts had a further spread of the WCR, a lower
Jaccard similarity and a lower cosine similarity than any other language. As analyzed
in chapter 4.3.4 the Swedish data is different in two aspects. It is the only language
that uses the original Swedish transcripts which are written by a human instead of a
machine translation of this text and further the backtranslation chains for the secondary
data have Swedish as both source and target, instead of pivoting from one language to
another. By changing the primary transcripts for the Swedish language from the human
written text to the backtranslation Swedish — English — Swedish it can be shown that
this translation step is the main driver behind the underperformance. By translating
the text with DeepL, which uses especially trained LLMs for translations, the text gets
streamlined from a more messy human style into always choosing one of the most likely
next words. Therefore, by changing the primary data from the messy human text to
the new streamlined LLM text all translations for the Swedish language, which are also
streamlined LLM text, now use a more similar vocabulary. This change improves the
cosine similarity for Swedish enough to make it indistinguishable from the other four
languages, even outperforming the English data, confirming that the translation was the
sole driver behind the underperformance and the difference in backtranslation versus
the pivot based translation does not have a noticeable effect. For the Jaccard similarity
the new primary data improves the values only enough to be comparable to the Swedish
language but still performs slightly worse when compared to Norwegian, Danish, and
German. This effect can be traced back to English as an intermediate language.
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For the Jaccard similarity English and Swedish with the new primary data perform worse
than Norwegian, Danish, and German, indicating that they use more unique words per
transcript and have a lower translation quality. This effect can be traced back to the fact
that LLM models perform best for tasks and translations regarding the English language,
since these models are primarily trained on English data. As analyzed in chapter 4.3.4, if
all transcripts are removed that used English as an intermediate language, the Jaccard
similarity for Norwegian, Danish, and German drop and become indistinguishable from
the English values, confirming that the high values that set these languages apart were
only achieved through the high quality translations using the English language. This
effect can be also seen in the data for the Swedish language when looking at the different
intermediate languages used in the backtranslation. Both for the Jaccard similarity and
the cosine similarity the transcripts that use English as an intermediate language clearly
outperform the transcripts that use Norwegian, Danish, and German.

When looking at the Swedish transcripts and splitting them by the different intermediate
languages used in the backtranslation it can be seen that English always performed best,
Norwegian and Danish performed second best and similar well and German always
performed worst. As shown the high performance of English can be linked to the
high quality training of LLM models in the English language, while the difference
between Norwegian, Danish, and German can most likely be attributed to proximity in
the language family. Swedish, Norwegian and Danish are all north Germanic languages
sharing a broad vocabulary of similar words. German on the contrary is a west Germanic
language and while it shares the similarity of being Germanic it is further away from
Swedish, and they share a less broad vocabulary. This effect could be further researched in
a future work by introducing even more different Germanic or Indo-European languages
into the platform and also some different language families as control groups.

5.2.3 ASR Models

General audio: The whisper-large-v3 model, which was chosen as the general ASR
model, showed the most consistent and overall best performance for all languages on both
the full audio files and the split audio files. It achieved the lowest WER for all languages,
with a mean WER of 0.05 and the errors it made were mostly small misunderstanding
that did not alter the meaning of the transcribed text, such as typos in the patient name
or using a different form of a word. This aligns with the near perfect cosine similarity,
showing that the model preserved the semantic meaning. The latency, with a mean of
3.8 seconds, is low enough to allow for a good flow of the conversation without needing
to wait too long for the transcription. With an RTF of 0.31 the model is even capable
of real-time transcription if the input is chunked into smaller pieces, opening further
potential to decrease the time the user has to wait for the transcription. Further the RTF is
higher for shorter audio files and lower for longer audio files, which benefits the flow of
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the conversation since the decrease in the transcription times for large audio files is more
noticeable than a small increase for shorter audio files. Another important aspect is that
whisper-large-v3 is one single general model that can be used for all five languages and
could be used for any other language as well in the future without the need for any further
extension, retraining or change in the architecture, making this an easy to maintain and
highly flexible solution. Overall the general audio model offered the highest quality in
transcription with an easy architecture and a good latency, making it the best fit for the
platform.

Specialized audio: The specialized Whisper models have the highest architectural
complexity, since each of the five languages has its own model. This also makes this
solution the hardest to maintain and most difficult to extend to new languages in the
future. When transcribing the audio files these models had the highest outlier rates and
especially for Danish and Norwegian a lot of data had to be filtered out. After this
cleaning the WER for the split audio files was similar to the performance of the general
audio model, but for the complete audio files the WER was slightly higher for Norwegian
and much higher for Danish with a mean WER of 0.42, indicating that these models are
not as good at transcribing longer audio files. The cosine similarity was only measured
for the split audio files and showed a near perfect similarity, aligning with the good
WER for the split audio files. The latency was similar to the general audio model for the
complete and the split audio files. Only the English model had a much lower latency,
which can explained by the fact that it uses a reduced version of the architecture from the
whisper-large-v3 model, which has fewer parameters and therefore is faster and more
similar to a tiny-whisper, than it is to a whisper-large-v3. Overall the specialized models
are similar to the general audio model but are less reliable for longer audio files and
introduce a higher architectural complexity, making them a less good fit for the platform.

Lightweight audio: The finy-whisper model has the advantage of being very fast, with a
mean latency of only 0.9 seconds it allows for the best flow of the conversation. Similar
to the general audio it is only one singular model and therefore easy to maintain, highly
flexible and low in architectural complexity. For the secondary languages of the platform
it evens shows a comparable quality in transcription to the general audio model, with
a low WER and a near perfect cosine similarity, preserving the semantic similarity.
However, for the three main languages of the platform the quality of the transcription
is not good enough to be used in the platform. Both the WER and the cosine similarity
show a bad performance for the main languages, with Danish being the worst performing
language with a mean WER of 0.41, followed by Norwegian and Swedish being the
best out of the three with a mean WER of 0.20. Overall the whisper-tiny model offers a
very low latency at the expense of the transcription quality for the main languages of the
platform, making it not a good fit for the platform.
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Future Work

While this work successfully demonstrated the benefits of a RAG architecture for improv-
ing feedback quality and the feasibility of using an ASR model to design an audio-based
interaction in a GDPR compliant way, there are several possibilities to expand upon this
research in the future to further improve the platform:

* More experts for the evaluation of the RAG: The evaluation of the feedback
quality was done with only five experts, which limited the analysis to the use
of descriptive statistics. In a future work more experts could be included in the
evaluation, which would allow for a more robust statistical analysis and more
generalizable results. This could also include experts from different fields such as
healthcare, teaching, communication experts or even students. Further with more
experts the difference inside the measured dimensions and the difference between
the overall quality and the detailed feedback comparison could be highlighted in
more detail.

* More data for the evaluation of the RAG: The evaluation of the feedback quality
is currently limited to two conversations which both stem from the same patient
case and use the same feedback framework. In a future work the effect of different
patient cases, feedback frameworks, conversation lengths and LLM models could
be evaluated to control on one side how they interact with the feedback generation
and the RAG system and on the other side to generate more data points and allow
for a more robust statistical analysis.

* Feedback quality change in Tone: The evaluation of the feedback quality showed
an ambivalent result in the change of tone in the RAG-assisted feedback, especially
for the pharmacological part of the feedback. In a future work this effect could be
researched in more detail to identify the main driver behind this effect. This could
be done by trying to countersteer the effect by adding another category of positive
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questions which is specifically tailored towards the pharmacological part of the
feedback. Another possibility would be to change the design of the knowledge
base of the RAG system from the current QA-pair layout to a more free text layout,
or lastly by prompt engineering and giving more detailed instructions on how to
use and present the information retrieved from the RAG system.

Increase RAG augmentation flexibility: The current RAG architecture generates
between 3—5 questions for three different categories, while this offers some flex-
ibility, the evaluation of the medical actuality showed that this is not enough to
cover all the important information in a conversation. In a future work the architec-
ture could be made more flexible to first identify all the mentioned drugs from a
conversation and then generate a variable amount of questions for each of these
drugs, depending on how often they are mentioned during the conversation and
how important they are according to the patient case. Further the prompt for the
patient case could be adapted to define which drugs need to be mentioned during
the conversation and which information pieces about these drugs are important in
the context of the patient case.

Synthetic audio from audio-based transcripts: Currently the audio data is
created by augmenting text-based transcripts and then converting them into audio
files. While this is an effective way to generate a GDPR conform audio dataset,
the audio files don’t represent a real-world conversation. In a future work new data
could be collected from the updated platform with the audio-based interaction. A
user could engage in an audio-based conversation with the VP and the transcript
of this conversation could then be augmented and converted into audio files. This
would create a more realistic dataset for the evaluation of the ASR models and
would further be an important test to evaluate if the generated feedback changes
when the underlying mean of communication changes from text-based to audio-
based.

Real audio-data: Currently this work is limited to testing the ASR models with
synthetic audio data only. In a future work the ASR models should be further
tested with audio data spoken by users of this platform, to ensure that the chosen
models are the still the best choice when it comes to the influence of accents and
dialects.

WER for medical terms: While the misspelling of medical terms was not severe
in this work with the errors not show up during the evaluation of the texts with
the highest WER scores, it could be interesting to isolate them in a future work
and evaluate how well they were transcribed. Further if the misspelling of medical
terms is a common problem different options liked a custom vocabulary for the
ASR model could be tested to ensure a high transcription quality for medical terms.

81



Chapter 6. Future Work

* MLLM and Speech-to-Speech: While this work opted for using a pipeline based
architecture to enable GDPR conform audio-based interactions a future work could
research the capabilities, advantages, and disadvantages of using MLLMs with
native audio support to enable audio-based interactions. While this solution would
not be GDPR-compliant, it could be built on top of the current architecture as an
opt-in solution for users who are willing to share their audio data. This would
allow for a more seamless flow of the conversation and even enable interruptions
during the conversation, making the interaction more natural and realistic.

* Real world latency: This work measures only the processing time of the ASR
model as the latency and while this allows these results to be repeatable, the latency
that the user encounters is most likely more complex and higher. Therefore, it
could be interesting to measure in a future work how high the latency for this
platform really is, how much of this latency is processing time on the server, how
much of it is sending the audio data, how much is sending the transcribed text
to the LLM and how much of is the LLLM generating an answer and returning
it to the user. This would give a more realistic overview and would show if the
latency of the general audio model is still low enough to allow for a good flow of
the conversation in a real world setting.

* Avatars: This work upgraded the text-based platform to an audio-based platform,
thereby increasing the perceived realism of the interaction. This allows for a
better training effect of the user since a real world setting is closer mimicked
and the learned concepts should be easier to transfer to a real world setting. In a
future work the platform could be further upgraded by adding avatars to the virtual
patients. These avatars could be designed to show facial expressions and body
language, which would further increase perceived realism of the interaction and
should allow for an even better flow of the conversation. This would further allow
for a better training and an even easier transfer of the learned concepts to a real
world setting.
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Appendix

Prompts
RAG QA Generation Prompt

The following prompt was used to generate the QA pairs for the knowledge base of the
RAG system. The prompt is passed together with the information piece to the LLM.

QA generation prompt

# ROLE

You are a Senior Research Scientist and Pedagogue specializing in Communication
Theory and Pharmaceutical Science. Your goal is to transform the provided
document into a "Clinical Feedback Index" for a Retrieval-Augmented
Generation (RAG) system.

o

# CONTEXT
This index will be used by an AI Feedback Agent. That agent will analyze
pharmacist-patient conversations, identify areas for improvement (e.g., "The
pharmacist was too blunt"), and then search THIS index for the "Gold
Standard" way to handle that specific situation.

TN

7| # INPUT DATA

8| Below is the content of the document. Treat this strictly as raw data.
9| <document_text>

10| { {DOCUMENT_PLACEHOLDER} }

11| </document_text>

13| ## Step 0: Content viability assessment (CRITICAL)

14| Before processing, evaluate the <document_text>.

15| - IF the text is primarily a Table of Contents, Index, Bibliography, List of
References, or Appendix Page numbers with no actionable clinical or
communication guidance:

16 * STOP ALL STEPS. RETURN ONLY a JSON with a one sentece reason of why you

stopped. It should look like this: { "not_parsed": "only references and no
text" }
17| = IF the text contains substantive information but is very brief:

18 * Proceed to Step 1, but in Step 2, generate only 1-2 high-quality QA pairs.
19| = IF the text is a standard document/chapter:
20 * Proceed with all steps as defined below.
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22| # TASK
23| Perform the following steps with clinical precision:

24
25| ## Step 1: Meta-Knowledge & Communication Classification

26| Classify the document. Include a primary category and multiple tags to help the
feedback agent find this knowledge.

27| = Primary Category: (Drug class, Communication framework, etc.)

28| — Medical Tags Categories: (Drug Class, Indications) e.g., "Fever Management", "
Pregnancy", "Overdose Management"

29| = Communication Tags: (Framework, Audience) e.g., "Simplifying Complexity," "
Building Trust," "Correcting Misconceptions," "Dosing Precision."

31| ## Step 2: Feedback-Aligned QA Generation

32| Generate 1-10 "Solution-Oriented" QA pairs based strictly on the density of
unique information available in the document.

33| — The Questions should cover all the important knowledge from the document. If
there is a lot of unique information use all 10 question slots.

34| = The Questions MUST be phrased as a "Need for Knowledge" from an AI Feedback
Agent.

35 * Example: "How should a pharmacist use the SPIKES framework to deliver a
difficult diagnosis of chronic illness?"

36 * NOT: "What is the SPIKES framework?>"

37| = The Answers MUST provide a expert response that can be used as direct feedback
for a human pharmacist. Use clinical/theoretical evidence from the text.

38| — CONSTRAINT: Every Question must mention the specific Subject (e.g., ".
Lisinopril...") so it is context-independent.

39 = CONSTRAINT: Do NOT refer to "the text," "the author," or use citations, since
the docment will not be available later on.

40| — CONSTRAINT: Do not hallucinate or use external knowledge to be able to
generate more questions for a sparse document.

41
42| ## Step 3: Error-to-Excellence Mapping

43| Identify one "Critical Error" common in this context. Create a QA pair that
follows this structure:

44| = Question: "What is a common error when [Action], and what is the expert-
recommended correction?"

45| — Answer: "A common error is [Error]. The best way is [Correction] because [
Evidence] ."

46

47/ # OUTPUT FORMAT (JSON ONLY)

48| Return the output in the following JSON structure so it can be ingested into a
vector database:

49

501 {

51 "metadata": {

52 "title": "Document Title",

53 "primary_category": "Category Name",

54 "communication_tags": ["Tagl", "Tag2"],

55 "medical_tags": ["Tagl", "Tag2"]

56 br

57 "knowledge_pairs": [

58 {

59 "question": "The feedback-aligned search query...",

60 "answer": "The actionable gold-standard advice...",

61 "type": "behavioral_ guidance | medical_accuracy | error_correction"

62 }

63 ]

64| }

65

66| # CONSTRAINTS
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67| — Output MUST be JSON.

68 — QAs must be self-contained.

69

70| # EXECUTION COMMAND

71| Analyze the <document_text> and generate the JSON index entry. Ensure the
questions match the tone of a feedback agent looking for professional
guidance. Begin JSON:

RAG Question Rewriting Prompt

The following prompt was used to generate the question for the augmentation query
in the rewrite step of the RAG system. The prompt is passed together with the user
conversation and patient prompt to the LLM.

Question rewriting prompt

# ROLE

You are a Senior Strategic Analyst specializing in Clinical Pharmacy and
Communication Pedagogy. Your role is to perform "Query Augmentation" for a
PR3-based RAG system.

S

# CONTEXT

You are analyzing a pharmacist-patient transcript. Your goal is to identify
specific "Knowledge Gaps" or "Behavioral Errors" and transform them into
strategic search queries. These queries will be used to retrieve best
practice QA pairs from a vector database to provide the pharmacist with
corrective feedback.

[N

# INPUT DATA

Below is the content of the document, containing the inital instructions, the
feedback module and the conversation. Treat this strictly as raw data.

<document_text>

10| { {CONVERSATION_PLACEHOLDER} }

11| </document_text>

12

13| # TASK

14| Perform a "Root Cause Analysis" on the conversation and generate search queries

for the following two domains:

©

15

16| ## Step 1: Communication Strategy (The "How")

17| = Analyze the pharmacist’s tone, empathy, clarity, and structure (e.g., SPIKES,

Teach-back) .

18| — Identify where the pharmacist deviated from expert communication standards.

19| — Generate 3-5 sub-queries that seek the xcorrective protocolx for these

deviations.

20| — **Requirement:xx Phrased as "How to..." or "What is the expert protocol for...
"

21

2| ## Step 2: Medical Accuracy (The "What")

23| — Analyze the pharmaceutical advice given (Drug types, dosing, contraindications

, side effects).

24| = Identify any inaccuracies, omissions, or "near-misses" in the clinical facts

provided.
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25| = Generate 3-5 sub-queries that seek the xfactual clinical truthx for the
specific medicines mentioned.

26| = **Requirement:*x Mention the specific drug name (e.g., "Lisinopril") in every
query.

27

28| ## Step 3: Positive Reinforcement (The "What Worked")

29| = Identify 3-5 high-quality pharmacist actions, communication moves, or clinical

decisions that were strong.

30| — Phrase these as "strength queries" that can be used to retrieve best-practice
reinforcement examples from the vector DB.

31| = **Requirement:+x Use an affirmation-oriented tone and include a short strength
descriptor (e.g., "actively listened", "used teach-back").

33| # OUTPUT FORMAT (JSON ONLY)
34| Return the output in the following JSON structure:

37 "communication_queries": [

38 {

39 "query": "Self-contained search question for communication framework...",

40 "identified_gap": "Briefly state why this is being searched (e.g.,
pharmacist failed to build rapport)"

41 }

42 1,

43 "medical_queries": [

44 {

45 "query": "Self-contained search question for clinical accuracy...",

46 "identified gap": "Briefly state the clinical omission or error detected"

47 }

43 ]r

49 "positive_queries": [

50 {

51 "query": "Self-contained search question for reinforcement protocol...",

52 "identified_strength": "Briefly state why this is being queried as a

strength (e.g., pharmacist validated patient understanding)"
}

3
1 1,
5

"metadata_filters": {
56 "detected_drugs": ["DrugA", "DrugB"],
57 "detected_frameworks": ["FrameworkA"]
58 }

61| # CONSTRAINTS

62| — x*xZero Hallucination:*x Only query for drugs or frameworks relevant to the
provided transcript.

63| — x*xSymmetry:x* Ensure queries are phrased similarly to how a "Teacher" would
ask an "Expert" for advice.

64| = »*No Citations:*x Do not refer to the transcript as "the text." Treat the

pharmacist’s actions as the "observed behavior" and the RAG queries as the "
requested solution."

65
66| # EXECUTION COMMAND

67| Analyze the <document_text> and output the JSON queries to bridge the gap
between the observed conversation and the expert knowledge base. Begin JSON:
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RAG Feedback Quality

Example Conversations Transcripts

The following two conversations were used to evaluate the feedback quality of the RAG
system. For each conversation two types of feedback were generated, one with the RAG
system and one without it. The conversation together with the feedback types were sent
to the pharmaceutical experts who evaluated the feedback quality.

Conversation 1

In this conversation A is the pharmacist (Apotekare in Swedish) and P is the patient.

Example Conversation 1

A:
Hello and welcome! How can I help you today?

AW N —

P:
5|Hi, I have some questions about my new medication.

7| A
8| Absolutely, I'm happy to help you with that. Tell me, what questions or concerns
do you have about your new medicines?

10( Pt

11|{|Well, I'm a bit surprised that I need these medications. I live quite a healthy
life, eat vegetarian and exercise, so I don’t really understand why I have
to start this. And I'm worried about side effects, especially the
simvastatin. I’ve heard so many horror stories about statins.

13| A:
14| I understand that you’re a bit surprised to need medication despite living such
a healthy lifestyle, and that you’re worried about side effects, especially
when it comes to simvastatin and statins, where you’ve heard some horror
stories. This is a very common feeling, and it’s important to remember that
although lifestyle plays a big role, sometimes there are other factors that
also have an impact. I would be happy to explain more about why your doctor
has decided that these medicines are necessary for you, and in particular we
can talk through your concerns about simvastatin and other possible side
effects. What are your specific concerns about simvastatin, or what
questions are most important for you to have answered right now?
15
16| P:
17| Well, it’s the side effects that I’m most worried about. I’ve heard that statins
can make your muscles hurt so much, and I'm afraid that it will prevent me
from exercising and being active. I’ve also heard rumors that they can give
you cancer, but I don’t know if that’s true. It feels very scary.
18
19| A:
20/ I hear that you are particularly worried about muscle pain and that it would
prevent you from exercising and being active, which is perfectly
understandable as exercise is an important part of your lifestyle. You also
mention rumors that you might get cancer, and it’s no wonder that it feels
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very scary when you hear such things. Let’s clear this up. Regarding muscle
pain, this is a side effect that can occur with statins, but it is
relatively rare and does not affect everyone taking the medicine. If you
should experience any such symptoms, it is important that you contact your
doctor so that you can evaluate it and possibly adjust your treatment.
Regarding the rumors about cancer, I would like to reassure you that
extensive research and large studies have shown that statins do not increase
the risk of cancer. They are considered safe in this respect. Is there
anything else about these side effects, or anything else about simvastatin,
that you are thinking about right now?

2| P:

23| Well, it’s good to hear about the cancer risks, that reassures me a bit. But
that thing about muscle pain... I'm so afraid that I won’t be able to
exercise as usual if I get pain. I want to be able to stay active and in the
garden. Will I have to stop exercising if that happens?

24

25| A

26| I really understand your concern about the muscle pain and how it could affect
your exercise and your ability to be active, like in the garden. Being able
to stay active is an important part of your everyday life and well-being. It
is important to remember that most people taking statins do not experience
muscle pain. And even if they do, it doesn’t automatically mean that you
need to stop exercising completely. Often it may be a milder pain that can
be managed, or it may be something that occurs at the beginning of treatment
and then passes. Should you experience muscle pain that interferes with you
or your activity, it is absolutely essential that you contact your doctor
immediately. They can then assess the cause and discuss possible solutions,
such as adjusting the dose, switching to another statin drug that may be
better for you, or looking at other options. The goal is always to keep you
active and well, so you will find a solution together. Do you have any more
thoughts on this, or is there anything else you are wondering about right
now?
27
28| P
29| It’s good to hear that there are solutions if it comes up, and that I don’t
necessarily have to stop practicing. That reassures me a bit. But I still
find it strange that I need to take medication when I try to live as healthy
as I do. It feels a bit like a failure, even though I know it’s not.

31| A:

32| You may need medication despite a healthy lifestyle. There’s no point in
worrying about it. Do you have any other questions about the medicines
themselves?

34| P:
35| Thank you for the call. Goodbye.
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Conversation 2

In this conversation A is the pharmacist (Apotekare in Swedish) and P is the

Example Conversation 2

A:
Hello! How can I help you?

W =

P:
Hi, I have some questions about my medication.

RS

Tl A:
Yes, tell me what questions you have.

)

0[Pz

11|Well, I'm mostly concerned about these new medications that I’ve been given,
especially the one for cholesterol. I'm a bit worried...

12
13| A:

14| What are you worried about?
15
16| P:

17| Well, I've heard so many horror stories about statins from friends and relatives
, so I'm afraid I’11 get a lot of side effects.

18
19( Az

20| You’ ve been given a statin that you’re afraid you’ll have side effects from,
have you tried taking the statin?

21
22| P:

23| No, I haven’t dared to start yet. That’s why I’'m so worried and wanted to talk
to someone.

24
25| Ac:

26| It’s true that you can get side effects from statins but not everyone gets them,
is there any particular side effect you’re worried about?

27
28| P

29| Yes, I've heard that you can get muscle aches, and I'm worried that it will
affect my exercise. I want to be able to stay active. And then I’ve heard
some loose rumors that you can get cancer from them, but that may not be
true?

31| A:
32| Muscle pain is a known side effect as you say, but I'm not aware of cancer being
a common side effect of statins.

34| P:
35| Okay, that’s good to hear about the cancer, thanks. But what if I get muscle
pain? Will that stop me from exercising, or can I continue anyway?

37| Ac:

38| Not everyone gets muscle aches, but if you do get muscle aches, it depends on
how bad they are. In case of severe discomfort, you should contact the
doctor who prescribed the medicine and agree with him/her how to proceed
with the treatment. Sometimes the doctor will switch to a different statin
and sometimes the dose will be reduced.

39
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40| P:

41| Okay, I understand. It sounds good that there are alternatives if it gets too
hard. But I'm wondering, if I get some muscle pain, should I stop exercising
? Or can I continue anyway as long as it’s not really bad?

43| A

44| It’s good to exercise, so if you don’t have major problems, you can continue
exercising

45

46| P

47| Okay, that’s good to hear. I really want to stay active. But I'm still wondering
, I feel so fit and I eat healthily, so I don’t really understand why I need
these medications at all. It feels a bit strange.

49| A

50 It’s good that you eat healthily, but sometimes that’s not enough and medication
needs to be taken anyway to prevent you from having a heart attack or
something like that

51

52| P

53| Yes, I understand that it is about prevention. But that’s what feels a bit
difficult to take in, when I’'ve always tried to live so healthily. I'm
afraid that the medication will ruin my everyday life and affect my habits.

54

55| Az

56| Well, when something is new, it often feels a bit unfamiliar and it takes a
while before taking medication becomes a new habit. How do you think you can
get the medication out of your everyday life?

58| P

59| I don’t really know... It feels more like an extra thing to remember, and I'm
still a bit worried about how it will affect me. I mean, I have my routines
with exercise and family, and I don’t want this to mess that up.

60

61| Az

62| Yes, I understand, often it can be good to link taking the medication with some

other habit such as eating or something similar

63
64| P

65| Yes, maybe you can. But I'm still worried about it becoming such a big thing in

my everyday life. I’'m so used to being alert and free, and I’'m afraid that
these tablets will take that away. And then I wonder, I drink a couple of
glasses of wine sometimes on weekends, will it affect the medication?

66

67 A

68| Has the doctor who prescribed the statin said anything about drinking alcohol

now that you are taking statins?

69
70[ P

71| No, the doctor didn’t actually say anything about it. It was something I thought
about myself. I really hope I can continue to have the occasional glass of

wine without it interfering with the medication.

72

73| At

74| It’s good that you’re reflecting on alcohol intake because large intakes of

alcohol can negatively affect your health. But having a couple of glasses of
wine at the weekend won’t affect the statin, it’s fine as long as it’s not

a large intake.

76| P:
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77/0h, I'm so glad to hear about the wine! That was a real relief. But I'm still a
bit worried that the medication will affect me in other ways, I'm so used to
being alert and feeling good.

78
791 Az

80| I understand that you’re worried because it’s something new, apart from the side
effects and combination with alcohol, is there anything else you’re worried
about?

81
82| P:

83| Yes, I have quite a sensitive stomach otherwise, and easily get side effects
from medication. For example, I got very tired from the vaccine last time.
So I'm wondering how this will be for me, if I’'m sensitive in general.

85| A
86| It’s hard to be negatively affected by medications and vaccines, but at the same
time, for most people the advantages of statins outweigh the disadvantages

88| P:

89| Yes, I understand that it is important. But I am still worried about how I will

react. I feel like I always get side effects, and I really don’t want to
feel sick or tired from the medication. That’s what I’'m most afraid of, that
it will affect my energy in everyday life.

9

91| A:

92| Yes, it’s important to keep feeling good.

93

94| P:

95| Exactly. I want to be able to stay in the garden and play with the grandchildren

, and not feel tired or sick. How will I know if the medicine is making me

feel bad or if it’s Jjust something else?

96

971 Az

98| The best thing is to be extra observant at the beginning when you take your
statin to see if you feel bad from it, then it can always be something else

that affects you, but if you feel bad after you start taking the statin, you
can talk to your doctor

99

100[ P2

101 Okay, I guess I’'1ll try to be observant then. It still feels a bit scary to start
, but it’s nice to know that I can talk to the doctor if I feel bad. Thanks
for taking the time to talk to me, it has helped a lot. Bye. I look forward

to your reflection on our conversation.
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Conversation 1 Feedback Types

This section shows the two feedback types that were generated for conversation 1, one
without and one with the RAG system. Of these two feedback types six selected feedback
parts were used in the blind comparison by the senior experts in social and clinical
pharmacy. For open and closed questions the subcategories overview and open questions
were used, for affirming skills the subcategories overview and reflective listening were
used, and for pharmacological feedback and for concluding advice the complete feedback
is covered

Feedback without RAG

The following feedback was generated for conversation 1 without the use of the RAG
system.

Example Conversation 1 - Feedback without RAG

Thank you for the conversation. As we have now concluded the consultation, I
will step out of my role as Ann-Sofie and provide feedback on your
communication skills.

o

w

I have read your self-reflection: "I did a good job providing detailed
information."* While it is true that you provided accurate medical
information, your reflection focuses entirely on the xcontentx of the
consultation. In a pharmacy setting, the xprocess*-how you communicate that
information and how you make the patient feel-is equally important. A
consultation is not just a lecture; it is a dialogue.

5|Below is the structured feedback on your communication skills.
T ***
9| # Feedback on Communication Skills

11| Thank you for the conversation. The following feedback evaluates your
communication skills, focusing on the use of empathic skills (affirming
skills) and the use of open and closed questions.

13| ## 1. Open and closed questions

15| xxOverview: x*

16| You utilized a good mix of open and closed questions during the first half of
the conversation, which helped me feel comfortable sharing my concerns.
However, the conversation shifted toward the end, where you relied on a
closed question that effectively shut down the dialogue.

17
18] *xOpen questions:xx*

19| * xxCount:*x 4

20| * x*+xEffective examples:*x*

21 * "Tell me, what questions or concerns do you have about your new
medicines?" (Appropriate opening to invite the patient to speak).

22 * "What are your specific concerns about simvastatin, or what questions
are most important for you to have answered right now?" (Effective in
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narrowing down the patient’s worries).

23 * "Is there anything else about these side effects, or anything else about
simvastatin, that you are thinking about right now?" (Good for checking for
further concerns).

24| x*xAnalysis:xx These questions were effective because they allowed me to

express my fears about muscle pain and cancer in my own words.

*xSuggestions for improvement:xx You used open questions well to gather
information. Continue to use these to explore the patient’s emotional state,
not just their medical questions.

[ )
G
*

26

27| x*Closed questions:*x

28| * *xCount:xx 1

29| * x*xEffective examples:*x*

30 * "Do you have any other questions about the medicines themselves?" (This
was used at the very end).

31| * x*xAnalysis:+x While closed questions are useful for confirming facts, this

specific question was less effective because it followed a dismissive

statement. It signaled that you were finished with the emotional aspect of

the conversation and were ready to end the interaction.

32| * *xSuggestions for improvement:xx Avoid using closed questions to "close" the
conversation when the patient has Jjust expressed a significant emotional

vulnerability (like feeling like a "failure").

| ## 2. Affirming skills

3

36| xxOverview: xx

37| You demonstrated strong empathic skills for the majority of the conversation.
You used mirroring and validation effectively to make me feel heard. However
, there was a significant lapse in these skills at the end of the
conversation, which negatively impacted the rapport we had built.

38
39| x*Paraphrasing: xx

40| +*+xEffective examples:** "I hear that you are particularly worried about
muscle pain and that it would prevent you from exercising..."

41| * *+xAnalysis:+* This was effective because it showed you were listening to the
specific content of my worry.

42| * x*xSuggestions for improvement:*x You are doing well here. Keep using this to
ensure you have understood the patient correctly before moving on.

43

44| xxReflective listening:«*x

45( x*xEffective examples:** "I really understand your concern about the muscle

pain and how it could affect your exercise..."
46| * *xAnalysis:*x This helped me feel that my lifestyle was respected.

47| * *xSuggestions for improvement:xx Continue to use these reflections to bridge
the gap between the patient’s lifestyle and the medical necessity of the
medication.

48

49| x«Mirroring/reflecting feelings:*x

50| * x*+xEffective examples:** "You also mention rumors that you might get cancer,
and it’s no wonder that it feels very scary when you hear such things."

51 * x*+xAnalysis:+* This was excellent. You acknowledged the emotion ("scary")
rather than just the fact.

52| % x*xSuggestions for improvement:*x This is a strength. Continue to name the

emotions you perceive in the patient.

5
54| x*Validation: %
5

55| % x*xEffective examples:** "I understand that you’re a bit surprised to need
medication despite living such a healthy lifestyle..."
56| * *xLess effective examples:x* "There’s no point in worrying about it."
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59
60
61

62

63
64
65
66
67
68

69
7
71

72

74

76
71

* x*Analysis:x* The first example was very validating. However, the second
example was a failure of validation. When I expressed feeling like a "
failure," you dismissed my feelings. This made me feel that my emotional
experience was invalid or unimportant.

* **xSuggestions for improvement:xx Never tell a patient that their feelings
are pointless. Even if you are trying to reassure them, saying "There’s no
point in worrying" invalidates their experience. Instead, try: "It is

completely understandable that you feel this way, but I want to reassure you
that this is not a failure on your part."

xxSummarizing: x«*
* **xAnalysis:** You did not provide a summary at the end of the conversation.
* *xSuggestions for improvement:xx A summary is crucial for patient safety and
adherence. Before ending the conversation, you should have summarized the
main points: the reason for the medication, the plan for monitoring side
effects, and the reassurance regarding exercise. This ensures the patient
leaves with a clear understanding.

* Kk Kk

# Pharmacological feedback

From a pharmacological perspective, your information was accurate. You correctly
addressed the concerns about statins and muscle pain, and you provided

appropriate advice to contact the doctor if side effects occur.

However, to provide complete pharmacological counseling, you should have:

1. x%Checked understanding:*x You did not ask me to explain back what I had
learned (teach-back).
2. xxSummarized the plan:*x* You did not confirm the next steps (e.g., "So, you

will start the medication, and if you notice any muscle pain, you will
contact your doctor").

3. xxAddressed the "failure" feeling:*x Pharmacologically, it is important to
frame the medication as a xpreventativex tool for someone who is already
healthy, rather than a treatment for a "failed" lifestyle. You missed the
opportunity to reframe the medication as a way to *protectx my active
lifestyle.

# Conclusion

x*xConclusion: x

You have a strong grasp of the medical information and good initial
communication skills. To improve, focus on maintaining empathy until the
very end of the conversation and ensure you summarize the key takeaways to
confirm patient understanding.
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Feedback with RAG

The following feedback was generated for conversation 1 with the use of the RAG
system.

Example Conversation 1 - Feedback with RA

Thank you for the conversation. It is now time to reflect on your performance.
You mentioned in your self-reflection that you felt you did a good job
providing detailed information. While you were indeed informative regarding
the statins and cancer rumors, it is important to balance information-giving

with the emotional needs of the patient. This feedback will focus on your

communication skills, specifically the use of empathic skills (empathy and

affirming skills) as well as the use of open and closed questions, followed
by pharmacological feedback.

### 6.3.1 Open and closed questions

& W N

*xOverview: xx

You used a total of 6 open questions and 0 closed questions. You were very
effective at using open questions to initiate the conversation and explore
the patient’s initial concerns. However, as the conversation progressed, you

relied almost exclusively on open questions, which sometimes felt like a "

question—-answer" loop rather than a dialogue. You missed opportunities to
use closed questions to clarify specific clinical details (e.g., about the
sensitive stomach or other medications).

W

=

o

*xOpen questions:xx

9| * x*xEffective:xx "Tell me, what questions or concerns do you have about your
new medicines?" and "What are your specific concerns about simvastatin, or

what questions are most important for you to have answered right now?" These
were excellent for opening the dialogue and allowing the patient to express
her specific fears.

10| * x*xLess effective:+x "Do you have any other questions about the medicines
themselves?" This was asked immediately after the patient expressed a
feeling of "failure." It felt like a way to close the conversation rather
than an invitation to explore the patient’s emotional state.

11| * *xSuggestions for improvement:xx Continue using open questions to explore

the patient’s world, but ensure you are listening to the *contentx of the
answer before moving to the next question. If a patient expresses a strong
emotion, pause and validate that emotion before asking the next question.

2

13| x*Closed questions:*x

14| % xxEffective:x* None used.
15| * x+Less effective:x* N/A.
16| * x*xSuggestions for improvement:*x You should incorporate closed questions to

clarify facts. For example, when the patient mentioned a "sensitive stomach
," you could have asked, "Have you experienced stomach issues with other
medications in the past?" or "Are you currently taking any other supplements
or medications?" This would have helped you gather necessary clinical
information.
17
18| ### 6.3.2 Affirming skills
19
20| x*xOverview: xx
21| You demonstrated strong rapport-building skills in the first half of the
conversation, particularly through mirroring and validation. However, your
performance declined toward the end when the patient expressed vulnerability
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. You failed to summarize the conversation or verify the patient’s
understanding, which is a critical step in ensuring safety and adherence.

23| *xParaphrasing: x*

24| * x*+xEffective:+x "I understand that you’re a bit surprised to need medication

despite living such a healthy lifestyle..." This was a good restatement of

the patient’s initial concern.

*xLess effective:*x You did not paraphrase the patient’s final concern about
feeling like a "failure."

26| * xxSuggestions for improvement:*x When a patient expresses a complex feeling,

paraphrase it back to them to show you have understood the emotional weight

of their statement.

)
G
*

27
28| »xReflective listening:xx

29| * x*xEffective:xx "I hear that you are particularly worried about muscle pain
and that it would prevent you from exercising..." This effectively captured
the patient’s underlying fear.

30| * x*xLess effective:*x You did not use reflective listening when the patient
mentioned feeling like a "failure."

31| * *xSuggestions for improvement:xx Use reflections to "add a log to the fire"
of the conversation. Instead of moving on, reflect the feeling: "It sounds
like you feel that needing medication is a sign that you haven’t done enough
, even though you’ve worked hard on your lifestyle."

)

D N

x*Mirroring/reflecting feelings:xx*

R B

* x*+xEffective:+x "I really understand your concern about the muscle pain and
how it could affect your exercise..." This was a strong moment of connection
35| * x*xLess effective:*x You missed the opportunity to mirror the patient’s
feeling of "failure" at the end.
36| * xxSuggestions for improvement:*x When a patient uses a strong word like "
failure," mirror it. It validates their experience and allows them to

explore why they feel that way.
37
38| xxValidation: x

39| * x*xEffective:+xx You validated the patient’s fear regarding cancer rumors by
providing evidence-based reassurance.

40| * x*xLess effective:+x You invalidated the patient’s feeling of failure by
saying, "There’s no point in worrying about it." This dismissed the patient’
s emotional experience.

41| * *xSuggestions for improvement:xx Avoid telling patients not to worry.
Instead, validate the feeling: "It is completely normal to feel frustrated

or like you’ve failed when you’ve put so much effort into your health. That
is a very common reaction."

43| xxSummarizing: x*

44| * x*xEffective:xx None.
45| * x*xLess effective:+x You did not summarize the conversation at all.
46| * *xSuggestions for improvement:*x Before ending the conversation, you must

summarize the key points and use the "teach-back" technique. You should have
said: "We’ve talked about your concerns regarding muscle pain and cancer,
and we’ve discussed that you should contact your doctor if you experience
any muscle issues. To make sure I’ve explained this clearly, could you tell
me what you’ll do if you notice any muscle pain?"
47
48| ##4# 5.1 Pharmacological feedback
49
50| Your pharmacological counseling was incomplete. While you addressed the statin
concerns, you missed several critical areas:
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v
)

1. x+Omission of Ramipril:*x You completely failed to counsel the patient on
Ramipril. You need to explain how to take it (swallow whole, not crushed),
that it can be taken with or without food, and warn about the risk of
dizziness/hypotension, especially if the patient is on other medications or
diuretics.

2. =xxSensitive Stomach:** The patient mentioned a sensitive stomach. You failed

to ask about this or provide advice on how to mitigate potential GI side
effects (e.g., taking medication with food if appropriate).

3. xxSimvastatin Specifics:xx While you addressed muscle pain, you missed the
instruction to take Simvastatin in the evening (when cholesterol synthesis
peaks) and the critical warning to avoid grapefruit juice, which can
increase the risk of muscle toxicity.

4. xxSafety Screening:x* You did not screen for other medications or potential
interactions, which is a standard part of a medication consultation.

x*xConclusion: x

You have a good foundation in using open questions and building initial rapport.
However, you must work on "staying with" the patient during emotional
disclosures rather than rushing to the next question or dismissing their
feelings. Furthermore, ensure your clinical counseling is comprehensive-
covering all prescribed medications and relevant safety warnings—-and always
conclude with a summary and a teach-back check to ensure the patient truly
understands the plan.
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Conversation 2 Feedback Types

This section shows the two feedback types that were generated for conversation 2, one
without and one with the RAG system. Of these two feedback types six selected feedback
parts were used in the blind comparison by the senior experts in social and clinical
pharmacy. For open and closed questions the subcategories overview and open questions
were used, for affirming skills the subcategories overview and reflective listening were
used, and for pharmacological feedback and for concluding advice the complete feedback
is covered.

Feedback without RAG

The following feedback was generated for conversation 2 without the use of the RAG
system.

Example Conversation 2 - Feedback without RAG

Thank you for the conversation. It is now time to reflect on your performance.

W N -

First, I would like to comment on your self-reflection: "I did a good job
providing detailed information." While it is true that you provided accurate
medical information, your reflection focuses entirely on the *contentx of
the consultation rather than the xprocess* of communication. In a pharmacy
setting, the goal is not just to deliver information, but to build a
relationship and ensure the patient feels heard and understood. Moving
forward, I encourage you to reflect on how your communication style
influenced the patient’s comfort and willingness to adhere to the treatment.

5|Below is the structured feedback on your communication skills.
7| ### #6.3.1 Open and closed questions

9| xxOverview: x*

10| Throughout the conversation, you relied heavily on closed questions. While

closed questions are useful for gathering specific facts, they often limit

the patient’s ability to express their underlying concerns. You asked 3 open
questions and 5 closed questions. The reliance on closed questions made the
conversation feel more like an interrogation than a collaborative

consultation.

11

12| xxOpen questions:xx*

13| * x*+xEffective:+x "What are you worried about?" This was an effective opening
question that allowed me to express my fear regarding statins.
14| * x*xLess effective:+x You did not have any "less effective" open questions, as

the few you asked were generally appropriate. However, you did not ask =
enoughx of them. For example, when I mentioned being worried about my daily
life, you could have asked, "How do you imagine your daily life changing?"
instead of moving to a suggestion.

15| * *xSuggestions for improvement:xx You should aim to use open questions to
explore the patient’s perspective xbeforex providing information. For
example, instead of asking "Have you tried taking the statin?", you could
have asked, "What are your thoughts about starting this medication?"

16
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17| *xClosed questions:*x

18] * x*xEffective:+xx "Is there any particular side effect you’re worried about?"
This was effective because it helped narrow down my specific fears (muscle
pain) .

19| * x*+xLess effective:+x "Have you tried taking the statin?" This was asked very

early in the conversation. It felt like a check-box question rather than an
attempt to understand my emotional state.

20) % xxSuggestions for improvement:*x Use closed questions only when you need to
clarify a specific fact (e.g., "Are you currently taking any other
supplements?"). Avoid using them to drive the conversation forward, as this

prevents the patient from sharing their narrative.

### #6.3.2 Affirming skills

[ I S
(SRS

4| xxOverview: xx

25| Your use of affirming skills was limited. You focused primarily on providing

medical facts rather than acknowledging my feelings. There was a lack of
empathy, and you frequently used the word "but" to dismiss my concerns,
which made me feel invalidated.

26

27| »*Paraphrasing: *

28| * *xFeedback:** You did not use paraphrasing. When I said, "I’ve heard so many
horror stories about statins," you could have paraphrased by saying, "It
sounds like you’ve heard some frightening things about statins that are

making you hesitant."

29| % xxSuggestions for improvement:*x Practice repeating the essence of what the

patient says back to them. This shows you are listening and gives the

patient a chance to correct you if you misunderstood.

31| xxReflective listening:xx

32| * x*xFeedback:** You did not use reflective listening. You missed several

opportunities to reflect on my underlying feelings. For example, when I said
"I’'m afraid that the medication will ruin my everyday life," you could

have reflected: "You are worried that these tablets will disrupt the active,

healthy life you have worked hard to maintain."”

33| * *xSuggestions for improvement:xx Try to formulate reflections as statements

rather than questions. This helps the patient feel heard and encourages them

to elaborate.

35| x*Mirroring/reflecting feelings:*x

36| * x*xFeedback:** You did not mirror my feelings. When I expressed fear about
the medication affecting my energy, you responded with, "Yes, it’s important
to keep feeling good." This was a missed opportunity to say, "I can see
that you are really worried about losing your energy and vitality."

37| * *xSuggestions for improvement:xx Focus on the emotion behind the words. If a
patient says they are worried, name that worry. It validates their
experience.

39] xxValidation: *

40| * x*xFeedback:** Your validation was inconsistent and often undermined by the
word "but." For example, when I said I eat healthily, you replied, "It’s
good that you eat healthily, but sometimes that’s not enough..." This
phrasing invalidates my lifestyle choices. A better approach would be: "It
is impressive that you maintain such a healthy, active lifestyle. It makes
sense that you feel conflicted about needing medication when you are doing
so much right."

41| * *xSuggestions for improvement:xx Avoid using "but" when acknowledging a
patient’s perspective. Use "and" instead. This allows you to validate their
feelings while still introducing the medical necessity of the treatment.
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44

46
47
48
49
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xxSummarizing: xx

* x*xFeedback:** You did not summarize the conversation at the end. This left
me feeling a bit uncertain about the next steps.

* *xSuggestions for improvement:xx Always summarize the main points before
ending the consultation. For example: "So, we’ve discussed your concerns

about muscle pain and alcohol, and we’ve agreed that you will be observant
of any side effects and contact your doctor if you feel unwell. Does that
sound right?"

### #5.1 Pharmacological feedback

Your pharmacological advice was accurate. You correctly addressed the concerns
regarding muscle pain, the lack of evidence for cancer as a side effect of
statins, and the safety of moderate alcohol consumption. You also correctly
advised me to contact my doctor if I experience severe side effects.

However, your delivery was too clinical. To improve, you must integrate this
information into a supportive dialogue. For example, when discussing the "
what 1f" scenarios regarding muscle pain, you could have framed it as a
partnership: "If you do notice muscle pain, we can work with your doctor to
adjust the dose or try a different medication, so you don’t have to suffer."

# Conclusion
xxConclusion: x
To provide better counseling, you need to ask more open-ended questions about
the patient’s xlifestylex and xvalues* before jumping into the medical facts
By understanding *why* the patient is hesitant (e.g., their identity as a
healthy, active person), you can tailor your pharmacological advice to be
more relevant and reassuring.
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Feedback with RAG

The following feedback was generated for conversation 2 with the use of the RAG
system.

Example Conversation 2 - Feedback with RA

I| Thank you for the conversation. It is valuable to practice these consultations
to refine your communication skills. I have reviewed your self-reflection,
and now I will provide structured feedback on your performance, focusing on
your communication skills and the use of micro-skills, as well as the
pharmacological content of our interaction.

S

### 6.3.1 Open and closed questions

A~ W

*xOverview: xx

6| You utilized a mix of open and closed questions throughout the consultation. You
asked 3 open questions and 3 closed questions. While you successfully

gathered some information, you often transitioned immediately into providing
information or advice after receiving an answer, rather than exploring the

patient’s perspective further.

W

8| xxOpen questions:*x*

9] * *xOpen questions:x* You used open questions such as:

10 1. "What are you worried about?"

11 2. "How do you think you can get the medication out of your everyday life?"
12 3. "Is there anything else you’re worried about?"

13 These were effective in initiating the conversation and inviting me to share

my concerns. However, when I responded, you often shifted to a "lecture
style" rather than using my answers to deepen the dialogue.

14] % xxSuggestions for improvement-open questions:x* When I expressed worry about
my active lifestyle, instead of asking "How do you think you can get the
medication out of your everyday life?" (which was a bit confusing), you
could have asked, "What does your typical exercise routine look like, and
how are you worried the medication might change that?" This would have
allowed for a more specific, patient-centered discussion.

15

16| x*Closed questions:*x

17| * x*+xEffective:+x "Has the doctor who prescribed the statin said anything about
drinking alcohol...?" This was appropriate as it sought specific factual
information regarding my previous medical consultation.

18] * x*+xLess effective:+* "have you tried taking the statin?" and "is there any

particular side effect you’re worried about?" These questions were too
direct. They felt like an interrogation rather than a conversation.

19| * *xSuggestions for improvement:xx Instead of asking "Have you tried taking
the statin?", you could have asked, "How has the process of starting these
new medications been for you so far?" This invites a narrative response
rather than a simple "yes" or "no."

bl

21| ##4# 6.3.2 Affirming skills

23| xxOverview: xx

24| Your communication style was largely informational. While you were polite, you

often missed opportunities to build rapport through active listening. You
frequently used minimizing language, such as "not everyone gets them" or

advantages outweigh disadvantages," which can make a patient feel that their
concerns are being dismissed rather than validated.

"

)
G
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26

27

29

31

38
39
40

41

46
47
48
49

v

xxParaphrasing:

* x*xParaphrasing:** You did not utilize paraphrasing during our conversation.
Paraphrasing is a simple way to show you are listening.
* x*xSuggestions for improvement:xx When I said, "I’'m afraid that the

medication will ruin my everyday life," you could have paraphrased: "You are
worried that these medications will interfere with your daily routines and
your active lifestyle." This would have shown me that you truly heard my
concern.

x*xReflective listening:xx
* x*xReflective listening:*x You did not use complex reflections. You tended to
provide information rather than reflecting on the underlying meaning of

what I was saying.

* *xSuggestions for improvement-reflective listening:** Practice using "You"
statements to reflect the patient’s internal state. For example, "You feel
that your healthy lifestyle should be enough, and it’s frustrating to feel
like you need medication despite your efforts."

x+«Mirroring/reflecting feelings:«x

* *+Mirroring/reflecting feelings:** You did not explicitly mirror my feelings

* *xSuggestions for improvement:xx When I mentioned being "scared" or "worried
," you could have said, "It sounds like you are feeling quite anxious about
how these changes will impact your quality of life." This would have
validated my emotional state before you moved to the medical facts.

*xValidation: xx

* *xValidation:xx You validated my concern about alcohol well, which helped
build rapport. However, you failed to validate my concern about my "
sensitive stomach." When I mentioned being sensitive to vaccines and
antibiotics, you simply said, "It’s hard to be negatively affected by
medications..." This felt like a dismissal rather than a validation.

* *xSuggestions for improvement:*x A more validating response would have been:

"It is completely understandable that you are cautious, given your history

of side effects with other treatments. It makes sense that you want to be
careful."

xxSummarizing: x«

* xxSummarizing:*x You did not summarize the conversation at any point. This
was a missed opportunity to perform a "teach-back" or verify that we were on

the same page.

* *xSuggestions for improvement:*x At the end of the conversation, you should
have summarized the key points: "So, we’ve discussed your concerns about
muscle pain and alcohol, and we’ve agreed that you will monitor for side
effects and contact your doctor if you experience any issues. Does that
sound right to you?" This would have ensured I understood the plan.

### 5.1 Pharmacological feedback

* x**Missing Counseling:*% You completely omitted counseling on Ramipril. It is
essential to explain that this is for blood pressure and to discuss the
titration process (starting low and increasing gradually) and the importance
of consistency.

* x**xVague Advice:** You advised me to "be observant" regarding side effects.
This is too vague. You should have defined specific symptoms to watch for (e
.g., unexplained muscle pain, tenderness, or weakness) and provided a clear
action plan: if symptoms are severe, stop the medication and contact the
doctor for a creatine kinase (CK) measurement.
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* xxDietary Interactions:x* You did not mention the interaction between

Simvastatin and grapefruit juice. This is a critical piece of information to
prevent increased plasma concentrations of the medication and reduce the
risk of muscle toxicity.

* *xPositive Reinforcement:*x You did handle the alcohol concern well.
Providing clear, reassuring information about moderate alcohol consumption
helped build trust.

* *xAddressing Rumors:x* You effectively addressed the rumor about cancer with

clear, factual information without being condescending. This was a strong
point in your counseling.

# Conclusion

**xConclusion: xx

In future consultations, focus on "chunking and checking." Provide a small piece
of information, then pause and ask the patient to explain it back to you in
their own words (teach-back). This ensures the patient understands and
feels heard. Additionally, always prioritize validating the patient’s
emotional state before moving into the clinical/informational phase of the
consultation.
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Table
This section shows the questionnaire that was given to the experts. The dark blue fields

are mandatory, and the light blue fields are for optional comments.

ionnaire

Expert Quest

ionnaire Table

Conversation 1 Quest

In conversation 1 feedback A is generated without and feedback B with the RAG system.

Likert scales

space for
comments
and notes:

Usefulness: Which feedback would you prefer to give to the student to advance their learning -2 Strongly prefer feedback A
Accuracy: Which feedback more accurately references the relevant details of the student's conversation -1 Somewhat prefer feedback A
Specificity: Which feedback provides more detailed, concrete, and actionable insights 0 Nopreference
Tone: Which feedback uses a more professional tone 1  Somewhat prefer feedback B
2 Strongly prefer feedback B
Conversation 1
§ =z 2
Feedback A Feedback B -
2 £ 5 °
=] "
You utilized a good mix of open and closed  You used a total of 6 open questions and 0
questions during the first half of the closed questions. You were very effective at
conversation, which helped me feel using open questions to initiate the
comfortable sharing my concerns. However, conversation and explore the patient's initial
the conversation shifted toward the end, concerns. However, as the conversation
where you relied on a closed question that progressed, you relied almost exclusively on )
overview  €effectively shut down the dialogue. open questions, which sometimes felt like a to
"question-answer" loop rather than a D)

dialogue. You missed opportunities to use
closed questions to clarify specific clinical
details (e.g., about the sensitive stomach or
other medications).
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Open and
closed
questions

* **Effective examples:**

* "Tellme, what questions or concerns do you have
about your new medicines?" (Appropriate opening to
invite the patient to speak).

* "What are your specific concerns about simvastatin,
or what questions are most important for you to have
answered right now?" (Effective in narrowing down the
patient's worries).

* "|s there anything else about these side effects, or

* **Effective:** "Tell me, what questions or concerns do
you have about your new medicines?" and "What are your
specific concerns about simvastatin, or what questions
are most important for you to have answered right now?"
These were excellent for opening the dialogue and
allowing the patient to express her specific fears.

* **|Less effective:** "Do you have any other questions
about the medicines themselves?" This was asked
immediately after the patient expressed a feeling of

Open anything else about simvastatin, that you are thinking "failure." It felt like a way to close the conversation rather
Questions about right now?" (Good for checking for further than an invitation to explore the patient's emotional state.
concerns). * **Suggestions forimprovement:** Continue using
* **Analysis:** These questions were effective because open questions to explore the patient's world, but ensure
they allowed me to express my fears about muscle pain  you are listening to the *content* of the answer before
and cancer in my own words. moving to the next question. If a patient expresses a
* **Suggestions forimprovement:** You used open strong emotion, pause and validate that emotion before
questions well to gather information. Continue to use asking the next question.
these to explore the patient's emotional state, not just
their medical questions.
You demonstrated strong empathic skills for the majority ' You demonstrated strong rapport-building skills in the
of the conversation. You used mirroring and validation first half of the conversation, particularly through
effectively to make me feel heard. However, therewasa  mirroring and validation. However, your performance
Overview significant lapse in these skills at the end of the declined toward the end when the patient expressed

conversation, which negatively impacted the rapport we
had built.

vulnerability. You failed to summarize the conversation or
verify the patient's understanding, which is a critical step
in ensuring safety and adherence.
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Affirming
skills

Refelective
listening

* **Effective examples:** "l really understand your
concern about the muscle pain and how it could affect
your exercise..."

* **Analysis:** This helped me feel that my lifestyle was
respected.

* **Suggestions forimprovement:** Continue to use
these reflections to bridge the gap between the patient's
lifestyle and the medical necessity of the medication.

* **Effective:** "I hear that you are particularly worried
about muscle pain and that it would prevent you from
exercising..." This effectively captured the patient's
underlying fear.

* **Less effective:** You did not use reflective listening
when the patient mentioned feeling like a "failure."

* **Suggestions forimprovement:** Use reflections to
"add a log to the fire" of the conversation. Instead of
moving on, reflect the feeling: "It sounds like you feel that
needing medication is a sign that you haven't done
enough, even though you've worked hard on your
lifestyle."

Pharmacological
feedback

From a pharmacological perspective, your information
was accurate. You correctly addressed the concerns
about statins and muscle pain, and you provided
appropriate advice to contact the doctor if side effects
occur.

However, to provide complete pharmacological
counseling, you should have:

1. **Checked understanding:** You did not ask me to
explain back what | had learned (teach-back).

2. **Summarized the plan:** You did not confirm the
next steps (e.g., "So, you will start the medication, and if
you notice any muscle pain, you will contact your
doctor").

3. **Addressed the "failure" feeling:**
Pharmacologically, it is important to frame the
medication as a *preventative* tool for someone who is
already healthy, rather than a treatment for a "failed"
lifestyle. You missed the opportunity to reframe the
medication as a way to *protect* my active lifestyle.

Your pharmacological counseling was incomplete. While
you addressed the statin concerns, you missed several
critical areas:

1. **Omission of Ramipril:** You completely failed to
counsel the patient on Ramipril. You need to explain how
to take it (swallow whole, not crushed), that it can be
taken with or without food, and warn about the risk of
dizziness/hypotension, especially if the patientis on other
medications or diuretics.

2. **Sensitive Stomach:** The patient mentioned a
sensitive stomach. You failed to ask about this or provide
advice on how to mitigate potential Gl side effects (e.g.,
taking medication with food if appropriate).

3. **Simvastatin Specifics:** While you addressed
muscle pain, you missed the instruction to take
Simvastatin in the evening (when cholesterol synthesis
peaks) and the critical warning to avoid grapefruit juice,
which can increase the risk of muscle toxicity.

4. **Safety Screening:** You did not screen for other
medications or potential interactions, which is a standard
part of a medication consultation.
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Concluding advice

You have a strong grasp of the medical information and
good initial communication skills. To improve, focus on
maintaining empathy until the very end of the
conversation and ensure you summarize the key
takeaways to confirm patient understanding.

You have a good foundation in using open questions and
building i Lrapport. However, you must work on
"staying with" the patient during emotional disclosures
rather than rushing to the next question or dismissing
their feelings. Furthermore, ensure your clinical
counseling is comprehensive—covering all prescribed
medications and relevant safety warnings—and always
conclude with a summary and a teach-back check to
ensure the patient truly understands the plan.

Overall Score
1 -verypoor
10 - excellent

Feedback A

Feedback B
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ionnaire Table

Conversation 2 Quest

In conversation 2 feedback A is generated with and feedback B without the RAG system.

Likert scales

Usefulness: Which feedback would you prefer to give to the student to advance their learning -2 Strongly prefer feedback A
Accuracy: Which feedback more accurately references the relevant details of the student's conversation -1 Somewhat prefer feedback A
Specificity: Which feedback provides more detailed, concrete, and actionable insights 0 No preference
Tone: Which feedback uses a more professional tone 1 Somewhat prefer feedback B
2 Strongly prefer feedback B
Conversation 2
A4 >
n > =
@ m 5 ° space for
Feedback A Feedback B e 3 S _m comments
Q [
2 2 2 and notes:
You utilized a mix of open and closed questions Throughout the conversation, you relied heavily on
throughout the consultation. You asked 3 open closed questions. While closed questions are useful
questions and 3 closed questions. While you for gathering specific facts, they often limit the
successfully gathered some information, you often  patient's ability to express their underlying concerns. | -2
Overview transitioned immediately into providing information  You asked 3 open questions and 5 closed questions. to
or advice after receiving an answer, rather than The reliance on closed questions made the 2

exploring the patient's perspective further.

conversation feel more like an interrogation than a
collaborative consultation.
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* **Qpen questions:** You used open questions such
as:

1. "What are you worried about?"

2. "How do you think you can get the medication out of

* **Effective:** "What are you worried about?" This was
an effective opening question that allowed me to express
my fear regarding statins.

* **| ess effective:** You did not have any "less

Open and . . .
closed your everyday life?" effective" open questions, as the few you asked were
questions 3. "Is there anything else you're worried about?" generally appropriate. However, you did not ask *enough*
These were effective in initiating the conversation and  of them. For example, when | mentioned being worried
inviting me to share my concerns. However, when | about my daily life, you could have asked, "How do you
responded, you often shifted to a "lecture style" rather imagine your daily life changing?" instead of moving to a
Open than using my answers to deepen the dialogue. suggestion.
Questions * **Suggestions forimprovement—open questions:**  * **Suggestions forimprovement:** You should aim to
When | expressed worry about my active lifestyle, instead use open questions to explore the patient's perspective
of asking "How do you think you can get the medication ~ *before* providing information. For example, instead of
out of your everyday life?" (which was a bit confusing), you asking "Have you tried taking the statin?", you could have
could have asked, "What does your typical exercise asked, "What are your thoughts about starting this
routine look like, and how are you worried the medication medication?"
might change that?" This would have allowed for a more
specific, patient-centered discussion.
Your communication style was largely informational. Your use of affirming skills was limited. You focused
While you were polite, you often missed opportunitiesto  primarily on providing medical facts rather than
build rapport through active listening. You frequently used acknowledging my feelings. There was a lack of empathy,
Overview minimizing language, such as "not everyone gets them" or and you frequently used the word "but" to dismiss my
"advantages outweigh disadvantages," which can make a concerns, which made me feelinvalidated.
patient feel that their concerns are being dismissed rather
than validated.
Affirming * **Reflective listening:** You did not use complex * **Feedback:** You did not use reflective listening. You
skills reflections. You tended to provide information rather than missed several opportunities to reflect on my underlying
reflecting on the underlying meaning of what | was saying. feelings. For example, when I said, "I'm afraid that the
* **Suggestions for improvement—reflective medication will ruin my everyday life," you could have
Refelective listening:** Practice using "You" statements to reflect the reflected: "You are worried that these tablets will disrupt
listening patient's internal state. For example, "You feel thatyour  the active, healthy life you have worked hard to maintain."

healthy lifestyle should be enough, and it's frustrating to
feel like you need medication despite your efforts."

* **Suggestions forimprovement:** Try to formulate
reflections as statements rather than questions. This
helps the patient feel heard and encourages them to
elaborate.
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Pharmacological
feedback

* **Missing Counseling:** You completely omitted counseling
on Ramipril. Itis essential to explain that this is for blood
pressure and to discuss the titration process (starting low and
increasing gradually) and the importance of consistency.

* **Vague Advice:** You advised me to "be observant”
regarding side effects. This is too vague. You should have
defined specific symptoms to watch for (e.g., unexplained
muscle pain, tenderness, or weakness) and provided a clear
action plan: if symptoms are severe, stop the medication and
contact the doctor for a creatine kinase (CK) measurement.

* **Dietary Interactions:** You did not mention the interaction
between Simvastatin and grapefruit juice. This is a critical piece
of information to prevent increased plasma concentrations of
the medication and reduce the risk of muscle toxicity.

* **Positive Reinforcement:** You did handle the alcohol
concern well. Providing clear, reassuring information about
moderate alcohol consumption helped build trust.

* **Addressing Rumors:** You effectively addressed the
rumor about cancer with clear, factual information without
being condescending. This was a strong point in your
counseling.

Your pharmacological advice was accurate. You correctly
addressed the concerns regarding muscle pain, the lack
of evidence for cancer as a side effect of statins, and the
safety of moderate alcohol consumption. You also
correctly advised me to contact my doctor if | experience
severe side effects.

However, your delivery was too clinical. To improve, you
must integrate this information into a supportive dialogue.
For example, when discussing the "what if" scenarios
regarding muscle pain, you could have framed itas a
partnership: "If you do notice muscle pain, we can work
with your doctor to adjust the dose or try a different
medication, so you don't have to suffer."

Concluding advice

In future consultations, focus on "chunking and
checking." Provide a small piece of information, then
pause and ask the patient to explain it back to you in their
own words (teach-back). This ensures the patient
understands and feels heard. Additionally, always
prioritize validating the patient's emotional state before
moving into the clinical/informational phase of the
consultation.

To provide better counseling, you need to ask more open-
ended questions about the patient's *lifestyle* and
*values* before jumping into the medical facts. By
understanding *why* the patient is hesitant (e.g., their
identity as a healthy, active person), you can tailor your
pharmacological advice to be more relevant and
reassuring.

Overall Score
1 -verypoor
10 - excellent

Feedback A

Feedback B
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Expert Questionnaire Instructions

This section shows the instructions that were given to the senior experts in social and
clinical pharmacy on how to evaluate the feedback quality. They received the instructions
together with both conversations, the two feedback types for each conversation and a
questionnaire table for each conversation.

RAG Questionnaire:

Question: Does the RAG impact the quality of the feedback?
The main interest is not to measure if the feedback itself is good or bad, but only to measure if the RAG
impacts the quality of the feedback compared to a system without RAG.

some further information if you are interested otherwise just skip right over

For this study one fixed feedback prompt which contains defined communication
skills is used. While the prompt itself and the chosen feedback framework are able to
influence the output of the LLM and the therefore the quality of the feedback, I will fix
both of these parameters for this study to "isolate" and only measure the impact of
the RAG on the feedback quality.

The feedback quality is measured from the perspective of teachers, since they are
the ones giving the feedback in real world settings and have expertise in this area.
The student perspective (receiver of the feedback) and linguistic experts (judge for
the quality of the language and structure of the feedback) are interesting to measure
as well, but since these groups would set different priorities in the feedback and
thereby have a different interpretation of high quality feedback, they would require
different evaluation metrics.

The feedback quality itself is measured through comparing the two feedback types on four dimensions:
usefulness, accuracy, specificity, and tone.

o Usefulness: The extent to which the feedback enables the student to clearly understand what to
improve and how to achieve that improvement.

e Accuracy: The extent to which the feedback accurately reflects the student’s statements from the
conversation with the Al-patient and focuses on the most important communication aspects in the
interaction.

o Specificity: The extent to which the feedback is detailed, concrete, and includes actionable examples
or suggestions tied to specific moments in the interaction.

« Tone: The extent to which the feedback is professional, constructive, and respectful, avoiding
judgmental language to support the students confidence and motivation in learning.

Each dimension is measured on a Likert scale from -2 to 2, where:

-2 - Strongly prefer feedback A

-1 - Somewhat prefer feedback A
0 - No preference

1 - Somewhat prefer feedback B
2 - Strongly prefer feedback B
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Final instructions (do this for both conversation 1 and 2):

o Read the transcript of the conversation (pdf-file) and the two feedback types (excel-file).

« Then score the feedback in the excel-file by comparing each category of the feedback types (A and B)
on the four following dimensions:

o Usefulness:
Which feedback would you prefer to give to the student to advance their learning?
o Accuracy:
Which feedback more accurately references the relevant details of the student's
conversation?
o Specificity:
Which feedback provides more detailed, concrete, and actionable insights?
o Tone:
Which feedback uses a more professional tone?

« The comment section: (If you want to explain any score or highlight any specific important aspect of the
feedback, please feel free to do that in the comment section in the excel-file. While not necessary to
do, one short sentence could later help me explain and argue about an outlier score)

o Lastly give an overall score of the feedback quality on a scale from 1 to 10 on feedback A and feedback
B, where 1 is very poor and 10 is excellent.
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Feedback Quality Detailed

Effect of RAG on Feedback Quality: Question_overview

Conversation 1 Conversation 2
c :-
E=l
4] g .
& Specificity - 1
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E" Tone | - |
©
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Usefulness -
I | | I I | | | | I | I I | I I | | | | I |
100% without RAG (0% with RAG 100% 100% without RAG 0% with RAG 100%
Percentage of responses Percentage of responses
B strongly prefer without RAG [1 No preference B Somewhat prefer with RAG
[ Somewhat prefer without RAG mmm Strongly prefer with RAG

Figure 6.1: The figure displays the feedback quality for the overview over the commu-
nication skill of open- and closed questions, a selected part of the complete feedback.
The quality is measured on 4 dimensions (usefulness, accuracy, specificity, tone) with
a divergent stacked bar chart. This evaluation was done for two different student con-
versations. For each conversation two types of feedback are generated, one feedback
generated without the Retrieval-Augmented Generation (RAG) system and another feed-
back generated with the RAG system. These two feedback types were blindly compared
to another on a Likert scale from -2 (strongly prefer without RAG) to 2 (strongly prefer
with RAG), by four experts in the pharmaceutical field. The left subplot shows the
results for the first conversation, while the right subplot shows the results for the second
conversation.
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Quality dimension

Effect of RAG on Feedback Quality: Question_open

Conversation 1 Conversation 2
Tone | :- | .:.
106% I wilthouil: RAé 0;,{, I with R:!\G I 106% m(lj% I wii’houll: R,»f!\GI 0;,{, I wilth R:!\G I 106%
Percentage of responses Percentage of responses
B strongly prefer without RAG [1 No preference W Somewhat prefer with RAG
[ Somewhat prefer without RAG mmm Strongly prefer with RAG

Figure 6.2: The figure displays the feedback quality for the communication skill of
open questions, a selected part of the complete feedback. The quality is measured on 4
dimensions (usefulness, accuracy, specificity, tone) with a divergent stacked bar chart.
This evaluation was done for two different student conversations. For each conversation
two types of feedback are generated, one feedback generated without the Retrieval-
Augmented Generation (RAG) system and another feedback generated with the RAG
system. These two feedback types were blindly compared to another on a Likert scale
from -2 (strongly prefer without RAG) to 2 (strongly prefer with RAG), by four experts
in the pharmaceutical field. The left subplot shows the results for the first conversation,
while the right subplot shows the results for the second conversation.
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Appendix

Quality dimension

Effect of RAG on Feedback Quality: Skills_reflective

Conversation 1 Conversation 2
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B strongly prefer without RAG [1 No preference W Somewhat prefer with RAG
[ Somewhat prefer without RAG mmm Strongly prefer with RAG

Figure 6.3: The figure displays the feedback quality for the communication skill of
reflective listening, a selected part of the complete feedback. The quality is measured
on 4 dimensions (usefulness, accuracy, specificity, tone) with a divergent stacked bar
chart. This evaluation was done for two different student conversations. For each
conversation two types of feedback are generated, one feedback generated without the
Retrieval-Augmented Generation (RAG) system and another feedback generated with
the RAG system. These two feedback types were blindly compared to another on a
Likert scale from -2 (strongly prefer without RAG) to 2 (strongly prefer with RAG), by
four experts in the pharmaceutical field. The left subplot shows the results for the first
conversation, while the right subplot shows the results for the second conversation.
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Appendix

Quality dimension

Effect of RAG on Feedback Quality: Skills_overview

Conversation 1 Conversation 2
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[ Somewhat prefer without RAG mmm Strongly prefer with RAG

Figure 6.4: The figure displays the feedback quality for the overview over multiple
communication skills, a selected part of the complete feedback. The quality is measured
on 4 dimensions (usefulness, accuracy, specificity, tone) with a divergent stacked bar
chart. This evaluation was done for two different student conversations. For each
conversation two types of feedback are generated, one feedback generated without the
Retrieval-Augmented Generation (RAG) system and another feedback generated with
the RAG system. These two feedback types were blindly compared to another on a
Likert scale from -2 (strongly prefer without RAG) to 2 (strongly prefer with RAG), by
four experts in the pharmaceutical field. The left subplot shows the results for the first
conversation, while the right subplot shows the results for the second conversation.
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Quality dimension

Effect of RAG on Feedback Quality: Pharmacological

Conversation 1 Conversation 2
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Figure 6.5: The figure displays the quality of the pharmacological feedback, a selected
part of the complete feedback. The quality is measured on 4 dimensions (usefulness,
accuracy, specificity, tone) with a divergent stacked bar chart. This evaluation was done
for two different student conversations. For each conversation two types of feedback are
generated, one feedback generated without the Retrieval-Augmented Generation (RAG)
system and another feedback generated with the RAG system. These two feedback types
were blindly compared to another on a Likert scale from -2 (strongly prefer without
RAG) to 2 (strongly prefer with RAG), by four experts in the pharmaceutical field. The
left subplot shows the results for the first conversation, while the right subplot shows the
results for the second conversation.
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Quality dimension

Effect of RAG on Feedback Quality: Concluding

Conversation 1 Conversation 2
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Figure 6.6: The figure displays the feedback quality of the conclusion, a selected
part of the complete feedback. The quality is measured on 4 dimensions (usefulness,
accuracy, specificity, tone) with a divergent stacked bar chart. This evaluation was done
for two different student conversations. For each conversation two types of feedback are
generated, one feedback generated without the Retrieval-Augmented Generation (RAG)
system and another feedback generated with the RAG system. These two feedback types
were blindly compared to another on a Likert scale from -2 (strongly prefer without
RAG) to 2 (strongly prefer with RAG), by four experts in the pharmaceutical field. The
left subplot shows the results for the first conversation, while the right subplot shows the
results for the second conversation.
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