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Abstract

This thesis studies incentive design in a dynamic multi-agent system, where agents act according to individual
objectives that may differ from the objective of a system-level leader. The problem is investigated using a
simplified two-zone thermal building model formulated as a linear-quadratic-Gaussian control problem. The
objective is to design incentives that align the agents’ Nash equilibrium behavior with the leader’s optimal
cost.

As a reference, an analytical model-based incentive design method from existing literature is implemented for
the case where the system dynamics are fully known. This serves to verify the implementation and provides
a benchmark for comparison.

Two data-driven approaches are then considered. First, a recursive least squares (RLS) method is used to
estimate the unknown system matrix A, after which incentives are computed using the estimated model.
Second, a model-free reinforcement learning approach based on deep deterministic policy gradient (DDPG)
is used to learn incentives directly from observed performance.

The results show that the RLS-based method provides stable convergence and achieves low cost error, al-
though it relies on an accurate model estimate. The model-free DDPG approach is able to learn effective
incentives, but exhibits slower and less stable convergence and requires more data to reach comparable
performance.

Overall, the results highlight a trade-off between model-based and model-free approaches: model-based meth-
ods provide superior performance when the system structure is known or can be accurately estimated, while
model-free methods remain useful in settings where the system dynamics are unknown or difficult to model.

Sammanfattning

Detta examensarbete behandlar incitamentsdesign i ett dynamiskt multiagentsystem, dar agenter agerar
utifran individuella mal som kan skilja sig fran malet hos systemets ledare. Problemet studeras med hjalp
av en forenklad tvizons termisk byggnadsmodell, formulerad som ett linjart-kvadratiskt-gaussiskt (LQG)
styrproblem. Syftet dr att utforma incitament som far agenternas Nash-jamviktsbeteende att 6verensstdmma
med den optimala kostnaden for systemet.

Som referens implementeras en analytisk, modellbaserad metod for incitamentsdesign fran befintlig litteratur,
i fallet dér systemdynamiken &ar helt kdnd. Denna anvinds for att verifiera implementationen samt for
jamforelse.

Dérefter studeras tva datadrivna angreppssétt. Forst anvinds en metod baserad pa rekursiv minsta kvadrat
(RLS) for att skatta den okénda systemmatrisen A, varefter incitament berédknas utifran den skattade mod-
ellen. Déarefter anviands en modellfri forstarkningsinlarningsmetod baserad pa deep deterministic policy gra-
dient (DDPG) for att lara sig incitament direkt fran observerad data.

Resultaten visar att den RLS-baserade metoden uppvisar stabil konvergens och uppnar lag kostnadsavvikelse,
men ar beroende av en noggrann modellskattning. Den modellfria DDPG-metoden kan lara sig effektiva inci-
tament, men uppvisar langsammare och mindre stabil konvergens samt kriaver mer data for att na jamforbar
prestanda.

Sammanfattningsvis visar resultaten en avvigning mellan modellbaserade och modellfria metoder: modell-
baserade metoder ger béttre prestanda nér systemstrukturen dr kénd eller kan skattas noggrant, medan
modellfria metoder dr anvindbara nér systemdynamiken dr okédnd eller svar att modellera.
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1 Introduction

1.1 Motivation

In many dynamical systems, multiple agents make decisions that affect the system over time. Each agent
acts according to its own objectives and preferences, such as comfort, energy usage or economic performance.
However, what is optimal for an individual agent is not necessarily optimal for the system as a whole. This
misalignment between individual and collective objectives can lead to inefficient outcomes. Incentive design
addresses this challenge by modifying the rules or signals within the system in order to influence the agents’
behavior. The goal is to motivate agents to act in a way that aligns with a desired system-level outcome, even
though they continue to act in their own interest. A key difficulty is that in most scenarios the leader does
not know the agents’ private preferences, but still needs to design incentives online based on the observed
behavior of the system.

When the system dynamics are known, incentives can be designed using a control-theory-based approach,
where the design relies on an explicit description of how the system evolves over time. In contrast, learning-
based approaches do not require full knowledge of the system model and instead adapt incentives based on
observed data [1].

Learning-based approaches can be divided into two main categories: model-based methods and model-free
methods. In model-based learning, the dynamics of the system are first estimated from observations, and
incentives are then computed using the estimated model. In contrast, model-free learning methods do not
attempt to identify the system model explicitly, but instead adjust the decision rules directly based on
observed performance.[2]

In this thesis, we study incentive design in a dynamic multi-agent setting with linear system dynamics.
We consider both a model-based approach, where the system dynamics are explicitly used in the design
of incentives, and a model-free reinforcement learning approach, where incentives are learned directly from
observed data. The objective is to evaluate how effectively these methods guide the agents’ behavior toward
a desired system-level outcome, and to compare their performance with a control-theoretic benchmark.

1.2 Problem Formulation

This section formulates the incentive design problem considered in this thesis. We first introduce the general
multi-agent dynamical system and describe the roles of the agents and the leader. The incentive design
problem is then defined, followed by the specific two-zone thermal building model used as the main problem
setup. Finally, the thesis questions are stated.

1.2.1 Multi-agent Dynamical System

A dynamical system describes how the state of a system evolves over time as a function of its current state,
control input, and possible disturbances. In discrete time, such a system can be written as

w(t+1) = ft,2(t), u(t), w(t)), (1)

where z(t) € R™ is the state, u(t) € R™ is the control input and w(t) ~ N(0,W) represents stochastic
disturbances. A commonly used model is the linear stochastic system

x(t+1) = Ax(t) + Bu(t) + d + w(t), (2)

where A and B are system matrices, d represents a constant or slowly varying external disturbance.

To evaluate the performance of a control strategy, a cost function is introduced. In the Linear Quadratic
Gaussian (LQG) framework, this is typically defined as a quadratic function of the state and control:

T-1

J(u)=E |2(T)"Q'x(T) + > (x(t) "Qu(t) + u(t) " Ru(t)) | , (3)

t=0



The matrices Q and R determine how strongly deviations in the state and control are penalized. This
formulation provides a tractable and widely used framework for optimal control under uncertainty.

In the context of multiple decision-making agents, the system may involve several control inputs, the system
can then be written as

z(t+1) = —i—ZBul ) +d +w(t), (4)

where u;(t) € R™ denotes the control input of agent i, and B; represents how agent i’s input affects the
system. If all agents share a common objective, the individual cost functions can be replaced by a common
system-level cost function,

J=FE|z(T)"Q x(T) + z_: <x(t) )+ Zuz TRyu; )) : (5)

This formulation can be rewritten as a standard single-agent LQG problem by defining the joint control input
uy (1) Ry 0

u(t) = g , B= [Bl Bm} , R= . (6)

U (1) 0 R,

1.2.2 Agents and the Leader

In a multi-agent dynamical system, agent ¢ controls the control input w;. The leader does not control any
of the control inputs, but can influence the system in other ways, which will be covered later. Agents are
non-cooperative and their actions are determined by minimizing their own cost function J;. If the system
consists of m agents, the cost function for agent ¢ can be written as

Ji(ul, o U ) |:(-7JZ(T) des) Qf( ( ) lgles)
+ ( m?es)TQi(xi(t) — mfes)
t=0
+(us®) = )T Rafus(t) = 1)) . @

The cost function of agent ¢ depends on all control inputs {uj} " 1, although only w; is explicitly expressed
in the cost function. This is due to the agent’s state x;, which evolves under the influence of all control
inputs together. In the cost function, the agent is penalized for deviations in the control input that differ
from a desired control uf®s. It is also penalized for states that differ from the desired state 9 of agent i.
The desired state and control generally differ between agents, and that will therefore drive the agents to take
different actions to satisfy their own cost function. The leader also has a cost function defined as

Tolun ) = S E[(T) - 27) Q) () — )

+ 3 (@alt) = 28) T Qulai(t) - 22)

t

!

Il
=]

+ (i(t) = ufe) T Rius(t) — i) | (8)

Here it can be noted that the cost function of the leader is structurally identical to the sum of the agents’
cost functions with one exception. Each agent’s desired state z3°® has been changed to the leader’s desired
state x95. There are many other ways a leader cost function can be defined, e.g. different weighting matrices
Q; or R . This thesis is restricted to only differences in the desired state for the leader.



1.2.3 The Incentive Design Problem

In the multi-agent setting described above, each agent selects its control input in order to minimize its
own cost function. This interaction between self-interested agents naturally leads to the concept of a Nash
equilibrium. A Nash equilibrium is a set of control strategies where no agent can reduce its own cost by
unilaterally changing its control input, given the strategies of the other agents. Nash equilibrium will be
described more in depth in Section 2.2. At the same time the leader has a desired system-level objective.
However, the leader does not directly control the system inputs, but can instead influence the agents indirectly.

The incentive design problem considered in this thesis is therefore the following: how can the leader modify
the agents’ decision-making, without taking control over their actions, such that the resulting system behavior
aligns with a desired global objective? To achieve this, the leader introduces additional terms in the agents’
cost functions. These incentive signals are designed based on the observed system behavior and aim to steer
the agents toward more desirable actions, while the agents still act in their own self-interest. More specifically,
the leader modifies the agents’ cost functions by adding an incentive term to Equation (7). In this thesis the
incentivized cost function for agent ¢ is given by

TPug, ) = Ji(Uny e Uy) + E iﬂi(t>T(Uz‘(t>_“§les) . (9)

t=0

Here, p;(t) represents the incentive signal designed by the leader for agent ¢ at time ¢. This term introduces
a linear modification of the agent’s control cost, effectively shifting the agent’s optimal decision without
changing the system dynamics. The objective is to design p;(t) such that the agents, when minimizing
their modified cost functions, generate system behavior that aligns with the desired objective defined by the
leader’s cost function. The challenge lies in determining suitable incentive signals that lead to the desired
system behavior, especially in situations where the system dynamics are not fully known.

1.2.4 Problem Setup

o 11.5m .
1.5m
— T
Room 1 . Room 2
2m Corridor 2m
S5mx2m 5mx2m
h 5m © 15m 5m -

Figure 1: Geometry of the problem

For this example, the case of a building with two thermal zones is considered, as illustrated in Figure 1. The
model is based on the physics-based building model presented in [3], here applied to a simplified two-zone
system. A standard physics-based energy balance model for each zone is given by

dT;

pairvicpﬁ = Z hijaij(T; — T;) + hiotio(Toe — T5) + 1 Cp (T — Ty), (10)

JEN;



which describes the thermal dynamics of each zone based on an energy balance. The first term represents heat
transfer between adjacent zones, the second term accounts for heat exchange with the external environment,
and the third term represents the effect of the supply air.

The variables are defined as follows:
o T;(t): temperature of zone i at time ¢
o TF(t): supply-air temperature in zone i
e T,.: outside ambient temperature
e v;: air volume of zone i (30 m?)
e papp: air density (1.18 kg/m®)
o C): specific heat capacity of air (1000 J/(kg-K))
o 7h;: mass flow rate of supply air (0.295 kg/s)
o a;;: wall area between zones i and j (0 m?)
o h;;: heat transfer coefficient between zones (10.89 W/(m*K))
e a;,: exterior wall area of zone i (6 m?)
e hy,o: exterior heat transfer coefficient (8.9 W/(m*K))

The parameter values are taken or adapted from Coogan et al. [3]. Note that a;; = 0 implies that no direct
thermal coupling between the zones is considered in this simplified model. According to Coogan et al. [3],
the model can then be rewritten on the discrete-time form, as Equation (2), where x(t) = [T1(¢), T2(¢)] is the
state vector of zone temperatures, and u(t) = [T5(t), Ts (t)] are the control inputs representing the supply-air
temperatures in each zone.

The values obtained for the system are

~far 0] _[09826 0 [ o] _[o.0083 0 _ [0.3003
A‘[o aZ]_[ 0 0.9826}’ B_[O b]_[ 0 0.0083}’ d_[0.3003] (11)

Each agent’s cost function can now be written as

T—1
Ji(u) = E [qz'(ffi(T) —2f{)? Y (i) — ) + r(wi(t) — Too)?) (12)
t=0
The cost function for the system is on the form
2 T—1
J(u17u2) = ZE qi(xz( de@ 2 + Z QZ xz des) + ’I"(’U/l(t) Too)Q) (13)
i=1 t=0

with the variables defined and interpreted as
o x5 desired temperature of zone 1 (21°C)

o xd%: desired temperature of zone 2 (24°C)

e 29°*: common desired temperature for the building (26°C)
o T.: outside ambient temperature (33°C)
e g1 =3, g2 = 7: weights on temperature deviation (comfort cost)

e 7 = 1: weight on control effort (energy cost)



The scalars ¢; and r here are the one-dimensional case of the matrices @); and R; in Equation (7), since each
agent has a single state component and a single control input.

In this model, the desired control input u®® is identified with the outside temperature 7T,,. The penalty

r(u;(t) — Too)? therefore represents the cost of heating or cooling the supply air relative to the outside
temperature. When incentives are introduced, each agent’s cost function is modified by adding a linear
incentive term in the control input. The incentivized cost function for agent i can be written as

T-1

TEE() = E | g (@(1) = 222 + 37 (g (wit) — o) + r(us(t) = Too)? + puD ()~ Tw)) | . (14)
t=0

Here, p;(t) is the incentive signal designed by the leader for agent i at time ¢. The objective is to determine
incentive signals p(t) = [p1(t), p2(t)] for all t € {0,1,...,T —1} to align the agents’ Nash equilibrium strategies
such that they minimize the cost function of the leader.

1.2.5 Thesis Questions

The goal of this thesis is to investigate how a leader can design incentives to align a multi-agent Nash
equilibrium with the leader’s cost function when the system is fully known, partially known, or unknown.
Using the two-zone thermal problem introduced in Section 1.2.4 as a setup, we will consider three models.
First, we consider the analytical solution to the problem from Coogan et al. [3], which assumes that the whole
system is known. This will also serve as a reference for the other models since this is the exact analytical
solution. Second, we will introduce a recursive least squares (RLS) method to estimate the system matrix
A and then apply the optimal analytical solution to the estimated system. This method therefore assumes
that the leader does not have knowledge of the system matrix A, but still knows the rest of the system.
Third, we will consider a model-free RL approach. This approach will build on a deep deterministic policy
gradient (DDPG) implementation and will not try to estimate the system, but instead train a neural network
to output incentives that minimize the leader’s cost function. Specifically, we address the following questions:

e Does the model-based design with known dynamics correctly recover the analytical solution from
Coogan et al. [3]?

e How does the convergence of the RLS-based method to the leader’s optimal cost depend on the time
horizon T and noise covariance W?

e How does the convergence of the model-free method to the leader’s optimal cost depend on the time
horizon T'?

e How does the model-free method compare to the RLS-based method in terms of error in cost and
stability?

e Which method is preferable and under which conditions?

1.3 Use of AI Tools

During the project, Al tools such as Claude (Anthropic) and ChatGPT (OpenAl) were used. They were used
to support understanding of the RLS and DDPG methods, with information later verified against the cited
literature. Claude was also used to assist in debugging the implementation of the RLS and DDPG methods
in Python, and both Al tools were used to identify grammatical errors and typos in the manuscript.

2 Theoretical Background

This chapter introduces the theoretical background used in the thesis. Sections 2.1, 2.2, and 2.3 describe the
necessary background on optimal control theory. In Section 2.4, the analytical solution to the fully known
system is introduced. Section 2.5 covers the model-based algorithm for the partially known system, and
finally, Section 2.6 covers the model-free DDPG algorithm.



2.1 Optimal Control Problem

Given the system defined by Equation (2) and the cost function J(u) defined by Equation (7), the LQG
optimal control problem can be written as

min J(u). (15)

T—1
{ut}t:O

Expanding the quadratic terms in J(u) gives
T(w) = E[#(T)Q7a(T) — a(T)T (@ + (@) )"
+ E:l (w(t)TQx(t) —2()T(Q + QT )aes

t—i u(t) " Ru(t) —u(t)" (R + RT)udes) + c} , (16)

Here C' represents constant terms that appear in the cost function. Since constant values will not affect the
minimizer values for the cost function, they can be neglected. The linear terms can be identified, and the
following coefficients are defined:

2q(t) = —(Q+ Q" )a** (17)
2r(t) = —(R+ R " )ule (18)
2¢ = —(Q7 +(Q7) ). (19)

Assuming (A, B) are stabilizable, the solution to the optimal control, i.e. the control that minimizes the cost
function, is given by

u(t) = —K(O)ax(t) + k(t), t=0,1,---T —1 (20)
where K (t) and k(t) are given by the recursive Riccati equations [2]

S(T) =@/,
K(t)=(R+B'S(t+1)B)"'BTS(t+1)A, (21)
t)=Q+ATS({t+1)A—ATS{t+1)B(R+B'S(t+1)B)"'BTS(t+1)A

and
f

q 9
k(t)=(R+B'S(t+1)B)"YB s(t+ 1) +(t)), (22)
qt) + (A= BK(t)) s(t+1) = K@t)"r(t), t=T-1,..,0.

w

2.2 Agent Nash Equilibrium

In multi-agent systems, each agent aims to minimize its own cost function while interacting with other agents.
A Nash equilibrium is defined as a set of strategies, such that no agent can unilaterally improve its outcome
by changing its own strategy. Consider a system with N agents, where each agent ¢ selects a control sequence
w; to minimize its own cost function J;(u1,...,un), while the control sequences, u; of all other agents j # i
are held fixed.

A strategy profile (uj,...,u}) is a Nash equilibrium if no agent can decrease its own cost by changing its
control sequence while the control sequences of all other agents are kept fixed. More precisely, for each agent
i,

Ji(ul,.ul, o uny) < Ji(ul, e g, uly) (23)

for all admissible control inputs u;.



In the context of dynamic systems, such as linear-quadratic-gaussian games, the Nash equilibrium typically
corresponds to a set of feedback control laws solved with the optimal solution introduced in section 2.1. In
the single-agent case, the optimal control law is obtained from the Riccati recursions in (21)—(22), where the
solution depends only on the system dynamics and cost parameters. In contrast, in a multi-agent setting,
each agent minimizes its own cost function while interacting with others through the shared dynamics. As a
result, each agent’s Riccati recursion depends on the strategies of the other agents. This leads to a system
of coupled Riccati equations, where the solutions must be determined simultaneously to satisfy the Nash
equilibrium conditions. [3]

2.3 Social Optimal Solution

While the optimal control problem in Equation (15) considers a single decision-maker, and the Nash equilib-
rium extends this framework to multiple interacting agents, it is not necessarily the strategy that maximizes
the outcome for the whole system. While each agent acts optimally from its own perspective, the combined
outcome may be suboptimal for the system as a whole.

In the social optimal solution, a centralized planner minimizes a global cost function that captures the
performance of the entire system, rather than individual agent objectives. For a multi-agent system, this can
be formulated as

min . Jsociah (24)

{Ut}f,T;o

where Jsocial Tepresents a system-level objective constructed by the planner, which may not coincide with the
agents’ individual preferences.

Under this formulation, the problem reduces to a standard optimal control problem, similar to Equation (15),
but with a modified cost function. Consequently, the optimal control law can again be expressed in feedback
form,

u*(t) = —K*(t)z(t) + k*(t), (25)

where K*(t) and k*(t) are obtained from Riccati recursions analogous to Equations (21)-(22), but defined
with respect to the social cost.

The discrepancy between the social optimal solution and the Nash equilibrium motivates the study of incentive
design, where the goal is to modify individual cost functions so that the Nash equilibrium aligns with a desired
global objective [3].

2.4 Incentive Design when the Model is known

Incentive design aims to influence the agents’ equilibrium behavior by modifying the weights in their objec-
tives, i.e. their cost functions. The goal is to design these weights such that the resulting Nash equilibrium
feedback gains match a prescribed target gain, taken to be the socially optimal gain. Each agent is assumed
to act optimally with respect to its own cost function. For an agent cost function on the form (16), the
optimal control is given by Equation (20). This will then be the control the agent is assumed to take if
no incentive is added. By adding a linear incentive term p(t) to the cost function, the modified agent cost
function takes the form

J(u) = E[(2(T) - 2%*)TQ (a(T) — 2%**)
T-1

£ 3 (@) - 27T Qa(®) - a)
t=0
+ (u(t) = u®®) TR(u(t) = u™*) + p(t) T (u(t) — u®) ) |. (26)

By designing the incentive carefully, p(¢) can be chosen such that the agent Nash equilibrium coincides with
the trajectories that minimize the team cost function.



Since constant terms in the cost function will not influence the minimizer, only the linear term p(t) Tu(t)
from the incentive will influence the minimization. From Equation 16, it can be seen that the incentive will
influence the linear control input coefficient, which will have the form

2w (t) Tult) = (2r(t) "+ p(t) Du(?). (27)

Using the Riccati formulas, the optimal feedback can be calculated as before but with 7, (¢) instead of r(t).
An important assumption here is that the team cost function and the agents’ cost function share the same
quadratic weights @ and R. Otherwise, the resulting feedback gain K (t) will not match the team-optimal
feedback K*(t) and the linear incentive cannot align them. The linear incentive can only match the affine
term k(t).

Coogan et al. [3] present an algorithm to calculate the incentive that ensures the agents’ optimal feedback
coincides with the team optimal feedback. First, the team-optimal feedback is calculated using the team cost
function and Equations (21) and (22). This gives

u(t) = —K*(t)z(t) + k* (t) (28)

where K*(t),k*(t) denotes the team optimal feedback. The incentive that drives agent i from k(t) to the
optimal feedback k(t)* can then be calculated using the recursive equations

gi(T) = (29)
pi(t) = 2rude® — 2b(gs(t + 1) + Si(t + 1)d;) — 2k} (t) (s + b2S;(t + 1)) (30)
9i(t) = =gz + (a; — bK; (1)) (gi(t + 1) + Si(t + 1)dy) + K (t)riu® — %K?(t)pi(t) (31)

Here a;, b are defined as in Equation (11) and r; is defined as the value R;; from the R matrix. d; is defined
as the i-th component of the disturbance vector d also defined in Equation (11). The recursive equations give
a series of {p(t)}/—," such that the agents’ feedback will be k(t) = k*(t) and therefore minimize the team
cost function [3].

2.5 Recursive Least Squares

When the system parameters are unknown and may vary over time, they must be estimated from observed
data before a model-based control or incentive design approach can be applied. A standard approach for
this is recursive least squares (RLS), which is a recursive parameter estimation method for linear stochastic
systems.

In general, recursive tracking algorithms can be written on the form
Or+1 = Or + Ly, (yi — 4 Ox) (32)

where Ly is an adaptation gain, y; is the observation, and ¢y is the regressor. In the time-varying case, the
adaptation gain should not decay to zero, since the estimator must remain responsive to new observations in
order to track changes in the underlying parameters. A common way of choosing the adaptation gain Ly is
through the Recursive Least Squares (RLS) algorithm.

The RLS algorithm updates the parameter estimate recursively as

Pk

L= 21kPk 33

T o o Pror, (33)

Ort1 = O + Li(yr — o1 Ok), (34)
1

Py = S (Pe — Liog, Pi) (35)

where the matrix Py can be interpreted as a measure of uncertainty in the parameter estimate 0, and o € (0,1]
is the forgetting factor. This makes RLS suitable for both constant and time-varying systems, depending on
the choice of . [4]



2.6 Deep Deterministic Policy Gradient

DDPG is a model-free reinforcement learning method designed for continuous action spaces. The learning
process is formulated in discrete time, where the agent interacts with the environment in steps of the form
(s(t),a(t),r®(t),s(t + 1)). Here, s(t) denotes the state at time ¢, a(t) the action taken, r**(¢) the reward
received, and s(t + 1) the subsequent state.

The algorithm consists of two main components: an actor and a critic. The actor represents the policy
and can be interpreted as the decision-making component, producing actions based on the current state.
The critic evaluates the quality of these actions by estimating a value function. More precisely, the actor
represents a deterministic policy, denoted by ug(s(t)), which maps each state s(t) to a specific action,

a(t) = pe(s(t))

The critic approximates the action-value function Q*(s(t),a(t)), which represents the expected cumulative
reward obtained by taking action a(t) in state s(¢), and thereafter following the current policy p. In other
words, Q*(s(t), a(t)) evaluates how good a particular action is in a given state, taking into account both the
immediate reward and all future rewards under the current policy.

The DDPG algorithm learns from sampled transitions (s(t),a(t), rX(t), s(t + 1)). The critic is trained by
minimizing the difference between its current estimate and a target value given by

y(t) = riE () + Q' (s(t + 1), 1/ (s(t +1))),

where v € (0,1) is a discount factor and Q' and u' are target networks. These target networks are slowly
updated towards the learned networks to improve stability during training.

The actor is updated using the deterministic policy gradient, which adjusts the policy parameters in a
direction that increases the action-value estimated by the critic. To further stabilize learning, a replay buffer
is used to store previously observed transitions. During training, mini-batches are sampled from this buffer,
which reduces correlations between consecutive samples and improves data efficiency. [5]

3 Methods

The problem formulated in Section 1.2.4 is analyzed using three methods, presented in Section 3.1.1, 3.1.2
and 3.2. The first method computes the optimal incentives given that the full system is known. The second
method assumes that the system matrix A is unknown and estimates it using the recursive least squares
algorithm. Then the analytical solution for incentive design is applied to the estimated model. Finally, the
third method directly estimates the incentives using only the feedback from applying the incentives to the
system and learning from observed trajectories.

3.1 Model-based Methods

The model-based methods assume that the structure of the system dynamics and the cost functions are
known. The first case considers the ideal setting where the system matrix A is known exactly, allowing
the analytical incentive design formulas, described in Section 2.4, to be applied directly. The second case
considers a more realistic setting where A is unknown, but where its structure is assumed and its entries are
estimated using recursive least squares described in Section 2.5.

3.1.1 Incentive Design with a known Model

The problem defined in Section 1.2.4 was first solved under the assumption that the system dynamics are
known. This corresponds to a simplified version of the framework presented by Coogan et al. [3]. The
implementation was carried out in Python, where the incentive design algorithm presented in Section 2.4 was
applied using the system parameters specified in Section 1.2.4. The time horizon was chosen as T' = 20.

When the system matrix A is known, it follows from the analytical results in [3] that the recursive incentive
design algorithm in Equations (29)—(31) should recover the optimal affine term, so that k;(t) = k}(¢). To



verify that the implementation was correct, the computed values of k;(t) were compared with k7 (¢) in Python.
After this verification, the team cost J, calculated from Equation (26) using the incentives obtained for the
known-A case, was used as a reference value for the learning-based case in the next section where A is
unknown.

3.1.2 Incentive Design with an unknown Model

For a system where A is unknown, the leader cannot directly compute the incentive design as in Section 2.4.
Instead, A is estimated by applying the recursive least squares (RLS) algorithm described in Section 2.5 in
Python. The current estimate of A is then used in the same incentive design formulas as in the known-model
case.

In this work, the unknown system matrix is assumed to have the diagonal form

A= (%1 5?2> . (36)

This corresponds to a simplified model where each state depends on its own previous value, while direct
cross-coupling between the two agents through the matrix A is not included. The estimate A was initialized
as the identity matrix /. Both A and the incentives p were then obtained using Algorithm 1 over h = 100
seasons. For each season h, the cost function J was calculated using Equation (26).

In this way, the estimate of a; is updated across seasons. As more trajectory data is used, the estimate Ais
expected to improve, which allows the incentive formulas in Section 2.4 to be applied using an increasingly
accurate estimate of the system dynamics.

To quantify the convergence of the estimated dynamics, the relative norm error,

|A® — 4
: (37)
A
and the relative error of the cost function,
Jh —
— (38)
|J*|

were computed for each season h, and plotted as a function of the season index for different values of the
horizon length T" and the magnitude of the noise covariance W.
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Algorithm 1: Learning-Based Incentive Design under Unknown Dynamics

Step 1. The leader’s optimal control input with respect to the estimated system is computed from
(h)

Equations (21)—-(22), using the estimated values &, ’. This gives
A~ (h)*
KM t), vte{o,1,...,T -1}, (39)
@), wvte{o,1,...,T—1}. (40)

These quantities do not correspond to the optimal control law of the true system, but rather to that of
the estimated system.

Step 2. Using the optimal control law of the estimated system, the incentive estimates p( )
computed from the formulas in Section 2.4, but the true values of A, K*, and k* are replaced by their
estimated counterparts. This gives

M), wte{o1,...,T—1}. (41)

Step 3. Using the estimated incentives, the open-loop Nash equilibrium trajectories are computed for
both agents. These trajectories are generated according to

M (0) = 0, (42)

™ (t+1) = Ae™ (&) + BuM (t) + w(t), t=0,1,...,T —1. (43)

In this step, the constant disturbance term d is not included explicitly in the dynamics, since the RLS

update (see Equation (46)) estimates a model without a constant offset term. Because d is assumed to
be known, its contribution can be removed before applying the RLS algorithm, without affecting the

structure of the algorithm.
The control input is given by

u™ (1) = = KM ()™ (1) + kM) (1), (44)

where K" (t) and k" (t) are obtained from the agents’ optimal responses when the estimated
incentives p( )( t) are included in their cost functions.

Step 4. With these trajectories, the RLS algorithm described in Section 2.5 can be applied to update
the estimate of A. The recursive update formulas are:

P (t)ay(t)

R wETTom, )
a (¢ 1) =" (1) + Si(0) (it + 1) = brua(t) = baua(t) = (D" (1)) o
PO+ 1) = 5 (PP ) - Sim0PP0), =017~ 1 "

The initial covariance matrix, P is also chosen as P(®) = I for the first season.

After one season, the final values dz(h) (T') and Pi(h) (T') are obtained. These values are then used as the
initial values for the next season, such that;

a0y = a (1), (48)
Pty = PM(T). (49)

K2
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3.2 Model-free Reinforcement Learning (DDPG)

In a model-based setting, the incentive design relies on an assumed model structure of the system dynamics
and cost functions. While the exact parameters of the model may not be fully known, the design is based
on this model. However, in many practical scenarios, the system model is uncertain or difficult to estimate
accurately. This motivates a model-free approach, where incentives are learned directly from data without
relying on an explicit model of the system dynamics.

In contrast to the model-based approach, the algorithm has no access to the system matrix and does not
attempt to estimate it. Instead the incentive sequence is learned directly from the simulated trajectories
using the DDPG algorithm. The DDPG algorithm was implemented in Python using the PyTorch library as
the machine learning foundation.

An initial implementation defined the state as the time and the action as the corresponding incentive p(t).
However, this did not yield stable learning. This is because the reward function depends on the state x(t),
which in turn not only depends on ¢, but also on all previous incentives. Therefore, the reward was inconsistent
between different instances of pairs (¢, p(t)) in the replay buffer and the critic was unable to fit a consistent
function. To resolve this, we instead used a degenerate case of DDPG. Instead of taking the state to be
time-dependent, the state is set to a constant. The actor will then output the entire incentive sequence in
a single forward pass. The critic will then map this sequence to the total cumulative reward obtained when
applying the incentives to the system. This eliminates the inconsistency in the reward function since a unique
sequence of incentives always generates the same expected reward.

3.2.1 Actor and Critic

In this problem, the actor network generates an incentive sequence of the form

(p(0), p(1), -, p(T = 1)). (50)

This is done using a feedforward neural network ug with two hidden layers of size 128. The input is a constant
51 = 1 and the neural network outputs the full incentive sequence {p(t)}/=' = {p1(t), p2(t)}1, where p;(t)
denotes the incentive for agent i at time t. The critic Q({p(t)}1—y') is also a feedforward neural network with
three hidden layers of size 128. It takes the incentive sequence as input and approximates the effect on the

cost function of applying the incentive sequence to the system as follows:

T-1
QU ) = E [Z PR () |{a(t)H S = mm] . (51)

k=0

Here r®L(t) represents the reward at timestep ¢ defined in Section 3.2.2. The critic has one more hidden
layer than the actor. This follows common convention in DDPG implementations. Moreover, a target actor
,u:%, and a target critic Q;Q, are also used to stabilize training. These are copies of the actor and critic and
are kept constant during training and then softly updated to slowly converge to the learned networks.

3.2.2 Reward Definition
The leader aims to minimize the team cost function and the stage cost can at time ¢ be written as
2
0t) = [asl@i(t) — 29°)% + r(u(t) — Too)?] - (52)
i=1

The reward is then defined as

rf(t) = —(t) (53)
and the total reward as
T-1
RFE =% " pfil(t) (54)
t=0



3.2.3 Exploration Noise

Since the DDPG algorithm is deterministic, exploration noise is here needed to ensure that the critic learns Q
values away from the current policy. In this implementation, the noise is sampled from an Ornstein-Uhlenbeck
process to generate correlated exploration noise, which is well-suited to dynamical systems where consecutive

actions are correlated [5].

3.2.4 DDPG Updates

The learning for the neural networks is done by sampling episodes and incentives from different runs of the
simulation. The training follows standard DDPG update structure and some standard DDPG variables are
mapped to their counterparts and summarized in Table 1

Algorithm variable | Value in the problem Explanation
s 1 Constant input for the actor model
a {pYi=t Incentive sequence
rit(t) ritL(t) Reward at time t
R REE Total reward
w(s]0H) 1o(s) Incentive output from actor neural network
Q(s,al09) Q(s,a) Output from critic neural network
R Replay buffer Storage of sampled values of [s, a, R] during training
N Exploration noise Noise added to incentive during training

Table 1: Explanation of DDPG algorithm variables

The target y; is defined as

?

Here index i denotes the sample i.

The critic update minimizes

L(09) = < S — QUi ail6?)?

and the actor is then updated by the deterministic policy gradient

8§=8;

N
1
pd X — w or
Vou] N;m(s,@ Vo p(s]6")

s=s;,a=pu(s;
The target networks are then updated softly by

0" 10 + (1 — 7)o"
09 769 + (1 — 7)o

The training of the networks is done through episode-based updates as described in Algorithm 2
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Algorithm 2: DDPG for open-loop incentive design

1 Randomly initialize actor pu(s | 0*) and critic Q(s,a | 69);
2 Initialize target networks: 09" 0<, o o+

3 Initialize replay buffer R;

4 for episode =1,2,...,M do

5 Generate incentive sequence a = (s | 0%) + N;

6 Apply a and observe agents’ NE response and trajectory;

7 Compute total reward R;

8 Store (s1,a, R) in R;

9 for each gradient update step do

10 Sample minibatch {(s1,a;, R;)} from R;
11 Compute targets y; = Ry;
12 Update critic by minimizing & >, (y; — Q(s1, ;)%
13 Update actor using deterministic policy gradient;
14 Soft update: 69 « 769 + (1 —71)09", 6 « 76" + (1 —7)0";

15 return {p* ()} ' = pe-(51);

Here s; = 1 for all episodes.

3.2.5 Network architecture

The architecture of the networks is provided in Table 2. The optimizer used is Adam [6]. The bounding of

Actor 2 hidden layers, 128 neurons each
Critic 3 hidden layers, 128 neurons each
Activation function ReLU
Output activation of actor tanh bounded to [—20, 0]

Table 2: Network architecture for actor and critic

the actor’s output serves to stabilize the training. From the analytical solution in section 3.1.1, it is known
that the optimal incentives lie in the interval [—20,0] for all values of T used. This introduces some prior
knowledge to the model and was used to focus learning on the relevant range. If an exact analytical solution
is unavailable, a wider bound could be used, but at the cost of slower convergence.

3.2.6 Hyperparameters

The hyperparameters used in the DDPG implementation are shown in Table 3. They were chosen based on
standard DDPG convention and some experimental tuning.

Hyperparameter | Value chosen | Explanation

Iry, 10—° Learning rate for the actor network

Irg 1074 Learning rate for the critic network

T 0.001 Soft update rate. Determines how softly the target network is

updated in (3.2.4)

o 0.5 Volatility coefficient. Larger o gives noisier values

M 2000 Number of training episodes
Gradient steps 5 Number of gradient updates each episode
Minibatch size 64 Size of minibatch sampled from R each gradient step

Table 3: Hyperparameters for the DDPG algorithm

No discount factor 7y is used in the implementation since the critic predicts the total reward each update
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rather than a discounted reward.

4 Results

The evaluation was carried out in several steps. First, the model-based incentive design method was verified
by applying it to a known model, where the analytical solution is available. The performance of the different
methods was then assessed by comparing the obtained cost functions, denoted by J, with the analytical
reference cost J*. For the RLS-based method, the estimated system matrix A was also compared with the
true system matrix A. For the DDPG-based method, the learned incentives were further compared with the
incentives obtained from the analytical solution.

4.1 Incentive Design when Model is known

52.51

50.0

47.54

45.0 1

Linear feedbackterm k

40.0 4

37.51

35.0 1

T T T T T T T T
0.0 2.5 5.0 7.5 10.0 125 15.0 175
Time step t

Figure 2: Comparison between the optimal system-level feedback gains k;(¢) and the agent-level feedback
gains k;(t) obtained after incentive design, when T = 20, assuming a known system matrix A.

The mean value of the relative error between the computed and desired feedback terms is given by

T
1 JIE@) = k@) 16
N 2 U 129 x 10716,
T tzzl &)l

This is illustrated in Figure 2 where we can see that the plot of the estimated value of the linear feedback
term completely overlaps with the plot of its analytical counterpart.
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4.2 Incentive Design when Model is unknown

Figure 3 shows that the cost function converges rapidly when using the RLS-based method. The relative error
of the cost function decreases to below 10~® after approximately 40 seasons. The shaded region indicates
that the variation across random seeds is small.

Figure 4 shows that the RLS estimation of the system matrix A converges faster as the time horizon T is
increased. In contrast, Figure 5 shows that the cost function of the model estimated using RLS converges
more slowly for larger values of T

Figures 6 and 7 show that convergence is achieved for all tested noise levels. However, as the noise level
increases, both the system matrix estimate and the cost function exhibit slower convergence and larger
steady-state errors.
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Figure 3: Relative error of the cost function, (J") — J*)/|.J*| as a function of the season index h. Averaged
over 100 simulations, with noise covariance W = 0.01 I and time horizon T' = 20. The results are shown on
a logarithmic scale (y-axis). One standard deviation is plotted.
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Figure 4: Relative error of the A-matrix norm, ||A™ — A| /|| A]|, as a function of the season index h. Plotted
for different values of T', averaged over 100 independent simulations, with noise covariance W = 0.01 1. The
results are shown on a logarithmic scale (y-axis).
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Figure 5: Relative error of the cost function, (J) — J*)/|.J*| as a function of the season index h. Plotted
for different values of T'. Averaged over 100 simulations, with noise covariance W = 0.01 I. The results are
shown on a logarithmic scale (y-axis).
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Figure 6: Relative error of the A-matrix norm, ||A™ — A||/||A]|, as a function of the season index h, for

different values of W. Averaged over 100 simulations, with 7" = 8. The results are shown on a logarithmic
scale (y-axis).
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Figure 7: Relative error of the cost function, (J) — J*)/|.J*|, as a function of the season index h. Plotted
for different values of W, averaged over 100 simulations, with 7" = 8. The results are shown on a logarithmic
scale (y-axis).

4.3 Model-free Incentive Design

Figure 8 shows the mean relative cost error over 5 seeds for the DDPG algorithm over 2000 episodes with
one plotted standard deviation. The time horizon is set to 7" = 20 and there is no system noise. The relative
error decreases for the first few hundred episodes to a minimum of around 2 -10~*. Then the error increases
and seems to plateau at around 3.5 - 1074,

Figure 9 shows the mean relative cost error over 5 seeds for different time horizons T, again without system
noise. The graph shows larger T' converges slower than smaller 7.

Figure 10 shows the relative cost error for one run of the DDPG algorithm, and Figures 11 and 12 show the
corresponding learned incentives after 0,250, 1000, and 2000 episodes. The optimal incentives (red curve) are
also plotted in the figures.
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Figure 8: Mean relative error over 5 seeds of the cost function for different episodes of the DDPG algorithm.
Noise covariance W = 0. One standard deviation is plotted and T" = 20. The results are shown on a
logarithmic scale (y-axis)
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Figure 9: Relative error of the cost function for different episodes of the DDPG algorithm for different time
horizons T'. The results are shown on a logarithmic scale (y-axis)
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Figure 10: Relative cost error for one run of the DDPG algorithm. Time horizon 7" = 20
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Figure 11: Learned incentives of one run of the DDPG algorithm. The bottom graph shows the incentive
for agent 2 and the upper graph shows the incentive for agent 1. The red curve shows the optimal incentive
design.
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Figure 12: Learned incentives of one run of the DDPG algorithm. The bottom graph shows the incentive
for agent 2 and the upper graph shows the incentive for agent 1. The red curve shows the optimal incentive
design.

5 Analysis

In this section, the results presented in Section 4 are analyzed. In Section 5.1, it is verified that the model-
based method yields the analytical solution if the system matrix A is known. Section 5.2 covers the conver-
gence behavior of the model-based RLS method and Section 5.3 covers the robustness of the RLS method for
different noise levels. This is done by examining both the error in the system matrix A and the relative cost
error. Section 5.4 covers the convergence behavior of the model-free DDPG approach. Finally, Section 5.5
compares the two methods with respect to the relative cost error convergence and the information available
to each method.

5.1 Model Verification

As a first step, the implementation of the incentive design framework was verified in the case where the
system matrix A is known. In this setting, the analytical results presented in [3] show that the designed
incentive signals should yield feedback terms k;(t) that coincide with the desired terms k}(t). To confirm
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that the implementation is correct, the relative difference between the computed and desired feedback terms
was evaluated. The relative error was found to be on the order of 10716, which corresponds to machine
precision. This indicates that the two quantities are numerically identical. This result is also illustrated in
Figure 2, where the trajectories of k;(t) and k}(¢) are shown to overlap completely.

The agreement between the analytical solution and the numerical implementation confirms that the incen-
tive design method has been correctly implemented. This provides a reliable foundation for extending the
approach to the case where the system dynamics are unknown.

5.2 Convergence Behavior of the RLS Method

Figure 5 shows that larger values of T' converge more slowly to the same relative cost error than smaller
values of T. The error in the estimate of A instead increases for smaller T in the same season. This can be
explained by the model having more information to update the estimate of A with each season, which will
bring it closer to the true A. Equation (46) shows that the estimate of A is updated T times each season,
and therefore, larger T leads to faster convergence, which Figure 4 shows. The question remains why the cost
error still increases for larger T', even though the estimate of A is smaller for larger T at the same season.
This can be explained by analyzing recursive Riccati equations (21) and (22). In the Riccati equation, each
backward step involves multiplying by A. The error of A therefore propagates through the recursion and
affects the computation of the feedback K*(t), k*(¢). The calculated incentives thus deviate from the optimal
incentives. Since the cost is computed as a sum over T trajectories, the trajectory errors will accumulate
over all T steps and contribute to a larger total cost error.

5.3 Robustness of the RLS Method

To evaluate the robustness of the learning-based incentive design method, simulations were performed for
different noise levels in the disturbance covariance matrix W. The results are presented in Figures 6 and 7,
where the relative error of the system matrix and the cost function are shown, respectively.

From Figure 7, it can be observed that the relative cost error converges for all tested values of W. This
indicates that the method remains stable even in the presence of stochastic disturbances. However, increasing
the noise level leads to both slower convergence and a higher steady-state error. In particular, for larger
values of W, the cost does not converge to the optimal value J*, but instead stabilizes at a higher level. A
similar trend is observed in Figure 6, where the relative error || A — A||/||A|| is shown. While the estimate
A converges for all noise levels, the accuracy of the estimate deteriorates as the noise increases. This
demonstrates that the system identification step is sensitive to disturbances.

The observed behavior can be explained by analyzing how errors propagate through Algorithm 1. In Step
4, the system matrix A is estimated using the RLS algorithm based on noisy state trajectories. As the
disturbance w(t) increases, the estimation error in A also increases. In Step 1, the feedback gains K (M*(t)
and l%(h)*(t) are computed using the estimated matrix A. Since these gains are optimal only with respect to
the estimated system, they are generally suboptimal for the true system. When applied to the true dynamics
in Step 3, this results in suboptimal state trajectories. As the cost function depends on both the state and
control input, these deviations from the optimal trajectories directly lead to an increased cost. Therefore,
the degradation in performance can be traced back to the estimation error in /1, which affects the computed
control law and leads to suboptimal trajectories, ultimately resulting in an increased cost.

In summary, the method is robust in the sense that convergence is achieved for all tested noise levels. However,
the performance degrades as the noise increases, primarily due to reduced accuracy in the estimation of the
system dynamics.

5.4 Convergence Behavior of Model-free Approach

Figure 8 shows that the DDPG algorithm exhibits non-monotonic convergence behavior with a steep decline
in the cost error followed by a slight upward drift to a plateau. This is consistent with known instabilities of
DDPG. Fujimoto et al. [7] identify several such mechanisms that lead to training instability and convergence
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error. In particular, a common problem with actor-critic models is overestimation bias in the critic, where the
noise will introduce a persistent overestimation. There are many more factors that can cause DDPG to become
unstable and the reasons are largely still poorly understood. Matheron et al. [8] show multiple such failures
when the algorithm can get stuck. The DDPG algorithm is also sensitive to the choice of hyperparameters,
and poor choices can cause training to become unstable. Although the error of the cost increases slightly
after around 400 episodes, the error is still relatively small and the cost function is approximately 0.035%
above the optimal cost. This still implies that the model has learned a near-optimal policy. The reason
for the non-monotonic behavior of the model for later episodes is probably because of the instability of the
DDPG method, e.g. overestimation bias or hyperparameter sensitivity, but would require more analysis to
diagnose exactly.

To further understand the convergence of the DDPG algorithm, Figures 11 and 12 can be studied. These
show the incentives that the actor produces after 0,250,1000, and 2000 episodes. These learned incentives
correspond to the cost function in Figure 10. Figure 11a shows the initial incentives produced by the randomly
initialized actor network. Figure 11b shows that the actor outputs incentive values closer to 0 and the cost
function has decreased. At 1000 episodes, Figure 12a shows that the actor continues to produce incentives
closer to 0 than in earlier episodes. Here, the incentives at ¢ < 10 are larger than the optimal and most
incentives at ¢ > 10 are smaller than the optimal. The cost function also indicates that the algorithm may be
stuck in a local minimum. The algorithm can then have a hard time finding the optimal since, for example, if
the actor tries an incentive closer to the optimal in the early part of the sequence, the critic will probably give
a worse reward since the incentives smaller than the optimal after ¢ = 10 could compensate for the incentives
larger than the optimal in the beginning. After 2000 episodes, Figure 12b shows that the incentives have
decreased, and are now mostly less than the optimal incentives. The cost function after 2000 episodes also
shows that the cost has increased and is worse than the cost between episodes 500 and 1500. This could be a
symptom of DDPG instabilities such as overestimation bias or poor choice of hyperparameters, but to clarify
this, further analysis of the actor and critic outputs would need to be done.

Figure 9 shows the relative cost error of the DDPG algorithm for different time horizons 7" over episodes.
The curves for each time horizon are the mean of five seeds. The figure clearly shows that the error decreases
for smaller 7. This is expected since the output dimension of the actor grows linearly with 7. The actor
and critic must then approximate a higher-dimensional function which will generally require more samples
to learn well. The cost is also the sum of T" stage costs, which are then influenced by all incentives in earlier
times. Thus, the error accumulates over the cost function. Combined with the DDPG instabilities discussed
above, these effects imply that the algorithm needs more episodes to converge and has a higher risk of getting
stuck in a suboptimal local minimum.

5.5 Comparison of the Convergence Behavior of the Methods

Comparing the convergence for the two methods with regard to error after seasons/episodes, it is clear that
the model-based RLS method has an error several orders of magnitude smaller than the model-free DDPG
method. The best relative error for the DDPG algorithm over 2000 episodes was around 2 - 10~% at 400
episodes, while the RLS reached a minimum relative error of around 2 - 102 at 100 seasons. The RLS
method also exhibits stable convergence, while the DDPG method did not show further improvement after
400 episodes. The error of the DDPG method was therefore around five orders of magnitude larger than the
error of the RLS method and it is thus safe to declare the RLS method superior in this problem.

The difference in the errors of the methods is substantial but a fair interpretation requires accounting for the
difference in information available to each method. The model-based algorithm assumes knowledge of the
whole structure of the system. It uses the known linear structure of the dynamics, quadratic cost function,
known input matrix B and disturbance d as well as the analytical optimal incentive formula from Coogan et
al. [3] to determine the optimal incentive design. Only the system matrix A is here unknown. Meanwhile,
the model-free algorithm uses much less prior knowledge of the system. The output is bounded to [—20, 0]
providing some structural information but other than that, it assumes no structure of the system and only
treats the problem as a black box. It outputs an incentive design and then observes its impact on the rewards
and then updates the incentives directly according to the DDPG algorithm. It therefore does not exploit
any of the system’s known dynamics and the performance gap therefore represents the difference in prior
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knowledge of the system, not general superiority of the RLS method.

The conclusion that can be given here is that for a problem where the system structure is known and all but
the system matrix A is known, then the RLS method will be a far better choice of model than the DDPG
method. However, in other problem settings where linear models or quadratic cost cannot be assumed, the
RLS method would not be applicable, while the model-free approach would remain a viable method. Whether
the DDPG method would achieve good performance on other systems is, however, a separate question that
lies outside the scope of this thesis.

6 Conclusion

This study has analyzed and compared the performance of different methods of a simplified version of the
problem presented in [3]. When the system dynamics were known, the model-based approach successfully
recovered the analytical solution. When the structure of the system dynamics was known but the system
matrix A was unknown, the RLS algorithm converged very well to the true solution. The convergence of
the RLS-based method was shown to depend on both the time horizon T and the noise covariance W.
A larger time horizon provides more data per season, leading to faster convergence of the system matrix
estimate A. However, the relative cost error increases with larger T, since the accumulated error in the
cost function increases with more data. Regarding noise, the method remains stable for all tested values of
W, but higher noise levels result in slower convergence and a higher steady-state cost error due to reduced
estimation accuracy. For the model-free approach, the DDPG algorithm demonstrated relatively fast initial
learning, with a rapid decrease in cost error during the first few hundred episodes. However, the convergence
was non-monotonic and less stable, with the error increasing slightly after reaching its minimum and then
stabilizing. The performance tends to degrade as the time horizon T increases.

The comparison shows that the RLS-based method achieves substantially lower cost errors, converges in
significantly fewer seasons, and exhibits more stable convergence than the model-free DDPG approach. How-
ever, this performance gap must be interpreted in light of the available information. The RLS-based method
exploits strong prior knowledge about the system structure, including linear dynamics and quadratic costs,
whereas the model-free approach operates without such assumptions. As a result, the superior performance
of the RLS method reflects its use of structural information rather than an inherent advantage in all settings.

In conclusion, the RLS-based method is preferable when the system structure is known and only limited
parameters need to be estimated, as it provides high accuracy and stable convergence. In contrast, the
model-free approach is more suitable in scenarios where the system dynamics are unknown or cannot be
accurately modeled, despite its lower accuracy and potential instability.
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