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Abstract 
Monitoring of harmful algal blooms (HABs) is crucial for maintaining both human and marine 
health. The Baltic Sea has seen an increase in the frequency and intensity of HABs in recent 
decades. This thesis investigates two applications of Gaussian Processes (GPs) for chlorophyll 
monitoring and forecasting. 

First, satellite-measured chlorophyll concentration fields are augmented using in situ 
measurements collected by a front-tracking underwater autonomous vehicle (AUV), through a 
multi-step augmentation pipeline. The augmentation aims to reduce satellite measurement 
noise while keeping the broad spatial coverage. The results show that incorporating AUV 
measurements improves satellite measurements, demonstrating that in situ data can effectively 
complement satellite observations. 

Second, two GP-based forecasting approaches are evaluated for predicting chlorophyll 
concentrations using temporal and spatio-temporal data: explicit kernel modeling and 
autoregressive modeling. The explicit kernel modeling approach requires explicit identification of 
data characteristics, which are encoded into the covariance function. The autoregressive 
approach learns dynamics implicitly from historical observations. Both methods show limited 
forecasting accuracy. The best-performing model is a purely temporal explicit kernel modeling 
approach, suggesting that this approach is more effective than learning dynamics implicitly. 

Extending the models to the spatio-temporal domain produced mixed results. Explicit kernel 
modeling requires approximate inference for spatio-temporal data, resulting in reduced 
accuracy. Autoregressive models benefited from spatial information, but the forecasts failed to 
capture the chaotic behavior of algal blooms. Overall, the results highlight the limitations of GP-
based chlorophyll forecasting using chlorophyll observations alone and indicate that additional 
predictors are required for accurate forecasts. 
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Populärvetenskaplig Sammanfattning

Under de senaste decennierna har skadliga algblomningar i Östersjön blivit både vanligare och mer
intensiva. Att kunna övervaka och förutsäga dessa blomningar är avgörande för att skydda både
människor och havsmiljö. Denna studie undersöker hur avancerad datateknik kan användas för att
lyckas med detta.

Arbetet har två huvudsyften. Första delen går ut på att förbättra satellitbilder av algblomningar.
Satelliter ger en stor geografisk överblick, men bilderna är brusiga. Genom att kombinera satellitdata
med exakta mätningar insamlade på plats av en självkörande undervattensfarkost (AUV) kan bruset
minskas, samtidigt som den stora geografiska täckningen bevaras. För det andra utvärderas två olika
matematiska metoder för att prognostisera hur algblomningen kommer att utvecklas med hjälp av
historisk och geografisk data.

Resultaten visar att kombinationen av AUV-mätningar och satellitbilder producerar mer verklighet-
strogna resultat, vilket indikerar att AUV-data effektivt kan kombineras med satellitdata.

För att prognostisera framtida blomningar utvärderades två tillvägagångssätt: en strukturerad metod
där kända egenskaper hos datan identifieras manuellt, samt en implicit metod som istället försöker lära
sig egenskaperna på egen hand från tidigare observationer. Båda metoderna visade sig ha begränsad
prestanda. Bäst fungerade den strukturerade metoden när den enbart tog hänsyn till tidsdata, vilket
tyder på att det är mer effektivt att explicit mata modellen med känd struktur än att låta den lära sig
mönster helt implicit.

När tidsdata och geografisk information användes tillsammans blev resultaten blandade. Eftersom
datamängden växer enormt när det geografiska perspektivet tas med, tvingades den strukturerade
metoden använda approximativa metoder, som i slutändan försämrade prestandan. Den implicita
metoden gynnas däremot av att geografisk data inkluderas, vilket indikerar att geografisk information
kan förbättra noggrannheten. Dock uppnår den bäst presterande implicita modellen lågt fel främst
genom stabila prognoser nära medelvärdet, och missar därmed helt algblomningens kaotiska natur.
Sammantaget belyser resultaten begränsningarna med att enbart titta på historisk algblomsdata. För
att göra pålitliga och användbara prognoser i framtiden krävs det att modellerna även får tillgång till
andra faktorer, såsom väder och vind.
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Chapter 1

Introduction

Harmful algal blooms (HABs) are a persistent problem in the Baltic Sea [1], and over the past decades,
the intensity and frequency of HAB events have increased [2]. HABs form when high levels of algae
accumulate. These blooms lead to the production of harmful toxins that can harm fish, birds, other
marine life and in rare cases, damage human health [3]. Furthermore, these events cause oxygen
depletion, causing further damage to the ecological systems [4]. Delivering both high-quality data
and high-quality algal bloom forecasts is therefore of great importance for early warning systems,
environmental management, business planning and public health.

Satellite-based measurements can provide observations of chlorophyll concentrations from a wide
area, but satellite measurements are often low-resolution and are affected by cloud cover and other
atmospheric conditions. Autonomous underwater vehicles (AUVs) can help mitigate these limitations
by collecting high-resolution surface data, although they are difficult to deploy and cannot produce
spatially broad measurements on their own.

These complementary strengths and weaknesses present a challenge in HAB monitoring. How to
combine spatially broad, but noisy and low-resolution satellite measurements with high-quality, but
limited AUV data into accurate representations of the algal bloom, and how to perform short-term
forecasts of chlorophyll concentrations based on these data sources.

Gaussian Processes (GPs) provide a flexible Bayesian way for modeling spatial and spatio-temporal
processes and include built-in mechanisms for quantifying the associated uncertainty of the model.
Moreover, GPs are particularly attractive for environmental applications because they can easily be
used to model spatial structure [5]. However, many environmental processes, including algal bloom
dynamics, are highly non-stationary [6], which reduces forecasting accuracy even when models are
well calibrated.

This thesis investigates whether Gaussian Process models can be used to (i) improve satellite-measured
chlorophyll estimates through assimilation of AUV measurements and (ii) produce reliable short-term
forecasts of chlorophyll concentration in the Baltic Sea. Extensive spatio-temporal satellite data of
chlorophyll density fields in the Baltic Sea are available through the EU’s Copernicus program. To
guide the analysis, the following research questions are addressed:
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1. Can satellite chlorophyll measurements be augmented by fusing them with simulated AUV
sampling?

2. How well do GP-based forecasting models predict 10-day chlorophyll concentrations, and can
they be used in practice?

1.1 Related Work
This section reviews previous work related to measurement augmentation and forecasting, and dis-
cusses how these studies relate to the methods used in this project.

1.1.1 Satellite Measurement Augmentation
Several approaches for augmenting low- and high-quality measurements have been suggested in pre-
vious research. This project builds on some of those ideas. This subsection presents relevant work on
augmenting low-quality satellite data with in situ measurements collected by an AUV.

This project builds upon the work presented in Rocha et al. [7] and Fonseca et al. (2023) [8]. In
these studies, an AUV control algorithm is developed for locating and then tracking algal bloom
fronts. The algorithm uses satellite observations from previous days to fit a Gaussian Process model
of the chlorophyll density field, and the gradient of this model is used to estimate the direction of
the algal bloom front. The AUV is equipped with a chlorophyll sensor, allowing it to collect in
situ measurements directly along the bloom front. In the first study [7], the authors also investigate
whether the AUV measurements can augment satellite data. Specifically, the AUV measurements
are assimilated with satellite data by refitting the GP model using both the AUV observations and
scattered satellite measurements from previous days, resulting in an improved representation of the
chlorophyll field.

Other approaches to combining low- and high-quality sensor data are presented in two other studies
[9] and [10]. Both studies investigate the problem of fusing a high-density but low-quality dataset
with a low-density but high-quality dataset. In the first study [9], low-quality measurements are
collected using a laser sensor, while a CMM probe provides high-quality observations along the patch
boundaries. These datasets are then combined by simply merging the measurements.

The authors of the second study [10] propose a more complex fusion strategy based on Gaussian Pro-
cesses. The method starts by fitting a GP model using the low-quality dataset exclusively. A “linkage”
function is then introduced, which essentially expresses the high-quality data as a function of the ini-
tial GP model. The parameters of this linkage function are subsequently estimated by optimizing over
both datasets. Applying the linkage model helps transform the initial GP, allowing the model to better
approximate the underlying ground truth.

In this project, two types of augmentation models are explored. The first model closely resembles the
approach in the second study [10], although with different choices of linkage functions. The second
approach uses a simple GP-based assimilation method closely resembling the one in Rocha et al. [7].
This simpler model is mainly included to serve as a benchmark when evaluating the performance of
the first approach.
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1.1.2 Chlorophyll Forecasting
Forecasting is a central task within machine learning and data science, and a wide range of methods
have been developed on the subject. This subsection reviews forecasting approaches that are relevant
to predicting chlorophyll concentrations.

Gaussian Process (GP) models have received considerable attention within the machine learning field
and have been applied successfully in a wide range of problems. For forecasting, Brahim-Belhouari
et al. (2004) [11] investigates GP regression for non-stationary time series and shows that GPs can
perform well, although at a significant computational cost. Good forecasting performance typically
requires a large training window, but using n training points requires inverting an n × n covariance
matrix, which quickly becomes computationally expensive.

Other GP-based methods for time series forecasting have also been proposed. In another study [12], a
multi-step-ahead strategy is explored that differs from conventional GP regression. Instead of combin-
ing historical data with additional features such as time or spatial coordinates, the method relies solely
on past observations. The authors compare two forecasting strategies: recursive forecasting, which
repeatedly applies a one-step-ahead model, and direct forecasting, which trains a separate model for
each forecasting horizon. Their results show that the direct strategy generally achieves higher ac-
curacy, although this does not hold for all types of time series. The improved accuracy comes at a
computational cost, since the direct approach requires training multiple independent models.

In the study by Swastanto (2016) [13], GP regression is evaluated for long-term time-series forecast-
ing using both kernel-based modeling and an autoregressive approach. These methods are evaluated
on both synthetic and real-world datasets. The study concludes that the GP-based forecasting tech-
niques outperform the baseline ARIMA model, particularly when the data contains clear trends and
seasonal patterns. Furthermore, the results demonstrate that the kernel-based modeling method per-
forms slightly better than the autoregressive approach while offering the advantage of model inter-
pretability.

Besides GP models, other forecasting techniques have also been applied to chlorophyll prediction. In
the study of Yue [14], the authors combine a deep belief network (DBN) with an ARIMA model to
forecast chlorophyll concentrations in the Baltic Sea. Instead of forecasting chlorophyll directly, sev-
eral oceanographic variables are first predicted using the ARIMA model, and the resulting forecasts
are then used as inputs to the DBN to estimate chlorophyll. The method performs well for short fore-
cast horizons of up to three days. However, the model does not incorporate spatio-temporal structure,
and therefore produces forecasts only for individual spatial locations.

In this project, two types of forecasting models are implemented, both based on Gaussian Processes.
The first is a kernel-based design as described by Swastanto (2016) [13], where the kernel is explicitly
tailored to the problem at hand. The second follows the multi-step-ahead strategies described in Yan
et al. (2009) [12] and Swastanto (2016) [13], evaluating both recursive and direct forecasting. All
models are applied to spatio-temporal chlorophyll data to generate short-term forecasts over a spatial
domain.
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Chapter 2

Background

In this chapter, the theoretical background behind the models and methods used in this thesis is pre-
sented. This includes Gaussian Processes, which are used for both data augmentation and forecasting,
as well as the DBSCAN clustering algorithm and the k-NN method, which are introduced as part of
the measurement augmentation process.

2.1 The Gaussian Process
The Gaussian Process is a Bayesian supervised learning technique generally used for regression,
but it can also be used as a classification technique. In Rasmussen (2004) [15] a GP is defined
as a "collection of random variables, any finite number of which have (consistent) joint Gaussian
distribution". In other words, a GP represents a probability distribution over continuous functions on
some domain.

In this section, the Gaussian Process is defined, implementation techniques are presented, and several
practical aspects of implementing GP models are discussed.

2.1.1 Definition
In Lindholm et al. (2022) [16, Ch.9], the Gaussian Process is described as a type of continuous
stochastic process. A stochastic process can be regarded as a random variable that changes over time,
{z(t) : t ∈ R}. At each time instance t, the process variable z(t) takes on a random value. It is also
common to assume that the correlation between values at different time points, e.g. z(t) and z(t′), is
dependent on the time difference |t− t′|.

The variable z(t) can be interpreted as a random function with t as the input. Using this interpretation
we can reformulate the process as {f(x) : x ∈ χ}, where f(·) represents a random function on an
arbitrary input space χ. More abstractly, the process can be viewed as a probability distribution over
functions on χ, since the distribution of possible values of f(x) forms a distribution over all possible
function values for the point x.
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Certain aspects of this distribution can be controlled through the dependence between the random
functions f(x) and f(x′). For example, stronger dependence makes smoother functions more likely,
while weak dependence increases the likelihood of less smooth, or rough, functions.

We can now use the stochastic process {f(x) : x ∈ χ} to define the Gaussian Process. Assume
that the input domain is discrete with n points, x = [x1, . . . ,xn]

T , giving us the function vector
f = [f(x1), . . . , f(xn)]. Suppose the function values are distributed according to

p(f) = N (f ;µ,Σ), (2.1)

where µ = [µ1, . . . , µn] is the mean vector and Σ is the n×n covariance matrix. To obtain a Gaussian
Process, we extend this discrete distribution to a continuous one by introducing continuous functions
for the mean, µ(x), and for the covariance, κ(x,x′). Using these continuous functions, we define the
Gaussian Process. The random function f(·) is a Gaussian Process if, for an arbitrary set of points
{x1, . . . ,xn}, the following holds:

p


f(x1)

...
f(xn)


 = N


f(x1)

...
f(xn)

 ;

µ(x1)
...

µ(xn)

 ,

κ(x1,x1) · · · κ(x1,xn)
...

. . .
...

κ(xn,x1) · · · κ(xn,xn)


 . (2.2)

2.1.2 Implementation
Before a Gaussian Process can be used in practice, two key aspects must be specified. These are how
predictions are computed and how the model hyperparameters are learned. This subsection describes
both how predictions are computed and how training is performed in GP regression.

Prediction
The Gaussian Process is commonly used as a predictive tool. Given a set of observed values f(X) =
{f(x1), . . . , f(xn)}, we can create a posterior predictive distribution p (f(x∗) | f(X)) for an un-
known function value f(x∗). Using the GP definition in Equation (2.2), the joint distribution of the
observed and unknown values can be written as:

p

([
f(x∗)
f(X)

])
= N

([
f(x∗)
f(X)

]
;

[
µ(x∗)
µ(X)

]
,

[
κ(x∗,x∗) K(X,x∗)

T

K(x∗,X) K(X,X)

])
, (2.3)

where

K(X,X) =

κ(x1,x1) · · · κ(x1,xn)
...

. . .
...

κ(xn,x1) · · · κ(xn,xn)

 . (2.4)

From the joint distribution, the posterior predictive distribution is

p (f(x∗) | f(X)) = N
(
f(x∗); µ̃, Σ̃

)
, (2.5)

where

µ̃ = µ(x∗) +K(X,x∗)
TK(X,X)−1 (f(X)− µ(X)) , (2.6a)

Σ̃ = κ(x∗,x∗)−K(X,x∗)
TK(X,X)−1K(X,x∗). (2.6b)
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Unlike non-Bayesian regression methods, a Gaussian Process produces a predictive distribution. This
means that not only is the predicted value obtained, but also a measure of uncertainty in the form of
predictive variance.

Training
The hyperparameters of the covariance function need to be inferred from the training data. This
is most commonly done by obtaining point estimates of the hyperparameters by maximizing the
marginal likelihood. Consider a kernel with m unknown hyperparameters. Let D = {X, f(X)}
denote the dataset, and let θ = (θ1, . . . , θm) be the vector of all hyperparameters. The log marginal
likelihood can then be expressed as

log p(f(X) | X,θ) = −1

2
f(X)T K̃−1f(X)− 1

2
log |K̃| − n

2
log(2π), (2.7)

where K̃ = K(X,X) + σ2
yI and σ2

y denotes the observational noise variance of the data f(X). Note
that Equation (2.7) may contain several local maxima, it is therefore important to carefully consider
the optimization technique and initialization [16, 17].

2.1.3 Practical Aspects
When implementing GP regression, several modeling choices must be made. These include selecting
an appropriate kernel, and preparing the data through normalization. This subsection discusses these
practical aspects and their implications for GP performance.

The Kernel
The properties of the Gaussian Process are largely controlled by the mean function µ(x) and the
covariance function, or kernel, κ(x,x′). In this section, several commonly used kernels are presented
and discussed.

In Equations (2.6a) and (2.6b) we see that the kernel has a strong influence on both the predictive
mean and covariance. It is therefore important to choose an appropriate kernel for the problem at
hand. Some of the most common kernels are listed below.

Radial Basis Function Kernel
The RBF kernel, also known as the squared exponential kernel, is one of the most widely used
kernels [18]. It is defined as

κRBF (x, x
′) = exp

(
−(x− x′)2

2ℓ2

)
. (2.8)

The kernel has a single hyperparameter, the lengthscale ℓ. This parameter controls how far cor-
relations stretch, and therefore determines the smoothness and characteristic "wiggles" of the
resulting functions.
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Rational Quadratic Kernel
The RQ kernel is equivalent to a sum of RBF kernels with different lengthscales [18]. It is defined
as

κRQ(x, x
′) =

(
1 +

(x− x′)2

2αℓ2

)−α

. (2.9)

The kernel has two hyperparameters: the lengthscale ℓ and the parameter α, where α controls
the relative contribution of large-scale and small-scale variations. As α → ∞, the RQ kernel
approaches the RBF kernel.

Spectral Mixture Kernel
The spectral mixture kernel was first introduced by A. Wilson et al. (2013) [19] and is designed
to model data by learning its spectral density. In this approach, the spectral density is represented
as a mixture of Gaussians, with each Gaussian corresponding to one component of the spectrum.
The number of Gaussians in the mixture determines the number of components, often referred to
as the number of mixtures.

Matérn Kernel
The Matérn kernel is a family of kernels, defined as

κM(x, x′) =
21−ν

Γ(ν)

(√
2ν∥x− x′∥2

ℓ

)ν

Kν

(√
2ν∥x− x′∥

ℓ

)
, (2.10)

for ℓ > 0 and ν > 0. Here, Γ denotes the Gamma function, and Kv(·) is the modified Bessel
function of the second kind. The parameter ν controls the smoothness of the resulting function,
where smaller values correspond to less smooth functions. Commonly used values are ν = 1

2
, 3
2

and 5
2

[16].

Periodic Kernel
The periodic kernel is used to model covariances that vary in a periodic manner. This is useful
when modeling seasonal patterns or other phenomena with a steady periodic pattern. The kernel
is defined as

κPer(x, x
′) = exp

−2 sin2
(

π
p
|x− x′|

)
ℓ2

 . (2.11)

Here, ℓ is the lengthscale of the kernel and p is the period. Note that the kernel is only able
to model correlations with a specific period. To model functions with slowly changing or non-
stationary periodicity, it needs to be modified.

Locally Periodic Kernel
To model periodic patterns that are not constant, the locally periodic kernel can be used. It is
defined as

κLocPer = κRBF · κPer. (2.12)

Multiplying the periodic kernel with an RBF kernel produces functions that remain periodic, but
whose periodic structure decays over time.



CHAPTER 2. BACKGROUND 12

Combining Kernels
As illustrated with the locally periodic kernel, new kernels can be constructed by combining exist-
ing ones. Combining kernels allows modeling several properties of the data simultaneously. Such
combinations are formed either by multiplication or addition of sub-kernels.

Multiplying two kernels can be interpreted as a logical AND-operation [20], since all kernel compo-
nents must simultaneously hold for the combined kernel to hold. Furthermore, kernel multiplication
can introduce new properties [21]. One example is the locally periodic kernel, where multiplying an
RBF kernel with a periodic kernel transforms global periodicity into locally varying periodic struc-
ture.

In a similar fashion to the kernel multiplication, the addition of kernels can be viewed as analogous
to the logical OR-operation [20]. A sum of kernels corresponds to modeling the data as a sum of
independent functional components.

Normalization
It is generally considered good practice to normalize both the features and the targets when per-
forming GP regression. Many GP implementations assume that the training data has zero mean and
unit variance, and failing to normalize may therefore lead to incorrect assumptions, ill-fitted initial
hyperparameters, and in some cases numerical instabilities.

In this thesis, the z-score normalization (or whitening) technique is used, producing data with zero
mean and unit variance. A vector x, is normalized according to

xN =
x− µx

σx

. (2.13)

When using normalized data, it is important that all test features are normalized using the same
constants as the training data. Likewise, predicted outputs are produced in normalized units and must
be rescaled using the mean and variance of the training targets.

2.2 DBSCAN Clustering Algorithm
The DBSCAN algorithm is a density-based clustering algorithm first introduced in Ester et al. (1996)
[22]. Clustering refers to grouping data points based on similarities, and density-based clustering
does so by grouping points that lie in close proximity to each other. The method is well-suited for
identifying outliers [23]. Unlike many clustering algorithms, DBSCAN does not require the number
of clusters to be defined in advance.

DBSCAN relies on the concept of core points. A point is considered a core point if it has at least n
neighbors within a radius r. In other words, if at least n points lie within distance r of a point p, then
p is classified as a core point.

The algorithm iterates over each point in the dataset to determine whether it is a core point. If a point
p is identified as a core point, a new cluster is initiated with p as its seed. All points within radius
r of p are then added to the cluster. If any of those points are themselves core points, the cluster is
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expanded around them as well. This process allows clusters to grow and can cause two clusters to
merge whenever their core points lie within distance r of each other [24].

2.3 k-Nearest Neighbours
k-Nearest Neighbours (kNN) is a simple but widely used algorithm that can be applied to both clas-
sification and regression tasks. As the name suggests, the method performs the regression or classifi-
cation based on the k nearest neighbors, where k is a user-defined constant.

Classification
Given a set of labeled points {x1, . . . xn} with corresponding class labels {c1, . . . cn}, we want to
classify the point xm. Using the k-NN approach, the classes of the k nearest neighbors of xm are
identified, and the class cm is assigned as most common class among those neighbors.

Regression
For regression, the algorithm predicts the value of a point by averaging the values of its k nearest
neighbors. In other words, given the points {x1, . . . xn}, with associated values {v1, . . . vn}, the
predicted value, vm, of a new point xm is computed as the mean value of its k nearest neighbors.
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Chapter 3

Satellite Measurement Augmentation

In this thesis, augmentation refers to the process of improving upon spatially wide, but low-quality
satellite measurements with high-quality AUV data. The process consists of several steps, each of
which is described in detail in this chapter.

3.1 The Augmentation Pipeline
The augmentation of the satellite data is divided into three parts: data combination, image upscaling,
and AUV data assimilation. Each of these parts is investigated independently to find the most suitable
technique for each individual part. These techniques are then integrated into the final pipeline. For a
visual reference of the augmentation pipeline, the reader is referred to Figure 3.1

Measurement combination involves combining satellite measurements of multiple other nutrients to
produce an image that better represents the true chlorophyll concentration. Combining several mea-
surements can reduce the effect of the measurement error, thereby improving the accuracy of the
image.

Upscaling increases the spatial resolution of an image. Since the data collected by the AUV have
a higher resolution than the satellite measurements, upscaling is required to merge the two datasets.
Several techniques can be used to generate an upscaled image. In this thesis, three interpolation
techniques are investigated.

Satellite
Image

Measurement
Combination

Other
Nutrients

Image Upscaling Data As-
similation

AUV Data

Augmented
Image

The Augmentation Pipeline

Figure 3.1: Flowchart of the data augmentation pipeline.
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In the data assimilation step, satellite measurements are combined with in situ AUV measurements.
The AUV measurements are considered samples of the ground truth, and are assimilated with the
satellite imagery using two models: the correction model and Gaussian Process assimilation.

3.1.1 Measurement combination
Assume we have access to satellite measurements of i nutrients. We want to utilize these measure-
ments to improve the quality of the chlorophyll measurement. To achieve this, we create one predic-
tion for each respective nutrient and combine the satellite-measured chlorophyll measurement with
the predicted chlorophyll using the weighted mean

ccombined =
wc+

∑
i wiĉi

w +
∑

iwi

. (3.1)

Here, w and c correspond to the weight associated with the satellite-measured chlorophyll and satel-
lite measured chlorophyll concentration, respectively, and wi and ĉi correspond to the weight and
estimated chlorophyll concentration for the ith nutrient. The weight of each estimate is given by

wi =
a

∆i + b
, (3.2)

where a and b are constants, and ∆i represents an uncertainty measure of the estimation. For the
satellite-measured chlorophyll concentration, the uncertainty is a user-defined constant, while the un-
certainty of the estimates is given by the Gaussian Process estimators. The measurement combination
step is explained in algorithmic form in Algorithm 1

Algorithm 1: Measurement Combination
Data: Satellite measured chlorophyll from previous three days cprev and of current day c

Satellite measurements of predictors from previous three days n0
prev, . . . , n

i
prev

Satellite measurements of predictors from current day n0, . . . , ni.
User defined constants a, b, ∆

1 for j in 0 . . . i do
2 GP← GaussianProcess.fit(nj

prev,cprev)
3 ĉj , ∆j ← GP.predict(nj)
4 wj ← a

∆j+b

5 end

6 w← a
∆+b

7 ccombined = wc+
∑

i wiĉi
w+

∑
i wi

3.1.2 Image Upscaling
Before performing the data assimilation, the low-resolution satellite image is upscaled to match the
resolution of the high-resolution image, which represents the ground truth. Image upscaling is per-
formed using various image interpolation techniques.
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(a) Nearest Neighbour Interpolation (b) Bilinear Interpolation (c) Bicubic Interpolation

Figure 3.2: Examples of three interpolation techniques applied to the dataset, with original data points shown
as black dots.

Image interpolation is a technique used to generate a higher-resolution image from a lower-resolution
source and is commonly used in image processing [25]. Several interpolation methods exist, each
with their own characteristics, advantages and disadvantages. In this thesis, three such methods are
explored: nearest neighbor, bilinear, and bicubic interpolation. The following section introduces the
theory behind these methods.

Nearest Neighbor Interpolation
As the name implies, nearest neighbor interpolation magnifies an image by assigning each new pixel
the value of the closest existing pixel. In other words, each original pixel is effectively split into
several sub-pixels, all of which inherit the value of the original pixel. To the eye, this interpolation
technique produces an image that appears identical to the original, with the only difference being the
increased number of pixels. The method is illustrated in Figure 3.2a, where it can be seen that the
new pixels adopt the value of the nearest original pixel.

Bilinear Interpolation
Bilinear interpolation is a technique that, in one dimension, assumes any new points are a linear
combination of the two closest existing points. Extending this concept to two dimensions, any new
point is assumed to be a linear combination of the four closest points. Essentially, this means that
new values are calculated through repeated linear combinations of the four neighboring pixels. The
technique is illustrated in Figure 3.2b.

Bicubic Interpolation
The bicubic interpolation technique is similar to bilinear interpolation in that it combines the values
of neighboring pixels to estimate the values of new pixels. However, instead of using the four adja-
cent pixels, bicubic interpolation utilizes the 16 closest pixels [26]. Bicubic interpolation uses cubic
polynomials to interpolate pixel values, which makes it more computationally expensive but results
in smoother transitions. A visualization of bicubic interpolation is shown in Figure 3.2c.
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3.1.3 Data Assimilation
Data assimilation refers to the fusion of satellite data with local data gathered by an AUV on the
ground. In this context, the AUV data is assumed to represent the true chlorophyll concentration,
while the satellite data is considered to be of lower quality. Therefore, it is imperative to utilize the
AUV data to its maximum potential. In this section, two data assimilation methods based on Gaussian
Process regression are explored.

The first method models the true chlorophyll concentration as a function of the satellite-measured
concentration, hereafter referred to as the correction model. This model is assumed to be a Gaussian
Process and is trained under the assumption that the AUV data represents scattered samples of the
ground truth.

As a benchmark for the correction model, a second data assimilation approach, closely resembling
the assimilation model used in Rocha et al. [7], is used. This assimilation model uses a Gaussian
Process regressor, fitted with both scattered satellite data and AUV data, to construct an image that
represents a combination of the measurements.

The Correction Model
The correction model aims to accurately represent the true chlorophyll concentration as a function of
the satellite measurements. The idea of the correction model is inspired by the method described in
[10]. Assume that some function, f(·), can correct the noisy satellite image such as

c = f(ĉ) + ϵ, (3.3)

where c is the true chlorophyll concentration, ĉ is the satellite-measured concentration, and ϵ is a
zero-mean white noise term. Now, assume that the correction function is

f(ĉ) = p(x)ĉ+ δ(x). (3.4)

In effect, this postulates that an accurate estimate of the true chlorophyll concentration can be obtained
by scaling and shifting the satellite-measured concentration with the space-dependent functions p(x)
and δ(x). The shifting function δ(·) is now assumed to be a Gaussian Process such that,

f(ĉ) ∼ p(x)ĉ+GP
(
δ0, κδ(x,x

′)
)
. (3.5)

Here, the expression p(x)ĉ is deterministic, and the constant δ0 corresponds to the prior mean, or mean
function, of the shift function. The expression in Equation (3.5) is now simplified to only involve one
Gaussian Process.

f(ĉ) ∼ GP
(
p(x)ĉ+ δ0, κ(x,x

′)
)
, (3.6)

where the deterministic expression p(x)ĉ and the prior mean δ0 are fused to create a new prior mean.
The latter model is preferred since the parameters in the scaling function can be derived in conjunction
with the training of the GP model.
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The correction model is trained under the assumption that the AUV data is a sample of the true
chlorophyll concentration. Using the same notation as in Section 2.1, where the Gaussian Pro-
cess is defined, the training features are the geographic positions of the collected AUV data, X =
{(x1, y1), . . . , (xn, yn)}, and the training targets are the measured chlorophyll concentrations, f(X) =
{c1, . . . , cn}

In this thesis, two versions of the correction model are explored. The difference between the two
versions lies in the complexity of the prior mean function. The performance difference between
the models will inform us of the level of complexity needed to maximize the performance of the
correction model.

Simple Correction Model
The simple model assumes the simplest possible correction model, meaning that the scaling function
is removed, i.e., p(x) = 1, and the prior mean of the shifting function is set to δ0 = 0. This gives us
the model

f(ĉ) = ĉ+ δ, (3.7)

where δ is the Gaussian Process:
δ ∼ GP

(
0, κ(x,x′)

)
. (3.8)

This simple model is investigated due to the significant bias present in the AUV data. Since the AUV
only collects data close to the algal bloom front, the correction model cannot be expected to accurately
model areas that are geographically distant or dissimilar in other aspects.

Advanced Correction Model
The advanced correction model uses a non-constant scaling function, and the prior mean of the shift-
ing function is allowed to adopt values other than zero. As stated in [10], there is no need to use a
scaling function more complex than a linear function, and therefore the following scaling function is
used:

p(x) = p0 + p1xi + p2xj, (3.9)

where x = [xi, xj] corresponds to the latitudinal and longitudinal positions, respectively. Plugging
the scaling function into the correction model defined in Equation (3.6) gives us

f(ĉ) = GP
(
(p0 + p1xi + p2xj)ĉ+ δ0, κ(x,x

′)
)
. (3.10)

The parameters {p0, p1, p2, δ0} are all initially unknown and are estimated during model training.

Gaussian Process Assimilation
Rather than creating a correction model, it might be better to simply use a Gaussian Process regressor
to fuse the AUV and satellite measurements directly. One such model is explored as a benchmark
against the correction model in this thesis.

The proposed assimilation model closely resembles the assimilation model explored in Rocha et al.
[7]. A GP regressor modeling the chlorophyll density field is fitted using AUV data and scattered
satellite data located at least 5 km from the AUV measurements. The GP model is then used to
construct an image of the chlorophyll concentration for the given day.
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3.2 Experiments
In this section, we present the experimental setup and results for each component of the augmenta-
tion pipeline. First, we describe the datasets and preprocessing steps. Next, we introduce the error
measures. Finally, we present and discuss the results for each component.

3.2.1 Setup
Datasets
In this thesis, no actual AUV-collected data is used. Since no AUV mission had been performed at the
time of writing, it is not possible to use real AUV measurements, therefore they are simulated. In place
of ground truth data, a high-resolution satellite dataset is used to simulate the ground truth. To simu-
late lower-quality satellite measurements, we use a dataset of weekly forecasts of the chlorophyll den-
sity fields. For the high-resolution data set the cmems_obs-oc_bal_bgc-plankton_nrt_l3-
olci-300m_P1D dataset from the Baltic Sea Ocean Colour Plankton, Reflect-
ances, Transparency &amp; Optics L3 NRT daily observations product [27]
is used. For the low-resolution data set the dataset-bal-analysis-forecast-bio-
dailymeans from the Baltic Sea Biogeochemistry Analysis and Forecast prod-
uct [28] is used.

AUV Measurement Simulation
As mentioned previously, the high-resolution dataset is used to simulate the ground truth. Since the
AUV is designed to follow the algal bloom front, it is necessary to extract a sequence of contiguous
pixels that represents a realistic path the AUV might take. To achieve this, an algal bloom front
detection algorithm is used, and irrelevant data is filtered out.

The algal bloom front detection is performed using a kNN regression model. First, the pixels of the
high-resolution image are classified as blooming or non-blooming through thresholding. Threshold-
ing entails classifying pixels as blooming if the pixel value p is larger than some threshold, p > t.
Once the bloom classification is complete, a kNN regressor is fitted to the classified image, and each
pixel is assigned a value by the regressor. The bloom front can then be extracted by selecting all pixels
p with a regression value between 0.4 < p < 0.6. This extraction includes many pixels that the AUV
cannot realistically reach. Therefore, only pixels within a predefined area are chosen. Once the algal
bloom front has been extracted, a DBSCAN clustering algorithm is used to identify the largest cluster
of contiguous pixels on the bloom front. This step ensures that the data representing the AUV path is
contiguous. The resulting cluster of pixels is then used as the AUV data. The AUV path simulation
algorithm is described in Algorithm 2.

Algal Bloom Classification
Algal bloom classification is used to identify the location of the bloom. The proposed algorithm
utilizes both satellite and AUV data to assess as accurately as possible where the bloom occurs.
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Algorithm 2: AUV front tracking simulation
Data: The ground truth image img_gt.

The coordinates of each spatial location in the ground truth image coords.

/* Use thresholding to find blooming and non-blooming pixels

*/
1 bloom_img← img_gt > 7.45

/* Train a kNN-regressor and extract the bloom front */
2 kNN_regressor← kNN.fit(bloom_img)
3 kNN_img← kNN_regressor.predict(coords)
4 bloom_front← 0.4 < kNN_img < 0.6

/* Remove any pixel outside predefined area */
5 bloom_front← apply_geographic_constraint(bloom_front)

6 cluster_labels← DBSCAN.fit_predict(bloom_front)

/* Store positional data in X_auv, and AUV data in y_auv */
7 X_auv← bloom_front[cluster_labels == majority cluster]
8 y_auv← img_gt[cluster_labels == majority cluster]

The first step in algal bloom classification is to upscale the satellite image to match the resolution
of the high-resolution image using nearest-neighbor interpolation. Next, each pixel of the upscaled
satellite image is classified using thresholding. Once the satellite image has been classified, the AUV
data is inserted into the image as blooming. Each pixel is then assigned a weight: where non-blooming
pixels get a weight of zero, pixels classified as blooming get a weight ws, and AUV pixels get the
weight wAUV . Finally, a kNN regressor is trained on the image and each pixel is reassigned a value.
The bloom is then classified by thresholding of the image produced by the kNN regressor.

The aggressiveness of the algorithm can be tuned in two ways: by adjusting the threshold using in
the classifying of the satellite image and by modifying the assigned weights. In the experiments, the
threshold was set to t = 7, and the weights were ws = 1.8 and wAUV = 2.2.

Error Measures
The methods introduced in this chapter aim to improve upon existing satellite imagery, we therefore
want a measure that quantifies the improvement. The measure used is referred to as improvement over
the satellite imagery [29, 30]. This improvement measure is defined as

Improvement = 100
E∗ − E

E∗
, (3.11)

where E∗ is the error of a reference dataset, in this case the original satellite images, and E is the error
of the processed satellite images. For the error measure E, the mean relative error (MRE) of the image
is used, defined as

MRE =
1

n

∑
i

yi − ŷi
yi

, (3.12)
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Algorithm 3: Algal bloom classification
Data: Satellite image upscaled using nearest neighbour sat_ups.

The positional data of AUV X_auv.
Weights ws and wAUV .
The coordinates of each spatial location in the upscaled image coords

1 bloom_img← ws(sat_ups > 7.45)
2 bloom_img[X_auv]← wAUV

3 kNN_regressor← kNN.fit(bloom_img)
4 kNN_img← kNN.predict(coords)

5 bloom_img← kNN_img > 0.5

Table 3.1: The table contains the average improvement resulting from the measurement combination tested on
29 images.

Method Avg. Improvement No. Images Improved

Measurement Combination 12.26 100.0 %

where n is the number of pixels in the image, yi is the ground truth value, and ŷi is the estimated
value.

Implementation
For the measurement combination step, including the simple correction model and GP assimila-
tion, the Gaussian Process library of the scikit-learn module [31] is used. Image upscaling
is performed using the RegularGridInterpolator and griddata functions included in the
Scipy library [32]. For the advanced correction model, the gpytorch library is used [33].

The data in the satellite dataset is assumed to contain measurement noise with a variance of σn =
10−1 while the ground truth data set is assumed to have measurement noise with a variance of σn =
10−3.

All experiments are performed in an area outside the city of Pori, Finland. The region corresponds to
the rectangular area bounded by latitudes 61.4 °N and 61.8 °N, and longitudes 20.8 °E and 21.6 °E.
Data from all days between 1 January 2022 and 14 August 2022 with less than 20% cloud coverage
and more than 10% algal bloom are considered. In total, 29 images are used.

3.2.2 Measurement Combination
The measurement combination is performed using satellite measurements of chlorophyll, NO3, NH4,
and PO4. The combination weights are defined according to Eq. (3.2), with the uncertainty of the
satellite-measured chlorophyll set to ∆ = 10−1, and the constants a = 1 and b = 1. The results of the
experiments are presented in Table 3.1.
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Table 3.2: Improvements achieved by the different interpolation techniques.

Interpolation Technique Avg. Improvement No. Images Improved

Nearest Neighbour Interpolation 0.00 0.0 %
Bilinear Interpolation 0.21 69.0 %
Bicubic Interpolation -0.01 17.2 %

The results show that measurement combination improves upon the satellite-measured chlorophyll
in the vast majority of experiments. Combining several measurements proves to reduce the impact
of noise originating from measurement inaccuracies. Further improvements may be achieved by
including additional nutrients and conducting a more thorough investigation of the optimal set of
user-defined parameters.

3.2.3 Image Upscaling
The results of the image upscaling are presented in Table 3.2. None of the interpolation techniques
produced a significant improvement. Since no new information is added during the upscaling process,
major improvements cannot be expected. However, bilinear and bicubic interpolation of the unknown
pixels should approximate reality more closely, as these methods softens transitions between existing
pixels. Consequently, some improvement should be expected.

Nearest-neighbor interpolation produces an identical image, but with a higher pixel count and does
therefore not affect the error. On average, bicubic interpolation has a negligible effect on the error.
Any potential improvements appear to be outbalanced by overaggressive smoothing. The less ag-
gressive method, bilinear interpolation, runs a lower risk of excessive smoothing and proves to be the
most effective technique. Furthermore, it is the only method to improve the majority of images.

3.2.4 Data Assimilation
When implementing the correction models, several approaches are explored. These include apply-
ing the correction to the entire image, applying the correction only to areas with significant algal
bloom, and, in the case of the advanced correction model, applying the correction only near the
bloom front. The simple correction model is not applied with this final constraint due to its zero-
valued shifting function, which causes the correction term to vanish as the distance from the bloom
front increases.

When performing the data assimilation, it is important to note that the AUV data is only collected at
the algal bloom front, and thus exhibits a significant bias. Consequently, AUV measurements cannot
be trusted to accurately represent conditions far from the bloom front. For that reason, the approach
of applying the correction model only to blooming areas and only close to the front is explored.

The results of the data assimilation are presented in Table 3.3. Applying the simple correction model
exclusively to blooming areas results in substantial improvements compared to applying the model
across the entire image. This suggests that the bias present in the AUV data prevents effective as-
similation in regions that are dissimilar to, or geographically distant from, the bloom front. Since the
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Table 3.3: Average improvements achieved by the different data assimilation techniques. The bloom front is
defined as the region within 5 km of any AUV-collected data.

Assimilation Technique Avg. Improvement Avg. Improvement (Bloom Front)

Simple Correction 4.69 -9.94
Simple Correction (Bloom Only) 11.72 8.32

Advanced Correction -41.00 -55.53
Advanced Correction (Bloom Only) -22.71 -5.85

Advanced Correction (Bloom and Front Only) 2.22 -5.77
GP Assimilation 3.94 19.73

AUV data originate from the bloom front, this behavior is expected. The in situ measurements do not
provide any information about measurement inaccuracies in non-blooming regions.

The simple correction model proves to be the most effective choice of assimilation model when ap-
plied to the entire image, outperforming both the advanced correction model and the GP assimilation
model. Its simplicity works in its favor, no scaling is performed, and the added correction term natu-
rally approaches zero as the distance from the AUV data increases. This ensures that the model only
correct the satellite data in relevant areas.

For data assimilation close to the bloom front, GP assimilation is the best-performing method. How-
ever, it is not the most effective approach for improving the image as a whole. Since the GP assimila-
tion model is fitted using satellite data outside the bloom front, the influence of the AUV data drops
off quickly as the distance to the front increases, causing the satellite measurements to dominate the
GP output.
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Chapter 4

Chlorophyll Forecasting

This chapter addresses the second research question posed in this project: “How well do GP-based
forecasting models predict 10-day chlorophyll concentrations, and can they be used in practice?” Two
approaches to this problem are investigated: explicit kernel modeling and autoregressive modeling.
These methods are first defined using purely temporal models, which are subsequently extended to in-
corporate spatio-temporal data. The resulting models are then evaluated through a case study covering
a ten-day period of data. Both purely temporal and spatio-temporal models are evaluated.

4.1 Explicit Kernel Modeling
In this section, the process of designing an efficient GP forecasting model using the explicit ker-
nel modeling approach is described. The general methodology is first demonstrated on a dataset
containing atmospheric CO2 concentrations, after which the approach is extended to spatio-temporal
modeling and algal bloom forecasting.

The approach involves identifying key attributes of the data and constructing the covariance function
to reflect these characteristics. By combining basic covariance functions into a more complex struc-
ture, multiple aspects of the data can be modeled simultaneously. For further details on the basic
covariance functions, see Section 2.1. This approach is inspired by the structure-modeling methodol-
ogy demonstrated in Swastanto (2016) [13], here extended to the spatio-temporal domain.

4.1.1 Designing a GP Forecast Model
To illustrate how explicitly modeling the data can be used to construct a forecasting model, the design
process is demonstrated on a dataset containing monthly average atmospheric CO2-concentrations.
The CO2-measurements were taken at the Mauna Loa Observatory in Hawaii, U.S.A. [34]. The
data is illustrated in Figure 4.1. This dataset serves as an excellent introductory example because it
is easily visualized, and by applying simple insights into its structure, we can design a model that
delivers accurate predictions. This specific example was introduced in the book Gaussian Processes
in Machine Learning [15], and is used here without any modifications.
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Figure 4.1: Observed atmospheric CO2 concentrations at the Mauna Loa Observatory from 1960 to 2000,
together with a Gaussian process (GP) model forecast.

The goal of the model is to utilize the existing data points to forecast the atmospheric CO2-concentrations
beyond the year 2000. Since the GP model is almost entirely defined by its mean and covariance func-
tions, the design process will only entail the design of the covariance function. All kernels discussed
in this section are described in Section 2.1

Designing the Kernel
When designing the covariance function, we need to consider the characteristics of the data. In
this case, the data exhibits a linear rising trend, a yearly seasonal pattern, and small irregularities
accompanied by measurement noise.

There are two options for modeling the rising trend. One option is to use a linear kernel, and another
option is to use a radial basis function (RBF) with a large lengthscale. In this example, an RBF is used
with an initial lengthscale of 50 years and an initial scaling of 50 ppm. The kernel is given by:

κlin = κRBF. (4.1)

The seasonal component of the kernel is modeled using a periodic kernel with a fixed length of one
year, the lengthscale and output scale are kept as free parameters. The periodic kernel is multiplied by
an RBF kernel to create the locally periodic kernel, allowing the kernel to capture decaying periodic-
ity. The rate of periodic decay is controlled by the lengthscale of the RBF kernel, which is initialized
at 50 years. The combined seasonal kernel is defined as:

κsea = κRBF × κPer. (4.2)

Small irregularities are modeled by a rational quadratic kernel (RQ). The RQ kernel corresponds to
an RBF kernel with multiple lengthscales, and is therefore well suited for modeling irregularities of
different kinds. Another option is to use a spectral mixture kernel, which, similarly to the RQ kernel,
can model several different behaviors. This component is expressed as:

κirr = κRQ. (4.3)

The final component of the kernel is the noise term. Random white noise originating from measure-
ment errors and similar phenomena is modeled by the observational noise parameter σn, which in this
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case is a learned parameter. To complement this, a separate RBF kernel is introduced to model short-
term correlated noise. Since this correlation is expected to be low and limited to short time spans, the
kernel is initialized with an outputscale and a lengthscale of 0.1. This kernel is given by:

κnoise = κRBF. (4.4)

We can now construct the final kernel by summing the previously defined components

κCO2
= κlin + κsea + κirr + κnoise. (4.5)

Performing the Forecast
We are now ready to perform the forecast. A GP regressor is trained on the data illustrated in Figure
4.1 using the kernel κCO2

. The model is used to forecast the atmospheric CO2 concentration until
2030. The resulting forecast demonstrates that the model effectively represents the patterns found in
the training dataset.

When forecasting algal blooms, an approach similar as in the CO2 case can be used. By identifying
and modeling the attributes of historical data using basic covariance functions, we can construct a
composite covariance function that represents all aspects of the data. Furthermore, both the CO2 data
and algal blooms exhibit seasonal and weather-related variations. However, algal blooms are more
chaotic than the data analyzed in this section, which requires consideration of other potential patterns
in the data. In our case, forecasting algal blooms is further complicated by the inclusion of spatial
data, introducing additional spatial patterns that need to be considered.

4.1.2 Forecast Models with Spatio-Temporal Data
To extend the forecast model to the spatio-temporal domain, spatial dimensions are incorporated
into the previously one-dimensional temporal data. This essentially involves representing each time
point with multiple spatial values or, the other way around, representing each spatial location with
a unique time series. This extension introduces some challenges. First, how will spatio-temporal
covariances be modeled? Second, using spatio-temporal data exponentially increases the number
of training points. Considering that GP regression has a computational complexity of O(n3) and
memory requirements of O(n2) [15], this often results in overwhelming computational and memory
requirements. In this section, these challenges are discussed.

First, a solution to the challenge of modeling spatial and temporal covariances simultaneously is
explored, specifically through the use of separable spatio-temporal kernels. These kernels divide
the temporal and spatial covariances into separate components. By separating the kernel, it becomes
possible to capture spatial and temporal patterns separately, providing a flexible framework for kernel
design.

Second, the Stochastic Variational GP (SVGP) is introduced as a solution to the computational cost
associated with Gaussian Processes. The SVGP is designed to overcome this challenge by using a
sparse approximation technique that selects a small subset of informative data points, significantly
reducing the computational complexity while maintaining accurate predictions.
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The Spatio-Temporal Kernel
Spatio-temporal data is often modeled using a separable kernel. Separable kernels are a type of
covariance function that separates the correlation function into separate components along different
input dimensions, in this case, spatial and temporal. This separation is useful when it is known that
the input dimensions contribute to the output in distinct ways. Furthermore, separable kernels provide
interpretability because the impact of spatial and temporal components on the overall covariance
function can be modeled separately.

Separate kernels can be combined in various ways. A common approach is to construct a spatio-
temporal kernel by multiplying the spatial and temporal kernels,

κ
(
(s, t), (s′, t′)

)
= κs(s, s

′) · κt(t, t
′), (4.6)

where s denotes the spatial location and t denotes the time index. Recall that multiplying two kernels
can be likened to a Boolean AND-operation [20]. Therefore, the kernel in Eq. (4.6) implicitly assumes
that points are correlated only if they are correlated in both space and time. However, this assumption
may not fully reflect reality, it is possible for correlations to exist separately in space and time.

To allow correlations that arise from either space or time individually, the spatial and temporal kernels
are added to the multiplied kernel,

κ
(
(s, t), (s′, t′)

)
= κs(s, s

′) · κt(t, t
′) + κs(s, s

′) + κt(t, t
′). (4.7)

Using the Boolean interpretation, adding two kernels corresponds to a OR-operation [20]. Through
this analogy, we can see that the kernel in Eq. (4.7) is capable of modeling correlations that arise
together in space and time, as well as correlations that exist independently in space or time.

The Stochastic Variational GP
The Stochastic Variational Gaussian Process (SVGP) was first introduced in Hensman et al. (2013)
[35]. The method is designed to allow GP models to be used in settings where large amounts of data
are required. When performing GP regression on a dataset of size n, the computational complexity
scales asO(n3) and the memory requirements asO(n2), making GP regression both computationally
expensive and memory demanding. These demands make the conventional GP impractical to use on
larger datasets.

Both the computational and memory demands originate from the covariance matrix K. For a dataset
of size n, this matrix has size n × n, directly leading to the memory requirement of O(n2). Further-
more, the matrix inversion required in Eq. (2.7), (2.6a), and (2.6b), is the underlying reason for the
O(n3) computational complexity. Consequently, both issues can be alleviated by reducing the size of
the matrix K.

In [36], a variational method known as sparse Gaussian Processes is introduced. The method is
based on the concept of inducing points. The inducing points, z ⊂ X, are a subset of the training
inputs X. These points are used to summarize the full dataset, resulting in the approximate predictive
distribution

q
(
f(x∗) | f(z)

)
= N

(
f(x∗); µ̃, Σ̃

)
, (4.8)
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with mean and covariance,

µ̃ = µ(x∗) +K(z,x∗)
TK(z, z)−1 (f(z)− µ(z)) , (4.9a)

Σ̃ = κ(x∗,x∗)−K(z,x∗)
TK(z, z)−1K(z,x∗). (4.9b)

Eq. (4.8), (4.9a), and (4.9b) are analogous to Eq. (2.5), (2.6a), and (2.6b) in section 2.1. From these
expressions, one might assume a sparse GP with a set of m inducing points reduces the computational
cost toO(m3) and the memory requirement toO(m2). However, this is not entirely accurate. During
training, not only the hyperparameters of the mean and covariance functions need to be optimized,
but also the locations of the inducing points z.

To achieve this, the model is trained by minimizing the Kullback-Leibler (KL) divergence, which
measures the dissimilarity between two distributions. Minimizing the KL divergence between the
approximate posterior and the true posterior ensures they are as close as possible, thereby determining
optimal locations for the inducing points. This typically concentrates the inducing points in areas with
high complexity, or where the model requires more information to make accurate predictions. The
computational and memory demands of training are O(nm2) and O(nm), respectively.

The alleviated demands of the sparse GP allow for larger datasets to be used. However, if the size of
the training dataset greatly exceeds the memory capacity of the machine hosting the model, the sparse
GP alone may still be insufficient. The authors of Hensman et al. (2013) [35] introduce the method
of stochastic variational inference, a method similar to stochastic gradient descent. The key idea is to
perform the hyperparameter optimization using mini-batches of the training data rather than the full
dataset at once. This allows the user to control the memory requirements of the model through the
choice of batch size and the number of inducing points.

In summary, the SVGP model enables the use of large datasets by summarizing the training data
through a set of inducing points. The memory requirements associated with storing the covariance
matrix are further alleviated by performing model training on mini-batches of the dataset.

4.2 Autoregressive Modeling
Using the explicit kernel modeling approach, we developed a forecasting model by designing an
appropriate covariance function. This process requires the user to identify key characteristics of the
data and involves costly evaluations of multiple candidate covariance functions. Moreover, in the
spatio-temporal domain, the large volume of training data makes exact inference using conventional
GP models infeasible, necessitating the deployment of approximate methods such as the SVGP.

To address these challenges, an alternative formulation of Gaussian Process forecasting is investi-
gated: a GP-based autoregressive method. This approach may provide a more efficient and effective
way of generating forecasts, particularly in scenarios where the volume of data is substantial.

The method differs from conventional GP regression in how the observations are handled. In con-
trast to conventional regression, it uses a sequence of contiguous observations as a single observed
input. This dramatically reduces the number of training points, thereby allowing exact inference.
The method is explored in Yan et al. (2009) [12], and this section follows the general formulation
described in Swastanto (2016) [13], here adapted for spatio-temporal forecasting.
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4.2.1 Definition
The autoregressive forecasting model utilizes past observations to predict future values. In the context
of GP-based algal bloom forecasting, previously observed chlorophyll concentrations are used as
features to forecast future concentrations of chlorophyll. Using the notation from Section 2.1

Xt = [ct−1, . . . , ct−p],

yt = ct+h,

f(X) ∼ GP
(
0, κ(X,X′)

)
.

(4.10)

In other words, the model takes p consecutive observations as input and predicts the observation h
steps ahead of the most recent input observation.

Note that in this model, the dynamics of the time series is modeled implicitly. The model forecasts
by comparing the current state to similar states in the historical data. This stands in contrast to the
explicit kernel modeling approach, where all dynamics are modeled through the covariance function.
As a result, the covariance function can be kept simple. The model design will instead focus more on
the model order, p, and the multi-step-ahead strategy.

Furthermore, when dealing with spatio-temporal observations, each spatial location is not treated as
a separate training point. Instead, the autoregressive model treats a number of consecutive timesteps
as a single training point. This significantly reduces the number of training points and, by extension,
the memory requirements, resulting in a more computationally efficient modeling process.

4.2.2 Strategies for Multi-Step-Ahead Forecasting
The autoregressive model defined in this section provides one forecast h timesteps ahead. However,
for the purpose of chlorophyll forecasting, predictions are required over multiple timesteps. Multi-
step-ahead forecasting can be achieved using two strategies: recursive and direct forecasting. In this
section, both strategies are defined and their advantages and disadvantages are discussed.

The Recursive Strategy
The recursive approach utilizes a single one-step-ahead (h = 1) forecasting model to achieve multi-
step-ahead forecasts. A visualization of this approach can be found in Figure 4.2a. The one-step-
ahead model takes the inputs [Xt−p, . . . , Xt] and produces the forecast Xt+1. This forecast is then fed
back into the model, forming the new input [Xt−p+1, . . . , Xt+1], which is used to predict Xt+2. The
process repeats iteratively until the desired number of future predictions has been produced.

Since each forecast builds upon previous ones, errors made in early predictions carry forward and
accumulate, leading to increased inaccuracies over time [12]. This compounding effect is especially
relevant for chaotic systems like algal blooms, where even the one-step-ahead error is expected to
be large. Another limitation of this strategy is that predictive uncertainty is always computed as a
one-step-ahead uncertainty, even when producing long-horizon forecasts. Since this project does not
consider predictive uncertainty, this specific issue is not addressed here.

From a computational standpoint, the recursive approach is the simpler of the two methods. It requires
only a single model to perform the forecast, thereby consuming fewer computational resources.
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Figure 4.2: Recursive and direct strategies for multi-step-ahead forecasting. In this example, the model order
is p = 3 and the forecast horizon is h = 3. Blue nodes denote observed values, while red nodes denote

forecasts. Images adapted from Yan et al. (2009) [12].

The Direct Strategy
The direct approach of multi-step-ahead forecasting is, in contrast to the recursive strategy, built using
separate models for each forecast horizon. This means that for a h-step ahead forecast, h independent
models are trained. The strategy is visualized in Figure 4.2b.

Since the direct approach uses separate models for each horizon, it avoids the issue of cumulative
error propagation inherent in the recursive approach. As a result, the direct approach is expected to
outperform the recursive one in chaotic systems, such as algal bloom forecasting, where the one-step-
ahead forecast error is expected to be significant.

However, training multiple independent models makes the direct strategy significantly more compu-
tationally expensive. Since each horizon requires its own dedicated model, the computational com-
plexity scales linearly with the forecast horizon.

4.2.3 Feature and Target Construction
To implement the model, the training time series must be converted into feature and target vectors.
The first feature vector is constructed by extracting the first p observations, and its corresponding
target is the observation located at p + h. The second feature vector is constructed by extracting the
observations ranging from the second to p + 1, with a target of p + h + 1. This is done iteratively
until the target h steps ahead of the feature vector fall outside the scope of the series. The features
and targets are then stacked row-wise to construct the training data.

A visual explanation of the conversion is shown in Figure 4.3. In the example, feature vectors of size
p = 3 are constructed. Since the model aims to forecast h = 2 steps ahead, the point two steps ahead
of the window is appended to the target vector y.

This construction, when applied to a time series with length T will produce a feature matrix, X, and
a target vector, y, expressed as:

X =


y1 y2 · · · yp
y2 y3 · · · yp+1

...
...

. . .
...

yT−h−p+1 yT−h−p+2 · · · yT−h

 , y =


yp+h

yp+h+1

...
yT

 . (4.11)
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Figure 4.3: Constructing training data for a model of order p = 3 and a forecast horizon of h = 2. Image
adapted from Swastanto (2016) [13]

Spatio-Temporal Feature and Target Construction
Applying construction technique to spatio-temporal data is straightforward: the temporal construction
is performed separately on each time series corresponding to a spatial location, and the resulting
matrices are then stacked column-wise. For k spatial locations, the feature matrix becomes

X =
[
X1;X2; . . . ;Xk

]
=


y11 y12 · · · y1p y21 · · · ykp
y12 y13 · · · y1p+1 y22 · · · ykp+1
...

...
. . .

...
...

. . .
...

y1T−h−p+1 y1T−h−p+2 · · · y1T−h y2T−h−p+1 · · · ykT−h


(4.12)

A separate target vector y is created for each spatial location. When forecasting for several spatial
locations, a batch independent multi-output GP model is employed, which jointly predicts all spatial
locations by constructing an independent output model per spatial location. This results in a spatio-
temporal forecasting model.

4.3 Experiments
In this section, the forecasting models are evaluated and the results are discussed. First, the exper-
imental setup is presented, including the datasets used, the evaluation metrics, and implementation
details such as the software libraries employed. The forecast results are then presented, with the ex-
plicit kernel modeling approach discussed in one section and the autoregressive approach in another.
In these sections, the models are first evaluated using purely temporal data and are later extended to
the spatio-temporal domain. The exclusively temporal forecasts are performed to identify the most
suitable temporal parameters for the subsequent spatio-temporal forecasting. The results for each
model are then discussed and interpreted with the underlying theory.
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4.3.1 Setup
Dataset
The dataset used for training and evaluating the forecasting models is the dataset-reanalysis-scobi-
dailymeans dataset from the BALTICSEA_REANALYSIS_BIO_003_012 product [37]. This dataset
contains the daily means of chlorophyll concentration fields generated as part of a 72-hour forecasting
cycle, covering the period from 1993 to 2020.

Evaluation Metrics
The resulting forecasts are evaluated using several performance measures. These include the root
mean square error (RMSE), the symmetric mean absolute percentage error (SMAPE), and the rela-
tive smoothness (RS).

The RMSE is defined as

RMSE =

√√√√ 1

n

n∑
i=1

(yi − ŷi)2, (4.13)

where yi denotes the true value and ŷi the corresponding forecast value [38]. The set of true values
{y1, . . . , yn} and forecast values {ŷ1, . . . , ŷn}may represent values from multiple time series, or from
different forecast horizons.

An issue with the RMSE is that it does not normalize the error. The metric can be misleading when
comparing forecasts performed across different days or locations. For this reason the SMAPE is used
as a complement to the RMSE. The measure is defined as

SMAPE =
200

n

n∑
i=1

|yi − ŷi|
|yi|+ |ŷi|

, (4.14)

where yi is the true value and ŷi the forecast value [39]. As with the RMSE, the sets of true values
and forecast values may come from different time series or different forecast horizons.

Finally, the last measure used in this chapter is the relative smoothness. The measure is intended to
quantify how chaotic the forecast is compared to the true values. In the short term, algal blooms can
be considered chaotic, so it is important to assess how well short-term forecast captures this behavior.
The relative smoothness is defined as

Relative Smoothness =
smoothness(ŷ)
smoothness(y)

, (4.15)

where the smoothness is defined as

smoothness(x) =
∑
i

(xi − 2xi−1 + xi−2)
2

4
. (4.16)

This smoothness measure originates from the roughness penalty used in smoothing splines [40]. For
a function f(·), this penalty term is ∫

(f ′′(x))
2
dx, (4.17)

which Eq. (4.16) approximates.
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Table 4.1: Evaluated temporal kernels. Kernel components are combined according to Eq. (4.18). Further
details on the kernels are provided in Section 2.1.

Kernel Components

Kernel Seasonal Irregularities Noise Notes

κ1 κRBF × κPer κRQ κRBF -

κ2 κRBF × κPer κRQ κRBF
Seasonal component is initialized with an

outputscale of 0.01
κ3 κRBF × κPer κRQ κRQ -

κ4 κRBF × κPer κRQ κRQ
Seasonal component is initialized with an

outputscale of 0.01
κ5 κRBF × κPer κSM κRBF SM kernel has 5 mixtures

κ6 κRBF × κPer κSM κRBF
Seasonal component is initialized with an

outputscale of 0.01 and SM kernel has 5 mixtures
κ7 κRBF × κPer κSM κRQ SM kernel has 5 mixtures

κ8 κRBF × κPer κSM κRQ
Seasonal component is initialized with an

outputscale of 0.01 and SM kernel has 5 mixtures
κ9 - κRQ κRBF -
κ10 - κRQ κRQ -
κ11 - κSM κRBF SM kernel has 5 mixtures
κ12 - κSM κRQ SM kernel has 5 mixtures

Implementation
All experiments are conducted using the gpytorch library [33]. The models are trained using the
ADAM optimizer [41].

Forecasts are performed for the period between 3 July 2020 and 12 July 2020 over an area outside the
coastal city of Pori, Finland. The region is defined as the rectangular area bounded by the latitudes
61.4 °N to 61.8 °N and the longitudes 20.8 °E to 21.6 °E.

4.3.2 Explicit Kernel Modeling
In this section, the experiments and results related to the explicit kernel modeling approach are pre-
sented. First, the most appropriate temporal kernel is chosen by evaluating twelve candidate kernels.
Once the most suitable temporal kernel has been identified, a spatio-temporal model using this kernel
is constructed and evaluated.

Finding the Most Appropriate Temporal Kernel
As described in Section 4.1.2, the spatio-temporal kernel is constructed using separate spatial and
temporal components. This subsection focuses on the selection of temporal kernel. The choice of
kernel is made by evaluating the performance of several candidate temporal kernels. Since the ta-
bles presenting the forecast accuracy are extensive, they are presented together on the next page for
clarity.
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Table 4.2: RMSE, SMAPE, and RS of the forecast when using one year of previous data as training inputs.

RMSE SMAPE

Kernel Day 2 Day 5 Day 8 Day 10 Day 2 Day 5 Day 8 Day 10 RS

κ1 0.08 0.10 0.13 0.15 4.75 6.12 8.07 8.92 0.62
κ2 0.07 0.10 0.14 0.16 4.63 6.28 8.72 9.82 0.98
κ3 0.08 0.10 0.13 0.14 4.82 6.03 7.76 8.55 0.34
κ4 0.08 0.10 0.13 0.14 4.81 6.11 7.98 8.83 0.45
κ5 0.08 0.11 0.14 0.16 4.82 6.48 8.65 9.64 1.14
κ6 0.08 0.11 0.15 0.17 4.74 6.73 9.51 10.83 1.03
κ7 0.08 0.10 0.13 0.15 4.79 6.26 8.17 9.01 0.49
κ8 0.07 0.10 0.14 0.15 4.67 6.22 8.46 9.45 0.53
κ9 0.07 0.10 0.15 0.17 4.54 6.30 9.10 10.41 0.98
κ10 0.07 0.10 0.14 0.16 4.54 6.16 8.62 9.79 0.45
κ11 0.07 0.12 0.18 0.20 4.67 7.45 11.21 13.12 1.28
κ12 0.07 0.12 0.18 0.20 4.67 7.45 11.21 13.12 1.28

Table 4.3: RMSE, SMAPE, and RS of the forecast when using two years of previous data as training inputs.

RMSE SMAPE

Kernel Day 2 Day 5 Day 8 Day 10 Day 2 Day 5 Day 8 Day 10 RS

κ1 0.08 0.11 0.13 0.14 5.37 6.50 7.95 8.72 0.69
κ2 0.08 0.11 0.16 0.18 4.85 6.96 10.01 11.56 1.27
κ3 0.08 0.10 0.12 0.13 5.25 6.19 7.43 8.09 0.34
κ4 0.08 0.11 0.15 0.17 4.96 6.80 9.23 10.44 0.64
κ5 0.08 0.12 0.15 0.17 5.43 7.12 9.30 10.45 1.05
κ6 0.08 0.12 0.15 0.17 5.37 7.12 9.38 10.58 1.38
κ7 0.08 0.10 0.13 0.14 5.29 6.45 8.02 8.87 0.38
κ8 0.08 0.11 0.14 0.15 5.36 6.68 8.38 9.28 0.43
κ9 0.07 0.10 0.15 0.17 4.48 6.31 9.30 10.73 0.70
κ10 0.07 0.09 0.12 0.14 4.73 5.76 7.58 8.44 0.30
κ11 0.07 0.12 0.18 0.21 4.29 7.11 11.41 13.77 1.44
κ12 0.07 0.12 0.18 0.21 4.29 7.11 11.41 13.77 1.44

Table 4.4: RMSE, SMAPE, and RS of the forecast when using five years of previous data as training inputs.

RMSE SMAPE

Kernel Day 2 Day 5 Day 8 Day 10 Day 2 Day 5 Day 8 Day 10 RS

κ1 0.07 0.11 0.16 0.18 4.45 6.52 9.75 11.38 0.67
κ2 0.07 0.11 0.16 0.19 4.30 6.64 10.25 12.04 0.50
κ3 0.07 0.10 0.15 0.16 4.75 6.40 8.93 10.23 0.41
κ4 0.07 0.10 0.15 0.16 4.46 6.27 9.11 10.48 0.21
κ5 0.08 0.10 0.14 0.16 4.89 6.17 8.58 9.85 0.94
κ6 0.08 0.10 0.14 0.16 4.99 6.28 8.62 9.84 0.86
κ7 0.08 0.10 0.14 0.16 4.89 6.29 8.62 9.87 0.56
κ8 0.08 0.10 0.14 0.16 4.93 6.39 8.72 9.93 0.63
κ9 0.06 0.10 0.16 0.18 4.14 6.47 10.01 11.61 0.67
κ10 0.07 0.10 0.13 0.14 4.67 5.85 7.66 8.44 0.17
κ11 0.06 0.12 0.19 0.23 4.19 7.57 12.54 15.17 1.05
κ12 0.06 0.12 0.20 0.23 4.22 7.68 12.76 15.44 1.07
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Figure 4.4: Observed chlorophyll concentrations and temporal forecasts using one-year, two-year, and
five-year training datasets with κ3. The plots correspond to the location at 61.56°N, 21.35°E.

In total, twelve kernels are investigated. All twelve kernels share the same structure: an additive
kernel with a seasonal component, a component modeling the short-term irregularities, and a term
modeling the correlated noise,

κ = κSeasonal + κIrregularities + κNoise. (4.18)

Any white-noise component is modeled using the observational noise σn, which is learned during
training. The components of the twelve investigated kernels are presented in Table 4.1.

In total, 12 different kernels are tested on datasets containing one, two, and five years of data prior
to 3 July 2020. The forecast results are presented in Tables 4.2, 4.3 and 4.4 for the one-, two-, and
five-year datasets, respectively. The tables present the mean RMSE, mean SMAPE, and mean RS
for the 162 time series, each corresponding to a spatial location (pixel) in the satellite images. For a
visual representation, Figure 4.4 is shown.

The results show that, for the one- and two-year datasets κ3 is the most effective kernel for longer hori-
zons, while κ9, κ10, κ11, and κ12 perform best at short horizons. For the five-year dataset, κ10 provides
the best performance at longer horizons and κ9 is most effective for short-horizon forecasts.

Discarding the seasonal component consistently produces better forecasts in the short term. Over
short horizons, the chlorophyll concentrations are strongly influenced by by short term phenomena,
such as weather and local environmental conditions. As a result, long term covariances modeled
by the seasonal component will interfere with the more relevant short-term dynamics. Over longer
horizons, the opposite is true, the short-term components are not able to model several days into the
future, and the inclusion of the seasonal component improves performance.
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For long-term forecasting, using the RQ kernel for both the irregularities and noise components pro-
duces the best results across all datasets. As discussed in the background section, the RQ kernel can
be interpreted as a sum of RBF kernels with different lengthscales. This suggests that several short-
term phenomena act at different characteristic scales, making the RQ kernel well suited for modeling
them. Over short horizons, no single kernel shows a clear advantage, indicating that multiple kernels
are appropriate for short-term forecasts.

Since κ3 is the overall best-performing kernel for both the one- and two-year datasets, it is selected as
the temporal component for the spatio-temporal model.

Forecast Using Spatio-Temporal Data

Two types of spatio-temporal kernels are investigated, κ1
st and κ2

st, defined in Equations (4.6) and
(4.7), respectively. In total, eighteen experimental setups are evaluated: two kernels formulations,
three choices of inducing-point counts, and three different training datasets. The mean RMSE, mean
SMAPE, and mean RS for all eighteen setups are presented on the next page in Tables 4.5, 4.6, and
4.7, where each table corresponds to one dataset. A visual representation of the forecast for a single
pixel is shown in Figure 4.5.
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Figure 4.5: Observed chlorophyll concentrations and spatio-temporal forecasts using one-year, two-year, and
five-year training datasets with κ1st. The plots correspond to the location at 61.56°N, 21.35°E.
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Table 4.5: RMSE, SMAPE, and RS of the forecast when using one year of previous data as training inputs.
The kernels κ1st and κ2st are defined by Eqs. (4.6) and (4.7), respectively.

RMSE SMAPE

Kernel - # Inducing Points Day 2 Day 5 Day 8 Day 10 Day 2 Day 5 Day 8 Day 10 RS

κ1st - 1000 0.11 0.13 0.16 0.17 6.41 7.39 9.59 10.53 0.34
κ1st - 2500 0.10 0.13 0.17 0.19 6.29 8.04 10.62 11.68 0.60
κ1st - 5000 0.11 0.12 0.14 0.15 7.00 7.24 8.67 9.34 0.48
κ2st - 1000 0.10 0.12 0.16 0.18 6.32 7.46 9.56 10.78 1.22
κ2st - 2500 0.11 0.13 0.16 0.17 6.93 8.06 10.00 10.68 0.75
κ2st - 5000 0.10 0.13 0.16 0.17 6.19 7.73 9.79 10.62 0.64

Table 4.6: RMSE, SMAPE, and RS of the forecast when using two years of previous data as training inputs.
The kernels κ1st and κ2st are defined by Eqs. (4.6) and (4.7), respectively.

RMSE SMAPE

Kernel - # Inducing Points Day 2 Day 5 Day 8 Day 10 Day 2 Day 5 Day 8 Day 10 RS

κ1st - 1000 0.13 0.15 0.18 0.20 8.00 8.79 10.92 11.95 0.17
κ1st - 2500 0.13 0.16 0.19 0.21 8.01 9.35 11.82 13.02 0.18
κ1st - 5000 0.13 0.14 0.17 0.18 7.45 8.15 10.02 11.04 0.36
κ2st - 1000 0.14 0.15 0.18 0.20 8.03 8.53 10.79 12.05 0.44
κ2st - 2500 0.14 0.15 0.17 0.18 8.75 8.97 9.87 10.35 0.12
κ2st - 5000 0.14 0.15 0.18 0.18 8.51 9.10 10.36 10.92 0.23

Table 4.7: RMSE, SMAPE, and RS of the forecast when using five years of previous data as training inputs.
The kernels κ1st and κ2st are defined by Eqs. (4.6) and (4.7), respectively.

RMSE SMAPE

Kernel - # Inducing Points Day 2 Day 5 Day 8 Day 10 Day 2 Day 5 Day 8 Day 10 RS

κ1st - 1000 0.13 0.18 0.24 0.26 7.72 10.31 14.26 16.12 0.07
κ1st - 2500 0.13 0.19 0.26 0.28 7.40 10.86 15.75 18.17 0.02
κ1st - 5000 0.13 0.17 0.23 0.25 7.63 9.78 13.53 15.27 0.16
κ2st - 1000 0.15 0.21 0.28 0.30 9.96 13.84 18.52 20.62 0.06
κ2st - 2500 0.13 0.17 0.23 0.25 7.42 10.23 14.17 15.94 0.02
κ2st - 5000 0.15 0.21 0.28 0.30 9.58 13.54 18.17 20.23 0.06



CHAPTER 4. CHLOROPHYLL FORECASTING 38

The temporal kernel used is κ3, defined in Table 4.1, and the spatial kernel is a Matérn kernel with
ν = 5

2
with a separate lengthscale for each spatial dimension. The Matérn class of kernels are widely

used for modelling spatial data because its smoothness parameter ν provides control over the differ-
entiability of the process, allowing more realistic spatial behavior than overly smooth kernels such as
the RBF [42].

When spatio-temporal data is used, the number of data points increases dramatically. The datasets
used in these experiments range in size from 59,130 points to 295,650 points. To handle such large
datasets, an SVGP model is used for the forecast. Further details regarding the SVGP can be found in
Section 4.1.2.

Comments on the Spatio-Temporal Forecast
Performing the forecast using spatio-temporal data decreases the overall accuracy, and the best-
performing spatio-temporal model is still outperformed by several of the purely temporal models.
The reduced forecasting accuracy is believed to stem from the use of the SVGP, in particular from an
insufficient number and poor placement of inducing points.

For the SVGP to accurately model the dataset, a minimum number of inducing points is required.
Using more than this minimum typically does not result in substantial performance improvements.
However, since we observe a significant drop in forecasting accuracy as the size of the training dataset
increases and as the number of inducing points decreases, it is likely that the model needs more
inducing points. Furthermore, the method used to determine the optimal distribution of inducing
points does not necessarily suit a forecasting model. When forecasting, ideally the inducing points
would be concentrated in regions that best explain the future state of the system, typically near the
present. However, the inducing points are positioned to optimally represent the training data as a
whole, concentrating the points in areas with high complexity. This disparity results in a distribution
of inducing points ill-suited for forecasting.

This points to a fundamental mismatch between the SVGP and the objective of forecasting. The
SVGP prioritizes accurate posterior approximations of the dataset as a whole, rather than accurate
representations of the local region relevant for prediction.

The limitations of the inducing points are further highlighted by the smoothness of the projected
concentrations. This smoothing effect arises from the use of inducing points. When the full dataset
is summarized, the inducing points represent a sub-sampling of the data, effectively producing a
smoother, lower-resolution representation. As a result, the set of inducing points is not able to capture
the full chaotic behavior of the bloom. This observation is supported by the experimental results. The
relative smoothness (RS) of the forecasts is highest for the one-year dataset, with a reduction in RS
as the size of the training dataset increases. A larger dataset results in a smaller relative sub-sample
being used, thereby amplifying the smoothing effect.

Another limitation of the approach is the data imbalance present in the dataset. Most days do not
include significant algal blooms. Large parts of the year consist of days without any bloom activity,
while significant blooms occur predominantly during late spring and summer [43]. Consequently, the
model is trained primarily on data that is irrelevant to algal bloom events, and only a small subset of
the training data can therefore be considered relevant to the problem at hand.
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In summary, using fewer data points produces better results. This stems from a combination of fac-
tors. First, smaller datasets increase the ratio of inducing points relative to the total amount of data.
Second, they force the SVGP to distribute inducing points closer to the region where the forecast
is performed. Furthermore, the smoothing effect introduced by the inducing points is minimized
when smaller datasets are used. Finally, the imbalance in the training data, where bloom events are
underrepresented, further limits performance.

4.3.3 Autoregressive Modeling
The autoregressive model is evaluated using both temporal data alone and spatio-temporal data. First,
temporal data is used to investigate how the model order p, the choice of kernel, and the size of the
training dataset affect forecasting performance. Based on the findings from this initial analysis, the
model is applied to forecast with spatio-temporal data.

Forecasting with Temporal Data
The order of the autoregressive model p, determines how many past observations are used to produce
a forecast. In this section, models of different orders are evaluated across multiple training datasets to
identify the most appropriate combination of model order and training data.

In total, three model orders are tested across three training datasets and two kernels, using both fore-
casting strategies, resulting in 36 experimental setups. The mean RMSE, mean SMAPE, and mean
RS for all setups are presented in Tables 4.8, 4.9, and 4.10 on the following page, while Figure 4.6 on
the subsequent page visualizes selected forecast setups.

Comments on the Temporal Forecast
The results show that in the short term, the recursive models outperform the direct models, whereas
in the long term, the direct models outperform the recursive models. The accuracy of the one-step-
ahead models compensates for the error accumulation inherent in the recursive approach for forecast
horizons of up to approximately five days. This suggests that the chlorophyll dynamics are suffi-
ciently predictable in the short term for one-step-ahead models to remain accurate over several con-
secutive days. However, this predictability is not strong enough to prevent error accumulation from
eventually degrading the recursive forecasts. Beyond this horizon, the direct strategy becomes more
effective.

The top-performing models in the short term are those with order p = 10, while for longer horizons
the best-performing models span all tested orders. In general, adding more features than necessary
is detrimental to performance, and no more than the previous ten observations appear to be needed
for accurate short-term forecasting. However, for longer forecast horizons this is no longer the case.
The overall best-performing model has order p = 20, suggesting that the ideal order lies around this
value. This indicates that short-term the chlorophyll dynamics are best described by the most recent
observations, whereas more historical data is needed to capture longer, but less decisive, trends.
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Table 4.8: RMSE, SMAPE, and RS of the forecast when using one year of previous data as training inputs. R
corresponds to the recursive strategy, and D corresponds to the direct strategy.

RMSE SMAPE

Strategy-Kernel-Order Day 2 Day 5 Day 8 Day 10 Day 2 Day 5 Day 8 Day 10 RS

R-κRBF -10 0.09 0.15 0.21 0.24 5.50 8.69 12.50 14.47 0.47
R-κRBF -20 0.11 0.18 0.25 0.27 6.94 11.05 15.01 16.84 1.56
R-κRBF -30 0.15 0.22 0.29 0.31 9.85 14.27 18.41 20.07 1.02
R-κRQ-10 0.09 0.15 0.21 0.24 5.50 8.86 12.89 14.94 0.34
R-κRQ-20 0.10 0.15 0.22 0.24 5.97 9.24 13.23 15.08 0.69
R-κRQ-30 0.12 0.17 0.23 0.25 7.18 10.31 14.07 15.59 0.62

D-κRBF -10 0.10 0.19 0.25 0.28 5.98 10.66 15.19 17.51 4.57
D-κRBF -20 0.12 0.26 0.40 0.45 7.06 15.87 26.78 31.98 4.45
D-κRBF -30 0.15 0.27 0.40 0.46 9.89 17.59 27.85 33.58 1.99
D-κRQ-10 0.10 0.15 0.20 0.22 6.07 8.99 12.08 13.69 2.47
D-κRQ-20 0.09 0.15 0.21 0.23 5.49 8.75 12.73 14.31 0.90
D-κRQ-30 0.11 0.17 0.25 0.28 6.63 10.50 15.48 18.10 0.93

Table 4.9: RMSE, SMAPE, and RS of the forecast when using two years of previous data as training inputs. R
corresponds to the recursive strategy, and D corresponds to the direct strategy.

RMSE SMAPE

Strategy-Kernel-Order Day 2 Day 5 Day 8 Day 10 Day 2 Day 5 Day 8 Day 10 RS

R-κRBF -10 0.09 0.13 0.18 0.20 4.84 7.21 10.88 12.60 0.20
R-κRBF -20 0.09 0.14 0.18 0.21 5.68 8.04 10.84 12.41 0.54
R-κRBF -30 0.12 0.18 0.22 0.24 7.08 10.60 13.36 14.50 0.85
R-κRQ-10 0.08 0.12 0.18 0.20 4.86 7.24 10.82 12.61 0.17
R-κRQ-20 0.09 0.13 0.17 0.19 5.53 7.43 9.93 11.46 0.46
R-κRQ-30 0.10 0.14 0.19 0.20 6.12 8.70 11.25 12.29 0.57

D-κRBF -10 0.09 0.15 0.22 0.24 5.11 8.55 12.37 14.35 2.33
D-κRBF -20 0.11 0.18 0.23 0.26 6.45 10.13 13.81 15.55 2.84
D-κRBF -30 0.12 0.20 0.27 0.29 7.33 11.98 16.49 18.48 1.71
D-κRQ-10 0.09 0.13 0.17 0.20 5.17 7.37 10.34 11.98 0.97
D-κRQ-20 0.09 0.12 0.16 0.18 5.60 7.25 9.36 10.37 0.80
D-κRQ-30 0.10 0.14 0.18 0.19 6.14 8.19 10.60 11.48 0.50

Table 4.10: RMSE, SMAPE, and RS of the forecast when using five years of previous data as training inputs.
R corresponds to the recursive strategy, and D corresponds to the direct strategy.

RMSE SMAPE

Strategy-Kernel-Order Day 2 Day 5 Day 8 Day 10 Day 2 Day 5 Day 8 Day 10 RS

R-κRBF -10 0.09 0.13 0.18 0.21 4.95 7.48 11.13 12.94 0.23
R-κRBF -20 0.09 0.15 0.20 0.23 5.57 8.54 12.15 14.01 0.59
R-κRBF -30 0.11 0.16 0.21 0.23 6.57 9.27 12.22 13.86 0.72
R-κRQ-10 0.08 0.13 0.18 0.21 4.89 7.39 11.09 12.96 0.19
R-κRQ-20 0.09 0.14 0.19 0.22 5.23 8.08 11.57 13.37 0.41
R-κRQ-30 0.10 0.15 0.19 0.21 6.07 8.63 11.36 12.87 0.50

D-κRBF -10 0.10 0.18 0.25 0.28 5.64 10.31 14.56 17.03 3.10
D-κRBF -20 0.11 0.19 0.26 0.29 6.19 11.02 15.32 17.64 3.46
D-κRBF -30 0.12 0.21 0.28 0.31 7.24 12.43 17.22 19.84 2.16
D-κRQ-10 0.09 0.14 0.19 0.22 5.24 7.88 11.43 13.37 1.16
D-κRQ-20 0.09 0.14 0.19 0.21 5.35 8.05 11.29 13.02 0.97
D-κRQ-30 0.11 0.14 0.18 0.20 6.36 8.39 10.75 11.94 0.64
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(c) 5 year data set for model R-κRQ-10

Jun. 23 Jun. 28 Jul. 3 Jul. 8 Jul. 13
1.3

1.4

1.5

1.6

1.7

1.8

Date (2020)

C
hl

or
op

hy
ll

co
nc

en
tra

tio
n

[m
g/

m
3

]

Forecast

Observed

(d) 1 year data set for model D-κRQ-10
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(e) 2 year data set for model D-κRQ-20
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Figure 4.6: Observed chlorophyll concentrations and temporal forecasts for six experimental setups. The plots
correspond to the location at 61.56°N, 21.35°E.

Forecasting with Spatio-Temporal Data
The spatio-temporal autoregressive model is similar to the temporal model, with the only difference
occurring in the construction of features and targets. Further details on the construction of spatio-
temporal features and targets are provided in Section 4.2.3.

Motivated by the results of the temporal forecast, all evaluated models use the RQ kernel and are of
order p = 20 or p = 25. To investigate how much spatial data is required for accurate forecasts,
different amounts of spatial data are used. The models are evaluated using all available spatial data,
the closest 16 spatial locations, and only the closest eight spatial locations.

The mean RMSE, mean SMAPE, and mean RS for all setups are presented in Tables 4.11, 4.12, and
4.13 on the following page, each corresponding to one dataset. Figure 4.7, located on the subsequent
page, illustrates the best-performing setups.
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Table 4.11: RMSE, SMAPE, and RS of the forecast when using one year of previous data as training inputs. R
corresponds to the recursive strategy, and D corresponds to the direct strategy.

RMSE SMAPE

Strategy-# Spatial Locations-Order Day 2 Day 5 Day 8 Day 10 Day 2 Day 5 Day 8 Day 10 RS

R - All - 20 0.11 0.13 0.15 0.15 6.74 7.51 8.28 8.57 0.06
R - All - 25 0.10 0.13 0.17 0.18 5.83 7.68 9.83 10.49 0.32
R - 16 - 20 0.11 0.13 0.16 0.17 6.36 7.58 9.37 10.30 1.15
R - 16 - 25 0.10 0.14 0.18 0.19 6.07 8.27 10.90 11.88 0.68
R - 8 - 20 0.10 0.13 0.18 0.20 6.00 7.88 10.49 11.93 2.54
R - 8 - 25 0.10 0.14 0.19 0.21 5.89 8.58 11.72 12.91 1.39

D - All - 20 0.11 0.13 0.18 0.19 6.38 7.84 10.33 11.47 1.40
D - All - 25 0.10 0.14 0.19 0.21 5.78 7.95 11.24 12.87 1.45
D - 16 - 20 0.10 0.14 0.20 0.22 6.09 8.26 11.60 13.09 3.74
D - 16 - 25 0.10 0.15 0.21 0.23 6.04 8.63 12.40 14.29 2.89
D - 8 - 20 0.09 0.15 0.21 0.24 5.71 8.60 12.73 14.52 8.85
D - 8 - 25 0.10 0.15 0.22 0.25 5.90 8.96 13.19 15.40 5.78

Table 4.12: The RMSE, SMAPE and RS of the forecast using two years of previous data as training inputs. R
corresponds to the recursive strategy and D corresponds to the direct strategy.

RMSE SMAPE

Strategy-# Spatial Locations-Order Day 2 Day 5 Day 8 Day 10 Day 2 Day 5 Day 8 Day 10 RS

R - All - 20 0.11 0.13 0.15 0.16 6.90 7.51 8.64 9.06 0.15
R - All - 25 0.10 0.13 0.17 0.19 6.08 7.84 10.27 11.19 0.47
R - 16 - 20 0.11 0.13 0.16 0.18 6.33 7.29 9.42 10.86 1.48
R - 16 - 25 0.11 0.13 0.16 0.18 6.52 7.29 9.25 10.46 0.88
R - 8 - 20 0.09 0.13 0.18 0.20 5.55 7.31 10.31 12.20 4.47
R - 8 - 25 0.10 0.12 0.17 0.19 5.88 7.19 9.63 11.08 2.48

D - All - 20 0.11 0.14 0.18 0.19 6.58 7.91 10.43 11.49 2.11
D - All - 25 0.10 0.13 0.17 0.19 6.07 7.63 10.16 11.33 2.04
D - 16 - 20 0.11 0.12 0.16 0.17 6.28 7.13 8.85 9.76 6.02
D - 16 - 25 0.11 0.12 0.15 0.16 6.63 7.19 8.20 8.84 4.98
D - 8 - 20 0.09 0.12 0.16 0.18 5.60 6.87 9.07 10.18 10.27
D - 8 - 25 0.10 0.12 0.15 0.17 6.00 7.10 8.60 9.39 7.17

Table 4.13: RMSE, SMAPE, and RS of the forecast when using five years of previous data as training inputs.
R corresponds to the recursive strategy, and D corresponds to the direct strategy.

RMSE SMAPE

Strategy-# Spatial Locations-Order Day 2 Day 5 Day 8 Day 10 Day 2 Day 5 Day 8 Day 10 RS

R - All - 20 0.12 0.13 0.16 0.17 7.36 7.80 9.23 9.87 0.14
R - All - 25 0.13 0.14 0.18 0.19 7.59 8.20 10.12 11.09 0.47
R - 16 - 20 0.09 0.13 0.20 0.23 5.55 7.70 11.79 14.24 1.49
R - 16 - 25 0.10 0.13 0.18 0.21 5.83 7.61 10.96 13.01 1.52
R - 8 - 20 0.09 0.13 0.20 0.24 4.97 7.71 12.20 14.85 5.13
R - 8 - 25 0.09 0.13 0.19 0.22 5.34 7.70 11.55 13.83 3.75

D - All - 20 0.12 0.14 0.18 0.19 7.30 8.09 10.20 11.29 1.66
D - All - 25 0.12 0.14 0.18 0.19 7.51 8.17 10.20 11.29 1.85
D - 16 - 20 0.10 0.13 0.17 0.20 5.68 7.34 10.13 11.67 5.34
D - 16 - 25 0.10 0.13 0.16 0.18 5.96 7.22 9.42 10.68 4.82
D - 8 - 20 0.09 0.12 0.18 0.20 5.15 7.03 10.15 11.88 12.55
D - 8 - 25 0.09 0.12 0.17 0.19 5.43 7.14 9.61 10.97 9.14
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Figure 4.7: Observed chlorophyll concentrations and spatio-temporal forecasts for three experimental setups.
The plots correspond to the location at 61.56°N, 21.35°E.

Comments on the Spatio-Temporal Forecast
Although the autoregressive model narrowly outperforms the explicit kernel modeling approach in the
spatio-temporal domain, the overall forecasting accuracy remains limited. This highlights a limitation
of both approaches. Algal blooms are influenced by several external factors, such as nutrient density,
weather conditions, among others [44]. Since the models explored in this project rely exclusively on
historical chlorophyll observations, they can only capture patterns present in the data and are unable
to account for external factors. However, the abrupt and chaotic nature of algal blooms is difficult to
predict using historical data alone. To fully describe the system, additional relevant predictors would
need to be considered.

Another important aspect to note is that, contrary to the explicit kernel modeling approach, the au-
toregressive model improves when spatio-temporal data is incorporated. This suggests that spatial
correlations provide valuable information that complements strictly temporal data. It is therefore
likely that the explicit kernel modeling approach would benefit from spatial data, were it not for the
approximation-related penalties incurred on the model.

Despite the inclusion of spatial data improving the forecasting performance, the autoregressive model
is still outperformed by the purely temporal explicit kernel modeling approach. This suggests that
explicitly identifying key characteristics of the data can be more effective than learning the dynamics
implicitly, as done in the autoregressive approach. As an example, algal blooms have a strong seasonal
dependency, which can easily be captured by a seasonal kernel but cannot be fully represented in the
autoregressive approach due to the limited model order. Therefore, despite the greater scalability of
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the autoregressive approach, the explicit kernel modeling approach remains the better choice since
the underlying dynamics can be effectively modeled through the covariance function.

Comparing the recursive and direct strategies reveals that, in the spatio-temporal domain, the recursive
approach most often achieves the lowest error across the longest horizon. This can partly be explained
by the fact that one-step-ahead dynamics are generally easier to model as the algal bloom evolution
is determined by gradual processes such as wind and nutrient availability. Furthermore, the recursive
nature of the model acts as a stabilizer, since each forecast is built upon the previous prediction and
therefore follows a single trajectory. This discourages rapid changes and leads to smoother predictions
with less variance.

This stabilizing behavior makes the apparent superior performance of the recursive models poten-
tially misleading. The relative smoothness (RS) of their predictions is consistently lower than that of
their direct counterparts. This effect is most pronounced for the model utilizing all available spatial
data, with increasing RS as fewer spatial locations are used. This indicates that the recursive models
over-smooths when too much spatial data is used. The lowest forecast errors are also consistently
achieved by models with the lowest RS, indicating that the strong performance of the recursive ap-
proach is largely explained by its highly stable, flat behavior. Such flat predictions reduce the error
measures when the true value fluctuates around its mean, despite the model’s inability to capture the
true dynamics. As the amount of spatial data decreases, the RS increases, suggesting that the recursive
model is capable of modeling the chaotic nature of the algal bloom, although at the cost of increased
forecasting error. This behavior may be undesirable in this application where capturing the chaotic
behavior is important.

In contrast to the recursive approach, the direct strategy estimates each forecast horizon independently.
As mentioned previously, this leads to a less stable model and consequently produces predictions with
higher RS, indicating a greater ability to model chaotic behavior. This increased variability comes at
the cost of slightly higher error measures compared to the best-performing recursive model. However,
the higher RS suggests that the direct approach provides more realistic predictions for chaotic systems,
which may be preferable. Furthermore, the direct model benefits more from increased training data,
which is not observed for the recursive model.

In summary, the autoregressive approach benefits from the inclusion of spatio-temporal data and per-
forms best when combined with a recursive forecasting strategy, highlighting the importance of spatial
data in algal bloom forecasting. However, the method is limited in its ability to capture key character-
istics of the data, whereas such structures can be more effectively incorporated through the covariance
function in the explicit kernel modeling approach. Furthermore, the best-performing model achieves
its low error primarily by producing a highly stable, flat prediction, which does not capture the chaotic
nature of algal blooms. In contrast, the direct approach is able to capture this chaotic behavior, al-
though at the cost of slightly higher error measures.
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Chapter 5

Summary of Discussion and Conclusions

This chapter provides a summary of the work presented in this thesis. Furthermore, the implications
and potential applications of the results are discussed, and final thoughts along with proposals for
future work are presented.

5.1 Conclusions
The purpose of this thesis was twofold. First, to create a model that augments satellite-measured
chlorophyll concentrations with in situ measurements collected along the algal bloom front. Second,
to develop a forecasting model capable of predicting chlorophyll concentrations using spatio-temporal
data. These goals, which are presented in the introduction, are discussed in this section.

The results show that the data augmentation pipeline can effectively improve satellite-measured
chlorophyll concentrations. In contrast, no forecasting model produced meaningfully positive re-
sults. All evaluated forecasting models failed to generate accurate predictions for the investigated
ten-day forecasting horizon.

Augmentation
The data augmentation stage consists of three main components: measurement combination, image
upscaling, and data assimilation.

The measurement combination step successfully improved all images to which it was applied, with
an average improvement of 12.26. This improvement is believed to result from a reduction in mea-
surement noise.

For the image upscaling step, three methods were examined: nearest-neighbor interpolation, bilinear
interpolation, and bicubic interpolation. Bilinear interpolation yielded the best results, being the only
method to produce a positive average improvement. Although the improvement was small (an average
of 0.21), any improvement should be considered significant since no new information is used during
the upscaling process.
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Assimilation of satellite data and in situ data was performed using two main methods: a correction
model and a conventional GP model. The simple correction model produced the largest overall im-
provement across the images. However, the conventional GP assimilation was the most effective near
the bloom front. In essence, this means that the correction model is better at assimilating measure-
ments farther from the front. Combining the two approaches could therefore lead to improved overall
performance.

Forecasting
For algal bloom forecasting, two approaches were explored: the explicit kernel modeling approach
and the autoregressive approach. Both techniques are based on Gaussian Process regression but are
different in how the patterns in the data are captured. The explicit kernel modeling approach uses the
covariance function to capture the key characteristics of the data, while the autoregressive approach
implicitly embeds the data dynamics in the feature vector. Both approaches were evaluated using
temporal data and spatio-temporal data.

The explicit kernel modeling approach was implemented in two steps: first using temporal data to
find a suitable temporal kernel, and second, performing the forecast using spatio-temporal data. The
most favorable temporal kernel included all three kernel components tested, indicating that seasonal
patterns, short-term irregularities, and noise are present in the data. Furthermore, the RQ kernel
modeled the irregularities and noise components best, suggesting that these components consist of
several underlying sub-components.

Extending the explicit kernel modeling approach to the spatio-temporal domain resulted in reduced
forecasting accuracy. This decrease in performance is believed to stem from the use of the SVGP,
specifically from the use of inducing points. Furthermore, it is hypothesized that the SVGP is not
necessarily well-suited as a forecasting model. Since the inducing points are distributed to optimally
explain the training data globally, the resulting distribution may be ill-suited for forecasting, which
requires high accuracy local to the forecasting horizon. Furthermore, the inducing points act as a low-
resolution representation of the full dataset, meaning that the resulting forecast is far smoother than
reality. These observations are a likely explanation of why the performance degrades as the dataset is
increased and the inducing points decreased. Data imbalance is also identified as a limitation of the
implementation, most of the available training data does not contain blooming events, and therefore
does not contribute to the forecast.

As with the explicit kernel modeling approach, the autoregressive model is first implemented using
temporal data exclusively before being extended to spatio-temporal data. The temporal model is used
to identify the most suitable combination of order and training data size. The appropriate order was
found to be approximately p = 20. Furthermore, using data from the previous two years yielded the
best results.

In contrast to the explicit kernel modeling approach, the autoregressive model improves when spatio-
temporal data is used. This improvement primarily benefited the recursive forecasting strategy.
The overall top-performing forecast model is a recursive model that uses all available spatial data.
However, this strong performance can largely be explained by highly stable, near-mean predictions.
While this behavior minimizes the error metrics, it fails to capture the chaotic dynamics of algal
blooms.
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In comparison, direct models produce more chaotic predictions, indicating a greater ability to realis-
tically represent the algal bloom dynamics, although at the cost of slightly higher error metrics.

In summary, none of the proposed forecasting models were able to accurately forecast the chlorophyll
concentrations over the tested forecast horizons, as indicated by the consistently high error measures.
Incorporating spatio-temporal data produced mixed results, improving the autoregressive model but
reducing the effectiveness of the explicit kernel modeling approach. Accurate algal bloom forecasting
requires more relevant input data, or alternative modeling approaches.

5.2 Future Work
Augmentation
The augmentation step can be improved by refining the measurement-combination and assimilation
components of the pipeline, mainly through the inclusion of additional data features. Expanding
the measurement-combination model with more relevant predictors of chlorophyll could further re-
duce measurement noise. This step could also be enhanced by optimizing the user-defined constants,
specifically the uncertainty measure and the constants a and b. These could be tied to a measure
of correlation between the predictor and the chlorophyll concentration, or to the model’s predicted
variance. For the assimilation model, incorporating additional relevant features would provide more
information and may therefore aid in the estimation of the chlorophyll concentration.

Forecasting
Due to limited computational capacity, the forecast models use time as the sole predictor of future
chlorophyll concentrations. Forecast accuracy could be significantly improved by incorporating ad-
ditional relevant predictors. The spatio-temporal forecasting could also be substantially improved by
using exact inference. The memory demands associated with exact GP inference can be mitigated by
partitioning the kernel matrix across multiple GPUs [45].

Another option is to better align approximate GPs with the objective of forecasting. This could be
achieved by distributing a larger portion of the inducing points closer to the forecasting horizon,
rather than optimizing their placement to represent the training data as a whole. Additionally, the data
imbalance present in the training data could be mitigated by removing redundant information from
the dataset, for example by only including training data from periods when significant algal blooms
occur, such as late spring and summer.
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