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Abstract

Deep neural networks are increasingly deployed in applications involving critical decision-making, yet 

their vulnerability to adversarial perturbations raises important concerns regarding their reliability. 

This has motivated the need for methods that can rigorously assess and certify the robustness of 

such models.

In this thesis, we study the robustness of feedforward neural networks with ReLU activation 

functions. For ReLU networks, the robustness problem can be reformulated as a Mixed-Integer Linear 

Programming problem (MILP) , enabling the computation of maximum perturbations using state-of-

the-art solvers. However, due to the computational complexity of MILP, approximate methods based 

on algorithmic bound propagation are often employed to obtain certified lower bounds on robustness.

We analyze neural network models trained on a smaller and bigger dataset respectively. The models 

for the respective datasets have architectures ranging from zero to five hidden layers. For each model, 

we compute the maximum admissible perturbation using an exact MILP solver, and compare it with 

three approximation methods: forward pass, forward-backward pass and FastLin. Additionally, we 

investigate the influence of different norm constraints on the robustness estimate.

The results show a consistent relationship between model complexity and the tightness of robustness 

bounds: more advanced models yield larger (less conservative) estimates of the maximum perturbation. 

Furthermore, the gap between approximate and exact methods increases with network depth, 

indicating that simpler methods become less accurate for deeper architectures. The choice of norm 

also significantly affects the bounds, with the 𝐿∞-norm giving the smallest robustness bounds.

These findings all align with theoretical expectations, as approximate methods introduce layer-wise 

relaxations that accumulate with increasing network depth. Consequently, using such methods on 

deeper networks lead to looser bounds.

A limitation of this study is the relatively small scale of the models and datasets used. Future work 

could extend the analysis to larger and more complex models, as well as additional datasets, to further 

investigate the scalability and accuracy of robustness estimation methods.
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Sammanfattning

Djupa neurala nätverk används i allt större utsträckning i modeller som utför kritiskt beslutsfattande, 

men deras sårbarhet för fientliga störningar väcker oro kring deras tillförlitlighet. Detta motiverar 

behovet av metoder som kan bedöma och certifiera robustheten hos sådana modeller.

I denna avhandling studerar vi robustheten hos framåtkopplade neurala nätverk med ReLU-

aktiveringsfunktioner. För ReLU-nätverk kan robusthetsproblemet omformuleras till ett MILP-

problem (Mixed-Integer Linear Programming), vilket möjliggör beräkning av maximala störningar 

med hjälp av moderna lösningsverktyg. På grund av MILP-problemens beräkningsmässiga komplexitet 

används dock ofta approximativa metoder baserade på algoritmisk gränspropagering för att erhålla 

certifierade nedre gränser för robusthet.

Vi analyserar neurala nätverksmodeller tränade på både en mindre och en större datamängd. 

Modellerna för respektive datamängd har arkitekturer som sträcker sig från noll till fem dolda lager. 

För varje modell beräknar vi den maximalt tillåtna störningen med hjälp av en exakt MILP-lösare och 

jämför resultaten med tre approximationsmetoder: forward pass, forward-backward pass och FastLin. 

Dessutom undersöker vi hur olika normbegränsningar påverkar robusthetsuppskattningen.

Resultaten visar ett konsekvent samband mellan modellernas komplexitet och deras robusthet: mer 

avancerade modeller ger större, och därmed mindre konservativa, uppskattningar av den maximala 

störningen. Dessutom ökar skillnaden mellan approximativa och exakta metoder med nätverkens djup, 

vilket indikerar att enklare metoder blir mindre exakta för djupare arkitekturer. Valet av norm påverkar 

också gränserna avsevärt, där 𝐿∞-normen ger de minsta robusthetsgränserna.

Dessa resultat överensstämmer med teoretiska förväntningar, eftersom approximativa metoder 

introducerar lagervisa relaxationer som ackumuleras i takt med ökande nätverksdjup. Följaktligen 

leder användningen av sådana metoder på djupare nätverk till mindre precisa gränser.

En begränsning med denna studie är den relativt lilla skalan på de modeller och datamängder som 

har använts. Framtida arbete skulle kunna utöka analysen till större och mer komplexa modeller, samt 

ytterligare datamängder, för att vidare undersöka skalbarheten och noggrannheten hos metoder för 

robusthetsuppskattning.
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1. Introduction

Deep Neural Networks (DNNs) have in recent years achieved remarkable success across a wide range of 

application domains, including computer vision [1], natural language processing [2], and autonomous 

systems [3]. Their ability to learn complex, high-dimensional representations from data has led to their 

widespread adoption in modern technology. In many cases, DNNs achieve performance comparable to 

or exceeding that of human experts in tasks such as image classification and language understanding 

[4]. As a result, they are increasingly deployed in real-world and safety-critical systems, including 

surveillance [5], medical diagnostics [6], and autonomous driving [7].

Despite their strong empirical performance, DNNs have been shown to exhibit vulnerabilities that 

raise concerns in safety-critical settings [8], [9]. In particular, it has been demonstrated that carefully 

constructed, small perturbations to input data, often imperceptible to humans, can cause a neural 

network to produce incorrect predictions [10], [11]. These perturbed inputs causing misclassification, 

commonly referred to as adversarial examples, highlight a lack of robustness in many state-of-the-art 

models. For example, A. Etim and J. Szefer [12] show that minor modifications to a traffic sign can lead 

an autonomous vehicle to misinterpret its meaning, potentially resulting in hazardous behavior.

The existence of adversarial examples has motivated a rapidly growing body of research focused on 

understanding and improving the robustness of neural networks. Broadly speaking, robustness refers 

to the ability of a model to maintain consistent predictions under small perturbations of its input. 

Assessing robustness is therefore essential not only for evaluating the reliability of neural networks, 

but also for guiding the development of more secure and trustworthy models. In this context, a key 

challenge lies in providing certified guarantees of robustness, rather than relying solely on empirical 

testing.

One approach to studying robustness is through formal verification methods, where the behavior of 

the neural network can be analyzed through a mathematically defined framework. In particular, for 

networks with rectified linear unit (ReLU) activation, the robustness problem can be reformulated 

as an optimization problem, namely a Mixed Integer Linear Programming (MILP) problem [10]. 

This formulation enables the computation of the maximum perturbation under which the network’s 

prediction remains unchanged. However, solving this problem exactly is computationally intractable 

in general since it belongs to the class of NP-complete problems [13]. Consequently, exact methods do 

not scale well to larger networks which are often required to solve problems with high accuracy [14].

To address this limitation, a variety of approximate methods have been proposed that aim to efficiently 

compute certified bounds on the network’s output under input perturbations. These methods trade 

exactness for computational efficiency and can provide lower bounds on the perturbation size that 

guarantees robustness. Such approaches are particularly valuable in practice, as they enable robustness 

analysis for networks that are otherwise too large to verify exactly.

An additional factor that may influence robustness is the architectural design of the neural network 

itself [15]. In particular, the number and configuration of hidden layers can affect both the expressive 

power and the stability of the model.

The purpose of this thesis is to investigate how different approximation methods perform with 

increasing model complexity, i.e. an increasing number of hidden layers. To this end, we study a set 

of smaller feedforward networks with varying depths and analyze their robustness properties under 
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input perturbations. Both exact and approximate methods for robustness verification are considered, 

allowing for a comparative analysis of their behavior. Furthermore, the influence of different norm 

constraints on the perturbations is examined. Through this study, we aim to contribute to a better 

understanding of the relationship between network architecture and robustness.

1.1. Thesis structure

Section 2 and Section 3 contain theoretical background on neural networks and robustness necessary 

for Section  4. Section  4 contains the methods for training neural networks as well as computing 

certified lower bounds. Section  5 contains the obtained results, and the results are discussed in 

Section 6. Section 7 gives a conclusion to the thesis, while Section 8 is the appendix containing all 

figures not presented in Section 5.
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2. Background

2.1. Notation

The set {1, 2, …, 𝑚} is denoted [𝑚].

Vectors are simply denoted 𝑥, and the element 𝑖 of a vector is denoted 𝑥𝑖. Furthermore, matrices 

are denoted with capital letters, 𝑀 , and the element at row 𝑖 and column 𝑗 of the matrix is denoted 

𝑀𝑖,𝑗. When speaking of an entire column or row of the matrix, the notations 𝑀:,𝑗 and 𝑀𝑖,: are used 

respectively.

The 𝐿𝑝-norm is denoted by ‖ ⋅ ‖𝑝. For instance, the 𝐿1-norm, 𝐿2-norm and 𝐿∞-norm for a vector 𝑥 ∈
ℝ𝑛 are given by

‖𝑥‖1 = ∑
𝑛

𝑖=1
|𝑥𝑖| , ‖𝑥‖2 = √∑

𝑛

𝑖=1
|𝑥𝑖|2  and ‖𝑥‖∞ = max

𝑖∈[𝑛]
|𝑥𝑖|

respectively.

The dual norm of 𝐿𝑝 is 𝐿𝑞 , where 𝑝 and 𝑞 satisfy 1𝑝 + 1
𝑞 = 1. For example, 𝐿1 and 𝐿∞ are dual norms 

and the dual norm of 𝐿2 is 𝐿2.

The set of all 𝑧 inside the ball {𝑧 : ‖𝑧 − 𝑧‖𝑝 ≤ 𝜀} is denoted by 𝐵𝑝(𝑧, 𝜀).

2.2. Classification neural networks

The role of a classification neural network is to assign input vectors 𝑧 ∈ ℝ𝑛0  a class 𝑐. The set of all 

possible classes is denoted 𝐶 , and could be e.g. {blue, red, green} or {bird, not bird}. For simplicity, 

we assume 𝐶 = [𝑛𝑚] where 𝑛𝑚 is the number of possible classes, i.e. each class is represented by 

an index.

The network can be represented by a function 𝑓 : ℝ𝑛0 → ℝ𝑛𝑚 , taking in an input vector 𝑧 ∈ ℝ𝑛0  and 

returning an output vector 𝑓(𝑧) ∈ ℝ𝑛𝑚 . Each element of 𝑓(𝑧) represents the likelihood of 𝑧 belonging 

to the class corresponding to that element. The network will classify the input as the class with the 

highest likelihood, i.e.

𝑐 = arg max
𝑖∈𝐶

𝑓𝑖(𝑧),

where 𝑐 is the class.
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Input Layer Hidden Layers Output Layer

Figure 1:  Illustration of neural network.

A Feedforward Neural Network (FNN) consists of 𝑚 + 1 ordered layers, first an input layer then 

a number of hidden layers and lastly an output layer. More hidden layers create more connections 

leading to increased model complexity.

Each layer 𝑙 contains a 𝑛𝑙 neurons that are connected to the neurons of the previous layer (see Figure 1). 

Every neuron 𝑗 in a layer 𝑙 produces a pre-activation 𝑥𝑙
𝑗 = ∑𝑛𝑙−1

𝑖=1 𝑊 𝑙−1
𝑗,𝑖 𝑧𝑙−1

𝑖 + 𝑏𝑙
𝑗 by summing up values 

from neurons of the previous layer 𝑙 − 1, weighted with weights 𝑊 𝑙−1
𝑗  and added together with a bias 

𝑏𝑙−1
𝑗 . The post-activation 𝑧𝑙

𝑗 = 𝜎(𝑥𝑙
𝑗) is then computed by passing 𝑥𝑙

𝑗 through an activation function 

𝜎 (see Figure 2).

Figure 2:  Illustration of neuron.

Depending on desired functionality of the network, different activation functions can be used. Some 

common activation functions are the ReLU function, linear function, sigmoid function and the softmax 

function. In this thesis, we will consider the ReLU function.
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3. Mathematical background

Throughout this section, we make extensive use of Mixed-Integer Linear Programming problems 

(MILPs), which are Linear Programming (LP) problems containing both integer-valued and continuous 

variables. Due to the presence of integer variables, MILPs are generally more computationally 

challenging to solve than standard LPs.

3.1. Big-M formulation

Big-M formulations are a way of turning logical conditions into linear constraints using binary 

variables. This is commonly used in MILP problems [10].

Example of big-M

Consider a factory producing a drink. The maximum capacity is 𝑀  if the factory is open and 0 

if it is closed. We introduce a binary variable 𝜆 ∈ {0, 1} where 𝜆 = 0 means the factory is closed 

(constraint inactive) and 𝜆 = 1 means the factory is open (constraint active). Further, let 𝑥 denote 

the production amount. The logical condition can then be written as

𝑥 ≤ 𝑀𝜆
𝑥 ∈ ℝ≥0

𝜆 ∈ {0, 1}

If 𝜆 = 1, we have 0 ≤ 𝑥 ≤ 𝑀 , i.e. the factory is not overriding its maximum capacity, and if 𝜆 =
0, it follows that 𝑥 = 0. Going the other way around, if 0 < 𝑥 ≤ 𝑀 , we must have that 𝜆 = 1 and 

if 𝑥 = 0, we can have either 𝜆 = 0 or 𝜆 = 1, which makes sense since the factory can be either 

open or closed and still produce 0.

3.1.1. ReLU function

Another application of Big-M formulations is modeling activation functions of neural networks. We 

will consider the ReLU activation function 𝜎(𝑥) = max(0, 𝑥). Let 𝑧 be the post-activation, and 𝑥 the 

pre-activation. We can model 𝑧 = max(0, 𝑥) using the constraints

𝑧 ≥ 𝑥, (1)

𝑧 ≤ 𝑥 + 𝑀(1 − 𝜆), (2)

𝑧 ≤ 𝑀𝜆, (3)

𝜆 ∈ {0, 1},

𝑧 ∈ ℝ≥0, (4)

where 𝑀  if a sufficiently large number satisfying |𝑥| ≤ 𝑀  and 𝜆 denotes the activation of the neuron, 

i.e.

𝜆 = {0 if neuron 𝑖 is inactive,
1 if neuron 𝑖 is active.

Explicitly this should give 0 if 𝑥 < 0 and 𝑥 if 𝑥 ≥ 0.
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For 𝑥 < 0, (2) together with (4) implies that 𝜆 = 0, and the constraints become

𝑧 ≥ 𝑥,
𝑧 ≤ 𝑥 + 𝑀,

𝑧 ≤ 0,
𝑧 ∈ ℝ≥0.

The two last constraints together implies that 𝑧 = 0 while the two other constraints are not active.

For 𝑥 > 0, (1) together with (3) implies that 𝜆 = 1, and the constraints become

𝑧 ≥ 𝑥,
𝑧 ≤ 𝑥,
𝑧 ≤ 𝑀,
𝑧 ∈ ℝ≥0.

The first two constraints together implies that 𝑧 = 𝑥 while the other two constraints are not active.

3.1.2. MILP problem

In neural networks consisting of ReLU-activation functions, one can use the constraints of Section 3.1.1 

for all neurons in the network to formulize the entire network as constraints of a MILP problem.

For every layer, we have a pre-activation 𝑥𝑙
𝑗 = 𝑊 𝑙

𝑗 𝑧𝑙−1 + 𝑏𝑙
𝑗 and a post-activation 𝑧𝑙

𝑗. We also introduce 

a binary activation variable 𝜆𝑙
𝑗 ∈ {0, 1} such that

𝜆𝑙
𝑗 = {

1 if 𝑥𝑙
𝑗 > 0,

0 if 𝑥𝑙
𝑗 ≤ 0.

and model the ReLU activation 𝑧𝑙
𝑗 = max(0, 𝑥𝑙

𝑗) using

𝑧𝑙
𝑗 ≥ 𝑥𝑙

𝑗,

𝑧𝑙
𝑗 ≤ 𝑥𝑙

𝑗 + 𝑀 𝑙
𝑗(1 − 𝜆𝑙

𝑗),

𝑧𝑙
𝑗 ≤ 𝑀 𝑙

𝑗𝜆𝑙
𝑗,

𝑧𝑙
𝑗 ∈ ℝ≥0.

for every layer.

Note that 𝜆𝑙
𝑗 is a binary decision variable, whereas 𝑧𝑙

𝑗 and 𝑥𝑙
𝑗 are continuous real-valued variables. 

Consequently, the resulting optimization problem is a MILP problem.

3.2. Robustness optimization problem

We start with a trained neural network,

𝑓 : ℝ𝑛0 → ℝ𝑛𝑚

used for classification. It takes in an 𝑛0-dimensional input 𝑥 and returns a 𝑛𝑚-dimensional vector 𝑓(𝑥) 
where each element in the vector represents the likelihood of 𝑥 belonging to that class.

Let 𝑧 be a correctly classified input. Given a norm 𝑝 and a fixed parameter 𝜀, any input 𝑧0 which satisfy

‖𝑧 − 𝑧0‖𝑝 ≤ 𝜀

Bachelor's Thesis

- Otilia Irell, Ninni Dahlfors - 6 / 29



represents an an admissible perturbation. The network is then said to be robust in the ball 𝐵𝑝(𝑧, 𝜀) if 
every perturbation 𝑧0 satisfying the above is classified the same as 𝑧. Suppose 𝑧 is of class 𝑐. Then the 

network is robust if all admissible 𝑧0 satisfy

𝑓𝑐(𝑧0) ≥ 𝑓𝑗(𝑧0)  ∀𝑗 ∈ 𝐶, 𝑗 ≠ 𝑐,

meaning that the likelihood of 𝑧0 belonging to class 𝑐 is larger than the likelihood of 𝑧0 belonging 

to any other class. Therefore, determining robustness can be done by, for each competing class 𝑗 ≠ 𝑐, 

solving the optimization problem

min
𝑧0∈𝐵𝑝(𝑧,𝜀)

𝑓𝑐(𝑧0) − 𝑓𝑗(𝑧0). (5)

If any of these are negative it means that we can find a 𝑧0 within the given region that has another 

class with higher likelihood than 𝑐 and 𝑧0 will be classified as that instead. On the other hand, if we 

only get positive values when minimizing, it means that the perturbation will still be classified the 

same as 𝑧 and the network is robust in this ball.

To get an estimation on how robust the network is, one can determine the largest possible 𝜀 for which 

the network is considered robust. This can be done by performing interval bisection on the solution 

of (5) and stop as soon as any negative solution is found.

Solving these problems can have high computational expense, which can be reduced by introducing 

relaxations of the bounds. Relaxation of bounds means that, instead of determining exact values of 

a function value 𝑓(𝑧0), we approximate upper and lower bounds of the function, 𝑓(𝑧0) ∈ [𝛾𝐿, 𝛾𝑈 ] 
given bounds on the input 𝑧0. Note that for given bounds 𝑓𝑐(𝑧0) ∈ [𝛾𝐿

𝑐 , 𝛾𝑈
𝑐 ] and 𝑓𝑗(𝑧0) ∈ [𝛾𝐿

𝑗 , 𝛾𝑈
𝑗 ] 

we have that

𝑓𝑐(𝑧0) − 𝑓𝑗(𝑧0) ≥ 𝛾𝐿
𝑐 − 𝛾𝑈

𝑗 .

This means that if

min
{𝑗∈𝐶\{𝑐}}

𝛾𝐿
𝑐 − 𝛾𝑈

𝑗 ≥ 0 (6)

the network is guaranteed to be robust.

Generally, these relaxations do not give the same output as the original problem, but should rather be 

seen as conservative estimates. A relaxed problem might misclassify a network as not robust, but will 

never produce false negatives, i.e., classify a not robust network as robust.

3.3. Choice of norm

The perturbation ball 𝐵𝑝(𝑧, 𝜀) is dependent of the choice of norm 𝐿𝑝. The relationship between the 

𝐿1-, 𝐿2- and 𝐿∞-norm for a fixed perturbation is shown in Figure 4 using ℝ2 as input space. The 𝐿1

-norm covers the least amount of area, followed by 𝐿2 and lastly 𝐿∞. This difference becomes even 

greater in higher dimensions.
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Figure 4: 𝐵𝑝(0, 𝜀) for 𝑝 = 1 (inner square), 𝑝 = 2 (circle) and 𝑝 = ∞ (outer square) in ℝ2

3.4. Finding lower bounds

Presented below are different methods for finding lower and upper bounds, 𝛾𝐿 and 𝛾𝑈 , for the output 

layer given a perturbation 𝜀. By finding these bounds, robustness is guaranteed if

min
{𝑗∈𝐶\{𝑐}}

𝛾𝐿
𝑐 − 𝛾𝑈

𝑗 > 0,

which is a relaxed solution of the optimization problem (5).

The example network shown in Figure 5 will be used as an example when calculating lower bounds 

with different methods. It is further described in Example 1.
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Figure 5: Small neural network

Example 1: Example network

The weights and biases in Figure 5 are given by

𝑊 1 =
[

 1

−1
0

−2
1
3 ]


, 𝑏1 =

[

 1

−2
1 ]


, 𝑊 2 = [ 2

−1
−2
0

1
1]  and  𝑏2 = [0

2] (7)

We will study the point 𝑧 = [0
0]. The classification of 𝑧 is given below.

𝑧 = [0
0],

𝑥1 = 𝑊 1𝑧 + 𝑏1 =
[

 1

−1
0

−2
1
3 ]


[0

0] +
[

 1

−2
1 ]


 =

[

 1

−2
1 ]


 ⇒ 𝑧1 = 𝜎

(



[

 1

−2
1 ]




)

 =

[

1

0
1]

,

𝑥2 = 𝑊 2𝑧1 + 𝑏2 = [ 2
−1

−2
0

1
1]

[

1

0
1]

 + [0

2] = [3
2] ⇒ 𝑓(𝑧) = [3

2].

The class of 𝑧 is 𝑐 = 1 since 𝑥2
1 > 𝑥2

2. Furthermore, we will use perturbation 𝜀 = 1 and norm 𝐿∞.

3.4.1. Forward pass

Given a bound on the input layer, we can find an upper and lower bound for our output layer by 

recursively computing bounds for each layer 𝑙 using the bounds of the previous layer 𝑙 − 1. This 

method is called forward pass.

For a fixed input 𝑧, let the input 𝑧0 be bounded s.t., 𝑧0 ∈ 𝐵𝑝(𝑧, 𝜀), where 𝜀 ∈ ℝ>0 is the perturbation 

parameter and 𝑝 is the norm. The lower and upper bounds of 𝑥1
𝑗  are given by
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𝐿𝑥1
𝑗

= 𝑊 1
𝑗,:𝑧0 + 𝑏1

𝑗 − 𝜀 ‖𝑊 1
𝑗,:‖𝑞 and (8)

𝑈𝑥1
𝑗

= 𝑊 1
𝑗,:𝑧0 + 𝑏1

𝑗 + 𝜀 ‖𝑊 1
𝑗,:‖𝑞, (9)

where 𝐿𝑞 is the dual norm of 𝐿𝑝.

With 𝑧𝑙−1
𝑗 ∈ [𝐿𝑧𝑙−1

𝑗
, 𝑈𝑧𝑙−1

𝑗
] we can compute lower and upper bounds for the pre-activation variables 

𝑥𝑙
𝑗 in the next layer as

𝐿𝑥𝑙
𝑗

= ∑
𝑖:𝑊 𝑙

𝑗,𝑖>0

𝑊 𝑙
𝑗,𝑖𝐿𝑧𝑙−1

𝑖
+ ∑

𝑖:𝑊 𝑙
𝑗,𝑖<0

𝑊 𝑙
𝑗,𝑖𝑈𝑧𝑙−1

𝑖
+ 𝑏𝑙

𝑗   and (10)

𝑈𝑥𝑙
𝑗

= ∑
𝑖:𝑊 𝑙

𝑗,𝑖>0

𝑊 𝑙
𝑗,𝑖𝑈𝑧𝑙−1

𝑖
+ ∑

𝑖:𝑊 𝑙
𝑗,𝑖<0

𝑊 𝑙
𝑗,𝑖𝐿𝑧𝑙−1

𝑖
+ 𝑏𝑙

𝑗. (11)

Equation (10) gives the lower bound by multiplying all positive weights with lower bounds and all 

negative weights with upper bounds and then adding the bias. This demonstrates the worst-case 

scenario of the pre-activation since we assume all negative weights are multiplied with as large values 

as possible and all positive weights with as small values as possible. Similarly, (11) calculates the 

worst-case scenario on the upper bound by multiplying all positive weights with upper bounds and 

all negative weights with lower bounds and then adding the bias.

Further, the upper and lower bounds for 𝑧𝑙
𝑗 are obtained by applying the ReLU activation function, i.e.,

𝐿𝑧𝑙
𝑗

= max(0, 𝐿𝑥𝑙
𝑗
) and (12)

𝑈𝑧𝑙
𝑗

= max(0, 𝑈𝑥𝑙
𝑗
), (13)

which are the bounds being sent in to the next layer. So, given bounds for the input layer 𝑧0, we 

can recursively compute bounds for all neurons in the network. For our last layer 𝑚, 𝛾𝐿
𝑗  and 𝛾𝑈

𝑗  are 

computed as

𝛾𝐿
𝑗 = 𝐿𝑥𝑚

𝑗
 and 𝛾𝑈

𝑗 = 𝑈𝑥𝑚
𝑗

.

Bachelor's Thesis

- Otilia Irell, Ninni Dahlfors - 10 / 29



Example 2: Forward pass

We demonstrate forward pass on our example network in Figure 5 with 𝑧 = [0
0], 𝜀 = 1 and norm 

𝐿∞. The pre-activation bounds are calculated using (8) and (9). 𝐿𝑥1
1
 and 𝑈𝑥1

1
 are given by

𝐿𝑥1
1

= 𝑊 1
1,:𝑧 + 𝑏1

1 − 𝜀 ‖𝑊 1
1,:‖1 = [1 −2][0

0] + 1 − 1 ⋅ ‖[1 −2]‖1 = −2

𝑈𝑥1
1

= 𝑊 1
1,:𝑧 + 𝑏1

1 + 𝜀 ‖𝑊 1
1,:‖1 = [1 −2][0

0] + 1 + 1 ⋅ ‖[1 −2]‖1 = 4.

Further calculations on the pre-activation bounds of layer 1 gives 𝐿𝑥1
2

= −4, 𝐿𝑥1
3

= −2, 𝑈𝑥1
2

= 0 

and 𝑈𝑥1
3

= 4, resulting in the bounds

𝐿𝑥1 =
[

−2

−4
−2]


  and 𝑈𝑥1 =

[

4

0
4]

.

The post-activation bounds, given by (12) and (13), are

𝐿𝑧1 =
[

0

0
0]

  and 𝑈𝑧1 =

[

4

0
4]

.

We use (10) and (11) to compute 𝐿𝑥2
1
 and 𝑈𝑥2

1
.

𝐿𝑥2
1

= ∑
𝑖:𝑊2

1,𝑖>0

𝑊 2
1,𝑖𝐿𝑧1

𝑖
+ ∑

𝑖:𝑊2
1,𝑖<0

𝑊 2
1,𝑖𝑈𝑧1

𝑖
+ 𝑏2

1 =

= 𝑊 2
1,1𝐿𝑧1

1
+ 𝑊 2

1,3𝐿𝑧1
3
+ 𝑊 2

1,2𝑈𝑧1
2
+ 𝑏2

1 =

= 2 ⋅ 0 + 1 ⋅ 0 − 2 ⋅ 0 + 0 = 0

𝑈𝑥2
1

= ∑
𝑖:𝑊2

1,𝑖>0

𝑊 2
1,𝑖𝑈𝑧1

𝑖
+ ∑

𝑖:𝑊2
1,𝑖<0

𝑊 2
1,𝑖𝐿𝑧1

𝑖
+ 𝑏2

1 =

= 𝑊 2
1,1𝑈𝑧1

1
+ 𝑊 2

1,3𝑈𝑧1
3
+ 𝑊 2

1,2𝐿𝑧1
2
+ 𝑏2

1 =

= 2 ⋅ 4 + 1 ⋅ 4 − 2 ⋅ 0 + 0 = 12

Analogously, we calculate 𝐿𝑥2
2

= −2 and 𝑈𝑥2
2

= 6 resulting in pre-activation bounds

𝐿𝑥2 = [ 0
−2]  and 𝑈𝑥2 = [12

6 ].

Since layer 2 is our output layer, 𝛾𝐿 = 𝐿𝑥2  and 𝛾𝑈 = 𝑈𝑥2 . The class of 𝑧 is 𝑐 = 1. Using (6) 

we have

min
{𝑗∈𝐶:𝑗≠𝑐}

𝛾𝐿
𝑐 − 𝛾𝑈

𝑗 = 𝛾𝐿
1 − 𝛾𝑈

2 = 0 − 6 < 0.

Hence, the network is not guaranteed robust at 𝑧 for input in 𝐵∞(𝑧, 𝜀).

3.4.2. Backward pass

The idea of backward pass is to bounds the ReLU function 𝜎(𝑥) with linear functions. If we know the 

bounds of 𝑥, then we can create two linear functions that bounds 𝜎(𝑥) for all admissible values of 𝑥. 

Bachelor's Thesis

- Otilia Irell, Ninni Dahlfors - 11 / 29



For example, if 𝑥 ∈ [−1, 3], then 𝜎(𝑥) is bounded by the linear functions 3
4𝑥 and 3

4(𝑥 + 1) shown in 

Figure 6 for all 𝑥 ∈ [−1, 3].

Figure 6: Linear functions bounding 𝜎(𝑥) when −1 ≤ 𝑥 ≤ 3.

Backward pass calculates lower and upper bounds for a layer using bounds from previous layers and 

the relationship between variables given by weights and biases. You could e.g. use forward pass to get 

initial bounds for all layers and then perform backward pass to get new bounds, referred to as forward-

backward pass.

Consider the input data point 𝑧 ∈ ℝ𝑛0  and suppose we have an 𝐿𝑝-norm perturbation 𝜀 ∈ ℝ>0, i.e. 

the input is constrained in a ball 𝐵𝑝(𝑧, 𝜀). Let 𝐿𝑥𝑙
𝑗
 and 𝑈𝑥𝑙

𝑗
 be lower and upper bounds for 𝑥𝑙

𝑗, i.e.

𝐿𝑥𝑙
𝑗

≤ 𝑥𝑙
𝑗 ≤ 𝑈𝑥𝑙

𝑗
.

The ReLU activation function has 3 categories of possible activation patterns depending on the values 

of the upper and lower bounds. If 𝑈𝑥𝑙
𝑗

≥ 𝐿𝑥𝑙
𝑗

≥ 0, the ReLU activation function will always be active, 

𝜎(𝑥𝑙
𝑗) = 𝑥𝑙

𝑗, and we say that it belongs to the set

𝐼+
𝑙 = {𝑗 ∈ [𝑛𝑙] | 𝑈𝑥𝑙

𝑗
≥ 𝐿𝑥𝑙

𝑗
≥ 0}.

Similarly, if 𝐿𝑥𝑙
𝑗

≤ 𝑈𝑥𝑙
𝑗

≤ 0, the ReLU activation will always be inactive, 𝜎(𝑥𝑙
𝑗) = 0, and it belongs to 

the set

𝐼−
𝑙 = {𝑗 ∈ [𝑛𝑙] | 𝐿𝑥𝑙

𝑗
≤ 𝑈𝑥𝑙

𝑗
≤ 0}.

And finally, if 𝐿𝑥𝑙
𝑗

< 0 < 𝑈𝑥𝑙
𝑗
, i.e. 𝑧𝑙

𝑗 can be either positive or negative, the ReLU functions belong to

𝐼𝑙 = {𝑗 ∈ [𝑛𝑙] | 𝐿𝑥𝑙
𝑗

< 0 < 𝑈𝑥𝑙
𝑗
},

and we can bound it by two linear functions as
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𝑈𝑥𝑙
𝑗

𝑈𝑥𝑙
𝑗
− 𝐿𝑥𝑙

𝑗

𝑥𝑙
𝑗 ≤ 𝜎(𝑥𝑙

𝑗) ≤
𝑈𝑥𝑙

𝑗

𝑈𝑥𝑙
𝑗
− 𝐿𝑥𝑙

𝑗

(𝑥𝑙
𝑗 − 𝐿𝑥𝑙

𝑗
).

Define 𝑑𝑙
𝑗 ∈ ℝ+ as

𝑑𝑙
𝑗 ≔

𝑈𝑥𝑙
𝑗

𝑈𝑥𝑙
𝑗
− 𝐿𝑥𝑙

𝑗

.

Using these activation patterns of 𝜎(𝑥𝑙
𝑗) we can calculate an upper bound Γ𝑈

𝑗  for each output neuron as

𝑥𝑚
𝑗 = ∑

𝑖∈𝐼+
𝑚−1

𝑊𝑚
𝑗,𝑖 𝑧𝑚−1

𝑖 + ∑
𝑖∈𝐼𝑚−1

𝑊𝑚
𝑗,𝑖 𝑧𝑚−1

𝑖 + ∑
𝑖∈𝐼−

𝑚−1

𝑊𝑚
𝑗,𝑖 𝑧𝑚−1

𝑖 + 𝑏𝑚
𝑗 =

= ∑
𝑖∈𝐼+

𝑚−1

𝑊 𝑙
𝑗,𝑖𝑥𝑚−1

𝑖 + ∑
𝑖∈𝐼𝑚−1:𝑊𝑚

𝑗,𝑖>0
𝑊𝑚

𝑗,𝑖 𝑧𝑚−1
𝑖 + ∑

𝑖∈𝐼𝑚−1:𝑊𝑚
𝑗,𝑖<0

𝑊𝑚
𝑗,𝑖 𝑧𝑚−1

𝑖 + ∑
𝑖∈𝐼−

𝑚−1

𝑊𝑚
𝑗,𝑖 ⋅ 0 + 𝑏𝑚

𝑗 ≤

≤ ∑
𝑖∈𝐼+

𝑚−1

𝑊 𝑙
𝑗,𝑖𝑥𝑚−1

𝑖 + ∑
𝑖∈𝐼𝑚−1:𝑊𝑚

𝑗,𝑖>0
𝑊𝑚

𝑗,𝑖 𝑑𝑙
𝑖(𝑥𝑚−1

𝑖 − 𝐿𝑙
𝑥𝑖

) + ∑
𝑖∈𝐼𝑚−1:𝑊𝑚

𝑗,𝑖<0
𝑊𝑚

𝑗,𝑖 𝑑𝑙
𝑖𝑥𝑚−1

𝑖 + 𝑏𝑚
𝑗 = … ≤ Γ𝑈

𝑗 .

Computing a lower bound Γ𝐿
𝑗  is analogous.
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Example 3: Backward pass

From Example 2 we received upper and lower bounds

𝐿𝑥1 =
[

−2

−4
−2]


, 𝑈𝑥1 =

[

4

0
4]



calculated with forward pass. Using these, we compute an upper bound for 𝑥2
1. For that we need 

𝐼+
1 , 𝐼−

1  and 𝐼1. They are given by

𝐼+
1 = {𝑗 ∈ [3] | 𝑈𝑥1

𝑗
≥ 𝐿𝑥1

𝑗
≥ 0} = ∅,

𝐼−
𝑙 = {𝑗 ∈ [3] | 𝐿𝑥1

𝑗
≤ 𝑈𝑥1

𝑗
≤ 0} = {2} and

𝐼𝑙 = {𝑗 ∈ [3] | 𝐿𝑥1
𝑗

< 0 < 𝑈𝑥1
𝑗
} = {1, 3}.

Now we compute Γ𝑈
1 .

𝑥2
1 = 2𝑧1

1 − 2𝑧1
2 + 1𝑧1

3 + 𝑏2
1 ≤ 2𝑑1

1(𝑥1
1 − 𝐿𝑥1

1
) − 2 ⋅ 0 + 1𝑑1

3(𝑥1
3 − 𝐿𝑥1

3
) + 0 =

= 2 4
4 − (−2)

(𝑥1
1 − (−2)) + 4

4 − (−2)
(𝑥1

3 − (−2)) = 4
3
𝑥1

1 + 2
3
𝑥1

3 + 8
3

+ 4
3

=

= 4
3
(𝑧0

1 − 2𝑧0
2 + 𝑏1

1) + 2
3
3(𝑧0

2 + 𝑏1
3) + 4 = 4

3
𝑧0

1 − 2
3
𝑧0

2 + 6

Since our bound is 𝐵∞([0
0], 1) we have 𝑧0

𝑗 ∈ [−1, 1] ∀𝑗.

⇒ 4
3
𝑧0

1 − 2
3
𝑧0

2 + 6 ≤ 4
3
1 − 2

3
(−1) + 6 = 8 = Γ𝑈

1

Note that backwards pass gives a smaller upper bound, Γ𝑈
1 = 8, than forward pass (𝛾𝑈

1 = 12).

We can write this procedure more compactly using matrices.

For each 𝑙 ∈ [𝑚 − 1], the (diagonal) activation matrix 𝐷𝑙 ∈ ℝ𝑛𝑙×𝑛𝑙  is given by

𝐷𝑙
𝑗,𝑗 =

{

𝑑𝑙

𝑗     if 𝑗 ∈ 𝐼𝑙,
1      if 𝑗 ∈ 𝐼+

𝑙 ,
0      if 𝑗 ∈ 𝐼−

𝑙 .
(14)

and 𝐷0 ∈ ℝ𝑛0×𝑛0  is the identity matrix as there is no activation function for the input layer.

Let 𝐴𝑚−1 ∈ ℝ𝑛𝑚×𝑛𝑚−1  be defined as

𝐴𝑚−1 ≔ 𝑊𝑚𝐷𝑚−1

and through recursion let 𝐴𝑙−1 ∈ ℝ𝑛𝑚×𝑛𝑛−1  be computed as

𝐴𝑙−1 = 𝐴𝑙𝑊 𝑙𝐷𝑙−1.

Furthermore, define 𝑇 𝑙, 𝐻 𝑙 ∈ ℝ𝑛𝑙×𝑛𝑚  as

𝑇 𝑙
𝑗,𝑖 ≔ {

𝐿𝑥𝑙
𝑗

   if 𝑗 ∈ 𝐼𝑙 , 𝐴𝑙
𝑖,𝑗 > 0

0     otherwise
      and
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𝐻 𝑙
𝑗,𝑖 ≔ {

𝐿𝑥𝑙
𝑗

   if 𝑗 ∈ 𝐼𝑙 , 𝐴𝑙
𝑖,𝑗 < 0

0     otherwise

for 𝑙 ∈ [𝑚 − 1]. These matrices keep track of the term 𝐿𝑥𝑙
𝑗
 in the upper bound function 𝑑𝑙

𝑗(𝑥𝑚−1
𝑗 −

𝐿𝑥𝑙
𝑗
) of 𝜎(𝑥𝑙

𝑗) for Γ𝑈
𝑗  and Γ𝐿

𝑗  respectively.

Now, Γ𝑈
𝑗  and Γ𝐿

𝑗  can be written as

Γ𝑈
𝑗 = 𝐴0

𝑗,:𝑧 + 𝑏𝑚
𝑗 + ∑

𝑚−1

𝑘=1
𝐴𝑘

𝑗,:(𝑏𝑘 − 𝑇 𝑘
:,𝑗) + 𝜀 ‖𝐴0

𝑗,:‖𝑞 and (15)

Γ𝐿
𝑗 = 𝐴0

𝑗,:𝑧 + 𝑏𝑚
𝑗 + ∑

𝑚−1

𝑘=1
𝐴𝑘

𝑗,:(𝑏𝑘 − 𝐻𝑘
:,𝑗) − 𝜀 ‖𝐴0

𝑗,:‖𝑞 (16)

where 𝑞 is the dual norm of 𝑝.

Example 4: Backward pass continued

We compute Γ𝐿 and Γ𝑈  using the bounds

𝐿𝑥1
1

=
[

−2

−4
−2]


 and 𝑈𝑥1

1
=

[

4

0
4]



from earlier. We begin computing 𝐷1 according to (14). From Example 3 we know 𝐼+
1 = ∅, 𝐼−

1 =
{2} and 𝐼1 = {1, 3}, giving

𝐷1 =

[



2
3
0
0

0
0
0

0
0
2
3]



.

We can now compute 𝐴1, 𝑇 1, 𝐻1 and 𝐴0 as

𝐴1 = 𝑊 2𝐷1 = [ 2
−1

−2
0

1
1]

[



2
3
0
0

0
0
0

0
0
2
3]



= [
4
3

−2
3

0
0

2
3
2
3
],

𝑇 1 =
[

−2

0
−2

0
0

−2]

 , 𝐻1 =

[

0

0
0

−2
0
0 ]


  and

𝐴0 = 𝐴1𝑊 1𝐷0 = [
4
3

−2
3

0
0

2
3
2
3
]

[

 1

−1
0

−2
1
3 ]


[1

0
0
1] = [

4
3

−2
3

−2
3

10
3

].

cont.
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We now use (15) and (16) to compute Γ𝑈  and Γ𝐿 as

Γ𝑈
1 = [4

3 −2
3][0

0] + 0 + [4
3 0 2

3]
(



[

 1

−2
1 ]


 −

[

−2

0
−2]




)

 + 1 ‖[4

3 −2
3]‖1 = 8,

Γ𝐿
1 = [4

3 −2
3][0

0] + 0 + [4
3 0 2

3]
(



[

 1

−2
1 ]


 −

[

0

0
0]



)

 − 1 ‖[4

3 −2
3]‖1 = 0,

Γ𝑈
2 = [−2

3
10
3 ][0

0] + 2 + [−2
3 0 2

3]
(



[

 1

−2
1 ]


 −

[

 0

0
−2]




)

 + 1 ‖[−2

3
10
3 ]‖1 = 22

3
 and

Γ𝐿
2 = [−2

3
10
3 ][0

0] + 2 + [−2
3 0 2

3]
(



[

 1

−2
1 ]


 −

[

−2

0
0 ]




)

 − 1 ‖[−2

3
10
3 ]‖1 = −10

3
.

So, Γ𝐿 = [ 0
−10

3
] and Γ𝑈 = [ 8

22
3
].

Γ𝑈
𝑗  and Γ𝐿

𝑗  fulfill Γ𝐿
𝑗 ≤ 𝑓𝑗(𝑧) ≤ Γ𝑈

𝑗 ∀𝑧 ∈ 𝐵𝑝(𝑧, 𝜀). However, they are not necessarily tighter than our 

initial bounds 𝑈𝑥𝑚
𝑗

 and 𝐿𝑥𝑚
𝑗

 as illustrated in Example 4. Therefore our final bounds 𝛾𝑈
𝑗  and 𝛾𝐿

𝑗  are 

given as

𝛾𝑈
𝑗 = min(Γ𝑈

𝑗 , 𝑈𝑥𝑚
𝑗

)  and 𝛾𝐿
𝑗 = max(Γ𝐿

𝑗 , 𝐿𝑥𝑚
𝑗

)

and, again, robustness is guaranteed if

min
{𝑗∈𝐶\{𝑐}}

𝛾𝐿
𝑐 − 𝛾𝑈

𝑗 > 0,

where 𝑐 is the class of 𝑧.

Example 5: Backward pass continued

Using 𝑈𝑥2 = [12
6 ] and 𝐿𝑥2 = [ 0

−2] from Example 2 as well as Γ𝑈 = [ 8
22
3
] and Γ𝐿 = [ 0

−10
3
] from 

Example 3 we compute 𝛾𝑈  and 𝛾𝐿 as

𝛾𝑈 = [
min(8, 12)
min(22

3 , 6)] = [8
6]  and 𝛾𝐿 = [

max(0, 0)
max(−10

3 , −2)] = [ 0
−2].

Since the class of 𝑧 = [0
0] is 𝑐 = 1, robustness is guaranteed if 𝛾𝐿

1 − 𝛾𝑈
2 > 0. In this example we 

have 𝛾𝐿
1 − 𝛾𝑈

2 = 0 − 6 < 0 so no robustness is guaranteed for 𝐵∞(𝑧, 1).

3.4.3. Fast-Lin

Instead of using forward pass to determine upper and lower bounds for each layer, and then, via 

backward pass, determine tighter bounds of the final layer, Fast-Lin uses backward pass recursively 

all the way from the input layer to the final layer to get tighter bounds for each layer.
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It uses the fact that, given a fixed input 𝑧 and an 𝑚-layer neural network 𝑓 : ℝ𝑛0 → ℝ𝑛𝑚  as well as 

parameters 𝑝 and 𝜀, there exists two fixed values 𝛾𝑙
𝑗 and 𝛾𝑈

𝑗  s.t.

𝛾𝐿
𝑗 ≤ 𝑓𝑗(𝑧0) ≤ 𝛾𝑈

𝑗   ∀𝑧0 ∈ 𝐵𝑝(𝑧, 𝜀).

The exact values of 𝛾𝐿
𝑗  and 𝛾𝑈

𝑗  are given by equations (15) and (16). This means that we can receive a 

lower bound 𝛾𝐿
𝑗  and upper bound 𝛾𝑈

𝑗  of the 𝑗:th layer if we know all the pre-ReLU activation bounds 

𝐿𝑥𝑙  and 𝑈𝑥𝑙  from layer 1 to 𝑚 − 1 since the construction of the matrices 𝐷𝑙, 𝐻 𝑙 and 𝑇 𝑙 requires 𝐿𝑥𝑙  

and 𝑈𝑥𝑙 .

The determination of 𝐿𝑥𝑙  and 𝑈𝑥𝑙  can then be determined layer by layer. At 𝑚 = 1, we have that 𝐴0 =
𝑊 1 and then we get the bounds via (15) and (16) as 𝛾𝑈

𝑗 = 𝐴0𝑧0 + 𝑏1 + 𝜀 ‖𝐴0
𝑗 ‖ and 𝛾𝐿

𝑗 = 𝐴0𝑧0 + 𝑏1 −
𝜀 ‖𝐴0

𝑗 ‖. These values, we use as upper bound 𝑈𝑥1  and lower bound 𝐿𝑥1  for the next layer when we 

proceed to 𝑚 = 2. Now, we once again use (15) and (16) to get output bounds of the next layer, which 

we set as 𝐿𝑥2  and 𝑈𝑥2 .

Continuing the same way for all 𝑚 − 1 layers, we will then have all the 𝐿𝑥𝑙  and 𝑈𝑥𝑙  needed to compute 

the final output range of the 𝑚:th layer.

3.5. Interval bisection

Interval bisection is a method for finding (or approximating) zeros of continuous functions. Let 𝑓 :
ℝ → ℝ be a continuous function and let 𝑎0, 𝑏0 ∈ ℝ be constants such that

𝑎0 < 𝑏0  and sgn(𝑓(𝑎0)) ≠ sgn(𝑓(𝑏0)). (17)

Note that since 𝑓  is continuous it must take on all values between 𝑓(𝑎0) and 𝑓(𝑏0), i.e. 𝑓(𝑥) = 0 for 

some 𝑥 ∈ [𝑎0, 𝑏0]. Let 𝑎𝑖 = 𝑎0 and 𝑏𝑖 = 𝑏0. The interval bisections method goes as follows:

1. Compute 𝑓(𝑎𝑖+𝑏𝑖
2 ). If 𝑓(𝑎𝑖+𝑏𝑖

2 ) = 0 we are done, and 
𝑎𝑖+𝑏𝑖

2  is our zero.

2. If

sgn(𝑓(𝑎𝑖 + 𝑏𝑖
2

)) = sgn(𝑓(𝑎𝑖)),  set 𝑎𝑖+1 = 𝑎𝑖 + 𝑏𝑖
2

 and 𝑏𝑖+1 = 𝑏𝑖.

Otherwise if

sgn(𝑓(𝑎𝑖 + 𝑏𝑖
2

)) = sgn(𝑓(𝑏𝑖)),  set 𝑏𝑖+1 = 𝑎𝑖 + 𝑏𝑖
2

 and 𝑎𝑖+1 = 𝑎𝑖.

3. Repeat step 1-2 for the interval [𝑎𝑖+1, 𝑏𝑖+1] until we have found a zero, or terminate when 

|𝑓(𝑎𝑖+𝑏𝑖
2 )| < 𝜏  for a given tolerance 𝜏 .

Note that in step 2, the new bounds 𝑎𝑖+1 and 𝑏𝑖+1 fulfill (17) so that the zero 𝑥 lies in [𝑎𝑖+1, 𝑏𝑖+1], and 

that [𝑎𝑖+1, 𝑏𝑖+1] is a smaller interval than [𝑎0, 𝑏0].
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4. Methodology

4.1. Neural network

We trained neural network models for two respective datasets, one smaller (Iris [16]) and one larger 

(vowel [17]) for comparison of dataset size. The training configuration for the respective datasets can 

be viewed in Table 1.

Parameter Value

Number of datasets 2

Number of models 6

Activation function ReLU

Number of hidden layers ranging from 0 to 5

Number of epochs 1000

Learning rate 10^(-3)

Optimizer Adam

Loss function Cross entropy loss

Table 1: Training configuration of network models.

For more details on the datasets, see Appendix (Section 8.1).

4.2. Robustness

We determined exact robustness of each network using the state-of-the-art solver Gurobi Optimizer. 

To this end, the neural networks and their ReLU activation functions were reformulated as mixed-

integer linear constraints, following the approach described in Section 3.1.2. The resulting optimization 

problem, given in (5), was then solved under these constraints.

In addition, we implemented the approximation methods Forward Pass (Section  3.4.1), Forward-

Backward Pass (Section 3.4.2), and FastLin (Section 3.4.3) to estimate network robustness.

Using these methods, robustness was estimated by determining the maximum perturbation 𝜀 that could 

be applied to a correctly classified input before the network was no longer certified as robust by the 

respective method. For each method, we randomly selected 10 input samples from the training dataset. 

Then, for every combination of method, norm 𝑝 ∈ {1, 2, ∞}, and input point 𝑧0, we progressively 

increased the perturbation radius 𝜀 ∈ ℝ>0 until the robustness bounds 𝐵𝑝(𝑧0, 𝜀) no longer guaranteed 

robustness. Subsequently, interval bisection with a tolerance of 10−7 was applied to obtain a more 

precise estimate of the maximal admissible perturbation.
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5. Results and analysis

5.1. Robustness with respect to methods

Figure  8 to Figure  13 illustrate the maximum perturbation 𝜀 from a correctly classified input, as 

obtained using the different methods under consideration. Each figure represents a model with a 

varying number of hidden layers (ranging from zero to five), and compares the performance of the 

four methods across different norm constraints.

Figure 8: Maximum perturbation for 0 hidden 

layers on the Iris dataset.

Figure 9: Maximum perturbation for 0 hidden 

layers on the vowel dataset.

Figure 10: Maximum perturbation for 3 hidden 

layers on the Iris dataset.

Figure 11: Maximum perturbation for 3 hidden 

layers on the vowel dataset.

Figure 12: Maximum perturbation for 5 hidden 

layers on the Iris dataset.

Figure 13: Maximum perturbation for 5 hidden 

layers on the vowel dataset.
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Across all models, the MILP-based approach consistently yields the largest maximum perturbation 𝜀, 

indicating the tightest robustness bounds among the evaluated methods. This is followed by FastLin, 

the forward-backward pass, and finally the forward pass, which produces the most conservative 

estimates.

For both datasets, the three approximation methods yield identical results for the model with 0 hidden 

layers (Figure 8, Figure 9). For models with one or more hidden layers, differences between the methods 

become apparent (Figure 10 to Figure 13).

A notable trend is that the discrepancy between methods becomes more pronounced as the network 

depth increases. For example, under the 𝐿1-norm for the Iris dataset, the maximum perturbation 

computed by the MILP solver remains relatively stable at approximately 0.5 across all models (Figure 8, 

Figure 10, Figure 12). In contrast, the forward pass method exhibits a significant decline, decreasing 

from around 0.4 for shallow networks to approximately 0.1 for deeper architectures.

Furthermore, the choice of norm has a clear impact on the resulting perturbation bounds. In particular, 

perturbations measured under the 𝐿∞-norm are consistently smaller than those obtained using the 

𝐿1- and 𝐿2-norms.

Overall, these results highlight both the trade-off between computational complexity and tightness 

of bounds, as well as the increasing challenge of obtaining accurate robustness estimates for deeper 

neural networks.

5.2. Robustness with respect to layers

Figure 14 and Figure 15 illustrate how the maximum perturbation varies across methods as the number 

of hidden layers increases. For the Iris dataset , the MILP solver produces relatively stable values across 

all network depths (Figure 14), indicating little variation in the exact robustness with respect to the 

number of hidden layers within the considered range.

Figure  14: Maximum epsilon perturbation as 

function of number of hidden layers for different 

methods on the Iris dataset

Figure  15: Maximum epsilon perturbation as 

function of number of hidden layers for different 

methods on the vowel dataset
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For the approximation methods, a slight decreasing trend in the maximum perturbation can be 

observed as the number of hidden layers increases (Figure 14, Figure 15). However, this trend is not 

strictly monotonic and exhibits some variability across different norms and methods.

Overall, while the approximation methods show some sensitivity to network depth, this effect appears 

to be model-dependent and less pronounced when viewed in this aggregated representation, indicating 

that little can be said about how number of layers affect robustness.
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6. Discussion

The results demonstrate clear and consistent differences between the exact and approximate 

robustness estimation methods. Since the MILP formulation solves the verification problem exactly, 

it provides a reference value for the true maximum perturbation 𝜀, and can therefore be regarded 

as a benchmark against which the other methods are evaluated. In this context, the MILP solution 

represents the tightest attainable bound, while the remaining methods yield increasingly conservative 

estimates due to their reliance on approximations.

6.1. Significance of network size

From the results, the maximum perturbation obtained using the MILP solver remains relatively stable 

across all considered models. This suggests that, within the range of architectures studied, increasing 

the number of hidden layers does not significantly affect the true robustness of the network. However, 

it should be emphasized that the analysis is limited to relatively small models (with up to five hidden 

layers), and different behavior may emerge for substantially deeper networks.

In contrast, all approximate methods show a decrease in the maximum perturbation as network depth 

increases. This behavior can be explained by the fact that these methods rely on layer-wise relaxations. 

Each layer introduces a degree of over-approximation, and as the number of layers increases, these 

errors accumulate. As a result, the lower bounds on the robustness objective (5) become progressively 

looser, leading to smaller estimated values of 𝜀.

6.2. Difference between methods

Across all models, the methods exhibit a consistent ranking in terms of performance: the MILP solver 

provides the tightest bounds, followed by FastLin, the forward–backward pass, and finally the forward 

pass. This ordering aligns with the level of complexity of the respective methods.

The forward pass computes bounds in a purely layer-wise manner, propagating intervals through 

the network without refinement, which leads to relatively loose estimates. The forward–backward 

pass improves upon this by incorporating a backward step that tightens the bounds at the final layer. 

FastLin further refines this approach by applying backward-based tightening recursively throughout 

the network, resulting in significantly tighter bounds.

The fact that all approximation methods coincide for models without hidden layers is also consistent 

with expectations. In this case, the network reduces to a linear mapping, and no relaxation is required, 

meaning that all methods effectively recover the exact solution.

Overall, the observed ranking is intuitive: methods that incorporate more advanced bounding 

strategies yield tighter approximations and therefore larger estimates of the maximum perturbation.

6.3. Significance of norm

The choice of norm has a clear and consistent impact on the resulting perturbation bounds. Across all 

models and methods, the maximum perturbations follow the ordering

𝐿1 > 𝐿2 > 𝐿∞.

This can be understood geometrically. For a fixed value of 𝜀, different norms define regions of different 

shapes and volumes in the input space. The 𝐿∞-norm corresponds to a hypercube, which spans a 
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larger region compared to the corresponding 𝐿1- and 𝐿2-balls. As a result, it is more likely to contain 

adversarial examples for smaller values of 𝜀, leading to lower maximum perturbation thresholds.

Conversely, the 𝐿2- and 𝐿1-norms define more constrained regions, requiring a larger perturbation 

before misclassification occurs, and thus yielding higher robustness estimates.

6.4. More on layers

When analyzing the results across network depths, rather than comparing methods within each 

individual model, the effect of increasing the number of hidden layers is less clearly pronounced. 

In particular, the approximation methods do not exhibit a strictly decreasing trend in maximum 

perturbation as depth increases. However, a slight increase in the spread between the approximation 

methods and the MILP solution can still be observed. This suggests that, relative to the exact 

robustness, the approximation methods tend to become less accurate as the network depth grows.

At the same time, the overall variation across different depths remains relatively limited. This 

indicates that, within the range of architectures considered, the number of hidden layers does not 

have a dominant impact on the measured robustness. One possible explanation is that the models are 

relatively shallow, and the increase in depth from 0 to 5 hidden layers is not sufficient to fully expose 

the compounding effects of approximation errors.

Additionally, the absence of a clear monotonic trend suggests that other factors, such as dataset 

complexity and model-specific characteristics, may influence robustness to a similar or greater extent 

than network depth alone.

Overall, these observations indicate that while increasing depth may contribute to reduced tightness 

in approximation-based methods, its effect is subtle in this setting and may become more pronounced 

only for deeper networks.

6.5. Limitations

A key limitation of this study is the relatively small scale of both the datasets and the network 

architectures considered. The analysis is restricted to shallow networks and low-dimensional data, 

which may not fully capture the challenges associated with robustness in modern deep learning 

models.

Future work could extend this study to larger and more complex datasets, as well as deeper network 

architectures, in order to better understand how the observed trends scale. Additionally, investigating 

more advanced approximation methods could provide further insight into reducing the gap between 

efficient and exact robustness estimation techniques.
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7. Conclusion

In conclusion, approximate methods perform worse for deeper architectures due to accumulation of 

relaxation errors. The norms also have significant impact on the robustness, with 𝐿1 performing 

best, followed by 𝐿2 and lastly 𝐿∞. Even though this survey is slightly limited due to its size, it still 

demonstrates the expected patterns clearly. Future work could include extending the survey to larger 

network models. However, this would require greater computation since exact calculations of bounds 

are very expensive.
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Appendix

8.1. Datasets

The datasets used was the Iris dataset and a vowel dataset. The iris dataset consists of 150 instances of 

iris species. There are three species (classes) and four input features (see Figure 16). The vowel dataset 

contains 528 instances of utterances of vowels. There are 11 vowels (classes) and 10 input features 

(see Figure 17).

Figure 16:  Iris data projected from 4D to 2D using Principal Component Analysis (PCA).

Figure 17:  Vowel data projected from 10D to 2D using Principal Component Analysis (PCA).
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8.2. Results on all layers on the Iris dataset

Figure 18: Maximum perturbation for 0 hidden 

layers.

Figure 19: Maximum perturbation for 1 hidden 

layers.

Figure 20: Maximum perturbation for 2 hidden 

layers.

Figure 21: Maximum perturbation for 3 hidden 

layers.

Figure 22: Maximum perturbation for 4 hidden 

layers.

Figure 23: Maximum perturbation for 5 hidden 

layers.
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8.3. Results on all layers on the vowel dataset

Figure 24: Maximum perturbation for 0 hidden 

layers.

Figure 25: Maximum perturbation for 1 hidden 

layers.

Figure 26: Maximum perturbation for 2 hidden 

layers.

Figure 27: Maximum perturbation for 3 hidden 

layers.

Figure 28: Maximum perturbation for 4 hidden 

layers.

Figure 29: Maximum perturbation for 5 hidden 

layers.
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