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Abstract

This study combines two evaluation methods: three automatic evaluation metrics
(BLEU, chrF, and COMET) and LLM-as-a-judge to evaluate translation quality for
the low-resource language pair Thai-English. Moreover, this study also investi-
gates translation performance by comparing with the high-resource language
pair Swedish-English. Within the scope of the study, four large language model
(LLM) systems (Gemini 2.5 Flash, GPT-5.4 mini, Qwen2-72B, Llama 3.3-70B) and
one neural machine translation (NMT) system (Google Translate) were used to
translate 32 texts drawn from the official governmental and diplomatic domain
with a focus on terminological accuracy and semantic preservation. The results
show that Gemini 2.5 Flash outperforms Google Translate and all other LLM-
based translation systems on Thai-English translation across all three automatic
metrics and LLM-as-a-judge. In contrast, Google Translate outperforms Gemini
2.5 Flash across BLEU and chrF on Swedish-English translation. These findings
suggest that LLM systems are better suited for translation in low-resource lan-
guages and the combination of the evaluation methods provides a complemen-
tary evaluation of translation quality.

Keywords: Low-resource languages, Thai-English translation, Large language
models, Neural machine translation, LLM-as-a-judge, Automatic evaluation met-
rics.
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1 Introduction

In recent years, machine translation (MT) has become a widely used approach. Two main
approaches to deal with this task are applying large language models (LLMs) and neural
machine translation (NMT) based techniques. These two approaches have significantly im-
proved translation performance. NMT-based techniques are specifically trained for transla-
tion tasks, whereas LLM-based translation techniques are trained for general-purpose tasks
but are also capable of translation [22, 8]. However, both approaches still face challenges with
low-resource and linguistically complex language pairs such as Thai-English [22, 8, 13].

Low-resource languages refer to limited availability and access to large-scale parallel cor-
pora. The performance and quality of MT requires parallel corpora that the texts are translated
to the another language such as Hindi-English to train and evaluate [4, 24]. The low-resource
languages are not depending on how many people use to speak or write, but these are depend-
ing on using in technical and digital resources [4, 24]. Thai-English is one of the languages that
faces the limited availability of parallel corpora for both education and research in MT [13].

Thai belongs to the Tai-Kadai language family. The language has different grammatical
structures from English, which poses challenges for MT. For example, Thai does not change
the form of verbs and nouns to express tense, and it lacks word boundaries, which are the
spaces to separate words in English [13, 14, 21]. Consequently, these features challenge both
the translation process and the evaluation of translation quality [13, 12]. Furthermore, Thai-
English is a low-resource language pair, i.e., the available parallel corpora are limited for
training and evaluating MT systems [2, 24]. These two factors pose challenges to MT sys-
tems and evaluation methods. In contrast, Swedish-English is a high-resource language pair.
Swedish is a Germanic language and has more similar structures to English than Thai does’.
Translation quality, it depends not only on the resource level of the language pairs in the MT
systems but also on how it is evaluated.

Evaluation in MT is a central part of translation quality. Prior studies have employed auto-
matic evaluation metrics such as BLEU [8, 22, 14], chrF [8, 22, 5], TER [22, 7], and COMET [8,
12] as evaluation techniques. This study focuses on using three automatic evaluation met-
rics: BLEU, chrF, and COMET. BLEU measures word-level overlap, whereas chrF measures
character-level overlap between a machine translation output and a human reference transla-
tion. COMET uses pretrained multilingual language models to evaluate machine translation
output with a source text and a human reference translation. Unlike Comet and chrF, BLEU
has been widely used as a standard metric in MT evaluation [8, 24]. ChrF is suitable for mor-
phologically complex languages such as Thai, and COMET is suitable for capturing semantic
preservation. Together, these three automatic evaluation metrics cover both surface-level
and semantic aspects of translation quality. However, using automatic evaluation metrics
raises the concern of whether the scores are reliable and aligned with what humans consider
correct translation and correct terminology [8, 22, 5]. Human evaluation addresses these lim-
itations and remains the most reliable standard for evaluation method but it is costly and

! Wenhao Zhu, Hongyi Liu, Qingxiu Dong, Jingjing Xu, Shujian Huang, Lingpeng Kong, Jiajun Chen,
and Lei Li. 2024. Multilingual Machine Translation with Large Language Models: Empirical Results and
Analysis. In Findings of the association for computional linguistics: NAACL 2024, pages 2765-2781, doi:
10.18653/v1/2024.findings-naacl.176.



time-consuming in large-scale tasks. To address these limitations, LLM-as-a-judge is an eval-
uation approach that has been proposed as a scalable alternative that can assess large-scale
dataset while approximating human judgment [9, 23].

Recent researches on Thai-English translation have employed various automatic evalua-
tion metrics such as BLEU, BERT-score, METEOR, COMET, and chrF to evaluate translation
quality [15, 2, 12]. To the extent of our knowledge, no prior study has compared NMT-based
and LLM-based translation systems on Thai-English translation using a comprehensive evalu-
ation method that combines automatic evaluation metrics, and LLM-as-judge. Moreover, this
study compares Thai-English with Swedish-English to examine how language resource level
affects translation performance. This study addresses the following research questions:

« How do automatic evaluation metrics and LLM-as-a-judge differ in their assessments
of translation quality in terms of terminological accuracy and semantic preservation
when comparing Google Translate, GPT-5.4 mini, Gemini 2.5 Flash, Qwen2-72B, and
Llama3.3-70B for Thai-English translation?

+ How does the performance of NMT-based and LLM-based translation systems differ
between Thai-English and Swedish-English?

To address the research questions, we compare one NMT-based system, Google Trans-
late, with four LLM-based translation systems: GPT-5.4 mini, Gemini 2.5 Flash, Qwen2-72B,
and Llama3.3-70B that have been compared in prior studies [14, 22, 9, 23, 7]. We translate 32
texts drawn from two datasets: a Thai U.S. embassy press release dataset? and an Europarl: A
Parallel Corpus for Statistical Machine Translation dataset [10]. We then assess the transla-
tions in two stages: first by the three automatic evaluation metrics (BLEU, chrF, and COMET),
and finally by LLM-as-a-judge using the Openaioss-120b model. We apply all two stages to
Thai-English translation, focusing primarily on LLM-as-a-judge for this linguistically com-
plex and low-resource language pair. Conversely, we apply automatic evaluation metrics to
Swedish-English translation.

This study has two main contributions. First, it provides a comparison between NMT-
based and LLM-based translation systems on Thai-English translation. Second, it introduces a
comprehensive evaluation methodology by applying LLM-as-a-judge and different automatic
evaluation metrics.

The remainder of the study is organized as follows: Chapter 2 describes related work on
the evaluation of NMT-based and LLM-based translation systems and multiple dimensions
of translation quality, and evaluation methods. Chapter 3 introduces background on Thai
as a low-resource language, automatic evaluation metrics, and terms of translation quality.
Chapter 4 describes the evaluation setup, including dataset and automatic evaluation metrics,
LLM-as-a-judge, and methodological limitations. Chapter 5 presents the evaluation result for
Thai-English and Swedish-English across the NMT-based and LLM-based translation systems
in terms of terminological accuracy and semantic preservation. Chapter 6 provides a discus-
sion of the evaluation results. Chapter 7 provides a conclusion and challenges for further
study.

2 Available at: https://huggingface.co/datasets/pythainlp/thai_usembassy_th2en_
prompt. Accessed: March 31, 2026



2 Related work

In this chapter, we provide an insight of NMT-based and LLM-based translation systems with
multiple translation quality. In addition, prior studies in automatic evaluation metrics and
LLM-as-a-judge.

NMT-based systems have maintained a widely used approach in the MT field, for example
Google Translate and DeepL. These systems are specifically designed for translation tasks in
natural language processing (NLP) by training on large parallel corpora.[8, 22]. Conversely,
LLM-based translation systems are designed for general-purpose tasks capable of performing
a wide range of NLP tasks including question answering, summarization, classification, and
translation, for example ChatGPT(GPT-4.0), or Gemini [8, 22, 16]. In comparative studies,
the NMT-based systems often outperform LLM-based translation systems in terms of struc-
tural accuracy for translation quality [8, 22, 13, 14]. Moreover, the NMT-based systems often
achieve higher scores than LLM-based translation systems on surface-level automatic evalua-
tion metrics such as BLEU, chrF, and TER, whereas the LLM-based translation systems tend to
perform better in contextual fluency, semantic content and cultural content [13, 8, 22, 4, 17].
However, both systems have distinct limitations: NMT requires large available parallel cor-
pora to improve performance, while LLMs have a tendency to hallucinate, frequently produc-
ing fabricated text or adding details to make translations sound more fluent [8]. Therefore,
performance of both systems depend on which translation quality is evaluated and which
type of text is being translated.

To evaluate translation quality in MT, multiple dimensions are taken to consider, includ-
ing culture, fluency, meaning, tone, grammar and terminology to assess the translation qual-
ity in MT systems [22, 5]. Despite multiple dimensions of translation quality, text type and
domain-specific text are also important in MT systems, where translation quality depends on
them. According to [17], when cultural nuances are complex such as culture-bounded items
such as special local food, MT systems often lack direct equivalent in the target language. In
this cultural context, NMT-based systems tend to produce translations literally. Furthermore,
translation of a literary text using The little prince ! shows that translation quality depends
on such as writing style, idioms, symbolism, and tone [7, 16, 17]. In these literary texts, LLM-
based translation systems often outperform than NMT-based translation systems by adding
more details or smoothing over ambiguity to be more creative and fluent according to [7].
In non-literary text and domain-specific content, these differences between NMT-based and
LLM-based translation systems become more consequential, because these texts require con-
cise, accuracy and fluency in the translation [1, 11]. Due to LLM-based translation systems
tend to hallucinate or rephrase, this is an issue for translating political and formal content,
where domain-specific terminology is critical [11]. In comparative prior studies, NMT-based
systems (e.g., IFLYTEK, Baidu) produce more correct terminology and accurate translation in
political content [11]. Conversely, LLM-based translation systems (e.g., ChatGPT) produce
translations accurately rather than NMT-based systems in legal content [1]. These findings
show that neither system is better, but both systems depend on the domain and type of text,
and the dimensions of translation quality being assessed.

! Antoine de Saint-Exupéry and Katherine Woods. (1962). The little prince. Penguin Books.



How translation quality is measured is therefore a central concern. In the comparative
studies, approximately 70% assess the quality of translations produced by NMT-based and
LLM-based translation systems using automatic evaluation metrics such as BLEU, chrF, and
TER for the primary evaluation method [8, 22, 13, 14, 21].These automatic evaluation metrics
are widely used, because they are low-cost, fast, and reproducible [13, 22, 5, 11]. They measure
surface-level overlap between a machine-generated output and a reference translation [22, 5].
Consequently, these automatic evaluation metrics fail to capture semantic preservation, sen-
timent preservation, and terminological accuracy, for example in legal translation Arabic-
English, the automatic evaluation metrics struggle with terms that have multiple meanings
depending on the legal branch[8, 22, 5]. In addition, these automatic evaluation metrics cannot
reflect whether the translation has used correct terminology, or achieved adequate fluency in
different type of texts [8, 22, 5]. This is a significant problem, because a translation can score
well on automatic evaluation metrics, while losing the core meaning or failing terminology
of the original text, which a human reader would notice [8, 1, 5, 11, 4]. Neither evaluation
metrics can assess whether a translation uses correct domain-specific terminology or reads
naturally, and this gap between evaluation metric scores and human judgment becomes no-
ticeable in specialized domains such as legal or political texts, where terminological accuracy
and semantic preservation are critical [8, 1, 11, 4].

Unlike automatic evaluation metrics, human evaluation is the most reliable evaluation
method, because this method uses human judgment directly and can capture what automatic
evaluation metrics cannot (e.g., semantic preservation, sentiment preservation) [5, 17, 23, 9].
Human evaluation has limitations as well, this evaluation method requires considerable time
and resources [5, 23, 9]. To address the limitations of human evaluation, LLM-as-a-judge has
been proposed as an alternative method that offers scalability and more closely approximates
human judgment than automatic evaluation metrics. However, the results of LLM-as-a-judge
still not reliable because the judge is sensitive to prompt and it can produce inconsistent re-
sults depending on different models [23, 9]. Given the limitation of each evaluation method,
prior studies have found that hybrid evaluation methods combining automatic evaluation
metrics, human evaluation, or LLM-as-a-judge provide a comprehensive evaluation of trans-
lation quality than any single method alone [16, 5, 11, 9].

In language resource levels, comparative studies show that the performance of NMT-
based and LLM-based translation systems depends on the resource level of the language pairs
[8, 22, 24]. For example, both systems perform better on German-English than Khmer-English,
because German-English is a high-resource language pair [22]. Low-resource languages refer
to languages that have limited parallel corpora available for training and evaluation in the
MT field [24, 13]. In contrast, high-resource languages refer to languages that have the large
parallel corpora available and closely structures to English such as European pairs [8, 22].
Thai-English is a low-resource language pair with limited parallel corpora when comparing
to European pairs such as German-English [13, 21, 24]. Moreover, Thai presents structural
challenges lacking in English, including the lack of word boundaries, verb conjugation, and
noun declension [13, 21, 14]. Consequently, these features make Thai-English translation dif-
ficult for both NMT-based and LLM-based translation systems and compound the existing
limitations of automatic evaluation metrics. Since surface-level overlap measures are not ef-
fective in capturing the semantic preservation and terminological accuracy, they can fail to
reflect the core meaning of specific-domain such as legal and political documents [16, 4, 1].

In contrast, Swedish-English is one of high-resource language pairs within the Germanic
language family and large parallel corpora and similar structural to English?. Prior study has

2 Wenhao Zhu, Hongyi Liu, Qingxiu Dong, Jingjing Xu, Shujian Huang, Lingpeng Kong, Jiajun Chen,
and Lei Li. 2024. Multilingual Machine Translation with Large Language Models: Empirical Results and



shown that NMT-based and LLM-based translation systems perform better on high-resource
language pairs when comparing to low-resource language pairs [22, 8]. This study also in-
cludes Swedish-English as a high-resource language pair to compare and observe the perfor-
mance between NMT-based and LLM-based translation systems across language pairs with
different resource levels when comparing Thai-English and Swedish-English.

Despite these challenges, prior studies have relied on various automatic evaluation met-
rics and human evaluation but they have limited use of LLM-as-a-judge for evaluating Thai-
English translation[13, 14, 15, 2, 12]. This gap leaves it unclear which system produces bet-
ter Thai-English translations and how language resource level affects on the performance
of NMT-based and LLM-based translation systems. To address this gap, this study focuses
on comparing NMT-based and LLM-based translation systems on Thai-English translation
using a comprehensive evaluation method that combines automatic evaluation metrics and
LLM-as-a-judge across two dimensions. These two dimensions are important because both
systems have different performance and the limitations of automatic evaluation metrics are
particularly consequential in official domains such as Thai embassy press releases. Moreover,
this study compares low-and high-resource languages using Swedish-English translation to
examine how both systems perform on different two language pairs.

Analysis. In Findings of the association for computional linguistics: NAACL 2024, pages 2765-2781, doi:
10.18653/v1/2024.findings-naacl.176.






3 Background

This chapter introduces the background on Thai as a low-resource language, the dimensions
of translation quality considered in this evaluation, and the evaluation methods used in this
study.

3.1 Thai as a low-resource language

Thai belongs to the Tai-Kadai language family and is the official language of Thailand [13].
According to [13], Thai has four regional dialects: Southern, Northern, Northeastern, and
Central Thai. In this study, we focus on Central Thai, which is the official language of Thailand.

3.1.1 Thai grammatical structures

Thai grammatical structure follows a Subject-Verb-Object (SVO) word order, which is sim-
ilar to English. However, Thai has several grammatical features that differ from English ac-
cording to [13]:

« Articles: Thai does not have English articles (e.g., a, an, and the).
« Verb conjugation: Thai verbs do not change form to express the different tense.

+ Noun declension: Thai nouns do not change form to mark grammatical role (e.g., subject
or object) or number (e.g., the plural noun is ten rose, not ten roses).

« Object pronouns: Thai uses the same form for subject and object pronouns (e.g., Thai
uses she and her for the both subject and object pronouns).

« Adjective: Thai places adjectives after the noun they modify (e.g., the literal order is
rose red, not red rose).

Unlike English, Thai does not change word forms to expresses features such as gender,
tense, number, and politeness. Instead of changing word forms, Thai does express feature by
adding words. Thai words do not inflect, which making grammatical features such as subjects
and object are expressed through word order. In addition, Thai is a tonal language with five
distinctive tones, and these tones distinguish word meaning. In the Thai script, words are
written using consonants, vowels, and tone markers [13].

3.1.2 Thai language in machine translation

Thai is one of the languages that challenges MT, because it lacks word boundaries. While
English uses spaces to separate words, Thai uses spaces to separate names or the ends of
sentences. Therefore, MT systems must perform word segmentation as a pre-processing step
before translation, which is a difficult problem in natural language processing (NLP) task for
Thai. In addition, publicly available Thai-English parallel corpora are limited compared to



high-resource European pairs such as German-English or French-English [13, 14]. Together,
the segmentation challenge and the available parallel corpora make Thai-English a represen-
tative low-resource and linguistically complex pair for studying MT performance and evalu-
ation.

3.2 Dimensions of translation quality

To evaluate translation, three aspects are taken into consideration: fluency, terminological
accuracy, and semantic preservation. Translation quality is often evaluated through all three
aspects. While all three aspects are part of the translation evaluation, we focus on terminolog-
ical accuracy and semantic preservation, because these two dimensions are directly affected
by the linguistic differences between Thai and English.

First, fluency refers to the grammatical correctness of the translation in the target lan-
guage. Prior studies have found that LLM-based translation systems have a tendency to pro-
duce more fluent translations than NMT-based systems [8, 22, 17], although fluency alone
does not guarantee accuracy. Second, terminological accuracy refers to the correct used of
terminology for domain-specific terms in the translation. This dimension is important in
domain-specific texts such as legal or governmental documents. In legal translation, for ex-
ample, a single term can have multiple meanings across the branches of law, and an inaccu-
rate choice can change the legal interpretation of the text [1, 4]. Finally, semantic preserva-
tion refers to the preservation of the intended meaning of the source text in the translation.
LLM-based translation systems can add extra words or simplify content to make a translation
sound fluent. Consequently, the meaning of the translation cannot be preserved in the source
text [16, 4].

3.3 Evaluation methods

To build a comprehensive evaluation for Thai-English translation, we include three automatic
evaluation metrics: BLEU, chrF, and COMET.

BLEU (Bilingual Evaluation Understudy) was introduced by Papineni et al. [18]. BLEU is
used to measure the similarity of an MT output to the reference translation. To determine sim-
ilarity, BLEU uses a weighted average of variable-length phrase matches (n-grams) as unit by
comparing lexical choice and word order against the reference translation. Moreover, BLEU
is used to measure adequacy and fluency in the MT output, which can be computed with
different n-gram from 1 to 4 as follows:

+ Unigram (1 gram): this is suitable for evaluating adequacy by matching a single word
of the MT output against the reference translation.

 2-gram (Bigram): this is suitable for evaluating fluency by matching two consecutive
words of the MT output against the reference translation to measure word order.

o tri-gram and 4-gram: this is suitable for evaluating fluency as well by matching three
and four consecutive words of the MT output against the reference translation to mea-
sure specific word order or phrases, respectively.

Unlike standard precision, which can count the same matching word repeatedly, BLEU
uses modified n-gram precision with clipping to limit the maximum number of times the



same word appears in the reference translation when counting the maximum frequency of n-
gram matches. However, the modified n-gram precision of BLEU often provides a high score
to a short translation, because all matching words can appear in the reference translation. To
avoid this issue, BLEU applies the Brevity Penalty (BP) to penalize the whole MT output by
reducing the final score. To apply BP, BLEU counts matching words and matching sentence
lengths at sentence-level. BP is applied when the MT output length (c) is shorter, or equal
to the reference translation length (r) [18]. According to [18], the BP formula and the BLEU
formula are defined as follows:

Brevity Penalty formula:

BP = 1 ifc>r (3.1)
T e-9) ife<r '
BLEU formula: N
BLEU = BP X exp (Z wy log P,,) (3.2)
n=1

In BLEU formula, the components are specified as follows:

« P, = the modified precision.

« W, = the weight of n-gram.

To compute the final score of BLEU, it uses a sum of W,, and P, scores, then this sum is
multiplied by BP. When the MT output is shorter or equal to the reference translation (¢ < r),
BP penalizes the sum to reduce the final score by multiplying BP = e'~"/. Conversely, when
the MT output is longer than the reference translation (¢ > r), there is no penalty of BP
in the sum by multiplying BP = 1, because the MT output has been penalized through the
modified precision [18, 5]. To achieve a higher BLEU score, the MT output must be similar
to the reference translation. However, BLEU is insensitive to morphologically rich in some
language pairs such as English-Indonesian. This automatic metric should not be used alone,
but it should use with the other metrics for a comprehensive evaluation[22, 5].

ChrF (Character n-gram F-score) was introduced by Popovic [19]. Unlike BLEU, which
relies only on precision, chrF uses both recall and precision measurement. This metric is
designed for morphologically rich languages (e.g., Russian, Hindi), because in these languages,
aword can take different forms depending on grammatical structures in a sentence. According

o0 [19], The formula of chrF is defined as follows:

chrF formula:

(1+ p?) - CHRP - CHRR
B2 - CHRP + CHRR

CHRFPB = (3.3)

In chrF formula, the components are specified as follows:

« CHRP = Character n-gram Precision.
+ CHRR = Character n-gram Recall.

+ f = the weighting parameter.

ChrF uses precision and recall to measure character n-gram that matches characters between
the MT output and the reference translation. To compute F-score, chrF uses f to change the



weight of the importance of recall over precision to compute the F-score [19, 5]. However,
chrF and BLEU have the same limitation that both metrics focus on surface-level linguistic
matches between the MT output and the reference translation [22, 5].

Finally, COMET (Cross lingual Optimized Metric for Evaluation of Translation) was in-
troduced by Rei et al.[20]. This is a new automatic evaluation metric to evaluate MT quality.
Unlike BLEU and chrF, which evaluate the MT output by counting matching words or charac-
ters, and comparing to the reference translation, COMET uses pretrained multilingual neural
networks such as XLM-RoBerta. To evaluate the MT output, this automatic evaluation met-
ric analyzes the common semantic by measuring semantic similarity through the source text,
the MT output, and the reference translation. Moreover, COMET can detect different words
with the same meaning, making it correlate with human judgment. This automatic evaluation
metric contains two architectures: Estimator Model and Translation Ranking Model. These
two architectures are used Cross-lingual Encoder and Pooling Layer. First, cross-lingual en-
coder is a pretrained model such as XLM-RoBerta to process the source text, the reference
translation, and the MT output and compare semantic similarity across different languages.
Second, pooling layer is based on a layer-wise-attention mechanism to capture all encoder
layers. These multiple layers are supported to capture different linguistics from the three
texts. Moreover, estimator model is used to predict on quality score such as MQM by using
regressor. According to [20], the input vector of estimator model formula is defined as follows:

x=[hr;hos;hor|h—s|;|lh-r|] (3.4)
In input vector formula, the components are specified as follows:
« h = The MT output.
« 1 = The reference translation .

« s = The source text.

These features are combined to create a single input vector (x), then the vector is used
in a regressor. In contrast, translation ranking model is used to rank translation quality by
arranging the embedding space to ensure that the better translation is placed closer to the
reference translation. According to [20], the triplet margin loss formula is defined as follows:

L(anchor, h*, h™) = max{0, d(anchor, h*) — d(anchor,h™) + €} (3.5)
In the triplet margin loss formula, the components are specified as follows:
« d = the Euclidean distance.
+ € = A margin.
« h* = The good translation .
« h™ = The worse translation.

« anchor = The source and reference translation.

The ranking model computes the embedding space to quality score by focusing the dis-
tance of the better and worse translation to the source and reference translation [20].
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4 Methodology

This chapter describes methodology, including dataset, experimental approaches, and evalu-
ations in this study.

4.1 Methodology overview

In this study, we present our comprehensive evaluation framework, which comprises four
stages:

« Data collection: For Thai-English dataset, we use the thai_usembassy_th2en_prompt
dataset, which contains official Thai U.S. embassy press releases. This Thai dataset is
available on Hugging Face!. For Swedish-English dataset, we use Europarl: A Parallel
Corpus for Statistical Machine Translation dataset [10], which contains the proceed-
ings of European Parliament. This Swedish dataset is available on European Parliament
Proceedings Parallel Corpus 1996-20112.

+ Data pre-processing: The Thai-English and Swedish-English dataset contain large-
scale document-level texts. We create a new dataset by selecting 32 texts for both
Thai-English and Swedish-English pairs. Each dataset contains 32 texts. The two new
datasets are stored in CSV format and each entry is assigned a number ID for transla-
tion.

« Translation: The processed texts are translated into English using NMT-based and
LLM-based translations techniques including Google Translate(accessed via Google Cloud),
Qwen2- 72B (accessed via the WARA Media and Language Hub), Llama 3.3-70B (ac-
cessed via the WARA Media and Language Hub), GPT (GPT-5.4 mini, accessed via Ope-
nAl), and Gemini 2.5 Flash (accessed via Google AI Studio). These LLM-based trans-
lation systems are under controlled conditions with a prompting. The prompting was
inspired by previous studies [6, 17, 4, 7] and defined in Section 4.2.

« Evaluation: The Thai-English and Swedish-English translations are evaluated using
three automatic evaluation metrics: BLEU, chrF, COMET, and an LLM-as-a-judge. BLEU
and chrF were selected because it perform at the word-level and character-level, making
it suitable for Thai, where the lack of word boundaries reduces the reliability using only
word-level metrics [13, 21, 2, 12]. COMET was selected, because it can capture semantic
similarity. LLM-as-a-judge was selected, because it approximates human judgment [23].

! Available at: https://huggingface.co/datasets/pythainlp/thai_usembassy_th2en_
prompt. Accessed: March 31 2026
% Available at: https://www.statmt.org/europarl/. Accessed: May 15 2026
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4.2 Prompt strategy for LLM-based translation systems

Prompt design affects the output of LLM-based translation systems [8, 17]. To design prompt-
ing for translation, three considerations are taken to design the prompt in official domain
translation. First, specifying a system role improve domain-appropriate output was inspired
by [6]. Second, constraining the output through instructions to reduce paraphrasing and addi-
tion of information was inspired by [17, 7], who raise concerns about preservation of cultural
meaning and functional purpose. Third, requiring the preservation of register and terminol-
ogy improves terminological accuracy and semantic preservation. This was inspired by [17],
who observed that LLMs output without prompt guidance has difficult to maintain the tone
and terminology in domain-specific texts. Including the preservation of register and termi-
nology is importance for Thai translation to maintain word meanings in the official domain
translation. To the extend of our knowledge, no prior study provides a replicable prompt tem-
plate for Thai-English official domain translation. Consequently, the prompt is constructed
based on these considerations.

This study uses Qwen2-72B-Instruct-AWQ?, Llama 3.3-70b*, GPT (GPT 5.4 mini)’, and
Gemini 2.5 Flash® via APIs, these LLM-based translation systems are used to translate both
Thai-English and Swedish-English language pairs. Figures 1 and 2 illustrate thees prompt
templates designed to specify the translation direction. The prompt templates are applied to
all 32 texts for translation. The prompt template comprises three components:

« 1) A system role instructs Qwen2-72B-Instruct-AWQ, Llama 3.3-70b-Instruct, GPT (GPT
5.4 mini), and Gemini 2.5 Flash to act as a professional Thai-English translator work-
ing in Thai embassy. For Swedish-English, these LLM-based translation systems are
instructed to act as a professional Swedish-English translator working in Swedish gov-
ernment [6].

+ 2) Explicit output constraints are introduced to reduce additional details in LLM-based
text generation, including reducing paraphrasing and the addition of information [17,
7].

+ 3) Preservation of register and terminology are required to maintain the organization
of the source text,including maintaining word meaning in official diplomatic texts [17].

3 Available at: https://huggingface.co/Qwen/Qwen2-72B-Instruct-AWQ?utm_source=
chatgpt.com

* Available at: https://docs.sambanova.ai/docs/en/models/sambacloud-models?utm_
source=chatgpt.com

5 Available at: https://developers.openai.com/api/docs/models/gpt—5.4-mini

% Available at: https://docs.cloud.google.com/vertex—ai/generative—ai/docs/
models/gemini/2-5-flash

12



System role: You are a professional Thai-to-English translator
working in Thai embassy.

Task description: Your task is to translate the Thai text into English.

Requirements:

* Preserve the formal register

+ Maintain a formal government news

¢ Keep terminology consistent

* Preserve the full meaning of the original text
* Preserve paragraph structure where possible
* Do not paraphrase
* Do not add or omit any information
« Output only the translated text

Figure 1: The prompt template structure for Thai-English translation

System role: You are a professional Swedish-to-English translator
working in Swedish government.

Task description: Your task is to translate the Swedish text into
English

Requirements:
¢ Preserve the formal register

Maintain a formal government news
Keep terminology consistent
Preserve the full meaning of the original text
Preserve paragraph structure where possible
Do not paraphrase
Do not add or omit any information
Output only the translated text

Figure 2: The prompt template structure for Swedish-English translation
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4.3 Data description

This section describes the dataset and data pre-prossessing used in this study:.

4.3.1 Dataset

In this study, we use thai_usembassy_th2en_prompt for Thai-English dataset, which con-
tains 615 official U.S. embassy in Thailand press releases. This dataset is a Thai-English parallel
corpus and is available on Hugging Face under the CC0 1.0 public domain license’. Moreover,it
covers the official governmental and diplomatic domain. We selected this domain because it
requires correct used terminology and meaning preservation [22, 8, 1]. This enables us to
examine the terminology accuracy in the translated output as well. We manually selected
32 texts from the collection of the dataset following to [3]. These selected texts have differ-
ent content such as governmental events, diplomatic events or Thai monarchy. The limited
sample size of 32 texts reflects the resource and time constraints of a bachelor-level project.

We focus on the official governmental domain to enable a consistent comparison between
Thai-English and Swedish-English. We use Europarl: A Parallel Corpus for Statistical Machine
Translation dataset for Swedish-English dataset, which contains the proceedings of European
Parliament [10]. This dataset is a Swedish-English parallel corpus and is available through
European Parliament Proceedings Parallel Corpus 1996-20118. We selected this dataset, be-
cause it also requires preservation of terminology and meaning, allowing it to match the
governmental domain of the Thai dataset and ensuring equivalent dataset conditions for both
language pairs.

4.3.2 Data pre-prossessing

The Thai-English and Swedish-English dataset contain large-scale document-level texts.
We created two new datasets for the Thai-English and Swedish-English language pairs. We
then manually selected 32 texts to each dataset. The Thai dataset and Swedish dataset are
stored in a separated CSV file, and each entry is assigned a number ID for translation. Both
datasets are parallel corpora, which including English reference translations. These English
reference translations are used as a guidance for LLM-as-a-judge, and as baseline for auto-
matic evaluation metrics, including BLEU, chrF, and COMET.

4.4 Evaluation methodology

This section provides an insight of the evaluation experimental on automatic evaluation met-
rics and LLM-as-a-judge.

4.4.1 Automatic evaluation metrics for evaluation

In this study, we evaluate translation quality with focusing on the two dimensions: ter-
minological accuracy and semantic preservation. These two dimension are consequential for
official governmental and diplomatic domain [22, 1, 14]. We include automatic evaluation
metrics as the first evaluation method, because these metrics are widely used, low-cost, and
fast [22, 5, 11]. We use three different automatic evaluation metrics, because they are based
on different principles for assessing MT quality and can capture a full view of the three as-

7 Available at: https://huggingface.co/datasets/pythainlp/thai_usembassy_th2en_
prompt. Accessed: March 31, 2026
8 Available at: https://www.statmt.org/europarl/ Accessed: May 15, 2026
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pects of fluency, terminological accuracy, and semantic preservation. Therefore, BLEU and
chrF are based on surface-level similarity, while COMET is based on neural-reference metrics
that can corporate through semantic similarity. These automatic evaluation metrics are used
to assess both Thai and Swedish dataset. Furthermore, the three automatic evaluation metrics
are computed across the five systems using the same reference translation. However, BLEU
and chrF have limitations, since a translation can score well on surface-level similarity while
it still failing on meaning or terminology. COMET has also limitations, it cannot separate
score on a specific dimension such as terminology [8, 22, 5]. These limitations motivate the
inclusion LLM-as-a-judge as complementary evaluation methods in this study.

4.4.2 LLM-as-a-judge evaluation

We use LLM-as-a-judge as an evaluation method, because human evaluation is expensive,
time-consuming, and difficult to apply large-scale evaluation tasks [5, 23, 9]. Moreover, the
automatic evaluation metrics are fast and efficient, but these metrics cannot capture specific
terminology and semantic preservation that human judgment can recognize [8, 22, 5]. There-
fore, LLM-as-a-judge is included as a second evaluation method because it bridges this study’s
research gap, which offering scalability closer to automatic evaluation metrics while approxi-
mating the judgmental capacity of human evaluation [23, 9]. Considering the two approaches
validates the automatic results and provides a comprehensive methodology for low-resource-
languages. We first select the best-performing outputs from the four LLM-based translation
systems based on the scores of the three automatic evaluation metrics on Thai-English trans-
lation. We then compare between the best-performing outputs of the LLM-based translation
system and the outputs of the NMT-based system by using LLM-as-a-judge approach.

For the LLM-as-a-judge approach, we use Openaioss-120b as the judge model, which is
an open-source model from the OpenAlI family®. We selected this model, because it demon-
strates performance on reasoning tasks, making it suitable for evaluating for Thai-English
and Swedish-English language pairs. In addition, Openaioss is a 117B-parameter model that
cannot be run on standard hardware. However, the judge is sensitive to prompting, which
leads to inconsistent results. Consequently, the judge requires a designed prompting to gen-
erate a consistent result [23, 9]. Our prompt template for the judge was inspired by Chen et
al.’?, They designed the prompt template that instructs the judge to focus on the object with
the specific criteria by using reasoning process within thinking tags and then providing the
score. In this study, we design the prompt template by combining the two dimensions into
evaluation criteria. Our prompt template instructs the judge to perform a structured reason-
ing process and focus on the evaluation criteria before it provides a score to each translation.
For scoring, scores are assigned on a five-point Likert scale with the evaluation criteria [23, 9]
in Figure 3.

In the evaluation on Thai-English translation, the judge evaluates each translation sys-
tem of the two systems within the same prompt template by receiving the Thai source text,
the English reference, and the English translation. This evaluation design ensures that the
judge provides an individual score to each translation system. For scoring, scores are as-
signed on a five-point Likert scale with the same criteria and scoring as the human evalu-
ation [23, 9], which provides an ordinal scoring that is directly comparable to the human
evaluation’s scores. Figure 3 illustrates the prompt template for the judge.

® Available at: https://openai.com/index/introducing-gpt-oss/
19 Nuo Chen, Zhiyuan Hu, Qingyun Zou, Jiaying Wu, Qian Wang, Bryan Hooi and Bingsheng He. (2025).
JudgeLRM: Large Reasoning Models as a Judge. arXiv.Org.
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System role: You are a translation quality evaluator. The evaluator first
performs a detailed and structured reasoning process, and then provide
the user with only a single numerical score. The structured reasoning
process inside <think> <thinkl> tags, and the single numerical score inside
<score> </score> tags, for example the evaluator <think> through each step
of the detailed reasoning process on this, examining each terminology and
semantic content in the translation <think><score> score on this </score>.

Score the translation 1-5 on the combined criteria of terminological
accuracy and semantic preservation (higher = better).

Rubric:

o 5= Excellent: All terminology is correct and the intended
meaning is fully preserved.
4 = Good: One terminology is incorrect, but intended meaning
ispreserved.
3 = Acceptable: Some terminology is incorrect with minor
semantic deviations, but core meaning is preserved.
2 = Poor: Multiple terminology is incorrect, and thecore meaning
is misleading or lost.
1= Unacceptable: All terminology is incorrect, and the intended
meaning is completely different.

Avoid bias from fluency, style, or lenght. You focus only on terminology
and meaning. After completing your reasoning and reaching a conclusion,
provide your evaluation score within <score></score> tags.

For example: <score>3</score>. You do not add any explanations outside
the tags.

User role: You assess the quality of Thai-to-English translation.
Thai source text (main focus):
(source)

English reference (guidance only):
(reference)

Translation to evaluate:
(translation)

Figure 3: The prompt template for LLM-as-a-judge scoring on Thai-English translation.

4.5 Methodological limitations

This methodology has limitations. First, the use of a single LLM judge model may introduce
model-specific bias. Second, adding prompting does not guarantee better translations, be-
cause the effect depends on LLM-based translation systems (e.g.,ChatGPT, Gemini) [7]. Third,
COMET is limited to 512 sub-words, which the 32 texts must be checked with XLM-RoBERTa
tokenizer to ensure none of the texts exceed the sub-words. Finally, the results may change
as the NMT-based and LLM-based translation systems are updated over time.
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5 Results

This section presents the results of our experiments across the three automatic evaluation
metrics, LLM-as-a-judge, and Spearman correlation.

5.1 Translation performance of NMT and LLM-based translation systems

Four different LLM-based translation systems were used to translate both language pairs us-
ing both the specific prompt template. Conversely, one NMT-based system was used to trans-
late both language pairs as well without using the prompt template. The translation perfor-
mance results in the comparison between the four different LLM-based translation systems
and one NMT-based translation system are presented, where the scores of the automatic eval-
uation metrics are reported as averages. The translation performance results for Thai-English
translation are shown in Table 1. The results show a clear translation performance of these
LLM-based translation systems, where the highest scores across BLEU, chrF, and COMET are
obtained by Gemini 2.5 Flash. Similar scores on COMET are obtained for the rest of LLM-
based translation systems. The evaluation results lead to the selection of Gemini 2.5 Flash
as the best-performing translation of the LLM-based translation system to compare with the
NMT-based system: Google Translate.

Table 1 Evaluation scores across five systems for Thai-English translation

Automatic metric NMT: Google translate Llama-3.3-70B Qwen2-72B GPT-5.4 mini Gemini 2.5 Flash

BLEU 38.18 40.53 35.14 39.51 46.51
chrF 67.54 68.35 66.03 69.30 71.83
COMET 0.8685 0.8692 0.8616 0.8645 0.8700

In Swedish-English translation,the translation performance results of the comparison be-
tween the four different LLM-based translation systems and one NMT-based translation sys-
tem are shown in Table 2. The results show a clear progression in the translation perfor-
mance between Thai-English and Swedish-English. Gemini 2.5 Flash is still obtained the
highest scores on BLEU and COMET, while GPT-5.4 mini is obtained the highest scores on
chrF for Swedish-English translation. However, these evaluation scores are lower than the
Thai-English evaluation scores across BLEU, chrF, and COMET. In contrast, The NMT-based
system: Google Translate is obtained higher BLEU and chrF scores for Swedish-English than
Thai-English.

Table 2 Evaluation scores across five systems for Swedish-English translation

Automatic metric NMT: Google Translate Llama-3.3-70B Qwen2-72B GPT-5.4 mini Gemini 2.5 Flash

BLEU 40.23 34.78 33.39 36.67 36.82
chrF 68.29 66.06 65.13 67.17 66.78
COMET 0.8667 0.8636 0.8626 0.8650 0.8663
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5.2 Evaluation translation of LLM-as-a-judge

LLM-as-a-judge: Openaioss-120b was used to assess the 32 Thai-English translations from
Gemini 2.5 Flash as the best-performing LLM-based translation system and Google Trans-
late as the NMT-based system. The translation performance results are presented in Table 3,
where the scores of five-point Likert scale are reported as averages. The results show a clear
comparison between the two systems that Gemini 2.5 Flash is obtaining higher scores than
Google Translate. The averages judge scores show that Gemini 2.5 Flash outperforms Google
Translate.

Table 3 Evaluation scores for Thai-English translation

LLM-as-a-judge NMT: Google Translate Gemini 2.5 Flash
Openaioss-120b 3.968 4.375

5.3 Alignment of LLM-as-a-judge and automatic evaluation metrics

To assess alignment between the different evaluation techniques used to the Thai-English
translations from both systems: Gemini 2.5 Flash and Google Translate, the study uses Spear-
man’s Correlation Coefficient by computing every pair of evaluation techniques: BLEU, chrF,
COMET, and LLM-as-a-judge. The alignment results are presented in Table 4. BLEU and ChrF
are obtained the highest of p scores for positive correlation, which both automatic metrics
rely on n-gram word and character. Both automatic metrics are moderately correlated with
COMET, which indicate overlap between surface-level linguistic and semantic similarity. In
contrast, the results show that LLM-as-a-judge is weakly correlated with the three automatic
evaluation metrics. However, BLEU is significantly correlated with the judge when comparing
the other two automatic metrics, but the correlation is still weak.

Table 4 Evaluation scores across five systems for Swedish-English translation

Evaluation techniques p p-value
BLEU and chrF 0.855  0.0000
BLEU and COMET 0.605  0.0000
BLEU and LLM-as-a-judge 0.326  0.0086
ChrF and COMET 0.567  0.0000

ChrF and LLM-as-a-judge 0.193  0.1256
COMET and LLM-as-a-judge 0.162  0.2001
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6 Discussion

In this section provides a discussion about the results of the previous chapter in relation to
the system performance and different language resources levels between Thai-English and
Swedish-English.

6.1 System performance on different language pairs

The results show that performance translation of LLM-based translation systems and NMT-
based systems depending on the language pair. Gemini 2.5 Flash is obtained the highest scores
on all the three automatic evaluation metrics and it outperforms Google Translate for Thai-
English translation. In contrast, Google Translate is obtained the highest scores on BLEU and
chrF, and even is effectively tied with Gemini 2.5 Flash on COMET for Swedish-English trans-
lation. These findings suggest that LLM-based translation system are suitable for translation
tasks on low-resource language pairs than NMT-based systems, whereas NMT-based systems
still remain competitive on surface-level automatic metrics. There are factors that contribute
to the results. First , Thai has different linguistic structures from English, which challenges
both LLM and NMT-based approaches. The NMT-based systems primarily depend on parallel
corpora to train for translation tasks. Due to Thai has limited specific-domain parallel cor-
pora for training and evaluating, this could be one of the factors that Google Translate has
few Thai specific-domain parallel corpora available to train. According to [14], prior work
has found that Thai open-source parallel corpora can be contaminated, which these paral-
lel corpora have been training to LLM-based or NMT-based systems. This can be one of the
factors, because this study used an open source parallel corpus. Moreover, the LLM-based
translation systems may have trained with this dataset, which make the systems are obtained
higher scores.

6.2 Agreement between automatic evaluation metrics and LLM-as-a-judge

The LLM-as-a-judge evaluation is obtained the system ranking from the automatic evaluation
metrics on Thai-English translation, where the judge provided Gemini 2.5 Flash a higher score
than Google Translate. Overall, This is an agreement on which system is better across the
three automatic metrics and LLM-as-a-judge evaluation methods. However, the results of the
Spearman correlations show that the three automatic evaluation metrics: BLEU, chrF, and
COMET are significantly correlated with each other, but the judge is weakly correlated with
BLEU. This indicates that the three automatic metrics and the judge have alignment on which
system performs better for translation, but these evaluation methods are not aligned on the
quality of individual translation.
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6.3 Terminological accuracy and semantic preservation in evaluation

The three automatic evaluation metrics cannot fully reflect and capture terminological accu-
racy and semantic preservation. These metrics are different from LLM-as-a-judge that can
capture the two dimensions through reasoning process and criteria. The difference between
automatic metrics and LLM-as-a-judge leads to disagreement at individual translation, but
both agree on system ranking. These findings are important in the official governmental and
diplomatic domain, because the automatic metrics cannot reflect correct terminology or se-
mantic preservation and LLM-as-a-judge is still relied on prompting to evaluate. These two
evaluation methods are neither sufficient for evaluation in low-resource language pairs with
specific-domain, but these should be used together to provide a complementary evaluation.

20



7 Conclusion and future work

This study aims to build a comprehensive evaluation method for low-resource languages by
using the three automatic evaluation metrics and LLM-as-a-judge in Thai-English translation.
The Thai-English dataset is from the official governmental and diplomatic domain, which fo-
cuses on terminological accuracy and semantic preservation. The first research question, the
findings show that Gemini 2.5 Flash outperform Google Translate on Thai-English based on
the scores of the three automatic metrics and LLM-as-a-judge. However, the judge has weak
correlation with the three automatic metrics in individual translation. This correlation pro-
vides a significant result that the automatic metrics and LLM-as-a-judge capture different
dimensions of translation quality. Instead of replacement, the judge should be used as a com-
plement to automatic metrics to provide a full view of specific terms (e.g., terminological ac-
curacy and semantic preservation). The second research question, the LLM-based translation
systems are more suitable to translate low-resource language pairs than NMT-based systems.
In contrast, NMT-based systems are still suitable to translate high-resource language pairs,
because the systems are obtained the highest scores of the surface-level automatic metrics
(BLEU and chrF).

This study has two main contributions. First, this study provides a comparison between
NMT-based and LLM-based translation systems on Thai-English translation, including Swedish-
English within governmental domain. Second, this study proposes a comprehensive evalu-
ation methodology on low-resource language pairs by combining three different automatic
evaluation metrics and LLM-as-a-judge. This combination of two evaluation methods shows
that the automatic metrics and LLM-as-a-judge disagree when evaluating at segment-level.

7.1 Future work

To develop this study in the future, it should include human evaluation to examine which
evaluation methods are most aligned with human judgment. Furthermore, it should com-
pare the Thai-English dataset with another Thai-English dataset to investigate performance
comparison between LLM-based translation systems and NMT-based systems.
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