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Abstract
High-Throughput CALPHAD Screening (HTCS) generates massive, multi-dimensional

alloy datasets that exceed the rendering and memory capacities of CPU (Central Processing
Unit) and Document Object Model (DOM) based visualization tools. When processing millions
of alloy data simulations, existing web technologies will, at times, experience network payload
failures, memory exhaustion, and visual overplotting. This study implements a GPU (Graphics
Processing Unit) accelerated visual analytics architecture to address these limitations.

The system bypasses DOM manipulation by packaging all data into a 72 MB flat binary
buffer, which is transferred directly to the GPU’s Video Random Access Memory (VRAM).
WebGL (Web Graphics Library) is used to transform discrete Parallel Coordinate Plot (PCP)
into a Density-Based Parallel Coordinates (DBPC). This is achieved using a 32-bit floating-
point accumulation buffer and additive blending, which converts overlapping data paths into
continuous multi-dimensional heatmaps.

The results of the system evaluation benchmarks show that the proposed GPU architec-
ture processes 3 million data points with a stable render time of approximately 743 milliseconds
without any browser crash. The visual analysis objectively demonstrates that the DBPC model
reduced maximum pixel saturation from 66.16% to 7.33%. This reduction showed a 340%
increase in preserved structural information compared to the baseline 8-bit alpha blending,
showing an increase in Shannon Entropy from 1.27 bits/px to 5.59 bits/px. A practical case
study in automotive steel confirmed the tool functionality, showcasing the ability of interactive
real-time vertex culling. Domain experts can use real-time filtering to reliably isolate viable
alloy candidates and identify stable thermodynamic properties and trade-offs.

Keywords:
High-Throughput CALPHAD Screening, Visual Analytics, GPU Acceleration, WebGL,

Parallel Coordinates, Data Visualization, Visual Overplotting, Density-Based Parallel Coordi-
nates, Information Theory.
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1
Introduction

1.1 Problem Statement

The materials science domain is currently going through a shift, transitioning from empir-
ical trial-and-error experimentation toward data-driven computational discovery. The central
part of this transition is the accelerated development of high-performance and multifunctional
alloys, where the demand for materials having specific thermal, mechanical, and thermody-
namic properties is critical. This demand has driven the adoption of HTCS, a computational
framework that allows simulation of millions of multicomponent alloy compositions to predict
phase equilibria and stability [1].

While HTCS effectively automates the generation of data, it creates a major bottleneck in
the analysis phase. A single project can easily produce millions of different metal recipes, each
with complex physical properties. The analytical challenge is showing the data to materials
experts in a meaningful manner. Scientists need to navigate the high-dimensional design space
to find a good balance between different material properties, often referred to as “sweet spots”.
Visual analytics acts as the bridge between massive computer data generation and human
insight.

The Department of Materials and Manufacturing at JU currently manages HTCS datasets
exceeding 3 million unique alloy compositions. Previous work by Josefsson and Olsson [2] ad-
dressed the analytical challenge by visualizing this data using web-based parallel coordinates.
While their work demonstrated potential use of the utility on a smaller subset, such traditional
visualization techniques suffer critical failures when the dataset is of a higher magnitude. The
primary failure is visual overplotting, when millions of lines in a PCP are drawn densely, ren-
dering the visualization as a solid block of color. This saturation also obscures critical insights,
blinding researchers from important information that simulation was designed to reveal.

Besides visual clutter, having to filter through the data manually, as has been done in
previous iterations, hinders exploration and analysis. Using the filters forces the researchers to
exclude data before displaying visuals. This activity could introduce selection bias and risk of
hiding important information outside the filtered data.

Standard web rendering technologies like Scalable Vector Graphics (SVG) and HTML5
Canvas operate on the CPU. Benchmarks by Horak et al. (2018) indicate that WebGL out-
performs SVG and Canvas once scene complexity exceeds 10,000 graphical elements. With 3
million elements, the current tool system results in memory exhaustion due to the limitations
of JavaScript Object Notation (JSON) data serialization and DOM-based rendering overhead,
causing the browser to crash or become unresponsive. This shows that current limitations
cannot be scaled to meet the demands of new data and also affect exploratory analysis.
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This thesis proposes to solve these limitations by shifting the data rendering to the GPU
using WebGL and implementing density-based techniques to deal with overplotting.

1.2 Purpose and Research Questions

The purpose of this thesis is to implement and evaluate high-performance visualization
techniques capable of rendering millions of multivariate data points in real-time using We-
bGL (via regl), as well as solving the overplotting problem through DBPC to simplify the
exploratory analysis for material scientists.

Research Question 1: How does a GPU-based binary architecture affect rendering
speed and system stability when compared to a DOM-based approach for a dataset exceeding
3 million points?

Traditional web visualization tools face performance issues when the scale of HTCS
datasets grows. Standard rendering technologies like SVG and HTML5 Canvas operate on
the CPU. Because the CPU handles rendering loops sequentially, any attempts to draw and
update millions of data points cause the web browser to lag or crash. This limit makes maintain-
ing real-time interactivity daunting or impossible. To solve this issue, the rendering processes
must be moved to the GPU to leverage its parallel processing, which can significantly enhance
system scalability, maintain stability during exploration, and prevent memory exhaustion when
handling millions of data points.

Research Question 2: To what extent can density-based rendering using DBPC reduce
visual clutter compared to line-based rendering?

Although resolving the performance issues with the rendering process shift, displaying
millions of discrete lines in a PCP leads to visual overplotting. This saturation obscures the
distribution of data, leading to hidden critical information behind a block of color. To solve
this visual clutter, the datasets were modeled as an additive density map using the DBPC
framework. This approach highlighted alloy clusters while suppressing noise by transforming
overlapping lines into a multi-dimensional density heatmap of accumulated values. To measure
the visual clutter reduction and preservation of information, this research used mathematical
metrics in an objective way.

1.3 Scope and Limitations

The scope of this thesis is limited to the frontend visualization components and the Blink
rendering engine that Google Chrome, Edge, and Opera use. It excludes other browser engines
(e.g., Gecko, WebKit, and older engines) to keep this thesis focused on modern and selected
browsers.

The development work focused on the rendering quality and performance, excluding other
unrelated features that are outside the scope of this experiment, like authentication, database
management, or implementing visualization components.

This study is also limited to the structure and availability of the 3 million datasets from
the previous year’s source code provided by the Materials and Manufacturing department.
Although alternative methods to achieve less clutter exist, like dimensionality reduction tech-
niques (PCA, t-SNE, and UMAP), no AI/ML or predictive algorithms were developed to keep
focus on optimizing performance while reducing overplotting.
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1.4 Company Collaboration

This thesis was conducted in collaboration with the Department of Materials and Man-
ufacturing at JU. The department provides the domain requirements and the HTCS datasets.
They validated the work done during the thesis period and provided feedback on development
along the way.

1.5 Disposition

The remainder of this thesis is structured as follows. Section 2 outlines the methodology
and implementation details for performance and visual data collection. Section 3 establishes
the theoretical framework, detailing web-based rendering technologies, parallel architecture,
and density-based visualization models. Section 4 presents the quantitative performance bench-
marks, visual quality metrics, and a practical automotive steel case study. Section 5 analyzes
the results and their impact on CALPHAD research. Finally, Section 6 summarizes the thesis
and proposes future work.
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2
Method and Implementation

This thesis follows an empirical engineering approach using quantitative experimentation
to evaluate the computational performance and visual fidelity of a developed GPU-accelerated
artifact against an established CPU-based baseline. Quantitative benchmarks are used to
validate system stability, rendering speed, and information preservation when processing large-
scale alloy datasets.

2.1 Data Collection

The data collection is divided into two distinct experiments: the first measuring rendering
performance, and the second measuring visual clarity.

2.1.1 Performance Data Collection

To evaluate the performance of the rendering engine, a comparative experiment was done
between the new GPU-based artifact and the previous year’s CPU-based tool developed by
Josefsson and Olsson [2]. A control tool using Canvas was built to compare with the previous
CPU tool.

To ensure consistency, the performance benchmarks were run on a local MacBook device.
The hardware consists of an Apple M1 chip and 8GB of RAM (Random Access Memory).
Performance was measured as average frame time (ms) to isolate the rendering engine’s raw
computational capacity from the physical display monitor’s refresh rate limits. Both applica-
tions were run on the same hardware environment using the same modern web browser (e.g.,
Google Chrome). Performance was measured at incremental data sizes (100k, 500k, 1M, and
the full 3M points) for both tools. Each dataset size was tested across 10 independent runs,
where each run consisted of a 10-second interval of continuous real-time interactivity (e.g., a
zoom or filter operation). The final recorded value represents the calculated mean across these
iterations. The following metrics were collected:

• Average Frame Time: Measured in milliseconds (ms) to capture the raw computational
time required by the engine to process and draw a single frame. To calculate Frame Time,
1000 was divided by the FPS (Frames Per Second), measured using browser developer
tools (e.g., Chrome DevTools Performance monitor).

• Initialization Time: The duration in milliseconds (ms) from the time data finished
loading into memory until the first rendered frame appeared on the screen.
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2.1.2 Visual Quality Data Collection

Screenshot samples were gathered and used to collect data on the reduction of visualization
clutter. Standardized screenshots were taken of both the line-based PCP and the new density-
based PCP artifact. To control the variables, both screenshots were captured at the same screen
resolution, mapping the same dataset, and displaying the same dimensional axes. In addition,
raw geometric vertex data were extracted directly from the WebGL buffers during runtime.
This has provided the coordinates needed to calculate line crossing interference, rather than
relying on visual observation.

2.2 Data Analysis

2.2.1 Performance Analysis

The recorded Average Frame Times and Initialization Times were plotted on the line
graphs across the different dataset sizes for further comparison. The analysis was focused on
identifying the threshold at which the CPU-based tool performed less with more FPS due to
DOM manipulation overhead. This was compared to the WebGL artifact to mathematically
evaluate the stability and scalability provided by the GPU’s parallel architecture and its VRAM
buffer management.

2.2.2 Visual Quality Analysis

During the experiment, a mathematical evaluation using histogram analysis was used
to objectively evaluate information loss and visual clutter instead of relying on a qualitative
method to gather subjective feedback.

The collected screenshots were converted to grayscale since the GPU artifact uses additive
blending and a 32-bit floating-point accumulation buffer. This made overlapping data points
create different saturation levels, removing all color, which made it easier to analyze density.

The grayscale images were analyzed using these two metrics:

• Saturation Ratio (Sratio): The percentage of active pixels with maximum intensity. A
high saturation ratio in the CPU tool indicates overplotting, whereas a lower ratio in the
GPU artifact indicates successful density mapping.

• Shannon Entropy (H): Measures the average information content of the visual distri-
bution. Entropy was used to verify how much structural variation was preserved in the
continuous density-based rendering compared to the discrete line-based tool by interpret-
ing visual clutter as information loss.

H = −
k∑

i=1
pi log2(pi)

where:

H is the Shannon entropy,
pi is the probability of a pixel having intensity i,

k is the total number of intensity levels.
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The visual quality was analyzed using more specific metrics:

• Line Crossing Clutter: The primary metric for evaluating parallel coordinates is the
volume of intersecting lines [3]. Global clutter was measured using a screen-space 2D his-
togram algorithm to calculate the percentage of crossing lines across the entire dataset.
Filtered and brushed alloy candidates were calculated using a data-space geometric vari-
ant to provide material experts with information of interest.

2.3 Plan and Timeline

The implementation of this thesis followed a structured workflow. First, the CPU-based
visualization tool provided by the department was configured locally to create a control baseline
to conduct the experiment. Second, the GPU-accelerated DBPC artifact was developed. The
experiments outlined in sections 2.2.1 and 2.2.2 were conducted once both tools were working.
Finally, data was collected and further analyzed, followed by the drafting of the final report.

The thesis work was divided into five phases over 10 weeks. Figure 2.1 presents a Gantt
chart of the project timeline, providing a clear view of its ongoing milestones.

Thesis Timeline (Weeks)

1 2 3 4 5 6 7 8 9 10

Literature Study & Research
Baseline Application (CPU)

Implementation (GPU/DBPC)
Performance Tests & Entropy

Analysis & Final Report

Figure 2.1: Gantt chart illustrating the thesis timeline over 10 weeks.
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3
Theoretical Framework

3.1 Web-Based Technologies for Large Data

Traditional web rendering methods like SVG and HTML5 Canvas are by design CPU-
bound. Horak et al. [4] benchmarked SVG, HTML5 Canvas, and WebGL using quantitative
evaluations to reveal the performance costs for large datasets in the browser. Their findings indi-
cate that SVG degrades in performance for large datasets due to DOM manipulation overhead.
The browser must create, manage memory, and calculate CSS styles for individual objects.

HTML5 Canvas is faster than SVG because it draws the elements directly to a pixel
buffer rather than managing each element independently. While Canvas improves performance
compared to SVG, it remains CPU-bound, which means the JavaScript engine still needs to
iterate through the entire dataset every time a constraint is used (e.g., during a zoom or filter
operation) to redraw every single point on every frame, which is not fast enough for smooth
interactions.

To handle millions of data points, the geometry calculations must reside in the GPU’s
VRAM. Lekschas [5] demonstrated that using a functional abstraction over WebGL known as
regl, it was possible to render and interact with over 20 million points at 60 FPS. This high
performance is a result of using the parallel architecture of the GPU, rather than the serial
process of the CPU.

The GPU is specifically optimized for this type of workload, where it is best suited for
repetitive arithmetic operations like transforming coordinates and pixel color calculation. GPUs
utilize a highly parallelized architecture containing numerous concurrent execution threads
optimized to handle massive data throughput. This framework allows the system to process 3
million data points efficiently by scheduling execution loops across parallel pipelines. Regardless
of how fast or efficient the CPU gets, using this parallel architecture is the only way to handle
massive data without slow visuals or potential crashes during interactions.

3.2 Parallel Architecture and Shaders

The scientific visualization has moved away from serial CPU rendering and shifted towards
GPU rendering because of its powerful architecture. The CPU has powerful cores that are only
designed for complex sequential tasks, where GPU has many smaller cores suited for parallel
arithmetic. WebGL uses programmable shaders to expose its architecture, which is written in
GLSL (OpenGL Shading Language).
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Vertex shaders handle the geometric transformation of data. In a PCP, the vertex shader
calculates the millions of alloy data at the same time. It takes the general multi-dimensional
coordinates of each simulation and transforms them into 2D coordinates on the screen. Once
the geometric data is positioned and calculated, the fragment shader processes every individual
pixel that needs to be drawn. Aguirre et al. [6] highlight that the true efficiency of using this
pipeline is in the fragment shader’s capability of calculating pixel intensity and color blending
across large datapoints in parallel, allowing for real-time analysis. In the context of DBPC, the
fragment shader calculated the additive blending of overlapping lines, creating density clusters.

3.3 VRAM and Buffer Management

A critical part of rendering large datasets while avoiding the browser from crashing is
how the data is stored and transferred. Another restriction in the CPU rendering process is
that the JavaScript engine must pass data from system RAM to the GPU in every frame,
which causes severe bus latency overhead. Schütz et al. [7] highlight GPU optimizations that
solve this issue using compute shaders and vertex order optimizations for massive point clouds.
However, the WebGL API (Application Programming Interface) does not natively support
compute shaders and uses vertex and fragment shader pipelines instead, while adapting Schütz
et al. [7]’s foundational idea of VRAM data persistence.

By using a functional abstraction such as regl, the system packages the entire alloy
dataset into a typed array directly sent into the GPU’s VRAM once during initialization time
over the memory bus. Horak et al. [4] demonstrates that efficient buffer management is critical
when handling high-density 2D simulations.

When storing the geometric data in Vertex Buffer Objects (VBOs) inside the VRAM, the
GPU will gain instant access to the entire alloy dataset with high bandwidth. Upon real-time
user interactivity, the CPU only sends a small, updated transformation matrix to the GPU
compared to resending the dataset at once. The shaders will then recalculate the visual screen
in parallel while completely bypassing DOM manipulation overhead. A conceptual sequence of
this rendering pipeline is illustrated in Figure 3.1
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VRAM / VBO
(Binary

Float32Array)

Vertex Shader
(PCP Geometry

Transform)

Rasterization
(Primitive
Assembly)

Fragment
Shader

(Pure Additive
Blending)

Framebuffer
(32-bit Float

Accumulation)

Tone Mapper
(Exposure

Normalization)

� Memory Buffer � Programmable Shader

� Fixed Function

Figure 3.1: The WebGL rendering pipeline in the proposed architecture. Data remains strictly
in the GPU’s VRAM, bypassing the CPU entirely. Programmable shader stages are used to
perform the DBPC mathematics, accumulating in a 32-bit floating-point framebuffer and using
tone-mapping normalization to manage exposure.

3.4 Overcoming Overplotting: From Discrete Lines to
Density Heatmaps

PCPs are one standard method for visualizing high-dimensional data in a multi-
dimensional space that is mapped to a 2D space by placing multiple axes parallel to each
other [8]. A single point in a multi-dimensional space is represented as a polyline connecting its
values on each axis. For alloy data, researchers can use the polyline to trace a single simulation
across dimensions, like temperature, phase, and volume at the same time.

Using PCP becomes difficult as the amount of data increases. With over 3 million alloy
simulations, the displayed data suffers from overplotting (drawn lines obstruct each other),
creating a solid block of color hiding the data distribution. Using standard alpha blending
techniques fails at this scale because thousands of semi-transparent lines quickly reach full
opacity.

3.4.1 Density-Based Parallel Coordinates

To handle the limitations of discrete polylines, Heinrich and Weiskopf [9] introduced the
theoretical framework for modeling parallel coordinates as density distributions. While their
exact PDF (Probability Density Function) model scales visually, computing true mathematical
continuity for millions of lines is computationally prohibitive for real-time web applications.
However, their core concept, transitioning from discrete lines to density fields, provides the
theoretical foundation for GPU-bound rendering of HTCS data. This approach displays two
main advantages:

1. The visualization quality is independent of the dataset size; the density map accurately
represents the distribution structure.
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2. The representation treats the data as a coherent structure (clusters of similar alloys) and
suppresses high-frequency noises of outliers.

3.4.2 The Mathematics of Additive Accumulation

Building on the density model, Zhou et al. [10] proposed splatting lines into an accu-
mulation buffer to map massive ranges of densities to visible colors. For alloy screening, this
transforms visualizations into a multi-dimensional heatmap of accumulated values. Regions of
similar alloys that share common properties (e.g, a specific temperature causing phase change)
appear as high-density clusters.

While true Gaussian splatting calculates a spatial decay function requiring complex geom-
etry expansion, this thesis adapts the framework to prioritize real-time performance. Instead
of a Gaussian footprint, each rasterized 1-pixel line fragment contributes a constant scalar in-
tensity of 1.0 to a floating-point accumulation buffer via pure additive blending. The fragment
shader uses the following model to sum the source and destination colors:

Cresult = Csource + Cdestination

Floating-point textures were used to prevent the accumulation buffer from overflowing
when millions of lines target the same pixel, allowing the buffer to constantly accumulate
values without clipping. Once the full range of densities is accumulated, a tone mapping shader
normalizes the values to visible colors. Using this mathematics for alloy screening transforms
the visualization into an accumulation heatmap where common properties appear as glowing
clusters, known as "sweet spots".

3.5 Information-Theoretic Visualization Framework

To enhance the understanding and effectiveness of visualization techniques, Chen and
Jänicke [11] proposed an information-theoretical framework, which bridges the gap between
data points and human insights. Visual overplotting according to this framework is considered
a form of “channel noise” [11]. To define the state of clutter in a visualization plot using
information theory, the concept of entropy measures the information content in a visualization.
In a state where the number of pixels on the screen has lower entropy than the initial dataset,
this results in measurable information loss due to clutter (possibly also due to ineffective visual
design). Clutter can be defined as the redundant information that does not contribute to the
viewer’s understanding [12].

Tufte [13] originally defined this phenomenon as data density, describing relevant data
that is packed as much as possible into a small space, revealing patterns and context while
avoiding clutter and maximizing “data-ink ratio”. However, modern metrics have evolved to
use Shannon Entropy (H) to measure the distribution of visual information. Low entropy
visualization indicates a concentration of overplotted color, and high entropy shows a strong
variation (many different colors or values) in data density. Using the entropy as a quantifier, it
was possible to measure how much information was preserved in line-based rendering compared
to the proposed density-based rendering.

This approach provides the necessary metrics as quantitatively using Shannon Entropy
instead of relying on subjective user preference. By interpreting visual clutter as information
loss, this study aims to establish an objective mathematical benchmark for visual quality.
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3.6 Pargnostics and Clutter Evaluation

To improve the readability and effectiveness of the PCP visualizations, Dasgupta and
Kosara developed a framework called Parallel Coordinates Diagnostics (Pargnostics) [3]. This
model uses screen-space metrics that measure visual structures by focusing on the physical
limitations of the display. Although their model quantified visual features like line crossings,
parallelism, and overplotting, the most important metric for this framework used in this work
was line crossings between axes. When too many lines cross each other, they cause overplotting
and visual noise. While Shannon Entropy measures the image variety, it does not take into
account the unique features of PCP visualization. To evaluate the rendering output and analyze
the data, Pargnostics was used to reveal these relationships between lines in a way that material
experts will understand and further validate in external processes.

To establish a visual benchmark for the entire dataset, a screen-space 2D histogram
algorithm was used to accurately calculate the perceptual display clutter. Because this method
was operated on the fixed screen resolution rather than the data size, its complexity was O(h4)
rather than O(N2) (where h < N ), avoiding slow interaction or potentially crashing the website.
Instead, the system instantly calculates clutter percentages for millions of data points without
exhaustion.

For filtered subsets of data, an exact data-space method was used, which is similar to
the screen-space framework but much more computationally expensive. However, running
this method on surviving candidates of alloys using this metric will serve as a high-precision
analytical tool for material experts and not only a visual benchmark. Instead of running
estimations based on pixels, it will use the raw floating-point data from the GPU buffer.

This exact data-space calculation serves as a chemistry-space structure metric for the
surviving alloys. This metric measures the rank inversion between variables. A crossing rate
near 0% means nearly perfect order preservation, signifying that the surviving alloys form a
predictable recipe or a single interpretable alloy cluster. A rate near 50% means that the alloys
are mixed, while a rate approaching 100% indicates that the ordering is in reverse, revealing
physical tradeoffs, competing stabilization strategies, or multiple conflicting alloy families. This
tool lets the experts see if a brushed group of alloys is structurally consistent or if they need
to be broken down further.
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4
Results

4.1 Compute Performance and Architectural Limits

Before starting the performance evaluation of the proposed GPU visualization tool, a
baseline dataset to compare with is established using a Python server and serialized data from
the database using JSON format. On the client side, the JSON data is displayed using the
standard DOM rendering library Plotly. The collected test data is a HTCS dataset consisting
of 3 million simulations.

4.1.1 Baseline Compute Failure

As dataset sizes were gradually increased, the baseline CPU architecture demonstrated
escalating Frame Times and initialization times, ultimately failing to initialize and display the
3-million-row dataset. This proves that using a CPU-based tool for visualizing large data at
scale is inadequate for high-throughput materials screening. The failure occurred because of a
memory and JSON serialization bottleneck inherent to its behavior and the browser’s DOM,
as summarized in Table 4.1.

Table 4.1: Performance Metrics with Different Dataset Sizes

Dataset Limit Initialization Time (ms) Average Frame Time (ms)

100,000 ∼272 ∼2.6
500,000 ∼1,432 ∼3.2
1,000,000 ∼3,749 ∼8.7
3,000,000 Failed Failed

The 3-million-row dataset generated a massive payload that exceeded the JavaScript en-
gine’s memory heap limits during parsing, because JSON requires repeating key names for
every individual record. The result was an incomplete data transmission, leading to complete
memory exhaustion and a crash of the browser. As a result, this limitation using CPU archi-
tecture cannot scale to meet larger data sizes, especially when metallurgical databases adopt
new data.
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4.1.2 Binary transport and VRAM

Previous results presented a parsing limitation in the current CPU architecture. In the
proposed solution, the architecture was recreated to bypass the DOM entirely. The backend
extracts raw simulation data and packs it into a binary buffer.

When the data is transferred, the client application maps the incoming data into an array
buffer that requires zero string parsing or creating any objects. This results in a minimal and
stable browser memory footprint. The array buffer is transferred directly to the GPU’s VRAM
using WebGL. A visual comparison of the memory overhead between the current architecture
and the proposed binary buffer is presented in Figure 4.1.

Current Architecture: JSON Payload (>150 MB)

[{"Temp": 1000.0, "VolumeFrac": 0.5, ...},
{"Temp": 1005.0, "VolumeFrac": 0.5, ...}]

Problem: String keys repeated for all 3,000,000 rows

Architectural Shift

Proposed Architecture: Flat Binary Buffer (72 MB)

1000.0 0.5 ... 1005.0 0.5 ... ...

Solution: Float32Array (Strictly 24-bytes per row)

Figure 4.1: Visual representation of data serialization. JSON requires repetitive keys for every
record, which increases memory usage, whereas the proposed architecture packs raw floating-
point numbers into a typed array.

4.1.3 Performance Results

When shifting from a DOM architecture where JSON fails to a VRAM-based binary
architecture, the application does not crash and can render millions of datapoints simultane-
ously. All performance metrics were recorded using Apple M1 and 8GB of RAM. The final
improvements in payload size and render times are summarized in the evaluation table (Table
4.2).

4.2 Implementation of New Rendering Pipeline

Visualizing millions of data points can be challenging when coordinating lines overlap,
especially in HTCS screening. Using standard 2D visualization libraries can only rely on 8-bit
alpha blending, which only limits pixel intensity to 100% opacity. This creates a solid block
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of color when displaying a dense dataset, which prevents the researchers or even normal users
from distinguishing between a spot with some overlapping simulations and another with many.

A GPU rendering pipeline was built to transform the HTCS database into a DBPC density
heatmap of accumulated values. Before starting with WebGL and the shaders or creating the
accumulation buffer, the experiment was broken down into steps to keep the current system
working.

4.2.1 Data Serialization and Binary Transfer

Starting in the backend, the 3 million simulation data were packed into a binary buffer
before being sent to the client. Upon reaching the client, the browser mapped this payload into
a typed array. At this stage, the browser did not crash or become unresponsive, and successfully
loaded the 72 MB data into memory as shown in the console log output in Figure 4.2.

Figure 4.2: Console showing the Float32Array of the 72MB binary buffer, representing a single
simulation from the database.

4.2.2 The WebGL Geometric Pipeline

After the raw data is transferred to the GPU as VBOs, the WebGL vertex shader processes
the data points in parallel and transforms them onto a 2D screen space. It renders the entire
3-million-point alloy dataset, which creates a massive visual overplot (see Figure 4.3).
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Figure 4.3: Discrete lines rendering 3 million datapoints demonstrating information loss due to
overplotting in 8-bit pixel saturation.

4.2.3 Floating-Point Accumulation Buffer

To resolve visual clutter, a new rendering pipeline was created to implement pure additive
blending using a 32-bit floating-point framebuffer. This buffer allows pixel intensity values
to sum infinitely, unlike the standard 8-bit buffers that limit a value of 1.0. To transform
alloy binary line plots into a probability density map in this space, the GPU will start by
creating instances of millions of lines. Each fragment shader adds the corresponding pixel to
the buffer. Once all geometric data is processed, a secondary tone mapping shader normalizes
the 32-bit density values and maps them to a visible accumulation heatmap. This technique is
foundational to DBPC that shifts our perspective from discrete lines to holistic density-based
clusters. The raw accumulation of these density values rendered in grayscale without color
mapping can be seen in Figure 4.4.

Figure 4.4: Rendering 32-bit floating-point accumulation buffer in grayscale of the raw data
output. The cluttered data is shown as a continuous density structure.

4.2.4 Tone Mapping and Normalization

Since the human view cannot process what is displayed on the screen due to the massive,
unlimited numbers collected in the raw data buffer, it needs a tone mapping mechanism. The
raw data is divided by a normalization scalar to map the unbounded accumulation values into
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the standard 0.0 to 1.0 RGB color space. The heatmap is at last created, where few overlapping
lines are shown in dark red places, while dense places and most common clusters glow bright
white, resulting in the final DBPC visualization as shown in Figure 4.5.

Figure 4.5: Density-Based Parallel Coordinates visualization utilizing additive blending to pre-
serve high-density data pathways across various metrics (Temperature, Volume Fraction, Al,
C, Mn, Si) without visual clutter.

4.3 System Evaluation Benchmark

Note: It was not possible to measure visual output because the previous CPU DOM-
based tool crashed when attempting to load the 3-million-point dataset. Therefore, the pro-
posed GPU tool was intentionally restricted to simulate a standard 8-bit alpha blending with
discrete lines to establish a controlled visual benchmark (see Figure 4.3).

Table 4.2: Summary of System Improvements using 3,000,000 data

System Metric Current Architecture
(JSON/DOM/8-bit)

Proposed Architecture
(Binary/WebGL/32-bit)

Data Capacity Browser Crash Stable at 3M
Network Payload Size > 150 MB 72 MB
Parsing & Transfer Time SyntaxError ∼13.0 seconds
Initial Render Time DOM Exhaustion ∼743 milliseconds
Interactive Frame Time Browser Crash ∼21 - 46 milliseconds
Visual Clutter 66.16% 7.33%
Information Maintained 1.27 bits/px 5.59 bits/px
Line Crossing Clutter Unmeasurable 35.05%

To quantitatively prove that the GPU accumulation buffer preserves more scientific data
compared to standard baseline rendering, the visual output was evaluated and analyzed using
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the Pargnostics framework alongside Shannon Entropy and the Saturation Ratio. This evalua-
tion resembles an objective qualitative feedback survey where experts answer questions about
clarity, noise, and other parameters using the same data collection.

To conduct a controlled analysis, these metrics were calculated against the 3 million
datasets with six primary dimensions (Temperature, Volume Fraction, Al, C, Mn, Si). The tone-
mapping exposure was chosen as a statistical normalization scalar based on the distribution of
the density in the floating-point buffer. The accumulation showed that mapping the maximum
density to 1.0 resulted in a dark visualization, meaning that the visibility of primary data was
compressed.

A linear normalization function was used to address that:

Cnormalized = min
(

Dpixel

Snorm

, 1.0
)

(4.1)

The specific scalar was deliberately calculated to 23,000, which represents a very small
part of the accumulation distribution to allow dense clusters to saturate. This exposure resulted
in a high Shannon Entropy value while minimizing Saturation Ratio levels as much as possible.
This ensures that the maximum possible structural variance is rendered with no critical data
being hidden.

The same dataset, analyzed using the standard 8-bit alpha blending baseline, served as
a benchmark for the new tool. The overlapping discrete lines caused pixel intensities to clip
and result in a Saturation Ratio of 66.16%. This loss of detail completely ruined the internal
structure variance and therefore resulted in a low Shannon Entropy of 1.27 bits/px.

The new tool, using the DBPC model via a 32-bit floating-point accumulation buffer,
reduced the Saturation Ratio to 7.33%, which ensures that critical high-density paths were not
hidden. This change increased the Shannon Entropy to 5.59 bits/px. As a result, this metric
objectively demonstrates that the proposed rendering pipeline preserves over 3.4 times more
visual information compared to the baseline tool.

Since the baseline tool uses 8-bit rendering, it has hardware limitations compared to the
proposed 32-bit floating-point buffer solution. This means reaching absolute white is never
achieved since the baseline application’s alpha blending implementation limits pixel values to
240. Therefore, to yield benchmark results for this specific baseline tool, the max intensity
value used is 230. These findings demonstrate a 340% increase in preserved information, which
was summarized previously in Table 4.2.

By utilizing the screen-space Pargnostics calculation, the system displayed a global line-
crossing clutter metric of 35.05%, which shows that the unfiltered 3 million dataset is highly
chaotic and inversely correlated. This shows that even though data is more visible using an ac-
cumulation heatmap overview, establishing an interactive GPU-accelerated brushing framework
is a necessity due to many lines overlapping with each other between axes.

4.4 Automotive Steel Case Study

A simulated alloy case study was conducted to test the proposed tool knowledge dis-
covery by identifying candidate alloys for automotive frames. These candidates require high
strength, high formability, and weldability. In the chart, these favored properties need a high
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Volume Fraction with elevated Manganese (Mn) while limiting Carbon (C). Using the inter-
active WebGL brushing interface to search through the 3 million data points, it was possible
to dynamically filter through the data in real-time via vertex-shader culling. On the Volume
Fraction axis, the alloys were brushed, restricting at least 0.95 to isolate pure-phase simulations
and eliminate unwanted mixtures. After that, the brush was applied to the C axis that limits
the amount to less than 0.02 making sure the metal would not crack when welded. Lastly, the
final brush was drawn on the lower section of the Mn to isolate the highest amount available to
ensure the metal is strong. This active multi-axis interactive brushing process and the resulting
visual convergence of the lines are illustrated in Figure 4.6.

Although it was possible to identify the overall trends using this DBPC, it is still unclear
what the numbers state, which is critical for making the favored metal. Therefore, upon
releasing the interactive brush, the integrated DOM-based data extractor was able to parse
the specific data numbers for these remaining candidate alloys from the WebGL buffer and
dynamically plot them into a table list. The final isolated constraints are shown in Figure 4.7,
and the extracted data table for the surviving candidate alloys is presented in Figure 4.8.

Figure 4.6: Interactive vertex culling applied to the DBPC visualization. Dimensional con-
straints (blue brushes) are set for high Volume Fraction (> 0.95), low Carbon (< 0.02), and
high Manganese to dynamically isolate candidate alloys for automotive steel.

4.4.1 Result: Revealing Hidden Alloys

Upon using the interactive brushing from the DBPC plot to find the favored candidate
alloy simulations, applying these three constraints instantly removed over 2.9 million non-viable
simulations from the visualization. Once the visual clutter was removed, a clear pattern was
revealed showing the remaining discrete lines converged into a dense and tightly clustered area
on the Temperature axis within the range between 900K and 1050K (as illustrated in the table
of Figure 4.8). This finding proves a critical insight for this material to experts: to achieve a
high Mn, low C single-phase alloy, it is only stable within this specific Temperature constraint
of a 150-degree range.
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Figure 4.7: The interactive brushed alloys on the parallel axes. By defining strict boundaries for
Temperature, VolumeFrac, Al, Mn, and SI, the GPU instantly filters out millions of non-viable
simulations.

Figure 4.8: The data extraction interface. The system reads the surviving vertices directly from
the WebGL geometry buffer. It dynamically generates an analytical table, providing domain
experts with the precise thermodynamic values of the 7 candidate alloys to be further exported
and studied.
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5
Discussion

5.1 Result Discussion

The results of this study address the primary research questions regarding system stability
and visual clarity in high-throughput materials screening.

Regarding the first research question, the architectural shift from JSON data serialization
and DOM-based rendering to a GPU-bound binary buffer enabled rendering without perfor-
mance issues. The baseline architecture failed at 3 million simulations due to memory ex-
haustion. The proposed architecture bypasses CPU-intensive string key parsing entirely by
mapping a 72 MB flat binary payload directly to VRAM. While the initial buffer allocation
and render require approximately 743 ms, continuous interactive brushing executes with frame
times between 21 ms and 46 ms. This performance variance is a result of the geometric pipeline
behavior during interactive culling. As an initial brush filters out non-viable simulations, the
shader processes fewer surviving alloys during subsequent interactions, dynamically lowering
the frame computation time from 46 ms down to 21 ms. Processing 3 million multi-dimensional
data points at these continuous frame rates proves that parallel fragment-shader computations
provide structural stability and speed for interactive exploratory analytics.

Regarding the second research question, moving from discrete line rendering to the DBPC
model successfully mitigated visual overplotting. The 8-bit baseline produced a Saturation Ra-
tio of 66.16%, which obscured the entire structural variance and resulted in a low Shannon En-
tropy (1.27 bits/px). Using a 32-bit floating-point accumulation buffer with additive blending,
the visualization preserved the data density without early saturation. This reduced saturation
to 7.33% and increased entropy to 5.59 bits/px, showing higher information readings.

When evaluating the tests on the local MacBook device, knowing the specific architecture
of this hardware context is important. The Apple M1 chip features a UMA (Unified Memory
Architecture), which allows the CPU and GPU to share a single physical memory pool. Because
of that, the data transfer delay typically caused by a traditional PCIe bus is eliminated when
moving the binary file. Therefore, the fast initialization speeds observed in these tests are unique
to modern SoC (System-on-a-Chip) environments. Running this system on traditional hardware
configurations with dedicated GPUs may introduce minor latency during the initialization
process. However, the real-time interaction speed remains stable regardless of different hardware
architectures.
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5.2 Impact on CALPHAD Research and Alloy Discov-
ery

As the results show, the integration of GPU-accelerated DBPC into HTCS screening
represents a core paradigm shift in material design. Historically, the search for specific alloys
has relied on strict database querying, where a researcher constantly inputs desired parameters
and receives a list of matching compositions. This method is effective for narrow optimizations,
but is a bottleneck for broader usage.

The proposed visual tool transforms this process from uncertainty and blind algorithmic
search into an interactive visual filter. By rendering the entire multi-dimensional dataset si-
multaneously, the domain experts will scan through high-level correlations and insight before
committing to specific filters.

As demonstrated in the automotive steel case study (Section: 4.4), the real value of the
solution is not limited to identifying what works, but also visually understanding why other
combinations fail. When using the interactive tool, the domain experts instantly view the
highlighted bottlenecks without wasting resources or laboratory time on physically impossible
or rigid alloy combinations.

Furthermore, by using the Pargnostics line-crossing metric, the tool eliminates visual clut-
ter and measures alloy coherence to simplify reading. It allows researchers to easily spot rare,
high-potential edge cases that would otherwise be kept hidden within a massive block of color
and confusing line-crossings. Together with the integrated CSV (Comma-Separated Values)
data extraction functionality, the visual-first approach following a data export accelerates the
alloy discovery pipeline, which enables faster iteration and better understanding of the alloy
components.
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6
Conclusions and Future Work

6.1 Conclusions

This thesis successfully implemented a high-performance visual analytics architecture that
resolves the critical overplotting and memory exhaustion failures inherent to web-based High-
Throughput CALPHAD Screening.

6.2 Future Work

Because the scope of this thesis prioritized resolving the core visual clutter and com-
putational bottlenecks, several domain-specific features were deferred for future development.
Notable enhancements that would further improve the tool’s utility in a production CALPHAD
environment include:

• Categorical Color Mapping: The current shader implementation utilizes a unified
accumulation heatmap gradient based purely on line density. Modifying the fragment
shader to accept a secondary color buffer would allow researchers to color-code the visu-
alization based on categorical string data, such as the thermodynamic Phase.

• SSR (Server-Side Rendering): To address the client-side memory limitations for
datasets exceeding 10 million rows, future scaling should investigate migrating the WebGL
accumulation buffer logic to a dedicated GPU server. The server would execute the
Pargnostics and density calculations, transmitting only the final composite 2D image
stream to the client browser.

The technical contribution of this feature will bridge the gap between massive data simu-
lation and human insight to solve the overplotting issue identified in the previous thesis. This
tool can be developed to be open-sourced and built into existing workflows to easily enable
material scientists to discover and explore alloy compositions without latency or visual clut-
ter. After all, the tool will allow researchers to reliably identify key spots to find promising
properties like thermal resistance and stability without limiting data rendering.
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Acronyms
DBPC Density-Based Parallel Coordinates. 7, 10, 14, 16, 17, 22–26, 28, 29

DOM Document Object Model. 7, 9, 10, 13, 15, 16, 20, 21, 24, 26, 28

HTCS High-Throughput CALPHAD Screening. 7–11, 17, 20–22, 29

JSON JavaScript Object Notation. 9, 20, 21, 28

Pargnostics Parallel Coordinates Diagnostics. 19, 25

PCP Parallel Coordinate Plot. 7, 9, 10, 13, 16, 17, 19

SVG Scalable Vector Graphics. 9, 10, 15

VBOs Vertex Buffer Objects. 16, 22

VRAM Video Random Access Memory. 7, 13, 15–17, 21, 28
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