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Abstract

Introduction Legal and regulatory domains contain large amounts of in-

formation that are difficult to interpret and structure. Regulatory rules are

often connected to other rules, concepts and definitions, which makes them

difficult to analyze as isolated statements. Knowledge graphs can repre-

sent this type of knowledge as entities and relations but the construction

of regulatory knowledge graphs is still largely manual and dependent on

expert interpretation. This thesis addresses this problem by designing, im-

plementing and evaluating ORSExplorer, a semi-automated tool that uses

Large Language Models to support the extraction of entities and semantic

relationships from regulatory documents.

Research Question The primary research question is: “How can a semi-

automated Large Language Model-based tool support expert users in ex-

tracting and structuring entities and relationships from regulatory docu-

ments for knowledge graph creation?”

Method This thesis follows a Design Science Research methodology. Re-

quirements were collected through expert workshops and supervision meet-

ings and were used to guide the iterative development of ORSExplorer. The

artifact was implemented as a web-based tool that supports ontology-guided

extraction, human-in-the-loop review, graph visualization, manual editing

and Wikibase-compatible export. The evaluation was conducted through

expert assessment and semi-structured interviews with five expert partic-

ipants. The interview material was analyzed using thematic analysis and

selected requirements were also assessed through technical verification.

Results The results show that ORSExplorer can support expert users by

generating ontology-guided candidate entities and relationships from reg-

ulatory text. These outputs can be inspected, edited and accepted before

they are used for knowledge graph creation. The evaluation showed that
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participants valued the incremental workflow, the possibility to review rea-

soning and evidence and the ability to manually control the generated out-

put. The main findings were grouped into four themes: usability, workflow

efficiency, trust and control and perceived accuracy and output quality.

The results also showed limitations in first-time usability, graph readabil-

ity, the need for ontology knowledge and limited history tracking between

iterations.

Discussion The findings suggest that semi-automated Large Language

Model-based tools can support regulatory knowledge graph creation when

they are designed as support tools rather than fully automated systems.

The artifact helped reduce parts of the manual structuring work but expert

validation remained necessary because the generated output could not be

treated as final legal interpretation. The main contribution of this thesis is

ORSExplorer together with design knowledge on ontology guidance, trans-

parency, incremental construction and human-in-the-loop validation. Fu-

ture research could evaluate the artifact against a manually created gold

standard, improve graph readability, history tracking and test the approach

in larger regulatory knowledge graph workflows.
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1
Introduction

Legal and regulatory domains often contain large amounts of rule-based

information that is difficult to interpret and structure. A rule is usually not

isolated but connected to other rules, concepts and definitions. Because

of this, legal texts can be difficult to analyze in a structured way since the

meaning of a rule often depends on how it relates to other parts of the regu-

latory framework. This has motivated researchers to apply legal ontologies

and legal design techniques to turn complex regulatory texts into more un-

derstandable structured representations [1].

To support structuring regulatory knowledge, an ontology can be used.

Ontologies provide a way of specifying domain knowledge so that it can be

shared and reused by software systems [2]. Ontologies provide a unified

structure for information. In this thesis, an ontology is used as a concep-

tual basis to structure regulatory information before it is represented in a

knowledge graph (KG). KGs are suitable for this purpose because they are

intended to accumulate and show knowledge of the real world, where en-

tities can be represented as nodes and relations between them can be rep-

resented as edges [3].

By using a KG, regulatory knowledge can be represented visually and

structured in a way that is easier to interpret [1]. Before a visual represen-

tation or a KG can be created, the relevant information in the legal text first

has to be identified and structured. This means identifying relevant enti-

ties and relations, interpreting them and connecting them to the ontology

that guides the KG. This step is difficult because legal and regulatory texts

often require domain knowledge to decide which concepts are relevant and
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how they should be represented. As a result, KG construction still depends

heavily on manual extraction by people with domain expertise [4].

Previous research on LLM-assisted KG construction suggests that LLMs

can support parts of the extraction process by generating candidate entities

and relations from text. At the same time, human oversight remains impor-

tant because the generated output still needs to be reviewed and validated

[5]. This is because the LLM output has to follow the intended ontology,

be supported by the source text and avoid hallucinated information [6].

Therefore, it is difficult to rely on a fully automated process for legal and

regulatory KG creation. A remaining gap is how LLM-based extraction can

be designed as a semi-automated, ontology-guided workflow where expert

users can inspect, edit and accept candidate entities and relationships be-

fore they are used in a KG.

1.1 Problem Statement

The creation of legal and regulatory KGs is still largely manual. Experts have

to read, interpret and translate legal documents into entities and relations

that can be represented in a KG [3]. This makes the process slow, repeti-

tive and difficult to scale. It also means that KG creation depends on the

availability of people with both domain knowledge and an understanding

of how the knowledge should be structured.

LLMs can be used to support KG creation from text data by generating

candidate entities and relations [5]. The problem is not only whether an

LLM can generate such outputs but also if they can be trusted and used

in a structured KG creation workflow. Therefore, the generated entities and

relations need to be checked against the intended ontology, compared with

the source text and reviewed before they are accepted. This makes it impor-

tant for experts to validate the outputs.

The problem addressed in this thesis is that regulatory KG construc-

tion is difficult to scale because experts have to interpret regulatory text

and translate that interpretation into ontology-compatible entities and re-

lations. Existing LLM-based extraction approaches can generate candidate

entities but the design problem remains how to integrate these suggestions

into a workflow where experts can inspect the source text, correct the out-

put and decide what should enter the KG.
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1.2 Aim and Objectives

This thesis aims to address the challenge of interpreting and structuring

regulatory texts manually by designing and evaluating an artifact that sup-

ports semi-automated extraction and representation of regulatory knowl-

edge. The artifact supports this by generating candidate entities and rela-

tions, linking them with an ontology, showing evidence for the generated

output and preparing accepted outputs for KG creation.

The objective of this thesis is to design, implement and evaluate an ar-

tifact that supports expert users in extracting and structuring entities and

relationships from regulatory documents. In this thesis, support refers to

generating candidate entities and relations, linking them with an ontology,

showing evidence for the generated output, enabling correction of incor-

rect suggestions and preparing accepted outputs for KG creation. The ar-

tifact uses LLMs to generate candidate entities and relations but the out-

puts are not intended to be accepted automatically. Instead, the artifact

is designed to support a human-in-the-loop (HITL) workflow where expert

users can review, edit and accept the generated outputs before they are rep-

resented in a KG.

The research question for this thesis is:

How can a semi-automated Large Language Model-based tool

support expert users in extracting and structuring entities and

relationships from regulatory documents for knowledge graph

creation?

In this thesis, expert users are users with knowledge of regulatory infor-

mation, ontology-based modelling or KG construction. Relationships refer

to ontology-compatible relations between extracted entities that are repre-

sented in a structured form for KG creation.

1.3 Scope & Delimitations

The scope of this thesis is limited to the iterative development and evalu-

ation of a semi-automated artifact for extracting entities and relationships

from complex regulatory documents. The artifact is intended to support

the structuring of regulatory knowledge into a Wikibase-compatible for-

mat. The artifact is demonstrated and evaluated with regulatory texts. It

should therefore be seen as a prototype for this type of material and not as

a full solution for all legal or regulatory domains.
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Wikibase is used in this thesis as the goal format for storing and manag-

ing linked data in KGs. This thesis does not aim to develop a solution that

automatically updates Wikibase. Instead, the artifact produces outputs in a

Wikibase-compatible structure with the purpose of making manual trans-

fer and further processing easier. Expert users therefore remain responsi-

ble for checking the generated outputs and deciding what should be added

to the KG.

The artifact is evaluated as a support tool for expert users and not as

a fully automated legal reasoning system. It is not intended to replace le-

gal expertise or make final legal interpretations. The evaluation focuses on

expert feedback about usability, usefulness, perceived output quality, trust

and user control. These aspects are examined through semi-structured in-

terviews rather than through a quantitative benchmark.

The evaluation is also delimited to expert feedback and perceived out-

put quality rather than a quantitative comparison against a manually cre-

ated gold standard. The thesis therefore does not measure the legal cor-

rectness of the final KG outputs independent of expert review and it does

not make claims about extraction performance in terms of precision, re-

call or F1-score. The limitations that follow from these delimitations are

discussed in section 7.6.2.

1.4 Thesis Structure

This thesis is organized into seven chapters: Introduction, Extended Back-

ground, Method, Requirements, Artifact, Evaluation, Discussion & Conclu-

sion.

• Introduction: Introduces the research problem, aim, objectives, scope

and delimitations.

• Extended Background: Presents the theoretical foundation and re-

lated research.

• Method: Describes the research design, the application of Design Sci-

ence Research, the data collection and analysis methods.

• Requirements: Presents the requirements that guided the design and

implementation of the artifact.

• Artifact: Describes the artifact development, including its design, sys-

tem architecture, implementation and development process.
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• Evaluation: Presents the evaluation of the artifact, including the the-

matic analysis and the assessment of the requirements.

• Discussion & Conclusion: Discusses the research method, evalua-

tion findings, relation to previous research, design implications, eth-

ical and societal implications and conclusions.
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2
Extended Background

2.1 Rules and Regulations

Rules and regulations cannot be understood as simple instructions that

can be applied solely based on their literal wording. Laws require inter-

pretation in practical application [7]. Their interpretation requires that

the meaning is related to the context of the rule implementation as well

as other rules within the same normative system [7]. This implies that an

individual law or regulation often derives its meaning from its relation to

definitions, hierarchical structures and established legal practice.

This interpretive process presupposes human judgment because legal

rules cannot anticipate all future situations and application cases [8]. Legal

interpretation therefore becomes context-dependent and non-mechanical,

which makes regulatory frameworks difficult to understand and apply for

individuals without domain-specific expertise [7]. One of the essential ele-

ments in Hart’s theory is that legislation often includes vagueness, meaning

that rules cannot be fully specified with respect to how they are supposed

to be applied in all future situations [8]. Hart describes this phenomenon

as the open texture of law, implying that legal rules need to leave room for

interpretation. This openness means that laws and regulations function as

interconnected components of a normative system rather than as individ-

ual instructions [7].

In Hart’s theory, the foundation of legal governance lies in the Rule of

Recognition rather than in the command of a sovereign [7]. This can be

seen as the framework through which legal officials determine the validity,
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authority and content of legal norms, based on accepted standards and

practices rather than a single formal rule. As a result, juridical application

cannot be reduced to a strictly mechanical procedure [8]. Instead, humans

must interpret rules by relating them to their purpose and to other rules

they are conceptually and normatively linked with.

The interpretive nature of legal reasoning creates complexity that pre-

supposes legal expertise and familiarity with legal interpretive methods [8].

This makes it difficult for non-experts in practice to understand and apply

legal requirements. A central challenge for non-experts is that the meaning

of legal rules usually cannot be found in isolated provisions but emerges

through relationships between norms, definitions and hierarchies within

the broader legal system [7]. In practical terms, this requires users to iden-

tify which rules are applicable, how they interact and whether exceptions

or hierarchical structures affect interpretation [7]. Non-experts face an ad-

ditional challenge because these connections are often implied through as-

sumptions, cross-references and specialized terminology. As a result, legal

documents can be difficult to navigate and distinguish between binding le-

gal requirements and supplementary information. This shows the need for

approaches that make complex legal structures easier for non-experts to

understand, motivating the use of conceptual modeling.

2.2 Ontology

Ontology and research into ontology and its use cases are widely estab-

lished and utilized within the computer science community, especially in

fields such as artificial intelligence, computational linguistics and database

theory [9]. According to Gruber, an ontology is “an explicit specification of

a conceptualization” [2, p. 908]. In the context of computer science, this

implies a formal method for defining the entities that exist within a specific

domain and the rules for how they are represented. An ontology identifies

a set of entities and describes the relationships between them, establish-

ing a “representational vocabulary” [2] used to structure and communicate

knowledge.

Nicola Guarino defines an ontology within the context of AI as an “en-

gineering artifact” [9]. Guarino extends this definition by explaining that

an ontology consists of a set of rules designed to align a computer’s inter-

pretation of language as closely as possible with the human meaning of the

language [9]. Guarino further states that an ontology is “a logical theory
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accounting for the intended meaning of a formal vocabulary” [9]. This cre-

ates an ontological commitment, where a system or knowledge base using

a specific ontology commits to a particular conceptualization of the world

[9].

2.2.1 Legal Ontology

Legal ontology applies ontological modelling to the legal domain. Legal

ontology can be described as a formal description of the domain of legal

discourse [10]. These ontologies provide a specialized framework for ex-

pressing ideas traditionally found in legal thinking. Legal thinking is the

idea that legal concepts have a structure and are connected to one another.

This enables a critical reassessment of how legal thinking is embodied and

practiced across legal fields [10]. Core legal ontology frameworks aim to

capture the fundamental structure of law, independent of domain. They

seek to represent legal knowledge consistently and uniformly, ensuring in-

teroperability and foundational support for specific legal domain ontolo-

gies [1].

There are several difficulties in building a legal ontology. One is the con-

trast within law between realism and subjectivism. On one hand, the law

can appear as an objective reality that exists independently of individuals

and their desires and beliefs. On the other hand, law also considers human

commitments and beliefs such as convention and ideology [10]. This is

further complicated by how different actors approach the law according to

their roles. For example, a judge may analyze concepts to understand the

legal content relevant to a case, while an attorney may look for interpre-

tations that support their client’s stance. Information retrieval companies

instead prioritize understanding the linguistic intent of their users [10]. Be-

cause legal concepts are analyzed from different perspectives, a legal on-

tology must account for not only facts but also the perspectives that define

them.

Due to the complexity and diversity of law and legal ontology, Sartor

argues that there is no single approach to developing legal ontologies but

rather a plurality of approaches motivated by both theoretical and prag-

matic grounds [10]. Two of the most used legal ontology frameworks are the

Legal Knowledge Interchange Format (LKIF) and the Legal Unified Founda-

tional Ontology (UFO-L). The objective of LKIF is to enable translation be-

tween knowledge bases in different representations [11]. The objective of
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UFO is to provide foundations for domain analysis and conceptual model-

ing, as well as for designing models and model grammars. Its goal is to sup-

port users in domain understanding, problem-solving and meaning nego-

tiation [12]. UFO-L builds upon UFO to encompass general notions of legal

things and thinking, including legal objects, agents and normative descrip-

tions [11].

2.3 Knowledge Graphs

There are several definitions of what a knowledge graph (KG) is, from highly

technical to broader and more general definitions. A widely used defini-

tion describes a KG as “a graph of data intended to accumulate and con-

vey knowledge of the real world,” where nodes represent entities and edges

represent the relations between them [3]. One broader view is that any

graph-based representation of knowledge is a KG [13]. This thesis follows

the definition by Hogan et al. because it provides a precise basis for under-

standing KGs as representations of entities and relations.

KGs can be constructed from explicit sources such as legal documents

and manuals or from implicit patterns in the KG itself through inductive

methods [3]. Their structure is typically guided by a given ontology or schema

that defines the types of entities and relations that can be represented and

how they should be interpreted [13]. Ontology construction is therefore an

essential stage in KG development, since the ontology both enables and

constrains the KG [14].

KGs provide a way to capture and display complex relationships across

an entire domain and are widely used in areas such as risk assessment,

business analytics, research, search engines and information extraction. By

integrating entities and their relationships into a unified and interlinked

representation, KGs can serve as an organizational foundation of institu-

tional knowledge [3]. For information retrieval, this structure can improve

retrieval performance and explainability by enabling semantic similarity

matching and reasoning over relations. Retrieval accuracy can also im-

prove when the match between user queries and candidate documents is

evaluated through relationships between entities in the KG rather than re-

lying on keyword overlap [14].

In this thesis, KGs are relevant because they provide a way to structure

regulatory entities and the relationships between them. This makes it pos-

sible to transform regulatory text into a graph-based representation where
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candidate entities and relations can be inspected, edited and used for KG

creation.

2.4 LLM-Assisted Knowledge Graph Extraction

KGs are used to simplify complex relations extracted from natural language

text into a structured and understandable format [4]. A central challenge

in translating text documents into KGs is the accurate extraction of entities

and relations. Traditionally, the extraction process has been done through

a mostly manual process, which is both time-consuming and dependent

on domain experts [4].

Recent research has increasingly investigated how this extraction pro-

cess can be automated or semi-automated using LLMs. Common approaches

include open information extraction, where an LLM extracts relations with-

out predefined rules and schema-guided extraction, where relation types

and constraints are defined by an ontology [15]. Despite recent progress,

several challenges remain. Open-world data sources are often complex and

noisy, which can reduce extraction accuracy. Furthermore, similarities be-

tween existing entities can lead to incorrect relationships [14]. Scalability is

also a problem, since larger inputs may exceed LLM context-window lim-

its or lead models to overlook or ignore relevant evidence when the input

becomes too long [15].

To address the challenge of slow and manual KG construction, Dessì et

al. propose SCICERO, a KG generation approach that takes input text from

research articles and generates a KG of research entities [4]. The approach

uses natural language processing (NLP) techniques to parse scientific pa-

pers, identify entities and relationships and use deep-learning transformer

models to validate the extracted information [4]. More recently, LLMs have

started to be seen as an extension of this line of work because of their abil-

ity to process natural language and generate structured outputs. LLMs

have shown potential for the extraction of structured knowledge, especially

in the form of subject-predicate-object triplets from natural language text

[16].

Although LLMs show promise for KG creation, extraction quality still

depends strongly on how the task is specified. Brown et al. show that

model performance improves when a natural language task description is

provided together with in-context examples, even without gradient-based

fine-tuning [17]. This suggests that example-based prompting can play an

important role in LLM-based extraction workflows.
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Another important issue in KG creation is that ontologies often contain

many interconnected entities and relations, making them difficult to work

with. Shimizu and Hitzler describe ontology modularity as a way to address

this complexity, where large ontologies are divided into smaller and less

complex parts [18]. This can make the ontology easier to work with because

the developer can focus on one part of the model at a time. It also supports

documentation and later updates, since changes can be handled within

smaller parts of the ontology rather than across the full structure.

To summarize, prior research shows that NLP techniques and especially

LLMs are promising for KG construction. This is because the current ex-

traction process is manual and requires domain experts who have to ex-

tract the ontological triplets manually. Semi-automating this extraction

process may therefore reduce the time and effort required from domain

experts. Despite these promising findings, the literature shows that the

successful use of LLMs depends on multiple factors, such as effective task

guidance, example-based prompting and handling the ontological com-

plexity correctly [4], [17], [18].

2.5 Prompt Engineering

The capability of LLMs to perform new tasks by giving examples, instruc-

tions or patterns in the form of a prompt without updating the model’s

parameters is commonly referred to as in-context learning [17], [19]. The

model can operate in different settings depending on the number of exam-

ples that are provided. There are different prompt strategies depending on

the model’s intended use, where there is a trade-off between simplicity and

output performance. Zero-shot is the strategy that can be seen as a base-

line, where no examples are provided and used when the prompt designer

wants a simple model where the output performance does not have to be

high. One-shot gives a balance between simplicity and performance where

one example is provided to give the model context. Few-shot prompting

uses more examples to maximize guidance level and stability but has a high

prompt complexity [20]. As a result, in-context learning provides flexibility

for addressing complex information extraction tasks without the need for

specialized models tailored to specific domains.

Accordingly, LLMs create a promising foundation for a semi-automated

knowledge extraction approach, where the combination of the model and

human expertise can create a balance between scalability and semantic
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correctness [20]. The characteristics of LLMs, combined with HITL opti-

mization, make them suitable for systems that extract structured knowl-

edge from complex legal texts. This enables the extraction of semantic re-

lations and entities through prompt engineering rather than traditional su-

pervised learning methods [16]. In this thesis, prompt engineering is there-

fore relevant because the artifact depends on structured prompts to guide

the LLM toward ontology-compatible entity and relation extraction.

2.6 Related Research

2.6.1 Overview of LLM-Assisted Ontology-Based KG Construc-
tion

Ontology-based KG construction is a well-studied field, with many differ-

ent methods and frameworks across domains, ontology designs and work-

flows. LLM-assisted KG construction is a relatively new research area, with

much of the literature being published after 2023, coinciding with the in-

creasing availability of LLMs. Interest in this area is explained by the limita-

tions of traditional manual approaches, which are often time-consuming,

costly and difficult to scale. As a result, there is increasing demand for au-

tomatic or semi-automatic methods for KG construction and information

extraction from text [21], [22], [23].

The reviewed research shows that LLMs can support several stages of

ontology-based KG construction including information extraction, ontol-

ogy design, ontology expansion and KG population. Most research focuses

on generative LLMs, such as ChatGPT or Mistral either using predefined

ontologies or generating and extending ontologies during the workflow.

Kommineni et al. present a semi-automatic KG construction method in

which human-verified competency questions were used to guide the ex-

traction of entities, relations and concepts for ontology and KG creation.

While their results show strong potential, they also identify issues such

as inconsistencies, duplicate individuals and formatting problems that re-

quire post-processing [23].

Overall, the literature suggests that LLMs can effectively support ontology-

based KG construction when guided by an explicit ontology or schema but

recurring issues such as hallucinations, inconsistent outputs and limited

domain specificity mean that fully automated construction remains diffi-

cult. Semi-automatic workflows with human validation and post-processing

appear to be the most reliable.

13



2.6.2 Prompting, Ontology Guidance and Human Validation

Across the reviewed studies, prompt engineering and ontology guidance

were key to improving output quality. Kommineni et al. show that even

small changes in the prompt can significantly affect generated ontology

and KG outputs. They further find that adding context, examples and ex-

plicit rules helped reduce hallucinations and variability [23]. This suggests

that careful prompt engineering is necessary to improve consistency and

reduce errors.

This is supported by Bakker et al. who show that ontology extraction

quality varies depending on the prompting strategy. Their results show

that sequential prompting performed best overall, while sentence-based

prompting produced the strongest results for classes and properties [24].

They also report inconsistencies when it comes to naming conventions,

standards and missing values and recommend few-shot prompting with

explicit instructions while stating that LLM inconsistency remains a major

limitation for semi-automatic ontology generation [24].

Yang et al. show that LLMs can be used to extract and analyze infor-

mation from large textual sources when guided by an initial ontology and a

structured schema [22]. In their framework, the ontology is first expanded

with new entities and relations, which are then reviewed by domain ex-

perts before being used for relation extraction and KG construction [22].

However, they also highlight several limitations such as difficulties in han-

dling nuanced context, limited domain precision and sensitivity to prompt

quality [22]. Overall, these findings support approaches that use a prede-

fined ontology, explicit output rules, different prompt strategies and a HITL

review step before integration into the KG.

2.6.3 Evaluation Challenges and Validation Methods

The reviewed research also highlights the importance of evaluation and

validation in LLM-based KG construction. This is because outputs may still

contain structural or semantic errors. Feng et al. bring up that when no ex-

plicit and unified ontology exists, LLM-generated KGs may contain redun-

dant or inconsistent facts and may be biased toward knowledge present in

the training data of LLMs [21]. Furthermore, they also point out that long

context lengths are a challenge for LLMs, even when large context win-

dows are technically supported. Their Wikidata-schema-based approach
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is proposed to improve interoperability and they conclude that ontology-

grounded LLM-based KG construction can produce high-quality KGs across

domains while remaining competitive with state-of-the-art methods [21].

Another challenge is that the KG schema often needs to be included in

the prompt to produce valid schema-following outputs. For large and com-

plex schemas, this can exceed the context limits of LLMs and reduce gener-

ation quality [15]. To improve the accuracy of LLM-generated schema fol-

lowing outputs such as SPARQL, Allemang and Sequeda propose a two-step

approach in which a rule-based validation stage first checks whether gen-

erated SPARQL queries are complete and valid and where the LLM-based

repair stage corrects errors. Using this hybrid approach, they report a 72%

increase in accuracy and show that ontologies can help detect structural

and semantic errors before repair [25].

A common evaluation strategy for KGs is to use a partial gold standard,

where a subset of a KG is created and manually labeled and then compared

against the output of an extraction method [13]. Paulheim also describes

the use of the KG itself as a silver standard [13]. This means using the KG

itself as an evaluation dataset. Since the KG can be imperfect, it cannot be

treated as a gold standard but is still useful for evaluating KG construction

methods and how well they reproduce relations present in an existing KG

[13]. Human supervision is still considered the gold standard for evaluating

KGs since it increases trust in the resulting KG while still allowing parts of

the construction process to be automated [26]. These evaluation strategies

are relevant to this thesis because they show that KG construction can be

assessed not only by technical evaluation but also through expert valida-

tion and ontology conformance.

These studies suggest using schema-guided extraction, validating ontology-

following outputs, using repair stages for generated SPARQL and using struc-

tured evaluation methods for assessing output quality.

2.6.4 Summary and Implications

In summary, the reviewed studies show strong potential for LLM-assisted

ontology-based KG construction, especially in semi-automatic workflows.

At the same time, output quality depends heavily on prompt design, on-

tology guidance, schema alignment and validation. The most common

challenges across the review research are hallucinations, inconsistencies,

ontology misalignment and difficulties with large or complex text inputs.
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The studies also suggest several ways to improve reliability, including

predefined ontologies, different prompting strategies, HITL validation, in-

put segmentation, rule-based checking and repair or post-processing steps.

These findings aid the design of the artifact in this thesis.

The artifact uses ontology guidance to constrain the extraction process

and relies on structured prompting to improve output consistency. It also

includes a HITL workflow that allows expert users to review and edit gener-

ated outputs before they are used in a KG. The evaluation focuses on usabil-

ity, perceived output quality, trust and control, since prior research shows

that LLM-generated KGs require validation before they can be considered

reliable.
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3
Method

3.1 Research Methodology Overview

This thesis uses a Design Science Research (DSR) methodology to develop

and evaluate an artifact that uses LLMs to extract and structure regulatory

text into a KG based on a selected legal ontology. DSR is a methodology

that seeks to improve technology and scientific knowledge by creating in-

novative artifacts [27]. This definition is in line with the research question

of the study and is the reason why DSR was chosen.

This thesis follows the DSR methodology proposed by Peffers et al., which

presents a six-step activity-based approach consisting of problem identifi-

cation and motivation, definition of objectives for a solution, design and

development, demonstration, evaluation and communication [28]. This

framework provides a step-by-step process in which the activities can be

revisited and refined iteratively, as seen in Figure 3.1.

Figure 3.1: DSR Methodology Process
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3.2 Justification of DSR as Research Framework

DSR is suitable for this thesis because the aim is not only to describe a prob-

lem but also to design, build and evaluate an artifact that addresses it. The

scientific value comes from contributing both to the technology base and

the knowledge base through an artifact that solves practical problems [27].

This fits the objective of the study because an artifact was developed and

evaluated for semi-automated KG construction where the intention was to

support the ontology-based KG creation process and reduce manual work

for expert users.

3.3 Alternative Research Strategies

This section introduces relevant research strategies that were considered

during the methodological design of this study.

3.3.1 Case Study Research

Case study research is often used to examine ongoing situations, especially

through “how” and “why” questions [29]. For this thesis, a case study could

have been relevant because it would allow a closer examination of how on-

tology experts carry out extraction tasks and how a semi-automated artifact

may affect existing KG workflows.

However, case study research was not selected as the main strategy be-

cause the thesis was not limited to studying an existing setting. This thesis

also required the development and evaluation of a technical artifact, which

made DSR more suitable.

3.3.2 Action Research

Action research seeks to solve practical social or organizational issues to-

gether with the people directly affected. It uses a cyclical process of plan-

ning, action, evaluation and further planning, where collaboration is im-

portant [30]. This could have been relevant because the artifact was devel-

oped through feedback and refinement with expert input.

Although the study includes collaboration and iterative refinement, the

main goal is not to solve a problem in one specific organizational setting.

Instead, the goal is to design, develop and evaluate an artifact that ad-

dresses a more general problem in semi-automated regulatory KG creation.

This means that action research is less suitable to use than DSR.
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3.4 Research Design Framework

As mentioned, this thesis follows the DSR methodology framework pro-

posed by [28], shown in Figure 3.1. The following sections describe each

activity and explain how they were applied in this thesis.

3.4.1 Problem Identification and Motivation

The first DSR activity is problem identification and motivation. In this

stage, the research problem is defined and the need for an artifact is jus-

tified. A well-established justification helps researchers and the intended

users understand the artifact’s purpose and supports its adoption [28]. This

requires understanding of the current problem and why solving it matters

[27], [28].

For the problem identification this thesis builds on previous research

on legal ontology and modelling of organizational rules in complex adap-

tive systems [1], [31], [32]. This research shows that legal and organiza-

tional rule systems are often complex, interdependent and difficult to un-

derstand, especially in highly regulated domains.

3.4.2 Definition of Solution Objectives

The second DSR activity is to define the objectives for a solution. In this

activity, the identified problem is translated into design objectives and re-

quirements for the artifact [33]. Requirement engineering supports this by

turning broad stakeholder needs into structured requirements [33].

An exploratory qualitative approach was used because the requirements

were initially broad and needed clarification through expert discussion.

The requirements were collected through workshops with the thesis super-

visors, who contributed expert input based on their research experience in

legal ontology and rule modelling.

The workshops focused on requirements for ontology-guided extrac-

tion, KG construction and practical design choices such as how users should

review generated triples, how evidence should be shown and how accepted

outputs should be structured. The insights from the workshops were doc-

umented and used to identify the requirements. They were then translated

into functional requirements and non-functional requirements, which were

prioritized and refined during the iterative development process.
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Alternative methods could have included a structured questionnaire or

document analysis. These methods could have provided standardized re-

sponses or additional perspectives. However, this thesis focused on the

representation of rules as KGs which is a fairly unexplored area and the

requirements had to be clarified and elaborated on through expert discus-

sion. These two factors meant that the alternative methods were seen as

less suitable than an exploratory qualitative approach.

The requirements were created and refined through three structured

workshops in collaboration with the supervisors. The first workshop fo-

cused on the objective of the artifact and requirements were created to de-

fine what the artifact should be able to do and to what extent it should be

able to support the intended task. The second and third workshops built

on this by refining, adding and removing requirements based on the knowl-

edge gathered during the iterative process.

The outcomes from each workshop were documented as notes and were

reviewed and translated into functional and non-functional requirements.

The requirements were further specified as medium or high priority de-

pending on how important they were for the creation of a working artifact.

This process was carried out iteratively during workshops two and three,

where suggested changes were made based on the notes from the previous

workshop and then discussed with the supervisors during the next work-

shop.

3.4.3 Design and Development

The third activity is design and development, where the artifact is designed

and built. In DSR, an artifact may take the form of constructs, models or

methods with the research contribution embedded in its design [28]. DSR

should produce a viable artifact that offers a technology-based solution to

an important problem [34].

In this thesis, this activity focused on developing an artifact for extract-

ing proposed entities from regulatory text and structuring them for KG cre-

ation. The requirements were first gathered and documented. An initial

prototype was then developed and tested internally. The artifact was re-

fined through repeated build, test and refine cycles until a stable prototype

was reached that preliminarily satisfied the requirements.
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3.4.4 Demonstration

The fourth DSR activity is demonstration, where the artifact shows that it

can solve one or multiple examples of the problem [28]. Demonstration

can be done through simulation, case study, proof or other tasks that mir-

ror how the artifact would be used outside the study [28].

The artifact was demonstrated through the case of health data inno-

vation in Sweden, which was represented in an existing KG used in the

project. The demonstration focused on showing that the artifact could pro-

cess relevant regulatory text, identify candidate entities and relationships

and structure the output for further use in the KG.

The demonstration was carried out several times during development.

Each iteration was used to identify practical issues, refine the artifact and

improve its alignment with the requirements before the final evaluation.

3.4.5 Evaluation

The fifth activity was an evaluation using a qualitative approach based on

expert assessment. The evaluation was conducted in accordance with DSR

methodology, with the goal of understanding whether the stated objectives

were reflected in the observed evaluation results [28]. The goal of the eval-

uation was to systematically assess the artifact’s fulfillment of the require-

ments.

The chosen strategy was an exploratory qualitative evaluation imple-

mented through task-based expert assessment and semi-structured inter-

views. In terms of design science evaluation, the evaluation can be classi-

fied as ex post, artificial and partly summative [35]. It was ex post because

the participants evaluated an implemented prototype. It was artificial be-

cause the experts evaluated the artifact through selected tasks rather than

through long-term use in an organisational setting. It also had summative

elements because the results were used to assess the extent to which the

artifact addressed the objectives and requirements developed in the study.

This qualitative approach was considered suitable because the aim was

not to directly measure technical extraction performance. Instead, the aim

was to understand how expert users experienced the workflow, outputs,

validation support, trust and control, thereby evaluating requirement ful-

fillment. A qualitative approach supports the collection of open-ended

data and is useful when the aim is to understand participants’ experiences

and develop themes from the collected material [36].
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Method Implementation

Each evaluation session followed the same overall structure. The partici-

pant first received a short introduction to the artifact and the purpose of

the study. The main workflow was then demonstrated, including text in-

put, review of LLM-generated entities and relations, inspection of evidence

and confidence-related information, manual editing, approval of proposed

outputs, graph visualization and export. After this, the participant inter-

acted with the artifact using regulatory text from a familiar domain. The

session ended with semi-structured interview questions about usability,

workflow, trust, control, evidence, perceived accuracy and usefulness.

Using familiar regulatory text made the evaluation less demanding and

allowed participants to focus on the artifact’s workflow instead of first hav-

ing to understand unfamiliar domain content. It also reduced comparabil-

ity between sessions, since all participants did not evaluate the same input

text. This was considered acceptable because the aim was exploratory ex-

pert assessment rather than performance benchmarking.

Data Collection

The data was collected through responses to semi-structured interview ques-

tions, together with notes from the evaluation sessions. Qualitative semi-

structured interviews were seen as the most suitable option because they

can combine main questions with flexible follow-up questions. This made

it possible to gain a deeper understanding of the thoughts and perspectives

of the participants [37].

The interview questions were based on the research question, the arti-

fact objectives and the design requirements. This was done to ensure that

the evaluation covered the main aspects of the artifact.

The interview questions were created using a two-step process, in which

the first step was to develop preliminary questions based on the artifact’s

objectives and design requirements. The second step was to review the

questions in collaboration with the supervisors to ensure that the main ar-

eas of the artifact were covered. The interview questions are included in

Appendix B.

One disadvantage with the interview preparation was that the ques-

tions were not tested through a pilot interview. This was seen as a limi-

tation because a pilot test could have identified problematic aspects of the

questions and interview process. To mitigate these risks, an interview guide
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was sent out to the participants 1–3 days before the interview to give them

time to understand the concepts, workflow and interview questions.

The questions focused on workflow, usability, validation support, per-

ceived accuracy, usefulness of evidence, trust in the generated output and

user control. Follow-up questions were used to gain a deeper understand-

ing of the participants’ thoughts while the main topics stayed consistent.

The interviews were conducted after the participants had interacted with

the artifact so that their answers could reflect direct use of the workflow.

The interviews were recorded, transcribed and summarized for analysis.

Due to the artifact being evaluated using a small group of experts, bias

from the respondents could not be fully eliminated but precautions were

taken to minimize the bias. The questions were open-ended to give the

participant the opportunity to give both positive and negative feedback.

Participants were also asked to comment on both strengths and limitations

of the artifact, which made critical feedback an expected part of the eval-

uation. Lastly, the same overall interview structure was used for all partic-

ipants in order to reduce variation between sessions. This also helped the

interviewers maintain a more neutral approach during the data collection.

The evaluation included five expert participants. Since the study fo-

cused on expert assessment, a limited number of participants were con-

sidered suitable. The purpose was not statistical representation but to col-

lect informed feedback from participants who could assess the intended

KG creation workflow. The participants selected were based on their expe-

rience, where they had to have expertise in at least one part of the intended

workflow, such as ontology-based modelling, KG construction, or regula-

tory and legal information.

Due to the limited number of relevant experts in the community, par-

ticipants are described as P1-P5 without role descriptions to reduce the risk

of identification.

Data Analysis

The qualitative interview responses were analyzed using thematic analy-

sis, guided by Braun and Clarke’s framework [38]. The analysis followed a

semantic and primarily inductive form of thematic analysis. This means

that the analysis focused on the explicit meaning of the participants’ re-

sponses and that the themes were developed from the interview material

rather than from predefined categories.

The thematic analysis was conducted in four steps. The responses were

first read several times to become familiar with the material. Short initial
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codes were then assigned to statements about the artifact, its workflow and

its outputs. Similar codes were grouped into candidate themes, which were

later reviewed against the full set of responses. This process resulted in four

final themes: usability, workflow efficiency, trust and control and perceived

accuracy and output quality.

The interview questions were informed by the research question and

design requirements. However, the requirements were not used as prede-

fined coding categories. They were used after the themes had been devel-

oped to interpret how the findings related to the purpose of the study.

Table 3.1 shows a short example of how participant statements were

coded and grouped into themes during the thematic analysis.

Table 3.1: Example of coding process

Quotes Initial code Theme Interpretation

P2: “very easy to use” Easy to use after
repetition

Usability The tool was per-
ceived as under-
standable when the
user understands the
workflow.

The analysis was kept traceable by moving step by step from interview

responses to codes, candidate themes and final themes. The final themes

were compared with the full set of responses to check that they were sup-

ported by the material. Notes, transcripts, codes and theme summaries

were kept during the analysis. Since the evaluation included five expert

participants, the themes should be understood as exploratory findings rather

than statistically generalizable results.

3.4.6 Communication

Communication was the final DSR activity. According to [28], this activity

concerns how the problem, artifact, design process and evaluation results

are communicated to relevant audiences.

The target audience of this thesis was both the academic community

and the participants in the evaluation phase. The results were communi-

cated through the evaluation sessions, where domain experts interacted

with the artifact and provided feedback and through the publication of the

thesis on DiVA Portal. The source code for the artifact will also be made

openly available on GitHub to support transparency, reproducibility and

further development.
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The communicated content includes the developed artifact, the eval-

uation findings, the application of the DSR process and the open-source

implementation of the artifact.

3.5 Ethical Considerations

The ethical considerations in this study concern the conduct of the re-

search process. Since the study involved expert participants, the main ethi-

cal issues were informed participation, voluntary involvement, pseudonymiza-

tion and responsible handling of evaluation data. The Belmont Report was

used as a reference point, so participants were treated with respect and

took part voluntarily [39].

Participants were informed about the purpose of the study, what their

participation involved and that participation was voluntary. They were also

informed that the evaluation focused on the artifact and not on assessing

the participants. The interview material was pseudonymized by referring

to participants as P1-P5. This was done to reduce the risk of identification,

especially because the number of relevant experts in the area was limited.

The collected material consisted of interview responses, notes from the

evaluation sessions and transcribed material used for thematic analysis.

The material was handled only for the purpose of evaluating the artifact

and answering the research question. The results were reported at an ag-

gregated level, and individual participants were not described with detailed

role information because this could increase the risk of identification. Par-

ticipants were also instructed not to use confidential or sensitive mate-

rial as input during the evaluation. This was important because the arti-

fact used LLM-based processing and the study did not aim to test the arti-

fact with confidential legal or organizational material. The evaluation was

therefore conducted with attention to participant privacy, voluntary par-

ticipation and responsible data handling.
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4
Requirements

This chapter presents the requirements that guided the design and im-

plementation of the artifact. The requirements were developed iteratively

from the problem formulation, the related literature and workshops with

domain experts. In the DSR process, this phase translates the identified

problem into concrete design objectives for the artifact.

The requirements were divided into functional and non-functional re-

quirements. The functional requirements describe what the artifact must

be able to do, while the non-functional requirements describe quality at-

tributes and design constraints. Each requirement was documented with a

build approach and a priority level in order to maintain a clear connec-

tion between the problem formulation, artifact design, implementation

and evaluation.

Table 4.1: Design requirements for the artifact

ID Design Requirements Build Approach Priority

Functional requirements

F1 The extraction process shall
be guided by a predefined rule
ontology.

Use the ontology to constrain rela-
tion types and entity classifications,
while allowing new entity instances
to be extracted from the text.

High

Continued on next page
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ID Design Requirements Build Approach Priority

F2 Generated concepts and re-
lations shall follow the rule
ontology and existing concepts
in the target KG.

Align the generated output with the
target Wikibase ontology, existing
KG concepts and data model.

High

F3 The artifact shall allow KG ex-
traction from partially speci-
fied rule texts without requir-
ing complete information.

The artifact shall support extraction
from incomplete or partial input
text.

Medium

F4 The artifact shall support mul-
tilingual input texts

Detect document language, trans-
late non-English content and
present explanations in English.

Medium

F5 The artifact shall support it-
erative and incremental KG
construction

Update the knowledge graph in-
crementally from each generated
JSON output and merge additions
from appended JSON files into the
existing KG.

High

F6 The artifact shall allow users to
update the ontology.

Provide an interface for uploading
domain-specific ontologies.

Medium

F7 Visual interface with text evi-
dence, confidence scores and
manual edit options

Implement a review interface where
expert users can inspect extracted
entities and relations, view support-
ing evidence, assess certainty scores
and edit outputs before finalization.

High

F8 The exported knowledge graph
output shall follow a prede-
fined schema for further pro-
cessing in external tools.

Constrain the LLM output to the
Wikibase-compatible JSON schema
used by the artifact.

High

Non-functional requirements

NF1 Prioritization of precision over
recall

Use prompting such as: “If highly
uncertain, do not extract.”

High

NF2 The interface should be clearly
structured to follow a clear
workflow

Develop a clean GUI with an in-
tuitive and easy-to-understand
workflow layout.

Medium

NF3 Usability for non-programmers
with ontology expertise

Design the interface to support do-
main experts without programming
knowledge.

Medium

Continued on next page
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ID Design Requirements Build Approach Priority

NF4 The artifact shall be main-
tainable and support future
improvement.

Use widely adopted technologies,
standard coding practices and pub-
lic source code availability. Imple-
ment the artifact using Python,
JavaScript and JSON and publish
the full codebase as open source on
GitHub.

Medium

Table 4.1 shows that the requirements focus on semi-automated, ontology-

guided extraction for KG construction. The high-priority requirements de-

fine the functionality that was necessary for the artifact to address the re-

search problem. These include ontology-guided extraction, alignment with

existing KG concepts, iterative graph construction, HITL review, precision-

oriented extraction and export to a predefined Wikibase-compatible schema.

The medium-priority requirements extend the usefulness, flexibility and

maintainability of the artifact but were not considered essential for demon-

strating a working prototype.

The functional requirements define what the artifact should be able to

do, while the non-functional requirements define how the artifact should

work. This distinction was important because the artifact needed to cre-

ate structured outputs, while still giving expert users the option to review,

control and edit the generated results before accepting them.

The high-priority requirements were considered essential because they

define the core functionality needed to address the research problem. F1

and F2 ensure that extraction is constrained by the predefined rule ontol-

ogy and aligned with existing KG concepts. This was important because

the generated entities and relations needed to follow the structure defined

by the ontology. F8 makes sure that the output uses a predefined Wikibase-

compatible schema, which makes the result easier to process further and

reduces the amount of manual restructuring needed. These requirements

define the technical foundation for ontology-constrained extraction and

schema-compatible KG output.

F5 was also assigned high priority because the artifact was intended to

support an iterative workflow rather than a one-time extraction process.

The artifact therefore needed to build on previous outputs and support in-

cremental KG construction over several extraction cycles. F7 and NF1 were

considered central because the artifact was designed as a semi-automated

HITL tool. Precision was prioritized over recall because uncertain or un-

supported extractions could lower the trust in the artifact and add incorrect
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information to the KG. Therefore, the artifact had to support expert review

and manual editing before the outputs were accepted.

The medium-priority requirements were focused on making the arti-

fact more useful, flexible and maintainable. These requirements were im-

portant for practical use but they were not needed to show the main func-

tionality of the prototype. They were instead seen as valuable additions

that could make the artifact easier to adapt, use and maintain in a realistic

setting.

Overall, the requirements served as a link between the problem formu-

lation, the artifact design, the implementation and the evaluation. They

translated the identified problem into concrete design objectives, guided

the development of the artifact and provided a basis for assessing if the fi-

nal artifact addressed the purpose of this thesis.
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5
Artifact

5.1 System Architecture

Figure 5.1: Visualization of Artifact System Architecture

The artifact was implemented as a local server-based system that en-

ables users to upload or update an ontology, optionally upload an exist-

ing Wikibase knowledge base (KB) and provide regulatory source text for

the extraction. This design supports flexible use across different legal texts,

guidelines, ontologies and Wikibase-based knowledge bases.
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The system architecture can be divided into six main stages:

1. Setup

2. Input

3. Pre-processing

4. Prompt building

5. Output and post-processing

6. Finalization

In the setup stage, the user can upload an existing Wikibase to serve as

the KB and modify or extend the ontology if needed. This is followed by the

input stage, where the user can provide fragments or larger sections of text

such as legal frameworks or guidelines. Additional instructions may also

be provided such as domain-specific rules or the desired output language

if needed.

When the user generates a proposal, the backend begins the pre-processing

stage. First, the ontology and the existing Wikibase KB are compacted and

normalized. The input text is then compared with the existing KB using

SQLite-based lexical search, which identifies the 2,000 most lexically sim-

ilar candidate KB entities. These candidates and the input text are sent

to a text-embedding model through an API. The model represents the text

and candidate rows as vectors and ranks them using cosine similarity [40].

The 60 highest-ranked KB candidates, together with their neighboring en-

tities, are selected for inclusion in the prompt. This retrieval step reduces

prompt size and processing cost while preserving the most relevant exist-

ing KB context.

During the prompt-building stage, the normalized ontology, selected

KB candidates, input text, additional rules and prompt rules are combined

into a structured prompt package and sent to the LLM through an API.

In the output and post-processing stage, the server receives two struc-

tured outputs from the LLM. One JSON package containing the extracted

triples and one package containing the reasoning, evidence, relevance score

and confidence score for each triple. The extracted KB entities and rela-

tions are then validated, normalized into the required format and checked

for exact title duplicates against the existing Wikibase KB. A KG is then con-

structed from the proposed KB entities and the existing KB. The user can

either append the proposed entities to the existing KB and continue with

new input or proceed to finalization.
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In the finalization stage, the approved KB entities are converted from

JSON into QuickStatements commands. These commands can then be up-

loaded to the user’s Wikibase to create the entities and their relations.

5.1.1 LLM Implementation & Extraction

This artifact is built around an API-based LLM pipeline for ontology-guided

knowledge extraction. The pipeline takes as inputs user text, an uploaded

ontology and optionally a Wikibase export. To reduce computational cost

and token usage, the ontology and Wikibase export are first compacted and

indexed so that only relevant information is retained in session memory.

The user input text, ontology and Wikibase data are then processed by a

text-embedding model that creates semantic representations of the input

and candidate KB entities. The embeddings are used for candidate retrieval

and ranking and not for triple extraction itself. The retrieved KB candi-

dates are then combined in the payload builder with the compacted ontol-

ogy, user text and prompt rules that guide extraction. The payload is sent

as a prompt to the extraction LLM which identifies candidate triples from

the text and generates reasoning to justify the extraction. These candidate

triples are then compared against the compacted ontology and Wikibase to

check for duplicates and filter out triples with low relevance or duplicates.

To improve interpretability, the generated reasoning is post-processed

into a human-readable format together with the JSON output. This makes

manual verification easier before acceptance. If new triples are approved

and appended, they are fed back into the payload builder, becoming part

of the active session knowledge base for next extraction cycles.

5.1.2 Knowledge Graph Construction Process

The KG construction process begins immediately after the initial extraction

step. It is based either on an existing Wikibase JSON if it is available or

on the newly created entities and relations extracted from the user input

and linked to the uploaded ontology. During this stage the purpose of the

KG is to provide the user with an overview of the generated entities and

their relationships produced by the LLM API from both the ontology and

the user’s input text.

The KG is generated each time new text is added and new entities and

relations are generated. This is to allow the user to observe how the graph

evolves as new entities and relations are generated. This iterative process
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continues until the user is satisfied with the proposed changes or the ap-

pended changes and finalizes them.

A final KG is generated to show all confirmed entities and relations to-

gether. This KG shows the complete set of created entities and relations.

The KGs are generated from Wikibase-format JSON and are color-coded to

distinguish between entities that already existed in Wikibase and those that

are new additions.

5.1.3 User Interface

The user interface was divided into three numbered pages that follow the

workflow from setup to finalization: configuration, extraction and finaliza-

tion.

The first page, shown in Appendix E, Figures E.1 and E.2, acts as the

start and setup page. It gives the user contextual information about the

tool, explains the extraction workflow and shows the current status of the

uploaded ontology and the optional Wikibase KB. The configuration sec-

tion also includes SPARQL query code and instructions for users who want

to extract ontology or KB data from Wikibase and upload the resulting JSON

file to the system.

The second page is used for the extraction process. As shown in Fig-

ure E.3, it includes status boxes for the number of created entities, created

relations and token usage during the current session. Below this, the user

enters the source text that should be processed, together with optional ad-

ditional instructions that can adjust the default extraction prompt. Text

input was chosen instead of PDF upload because some PDFs consist of

scanned images and may require OCR or additional readers, which can in-

troduce errors. It also helps limit the input size, which can make the ex-

traction process more reliable. As noted by [15], long inputs may exceed

context-window limits or cause LLMs to overlook relevant evidence.

The output section, as shown in Figure E.4, consists of two equally sized

boxes. The left box shows the generated JSON structure for the extracted

triples, while the right box shows the LLM-generated reasoning, confidence

score and relevance score for each triple. Together, these boxes make it

possible for the user to verify the output and make smaller corrections be-

fore appending the approved triples to the session-memory KB. This pro-

vides an important HITL component since proposed KB changes must be

inspected, corrected if necessary and appended by the user before they be-

come part of the session-memory KB. The extraction page also includes a

KG visualization, shown in Figure E.5. The graph shows how the extracted

34



entities and relations are connected. To make this easier to interpret, ex-

isting entities and relations from the uploaded Wikibase KB and session

memory are shown in blue, while newly extracted entities and relations

from the current run are shown in red.

The third page is used for the finalization stage. Here, the accepted KB

entities from the session are converted into QuickStatements-compatible

commands. As shown in Figure E.6, this is done in two steps because newly

created Wikibase entities must first receive QIDs before relations involving

those entities can be generated. The user creates the new entities using

the first set of QuickStatements. Wikibase then assigns unique identifiers

(QIDs) to these entities, which the user enters into the interface to generate

the second set of QuickStatements for creating relations between existing

and newly created entities. Lastly, Figure E.7 shows the final session KG

including all confirmed triples and their connections to the uploaded Wik-

ibase KB.

5.1.4 Implementation Tools & Technologies

The artifact was implemented primarily in Python. The user interface and

graph visualization were developed using HTML, CSS and JavaScript.

The artifact uses OpenAI’s text-embedding-3-small model to create nu-

merical representations of uploaded ontology content and Wikibase data.

Text embeddings were used because they enable semantic representation

of text and can be used to measure relatedness between text segments. This

made it possible to identify relevant existing knowledge base entities before

triple extraction and supported the ranking of candidate entities and rela-

tions. Text embeddings are also commonly applied in tasks such as search,

clustering, recommendation, anomaly detection and classification [40].

The selected candidates, input text, ontology information and system

prompt were sent through the OpenAI API to GPT-5.4 [41]. The model was

used to suggest candidate triples, assess their relevance and confidence

and link them to existing Wikibase content where possible. GPT-5.4 was

selected because it was available through the OpenAI API during artifact

development and provided a suitable balance between output quality and

token usage for the extraction task. More reasoning-intensive models were

also tested internally but their higher token usage was not considered jus-

tified by the observed improvement in output quality.
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5.2 Development Process

The development process followed the iterative steps of the DSR method-

ology. The artifact was not developed as a complete system from the be-

ginning but through repeated cycles of requirement analysis, prototyping,

testing, feedback and refinement.

The first stage focused on understanding the requirements of the arti-

fact. The system needed to support the extraction of structured triples from

source text, provide LLM-generated reasoning and confidence-related in-

formation, be compatible with Wikibase and convert accepted triples into

QuickStatements. It also needed to include a HITL component since pro-

posed knowledge base changes should be verified by the user before being

accepted. Based on these requirements, an initial basic prototype was cre-

ated. The purpose of this prototype was to test the technical feasibility of

using an LLM to generate structured output that could be converted into

QuickStatements. The focus was mainly on testing the extraction logic, the

generated reasoning and whether the output could be transformed into a

format suitable for Wikibase.

The artifact was then improved through several iterations. A more user-

friendly interface was developed to make the workflow easier to follow and

the HITL functionality was improved so that users could inspect, edit and

approve generated triples before appending them to the session-memory

KB. This made the artifact less dependent on fully automated LLM output

and gave the user more control over the final knowledge base additions.

A large part of the development work involved prompt tuning and re-

peated testing. The prompts were adjusted to improve the consistency and

relevance of the extracted triples, as well as the quality of the generated

reasoning, confidence scores and relevance scores. At the same time, the

QuickStatements conversion code was refined to handle both newly cre-

ated entities and relations between new and existing entities. The graph

visualization was also improved to make it easier to distinguish between

existing KB content, session-memory content and newly generated triples.

Later iterations had a main focus on backend improvements, including

further prompt engineering and optimization of token use. The goal of the

changes was to reduce token use while maintaining a reliable extraction

process. Feedback from workshops with the supervisors led to changes

throughout the development process, including adjustments to the work-

flow, interface, prompts, QuickStatements generation and graph visualiza-

tion.
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6
Evaluation

This chapter evaluates how the artifact supports expert users in extracting

and structuring regulatory entities and relationships for KG creation. The

evaluation is based on thematic analysis of expert feedback and technical

verification of selected requirements.

The evaluation was not designed to test legal correctness without expert

review. It focuses on whether the artifact supports a HITL workflow where

users can inspect, edit and accept generated outputs before they are used

in the KG.

6.1 Overview of the Thematic Analysis

The thematic analysis resulted in four main themes: usability, workflow

efficiency, trust and control and perceived accuracy and output quality.

These themes represent recurring patterns in the interview responses and

provide the structure for presenting the qualitative evaluation findings.

The themes were mapped to the requirements that they primarily ad-

dressed. Usability was primarily linked to NF2 and NF3, workflow effi-

ciency to F5, trust and control to F7 and perceived accuracy and output

quality to F3 and NF1. The interviews were intended to capture partici-

pants’ experiences and perceptions rather than to technically validate the

artifact. Requirements F1, F2, F4, F6, F8 and NF4 were evaluated separately

through technical verification. This distinction is important because the

interviews show how expert users perceived the artifact, while the technical

evaluation checks whether selected functions were actually implemented.
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6.1.1 Codes

The coding resulted in initial codes that captured recurring patterns from

the participants’ feedback. Selected examples of how quotes from partic-

ipants were translated into initial codes and grouped into themes are pre-

sented in Appendix ??.

The initial codes were then grouped into four themes. Codes related

to ease of use and interface challenges, such as Easy to use after repetition,

Need for onboarding, Need for ontology knowledge and Graph becomes clut-

tered, were grouped into the Usability theme. Codes related to the extrac-

tion process and the way users worked with the artifact, such as User con-

trols input size, Incremental workflow as strength and Output improves with

context, were grouped into the Workflow efficiency theme.

Codes related to transparency, review and user control, such as Reason-

ing supports understanding, Graph supports overview, Manual editing and

Lack of history tracking, were grouped into the Trust and control theme.

Codes related to the perceived quality of the generated output, such as Par-

tial input limits connection, Context improves quality and Cautious extrac-

tion, were grouped into the Perceived accuracy and output quality theme.

These codes formed the basis for the four themes presented in the follow-

ing sections.

6.1.2 Usability

The usability theme captures how participants perceived the interface, work-

flow clarity, graph visualization and required prior knowledge when using

the artifact. The theme is mainly related to NF2, which covers a clearly

structured interface and NF3, which covers usability for non-programmers

with ontology expertise.

Overall, participants perceived the artifact as understandable after re-

ceiving an introduction. P2 stated that “the tool was very easy to use” after

the process had been repeated a few times. This suggests that the workflow

could be learned relatively quickly but that some onboarding was needed

before participants could use the artifact confidently.

A recurring limitation was that the artifact was not fully self-explanatory

for first-time users. P5 explained that it would have taken significantly

longer to understand the tool without support. P3 similarly noted that the

main difficulty was understanding how the process worked during the first
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interaction. This points to a need for more support at the first use, for ex-

ample a short guide, clearer interface instructions or a brief explanation of

the workflow.

The findings also showed that usability depended on the user’s concep-

tual understanding. Participants noted that programming knowledge was

not required but that users still needed prior knowledge of ontologies, enti-

ties, relations and KGs in order to use the artifact effectively. P5 stated that

“if someone does not know ontologies, then it is difficult”. This is consistent

with NF3, which states that the artifact should support non-programmers

with ontology expertise rather than users without any ontology knowledge.

The graph visualization was perceived as both useful and challenging.

Most of the participants mentioned that it helped them to gain an overview

of the generated output and understand how entities and relations were

connected. However, the graph also became difficult to interpret when it

contained many nodes and relations. P3 described the graph as more dif-

ficult to read than expected, while P1 noted that it could become cluttered,

almost like “a red cluster”. This suggests that the graph visualization is valu-

able but that its usability could be improved through features that reduce

cognitive load such as improved layout, color coding, filtering or grouping

of nodes.

The usability findings suggest that NF2 and NF3 were partly supported

from a participant perspective. Participants perceived the interface as un-

derstandable after an introduction and the artifact was considered usable

for non-programmers with ontology expertise. However, the artifact was

not fully self-explanatory for first-time users and the graph visualization

became harder to interpret as complexity increased. Improved onboard-

ing, clearer explanations and better graph navigation would therefore strengthen

the artifact’s usability.

6.1.3 Workflow Efficiency

The workflow efficiency theme captures participants’ experiences of the ar-

tifact’s iterative and incremental workflow. The theme is mainly related to

F5, which requires support for iterative and incremental KG creation.

Participants perceived the stepwise workflow as useful because it al-

lowed them to control how much text was processed in each iteration. P3

stated that the user could start by adding small sections “to get an overview”

and then add more information over time. P3 also explained that “you can

decide yourself how much you want to add each time” and described this as

“a real strength”. This suggests that the workflow reduced complexity, gave
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users control over input size and made the process adaptable to different

levels of domain familiarity.

The findings also showed that the output improved when participants

added more context. P4 noted that “when I added more complementary

information, it became much clearer” and explained that the artifact made

“the structure of the graph much clearer”. This shows that the iterative

workflow helped the user build the KG gradually and improve the gener-

ated output over time.

For F5, the interview material therefore gave support for the incremen-

tal part of the requirement. Participants valued that information could be

added step by step instead of all at once. This made the process easier to

manage, especially when the regulatory text was complex or incomplete.

6.1.4 Trust and Control

The trust and control theme captures participants’ experiences of the arti-

fact in relation to inspection, review, manual editing and understanding of

LLM-generated outputs. The theme is mainly related to F7, which requires

a visual interface with evidence, confidence-related information and man-

ual editing options.

Participants’ trust and perceived control were connected to the arti-

fact’s reasoning output and graph visualization. P1 noted that “checking

the reasoning afterwards gives better understanding”, while P2 stated dur-

ing testing that “ok now I see why it did it in that way”. These comments

suggest that the reasoning feature helped participants understand why the

artifact generated specific entities and relations. The graph visualization

also contributed to control by giving participants an overview of the gen-

erated KG. P3 stated that “the graph can be important for an overview and

to see how everything is connected”. However, participants with less ex-

perience in the domain found some of the additional information more

difficult to interpret, which shows that explainability features still depend

on the user’s prior knowledge.

The review functionality was central to participants’ perceived control.

The artifact allowed participants to inspect, edit and approve proposed

outputs before they were added to the final KG. P3 described this as an

important control feature, stating that “I decided myself what should be

added” and that the tool provided control because “I could add things man-

ually”. This finding suggests that the HITL workflow increased trust by en-

suring that the LLM output was not accepted automatically. Instead, users
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could take ownership of the final changes by reviewing and correcting them

before finalization.

Despite these strengths, the theme also revealed limitations. P3 noted

that “the only thing missing is control over the history” and explained that

it was not possible to inspect each previous step of the changes. This in-

dicates that participants had control over the current iteration but limited

control over the history of previous iterations. This limitation is relevant

because users may want to compare earlier and later versions, understand

how the graph changed over time or return to a previous iteration if it pro-

duced better results.

The findings suggest that F7 was largely supported from a participant

perspective, but the lack of history tracking remained a limitation. Partici-

pants valued the HITL workflow, the ability to inspect LLM reasoning, the

graph visualization and the option to manually edit outputs before final-

ization. These features increased perceived trust and control. However,

limited history tracking reduced control over the overall iterative process.

6.1.5 Perceived Accuracy and Output Quality

The perceived accuracy and output quality theme covers how participants

assessed the relevance, completeness and usefulness of the artifact’s gener-

ated outputs. It mainly relates to F3, which covers extraction from incom-

plete or partially specified rule texts and NF1, which covers prioritizing pre-

cision over recall. Since the evaluation was based on participant feedback

instead of a gold standard, the findings should be interpreted as perceived

output quality rather than measured extraction accuracy.

Participants perceived that the artifact could generate outputs from in-

complete texts but that output quality depended on the amount of avail-

able context. P4 noted that when partial text from marketing law was tested,

the artifact “used the partial information but did not really know how to

connect it further”. This suggests that partial inputs could be processed

but that missing context made it harder to connect extracted entities to

the wider KG. When additional context was added through multiple itera-

tions, perceived output quality improved. P4 explained that “when I added

more complementary information, it became much clearer”. This indicates

that the artifact was better able to structure and connect information when

more contextual support was provided, which also reinforces the value of

the incremental workflow.

Participants also viewed the artifact’s cautious extraction behavior pos-

itively. P2 noted that “it is still good that it does not just continue to add
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things when it does not know”. This relates to NF1, as the artifact was per-

ceived as avoiding unsupported extractions and prioritizing precision over

recall. F3 and NF1 were partially supported from the participants’ perspec-

tive. The artifact was perceived as capable of processing incomplete texts

and as cautious in its extraction behavior but output quality depended on

the available context.

Taken together, the four themes show that the artifact mainly supported

expert users by helping them create an initial structured representation of

regulatory text. Participants did not treat the generated output as auto-

matically correct. Instead, they used the reasoning, graph view and editing

options to review whether proposed entities and relations were suitable for

the KG. This shows that the artifact is most useful as a HITL support tool

rather than as a fully automated extraction system.

The findings also show that the artifact’s usefulness depends on the

user’s existing knowledge of ontologies, KGs and regulatory interpretation.

The artifact was therefore perceived as most suitable for expert or semi-

expert users rather than non-expert users. This supports the design of the

artifact as a HITL support tool where expert knowledge remains part of the

process.

6.2 Technical Requirements

In addition to the requirements evaluated through semi-structured inter-

views, some requirements were evaluated through technical verification.

These requirements focused on whether specific functions were implemented

rather than the participants’ views of usefulness or usability. Therefore, F1,

F2, F4, F6, F8 and NF4 were evaluated by inspecting the artifact, reviewing

the source code and configuration files and checking selected outputs.

The technical evaluation complements the thematic analysis. While ex-

pert interviews were suitable for evaluating usability, workflow efficiency,

trust and perceived output quality, several requirements concerned func-

tions that could not be reliably evaluated through participant perception

alone. These included ontology-based extraction, alignment with exist-

ing KG concepts, multilingual support, ontology updates, QuickStatement

export and maintainability. This technical evaluation focuses on whether

selected functions were implemented. It does not provide a quantitative

evaluation of extraction performance through precision, recall or F1-score.
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Table 6.1: Technical evaluation of selected requirements

Requirement Technical Evaluation Result

F1: Ontology-
based knowledge
extraction

The extraction process was evaluated by reviewing
the extractor prompt and ontology policy. The arti-
fact prompts the LLM to use ontology-valid proper-
ties, blocks restricted properties in code, excludes
unsupported facts and classifies new subjects using
ontology-defined classes.

Implemented

F2: Alignment
with ontology and
existing knowledge
graph concepts

The output generation process was evaluated by re-
viewing the Wikibase alignment rules in the prompt.
The artifact prompts the LLM to reuse existing enti-
ties, prevent duplicates, use ontology property and
entity identifiers and follow the required Wikibase-
style output format.

Implemented

F4: Support for
multilingual input
texts

The artifact prompts the LLM to produce outputs
in English while preserving names, titles, company
names and other named entities in their original
form.

Implemented

F6: Update ontol-
ogy

The ontology update functionality was evaluated by
uploading an updated ontology and inspecting the
resulting JSON export to confirm that the artifact
applied the changes correctly.

Implemented

F8: Export accord-
ing to predefined
schema

The export functionality was evaluated by testing
the generated JSON against a given Wikibase. The
outputs supported creating, updating and editing
Wikibase content. This requirement was evaluated
technically since participants were not expected to
have their own Wikibase.

Implemented

NF4: Maintain-
ability and future
improvement

Maintainability was evaluated by reviewing the
technologies, code structure and source code avail-
ability. The artifact was implemented using Python,
JavaScript and JSON and was made publicly avail-
able on GitHub.

Implemented

The technical evaluation showed that F1, F2, F4, F6, F8 and NF4 were

supported at the implementation level. The artifact constrained extrac-

tion through ontology-based prompt rules and code-based property re-

strictions. It also supported ontology updates, generated outputs in the

target Wikibase JSON format, supported multilingual input through UTF

character handling and English output instructions and used implementa-

tion choices that support maintainability.
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This section therefore shows that selected requirements were imple-

mented and tested through selected cases. It should not be seen as a full

performance evaluation of the artifact. The evaluation does not measure

extraction accuracy on an extensive test dataset, evaluate multilingual out-

put quality in depth, assess export reliability across many Wikibase instances

or assess maintainability through long-term use by other researchers.

6.3 Summary of Findings in Relation to Requirements

The evaluation used both thematic analysis of the interviews and techni-

cal verification of the requirements that could not be evaluated through

qualitative interviews. The findings from the interviews show how partici-

pants perceived the artifact when using it, while the technical verification

shows whether selected technical requirements were implemented in the

artifact. The results suggest that the main requirements were either techni-

cally verified or supported from a participant perspective, although several

requirements also had limitations.

Table 6.2: Summary of findings in relation to requirements

Req. Evaluation basis Summary of finding

F1 Technical verifica-
tion

Ontology-based extraction was technically verified
through review of the extractor prompt, ontology
policy and validation logic.

F2 Technical verifica-
tion

Alignment with the Wikibase ontology and exist-
ing KG concepts was technically verified through
review of prompt rules and selected outputs.

F3 Perceived accuracy
and output quality

Participants perceived that the artifact could pro-
cess partial or incomplete texts but that output
quality depended on the amount of available con-
text.

F4 Technical verifica-
tion

Multilingual input support was technically verified
through prompt and processing support for non-
English source text and English output.

F5 Workflow efficiency Participants valued the incremental workflow be-
cause it allowed them to add information step by
step, reduce complexity and refine the KG over
time.

Continued on next page
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Req. Evaluation basis Summary of finding

F6 Technical verifica-
tion

Support for ontology updates was technically veri-
fied by uploading an updated ontology and check-
ing that it was applied in later extraction steps.

F7 Trust and control Participants valued the HITL workflow, including
review, reasoning, visual inspection of the KG and
manual editing before finalization. Limited history
tracking reduced perceived control.

F8 Technical verifica-
tion

Export according to a predefined QuickStatement
schema was technically verified through selected
JSON outputs and later QuickStatements conver-
sion support.

NF1 Perceived accuracy
and output quality

Participants valued that the artifact did not con-
tinue adding information when it lacked sufficient
support. The HITL workflow also supported pre-
cision by allowing users to review and change out-
puts before finalization.

NF2 Usability Participants perceived the interface as under-
standable after an introduction, but not fully self-
explanatory for first-time users.

NF3 Usability The artifact was perceived as suitable for non-
programmers with ontology expertise, but users
still needed conceptual understanding of ontolo-
gies, entities, relations and KGs.

NF4 Technical verifica-
tion

Maintainability and source code availability were
technically verified through review of implementa-
tion technologies, documentation and code avail-
ability.

Overall, the evaluation showed that the artifact implemented the se-

lected technical requirements and provided useful support for expert users

during semi-automated KG creation. The qualitative findings indicate that

participants especially valued the incremental workflow, the HITL-based

review process, the possibility to inspect reasoning and the ability to man-

ually change outputs before finalization. The main limitations were the

need for ontology expertise, limited first-time usability, graph readability

issues and the lack of history tracking between iterations.

The evaluation shows that the artifact can support expert users in reg-

ulatory KG creation by generating ontology-guided candidate entities and

relationships. These outputs can then be inspected, edited and accepted

by the user before finalization. In this evaluation, the artifact worked best
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as support for preparing candidate KG content that experts could check

and not as a system that should finalize extraction on its own.

However, the evaluation also shows that expert control remains nec-

essary. The artifact can reduce parts of the manual structuring work but

it does not remove the need for domain knowledge, ontology knowledge

or legal and regulatory interpretation. The findings therefore support us-

ing the artifact as a HITL support tool, where generated entities and rela-

tionships are reviewed, edited and accepted by expert users before they are

used for KG construction.
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7
Discussion & Conclusion

7.1 Research Method

Design Science Research was suitable for this thesis because the aim was

to design, develop and evaluate an artifact rather than only study an ex-

isting process. The problem addressed in the thesis was that KG creation

from regulatory texts is still largely manual, time consuming and difficult to

scale. DSR made it possible to connect the practical problem to design ob-

jectives, requirements, implementation decisions and expert evaluation.

At the same time, this choice meant that the thesis focused more on how

useful the design was and how experts perceived the artifact than on mea-

suring extraction accuracy in a controlled way.

The method also supported the iterative nature of the study. Since the

artifact was developed in a complex domain, all design decisions could not

be defined in advance. The repeated feedback cycles made it possible to

refine the interface, the LLM workflow, the KG visualization and the HITL

functionality. This was important because the artifact depended on both

technical functionality and expert interaction.

The study mainly produced design-oriented knowledge. The findings

show how to design a semi-automated artifact and how expert users per-

ceived its support during KG creation. The study therefore contributes

knowledge about the design and use of such an artifact, rather than exact

measurements of extraction performance such as precision, recall or F1-

score. This is consistent with DSR, where the artifact and the knowledge
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gained through its development and evaluation are part of the contribu-

tion.

7.2 Interpretation of the Evaluation Findings

The evaluation showed that the artifact addressed the main design goals

but also that technical implementation alone was not enough. Functions

such as ontology-guided extraction, Wikibase compatibility, incremental

KG creation and export were necessary but the usefulness of the artifact

also depended on whether users could understand, inspect and control the

generated output.

The incremental workflow was one of the main findings. Participants

perceived it as useful because it allowed them to add smaller text sections,

inspect the generated output and continue building the KG over time. This

reduced the complexity of the task and made the workflow easier to con-

trol. It also helped address the challenge of large or complex inputs, where

long contexts can reduce extraction quality or make the task harder for the

LLM [15].

The evaluation also showed that reasoning, evidence and confidence-

related information helped users understand and validate why specific en-

tities and relations had been suggested. This is important in regulatory KG

creation because the user needs to decide not only whether entities and

relationships are structurally valid but also whether they are meaningful in

relation to the source text and the ontology.

The KG visualization was useful for giving an overview of how entities

and relations were connected. However, participants also found that vi-

sualization became harder to use when the graph contained many nodes

and edges. This means that visualization should not be treated as the only

validation mechanism. It works best together with evidence, reasoning,

manual editing, and structured review.

A further finding was that the artifact was most suitable for users with

ontology knowledge. The participants did not need programming knowl-

edge to use the artifact but they needed some understanding of entities,

relations, ontologies and KGs. Therefore, the artifact supports users who

already understand the modeling task, rather than removing the need for

this knowledge.
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7.3 Relation to Previous Research

The evaluation is consistent with previous research on LLM-assisted KG

construction. Earlier studies show that LLMs can support ontology-based

KG construction but that output quality depends on prompt design, ontol-

ogy guidance and validation [21], [22], [23], [24]. The artifact followed this

direction by using a predefined ontology, existing Wikibase content, struc-

tured prompt rules and a HITL review step.

The results also support previous work showing that LLM outputs can

contain hallucinations, inconsistent outputs, missing values and limited

domain precision [21], [22], [23], [24]. In this thesis, these risks were ad-

dressed by treating the generated output as candidate knowledge. The user

could inspect evidence, review the generated reasoning, edit the output

and decide what should be accepted before finalization.

Compared with previous research, this thesis contributes by applying

these principles in a regulatory and Wikibase-focused setting. Regulatory

text is difficult to structure because the meaning of rules depends on con-

cepts, definitions, context and relations to other rules [7], [8]. The artifact

shows how LLM-assisted extraction can be adapted to this setting by com-

bining ontology guidance, traceability and expert control.

The findings therefore support the view that HITL workflows are more

suitable than fully automated approaches for regulatory KG creation. In

this domain, the LLM can reduce parts of the manual structuring work but

the expert user must make the final decision about what belongs in the KG.

7.4 Design Implications

This thesis suggests several design implications for LLM-assisted regula-

tory KG creation. First, the artifact should support a review workflow rather

than automation. The generated entities and relations should therefore be

treated as suggestions that expert users can inspect, edit and approve be-

fore they are used in the KG. Ontology guidance is also important because

it helps keep the generated output closer to the intended KG structure.

The evaluation also showed that evidence, reasoning and manual edit-

ing are important for user control. These functions made it easier for par-

ticipants to understand the generated output and decide whether it should

be accepted. Incremental construction was also useful because smaller
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text sections made the output easier to review. Future versions should im-

prove history tracking between iterations and graph readability for larger

KGs, since these were limitations in the current state of the artifact.

7.5 Ethical and Societal Implications

The ethical considerations of this thesis can be discussed in relation to both

the research method and the possible effects of the artifact. The method-

ethical considerations concerned voluntary participation, informed par-

ticipation, pseudonymization and responsible handling of interview and

evaluation data. These considerations are described in Section 3.5 and

were relevant because the evaluation involved expert participants and qual-

itative interview material.

There are also ethical and societal questions connected to the use of

LLMs in regulatory KG creation. These questions concern the possible ef-

fects of the artifact if it is used outside the thesis setting. The artifact helps

transform regulatory text into entities and relations that may later be used

in a KG. If the output is wrong and still accepted, the KG may represent the

regulatory text in an incorrect way.

The main effect-ethical risk is overreliance on generated output. Ev-

idence, reasoning and confidence-related information can help users re-

view suggestions, but they do not prove that the output is correct. This is

especially important in a regulatory setting, where an incorrect relation or

missing qualification may affect how a rule is understood. A related risk

is that incorrect or incomplete information could later be reused by other

systems or users and become harder to notice once it is presented as part of

a structured knowledge base. Traceability is therefore important, so users

should be able to see which part of the source text a generated entity or

relation is based on.

The artifact also has potential positive effects. It may reduce repetitive

manual structuring work and help expert users identify candidate entities

and relations more efficiently. It may also make regulatory material easier

to inspect by presenting relations in a structured and visual form. However,

these benefits depend on the artifact being used as a support tool rather

than as an autonomous legal reasoning system.

For this reason, the artifact was designed around a HITL workflow. The

generated output was treated as candidate knowledge that had to be re-

viewed before acceptance. This design reduces the risk of incorrect infor-

mation being added without review, but it does not remove the need for
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expert judgment. If the artifact were used in a real organizational setting,

additional decisions would be needed about access control, logging of ac-

cepted outputs, responsibility for incorrect information and procedures for

correcting errors in the KG.
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7.6 Conclusion

7.6.1 Contributions

The aim of this study was to address the challenge of manually interpreting

and structuring regulatory texts. This was done by designing, implement-

ing and evaluating a semi-automated tool for KG creation. The research

question was

How can a semi-automated Large Language Model-based tool

support expert users in extracting and structuring entities and

relationships from regulatory documents for knowledge graph

creation?

The thesis answers this question by showing that a semi-automated

LLM-based tool can support expert users by generating ontology-guided

candidate entities and relationships, presenting them with evidence and

reasoning and allowing users to edit and accept the output before it is used

in a KG. The support therefore comes from combining LLM-based extrac-

tion with ontology guidance, transparency and HITL validation.

The main contribution of this thesis is ORSExplorer, a web-based arti-

fact for semi-automated regulatory KG creation. The artifact supports ex-

traction from regulatory text, uses a predefined ontology and optional Wik-

ibase content to guide the output, visualizes the generated KG and exports

accepted results in a Wikibase-compatible format.

The thesis also contributes design knowledge for LLM-assisted KG cre-

ation in regulatory settings. The findings show that such tools should be

designed as decision-support systems rather than fully automated extrac-

tion systems. This is especially important in regulatory domains where the

output needs to be precise, traceable and reviewed by experts.

7.6.2 Research Rigor, Validity and Limitations

Research rigor was addressed by following the DSR methodology proposed

by Peffers et al. [28]. The study followed the activities of problem iden-

tification, objectives, design and development, demonstration, evaluation

and communication. This connected the artifact to the research problem,

requirements and evaluation.
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The credibility of the study was supported by involving expert partici-

pants in the evaluation. Their feedback gave insight into usability, work-

flow efficiency, trust and control and perceived output quality. The eval-

uation also included technical verification of selected requirements, such

as ontology-guided extraction, Wikibase-compatible output, multilingual

support and maintainability.

However, the study has limitations. The evaluation included only a lim-

ited number of experts and was mainly qualitative. This fits the exploratory

purpose of the thesis. It also means that the findings show how the artifact

may support expert users, rather than proving its effectiveness in a general

sense. The artifact was also not evaluated against a manually created gold

standard, so the thesis cannot make exact claims about extraction accu-

racy.

The evaluation was carried out in one main use case connected to health

data innovation in Sweden. Although the design may be useful in other reg-

ulatory domains, this was not fully tested. The findings should therefore be

transferred to other contexts with caution.

The artifact also depends on the quality of the input text, ontology, ex-

isting knowledge base and LLM output. Since LLM outputs can vary and

may be affected by prompt design, context length and model limitations,

the artifact should not be treated as an autonomous legal extraction sys-

tem.

7.6.3 Future Research

Future research should evaluate the artifact with more experts and in addi-

tional regulatory domains. This would show whether the workflow is useful

beyond the case studied in this thesis. Future studies could also compare

generated entities against a manually created gold standard dataset. This

would make it possible to measure extraction quality more precisely.

Further work should also improve support for version history and re-

view of earlier iterations. This would allow users to see which entities and

relations were added, changed or removed during the KG creation process.

Future research could also investigate different prompt strategies and vali-

dation methods to improve consistency and reduce errors in the generated

output.

53



7.7 Use of AI Tools

AI tools were used during the thesis work in a limited and supportive role.

ChatGPT Codex was used during development to support code improve-

ment, selected implementation tasks and handling of code errors. Chat-

GPT was also used for language support, since English is the second lan-

guage of both authors.

The AI tools were not used to decide the research design, collect data,

conduct the analysis or formulate the conclusions. Their use was limited to

supporting implementation work and improving the clarity of text written

by the authors. All analysis, interpretations and conclusions presented in

this thesis were made by the authors.
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A
Consent Information

The following consent information was read to participants before the semi-

structured interviews.

Participation in this study is voluntary. The purpose of this eval-

uation is to assess the artifact and understand how well it sup-

ports the intended task. Your responses will be recorded, collected

anonymously and will only be used for research purposes. You

may stop your participation at any time before, during or after the

interview without giving a reason.
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B
Semi-structured Interview Ques-
tions

The following questions were asked during the semi-structured interviews.

1. Were you satisfied with the generated outputs, knowledge graphs and

reasoning, or was something wrong, unexpected or misleading?

2. How well did the tool work when a short input text was given, such as

incomplete, unclear or unstructured text?

3. Was it clear how to use the tool and how easy or difficult was the tool

to use overall? What do you think would be easy or challenging for

someone without programming experience?

4. How much control did you feel you had over the system’s outputs, in-

cluding reviewing, editing, making corrections and judging whether

they were accurate? What made you trust or distrust the tool?

5. In what ways did the visual knowledge graph help you understand,

review, improve or correct the generated outputs?

6. The tool supports incremental development of a knowledge graph.

Do you think this feature of incremental building is useful? Why/why

not?

7. The tool supports iterative development of a knowledge graph by gen-

erating proposals for knowledge graph fragments that can be edited
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before being added to the knowledge graph. Do you think this feature

of iterative use is useful? Why/why not?
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C
First Iteration

This appendix presents the user interface screenshot from the first iteration

of the artifact.

Figure C.1: User interface view from the first iteration.
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D
Second Iteration

This appendix presents the user interface screenshots from the second it-

eration of the artifact.

Figure D.1: Setup view for info and instructions.

Figure D.2: Extraction view for entering the input text.
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Figure D.3: Extraction view showing the LLM-generated output.

Figure D.4: Extraction view showing the generated knowledge graph based on the
user input.
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Figure D.5: Finalization view for exporting the generated QuickStatements.

Figure D.6: Finalization view showing the final knowledge graph.
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E
Third Iteration

This appendix presents the user interface screenshots from the third itera-

tion of the artifact.

Figure E.1: Setup view for info and instructions.

Figure E.2: Setup view for uploading the ontology and Wikibase knowledge base.
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Figure E.3: Extraction view for entering the input text and additional instructions.

Figure E.4: Extraction view showing the LLM-generated output and the editable
user input box.
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Figure E.5: Extraction view showing the generated knowledge graph based on the
user input.

Figure E.6: Finalization view for exporting the generated QuickStatements.
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Figure E.7: Finalization view showing the final knowledge graph.
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F
Selected coding examples

Quote Initial code Theme Interpretation

P2: “The tool was very
easy to use”

Easy to use after
repetition

Usability The tool was per-
ceived as under-
standable when the
user understands the
workflow.

P5: “If I had used it by
myself, it would have
taken longer to under-
stand the process.”

Need for on-
boarding

Usability Users need support or
an introduction be-
fore they can use the
tool with confidence.

P3: “The first time, it was
difficult to know what to
press.”

First-use diffi-
culty

Usability The workflow was not
fully self-explanatory
during the first try.

P5: “if someone does not
know ontologies, then it
is difficult”

Need for ontology
knowledge

Usability Effective use requires
understanding of
ontologies and KGs.

P1: “a red cluster” Graph becomes
cluttered

Usability The graph can be-
come difficult to in-
terpret when many
entities and relations
are shown.

Continued on next page
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Quote Initial code Theme Interpretation

P3: (add small sections)
“to get an overview”

Overview through
stepwise input

Workflow effi-
ciency

Incremental input
helps users man-
age complexity and
understand the KG
gradually.

P3: “You can decide
yourself how much you
want to add each time”

User controls
input size

Workflow effi-
ciency

The iterative workflow
gives users control
over the amount of in-
formation processed.

P3: (the incremental
workflow was) “a real
strength”

Incremental
workflow as
strength

Workflow effi-
ciency

Participants valued
the possibility to build
the KG step by step.

P4: (when small sections
of text were added) “the
structure of the graph
much clearer”

Improved graph
structure

Workflow effi-
ciency

The incremental
workflow helped im-
prove the structure of
the graph.

P1: “checking the rea-
soning afterwards gives a
better understanding”

Reasoning sup-
ports under-
standing

Trust and control Reasoning output
helped users under-
stand why the artifact
generated certain out-
puts.

P2: (When seeing the
artifact’s reasoning) “ok
now I see why it did it in
that way”

Explanation in-
creases trans-
parency

Trust and control Seeing the reason-
ing increased trans-
parency and sup-
ported trust in the
output.

P3: “the graph can
be important for an
overview and to see how
everything is connected”

Graph supports
overview

Trust and control The visual graph
helped users inspect
relations and under-
stand connections.

P3: “I decided myself
what should be added”

User approval be-
fore finalization

Trust and control The HITL workflow
gave users control
over what was ac-
cepted into the KG.

P3: “I could add things
manually”

Manual editing Trust and control Manual correction
options increased
user control over the
final output.

P3: “the only thing miss-
ing is to be able to view
the history”

Lack of history
tracking

Trust and control Users wanted bet-
ter traceability of
previous steps and
changes.

Continued on next page
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Quote Initial code Theme Interpretation

P4: (The artifact) “it used
the partial information
but did not really know
how to connect it fur-
ther”

Partial input lim-
its performance

Perceived accu-
racy and output
quality

The artifact could pro-
cess incomplete text,
but missing context
reduced quality.

P4: “when I added more
complementary infor-
mation, it became much
clearer”

Context improves
quality

Perceived accu-
racy and output
quality

Output quality im-
proved when more
surrounding informa-
tion was provided.

P2: “it is still good that it
does not just continue to
add things when it does
not know”

Cautious extrac-
tion

Perceived accu-
racy and output
quality

The artifact was per-
ceived as avoiding
unsupported extrac-
tion and prioritizing
precision.
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