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Abstract

Historical cipher manuscripts are difficult to transcribe because they often

contain unknown symbol systems, degraded document quality, touching

symbols, and variation in writing style. This thesis investigates whether

context-based cluster refinement can improve an unsupervised transcrip-

tion pipeline for historical cipher manuscripts.

The base method represents each segmented symbol using SIFT de-

scriptors aggregated into Fisher vectors. Agglomerative hierarchical clus-

tering is then used to group visually similar symbols, and selected clusters

are used as seeds for label propagation. The proposed refinement meth-

ods are applied after clustering and before label propagation. They iden-

tify visually suspicious symbols within clusters and evaluate whether these

symbols should be reassigned using local neighboring-symbol context.

The methods are evaluated using Symbol Error Rate (SER) on symbol-

based cipher datasets from the ICDAR 2024 competition. The base method

is compared with two context-based refinement methods that modify the

clusters prior to label propagation: a single-pass refinement method and

an iterative refinement method.

The results show that context-based refinement improves SER for some

datasets but not consistently across all ciphers. For Copiale, the best re-

finement method reduces SER from 0.482 to 0.441. For Ramanacoil, SER is

reduced from 0.343 to 0.329. For Borg, the refinement methods do not im-

prove over the base-method SER of 0.659. These results indicate that local

contextual information can support cluster refinement in some cases, but

that context alone is not sufficient for robust improvement across different

historical cipher datasets.
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1
Introduction

Historical ciphers are manuscripts that contain encrypted messages in-

tended to be read only by recipients who possess the correct decryption

key (Megyesi et al., 2024). Cipher alphabets may consist of digits, alpha-

betic characters, or symbolic systems such as zodiac or alchemical signs.

Manually transcribing these manuscripts is time-consuming and requires

substantial expertise. It is also prone to inconsistencies and errors, espe-

cially when document quality is poor or when the cipher contains visually

similar symbols that are difficult to distinguish (Souibgui et al., 2023).

Recent research has introduced automated methods to support the tran-

scription of historical ciphers. Supervised approaches generally achieve

strong performance, but they rely on labeled training data and may strug-

gle with previously unseen symbols (Souibgui et al., 2023). In contrast, un-

supervised methods do not require labeled data and are therefore better

suited to manuscripts with unknown symbol systems, making them rele-

vant for historical cipher transcription (Baró et al., 2019).

This thesis investigates whether context-based cluster refinement can

improve the quality of clusters produced by an unsupervised transcription

pipeline for historical cipher manuscripts. The base method uses agglom-

erative hierarchical clustering to group visually similar symbols and then

applies label propagation to assign labels to unlabeled symbols. However,

visual clustering alone can be affected by document degradation, scribal

variation, segmentation errors, and visually similar symbols. As a result,

some symbols may be assigned to clusters that are visually inconsistent.
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To address this problem, this thesis introduces context-based cluster

refinement after clustering and before label propagation. The refinement

methods identify visually suspicious symbols within clusters by measur-

ing their distance from other members of the same cluster. These suspect

symbols are then evaluated for possible reassignment using context-based

evidence from neighboring symbols in the manuscript line. The purpose

of this refinement is to improve cluster consistency before the clusters are

used as seed labels for label propagation.

The effect of the proposed context-based refinement methods is evalu-

ated through the final transcription performance, measured using Symbol

Error Rate (SER). By comparing the base method with the single-pass and

iterative refinement methods across different cipher datasets, this thesis

examines whether context-based cluster refinement can improve cluster-

ing quality and whether this leads to better unsupervised transcription re-

sults.

Research Question Can context-based cluster refinement improve clus-

ter quality in an unsupervised transcription pipeline for historical cipher

manuscripts, and does this lead to improved transcription performance

across different cipher datasets?

This thesis is structured as follows. Chapter 1 introduces the research

problem addressed in the thesis. Chapter 2 presents relevant background

on historical ciphers, transcription, and clustering approaches. Chapter 3

describes the data and methodology used in the study. Chapter 4 presents

the experimental results. Chapter 5 discusses the findings in relation to the

research question. Chapter 6 concludes the thesis.

2



2
Background

2.1 Historical Cipher Transcription

2.1.1 Historical Ciphers and Transcription Challenges

Historical cipher transcription differs from ordinary handwritten text recog-

nition because the writing system itself may be partly or fully unknown. Be-

fore a cipher manuscript can be transcribed, recurring symbol types must

be identified from visual instances that may vary because of handwriting

style, degradation, touching symbols, and segmentation errors.

In this thesis, the term symbol refers to an extracted visual symbol in-

stance from a cipher image, while symbol class refers to the underlying re-

curring cipher character type that several symbol instances may represent.

This distinction is important because the transcription task requires group-

ing visually varying symbol instances into recurring symbol classes before

a readable transcription can be produced.

2.1.2 Handwritten Text Recognition for Historical Ciphers

Handwritten Text Recognition (HTR) refers to the automated process of

recognizing handwritten text in images or scanned documents and con-

verting it into machine-readable text. Modern HTR systems are commonly

implemented using deep learning architectures, including Long Short-Term

Memory recurrent neural networks (LSTM-RNNs), convolutional-recurrent

models, and Transformer-based models (Fornés et al., 2024).
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Supervised HTR can be effective when sufficient labeled data is avail-

able. For example, Souibgui et al. (2023) show in their Codex Runicus ex-

periments that deep-learning-based HTR, implemented using a multi-dimensional

LSTM system, can support the transcription of rare scripts. However, his-

torical ciphers often lack labeled transcriptions and may contain unknown

symbol alphabets, which limits the direct applicability of supervised HTR.

This issue is also highlighted by Fornés et al. (2024), who show that no

single HTR method performed best across all historical cipher tasks. These

limitations motivate the use of unsupervised methods for cipher manuscripts

where labeled data is limited or unavailable.

2.2 Unsupervised Transcription of Encoded Manuscripts

2.2.1 Methodological Reference Point

Baró et al. (2019) propose an unsupervised method for transcribing en-

coded manuscripts without requiring manually labeled training data. Their

method is motivated by the fact that historical ciphers often contain un-

known symbol systems, making supervised HTR methods difficult to apply.

The pipeline proposed by Baró et al. (2019) starts with page-level pre-

processing. Each manuscript page is binarized, margins are removed, and

connected components are computed. Text lines are then segmented using

horizontal projection, where the amount of ink in each image row is used

to identify line regions. After the lines have been segmented, symbols are

extracted using connected components and grouping rules. Components

are grouped when their centers of mass are close, or when one component

is positioned above another. This is done because some symbols may con-

sist of several connected components, for example symbols with diacritics.

After segmentation, each symbol is represented using visual features.

Baró et al. then use hierarchical k-means clustering to group symbols ac-

cording to visual similarity. Their hierarchical clustering is top-down, or

divisive, meaning that the process starts with one large cluster and recur-

sively splits it into smaller clusters. The most populated clusters are then

selected as seed clusters for label propagation, where their labels are prop-

agated to the remaining unlabeled symbols (Baró et al., 2019).

The final transcription in Baró et al. (2019) is produced by assigning la-

bels to symbols after label propagation. Their method uses a confidence

threshold so that uncertain symbols can be marked as unknown rather
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than forced into a potentially incorrect label. The predicted labels are then

written from left to right within each line.

2.2.2 Relation to the Present Thesis

This thesis follows the same general unsupervised structure as the method

proposed by Baró et al. (2019). Images are binarized, symbols are seg-

mented, represented with visual features, clustered, selected clusters are

used as seed labels, and label propagation is applied to produce a final

transcription.

To avoid ambiguity in the following chapters, the term Baró baseline

is used to refer to the baseline results reported by Baró et al. (2019). The

term base method refers to the pipeline implemented in this thesis without

context-based refinement. The terms single-pass refinement method and

iterative refinement method refer to the two extended versions of the base

method that include context-based cluster refinement.

However, there are several important differences between the Baró base-

line and the base method used in this thesis. First, Baró et al. (2019) pro-

cess full page images, while this thesis uses line-segmented images from

the ICDAR 2024 dataset. Second, this thesis uses a different preprocess-

ing and feature-extraction setup. Third, the divisive hierarchical k-means

clustering used by Baró et al. (2019) is replaced with agglomerative hierar-

chical clustering. This change is made to examine whether a bottom-up

hierarchical clustering approach can serve as a suitable clustering stage for

unsupervised historical cipher transcription. Agglomerative clustering is

relevant in this setting because the number of symbol classes in historical

cipher manuscripts may be unknown or uncertain, and the method allows

clusters to be formed by progressively merging visually similar symbol in-

stances. Finally, this thesis introduces context-based refinement methods

between clustering and label propagation.

Because of these differences, the Baró baseline results are used as a

contextual comparison rather than as a directly reproduced baseline. The

main experimental comparison in this thesis is between the base method

and the single-pass and iterative refinement methods.

2.3 Clustering and Label Propagation

Unsupervised clustering. Clustering is commonly used in unsupervised

learning to partition data according to its underlying structure. Its main
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aim is to place objects in the same cluster when they are as similar as pos-

sible, while keeping objects in different clusters as different as possible (Xu

and Tian, 2015). In this thesis, unsupervised clustering refers specifically to

grouping cipher-symbol images according to visual similarity.

Hierarchical clustering. There are different ways to form cluster struc-

tures. Hierarchical clustering constructs hierarchical relationships among

data and can follow two main approaches. In agglomerative hierarchical

clustering, also called a bottom-up approach, each data point starts as its

own cluster, and clusters are gradually merged together. The reverse ap-

proach follows a top-down, or divisive, structure, where the algorithm be-

gins with one larger cluster and progressively divides it into smaller clusters

(Xu and Tian, 2015).

This distinction is relevant because Baró et al. (2019) use a divisive hi-

erarchical approach, while the clustering method used in the base method

is agglomerative hierarchical clustering. This is useful for historical ciphers

where the symbol inventory may be unknown or uncertain.

Label propagation. Label propagation (Delalleau et al., 2005) is a semi-

supervised method for assigning labels to unlabeled data. Following the

strategy used by Baró et al. (2019), the base method applies label propaga-

tion after clustering by selecting reliable clusters as seed labels. These seed

labels are then propagated to unlabeled symbols based on similarity in the

feature space.

2.4 Cluster Refinement

Although clustering post-processing in historical cipher transcription has

received limited attention, related clustering research shows that refine-

ment can play an important role in improving clustering results. He et al.

(2004) discuss iterative refinement clustering algorithms such as K-Means,

where an initial cluster model is repeatedly updated through assignment

and refinement steps until convergence. Their study explains that K-Means

is sensitive to its initial state, meaning that the quality of the final clustering

can depend strongly on how the initial centroids are chosen.

K-Means is therefore relevant as an example of a refinement-based clus-

tering approach. However, it requires the number of clusters to be defined

in advance and depends on the initialization of cluster centroids. This can

6



make it difficult to apply directly to historical ciphers, where the size of the

symbol inventory is often unknown or uncertain.

Other refinement approaches also show that cluster quality can be im-

proved after an initial clustering step. CluReAL is a post-processing refine-

ment method that takes an existing clustering result and evaluates whether

clusters should be split, merged, removed, or treated as outliers (Iglesias

et al., 2021). It refines the initial output using cluster validity measures

based on compactness, separation, density, and overlap.

This makes clustering refinement a relevant direction for unsupervised

historical cipher transcription. In this thesis, refinement is applied in a

task-specific way by using information from surrounding symbols to re-

consider initial visually based cluster assignments.
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3
Method

This chapter describes the methodological implementation used to evalu-

ate the research question. The experiments compare three versions of the

pipeline: the base method, the single-pass refinement method, and the

iterative refinement method. The base method performs preprocessing,

symbol segmentation, feature extraction, agglomerative hierarchical clus-

tering, label propagation, transcription, and evaluation. The single-pass

and iterative refinement methods extend the base method by introducing

a context-based cluster refinement step after clustering and before label

propagation.

Since the proposed pipeline is unsupervised, a labeled training set is

not required. The experiments are therefore performed directly on the test-

set line images for each cipher. Ground-truth transcriptions are only used

after transcription has been generated in order to calculate the final Sym-

bol Error Rate (SER).

3.1 Data

The experiments in this thesis use the dataset from the ICDAR 2024 Com-

petition on Handwriting Recognition of Historical Ciphers 1 (Fornés et al.,

2024). The dataset contains approximately 600 pages of encrypted histor-

ical manuscripts divided into two main categories: ciphers with digits and

ciphers with symbol alphabets.

1https://rrc.cvc.uab.es/?ch=27&com=tasks

8

https://rrc.cvc.uab.es/?ch=27&com=tasks


Since this thesis focuses on cipher systems composed of graphical sym-

bols, only the cipher with symbol alphabets category is used. This sub-

set contains a total of 366 pages originating from several historical cipher

manuscripts.

The experiments are conducted on the line-segmented test images pro-

vided by the ICDAR 2024 dataset. Each input image corresponds to one

manuscript line rather than a full manuscript page. The pipeline therefore

treats each line image as the basic processing unit.

The line images are processed at their original image size. No fixed

image-size normalization is applied before preprocessing, connected com-

ponent analysis, or symbol extraction. This means that variation in line-

image size and symbol scale is preserved throughout the preprocessing and

segmentation stages.

3.1.1 Borg Cipher

The Borg cipher consists of 171 pages of encrypted documents from the

17th century (Aldarrab, 2017). The cipher uses 34 different symbols, in-

cluding graphical signs such as astrological symbols, Latin letters, and di-

acritics. The manuscript contains touching symbols, which increases the

difficulty of symbol segmentation. The underlying plain text language is

Latin.

3.1.2 Copiale Cipher

The Copiale cipher contains 105 pages from the 18th century (Knight et al.,

2012). The cipher uses approximately 100 different symbols, including Ro-

man and Greek letters. The manuscript does not use word spacing, and

several ideograms represent special entities. The plain text language is Ger-

man.

3.1.3 Ramanacoil Cipher

The Ramanacoil cipher contains 39 pages from the 17th century (ram, 1674).

The cipher uses 24 unique symbols representing the Latin alphabet and ad-

ditional symbols representing double letters. Symbols are generally non-

touching. The plain text language is Dutch.
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3.1.4 BNF Cipher

The BNF cipher (Bibliothèque Nationale de France) consists of 53 pages

of encrypted documents from the 16th century(Bibliothèque nationale de

France, a,b). The cipher contains 39 distinct graphical symbols which are

generally non-touching, making segmentation comparatively easier. The

plain text language is French.

However, this cipher is excluded from the final experiment because vi-

sual qualitative assessment showed that preprocessing and segmentation

did not produce sufficiently reliable symbol candidates. Since the later

stages of the proposed pipeline depend directly on the quality of the seg-

mented symbols, unreliable segmentation at this stage would limit the pos-

sibility of producing a meaningful transcription.

3.2 Pipeline Overview

The base method consists of the following steps:

1. Binarization

2. Line processing and noise removal

3. Symbol segmentation

4. Feature extraction

5. Agglomerative hierarchical clustering

6. Label propagation

7. Transcription and evaluation

The single-pass and iterative refinement methods follow the same steps,

but add a context-based cluster refinement stage between hierarchical clus-

tering and label propagation. The purpose of this refinement step is to im-

prove cluster consistency before clusters are used as seed labels during la-

bel propagation.

3.2.1 Comparison with the Baró Baseline

The base method follows the same general structure as the Baró baseline,

where symbols are segmented, represented with visual features, clustered,

and used as seed labels for label propagation. However, the base method

10



is not a direct reimplementation of the Baró baseline. The main technical

pipeline differences are summarized in Table 3.1.

Pipeline stage Baró baseline Base method

Input images Full manuscript page

images

Line-segmented im-

ages from ICDAR 2024

Binarization Page images are bi-

narized; method not

specified

Sauvola adaptive bina-

rization

Image-level prepro-

cesss

Page-level preprocess-

ing, including margin

removal and line seg-

mentation

Line-level preprocess-

ing; deskewing and

noise removal applied,

no image-size normal-

ization is applied

Symbol segmenta-

tion

Connected compo-

nents with grouping

rules

Connected compo-

nent analysis with

similar grouping rules

Feature representa-

tion

SIFT descriptors SIFT descriptors aggre-

gated into Fisher vec-

tors

Clustering Divisive hierarchical k-

means

Agglomerative hierar-

chical clustering

Seed selection Most populated clus-

ters

Most populated clus-

ters and compactness

filtering

Label propagation Selected clusters are

used as seeds for label

propagation

Selected clusters are

used as seeds for label

propagation

Evaluation Symbol Error Rate and

missing symbols

Symbol Error Rate

Table 3.1: Main technical pipeline differences between the Baró baseline
and the base method.

3.3 Base Method

3.3.1 Preprocessing

A common first step in processing handwritten historical documents is lay-

out analysis, which includes removing margins, identifying text regions,
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and line segmentation (Baró et al., 2019). However, the ICDAR 2024 dataset

already provides single-line segmented images. Therefore, full page-wise

layout analysis is not required in this pipeline.

Instead, preprocessing focuses on preparing each segmented line im-

age for symbol segmentation. The line images are processed at their orig-

inal image size, and no fixed image-size normalization is applied before

binarization, connected component analysis, or symbol extraction.

The quality of the preprocessing output was assessed qualitatively by

visual inspection. For each cipher, the binarized and processed line im-

ages were inspected to determine whether the symbols were sufficiently

separated from the background and whether the resulting connected com-

ponents were usable for symbol segmentation. This visual assessment was

used to judge whether the preprocessing produced symbols of sufficient

quality for the later clustering and label propagation stages.

3.3.2 Binarization

Each line image is converted into a binary image before segmentation us-

ing Sauvola’s adaptive binarization method (Sauvola and Pietikäinen, 2000).

Binarization separates foreground ink from the background and is there-

fore important for the connected component analysis used during symbol

segmentation.

Because manuscript quality differs between ciphers, binarization qual-

ity was inspected visually as part of the overall preprocessing assessment.

Poor binarization can lead to broken or merged foreground regions, which

directly affects the connected components extracted during symbol seg-

mentation.

An example of an original line image and the resulting binarized image

is shown in Figure 3.1 and Figure 3.2.

3.3.3 Line Processing and Noise Removal

Although the dataset already contains line-segmented images, additional

processing is applied to improve symbol segmentation. First, skew correc-

tion is applied to reduce the slant of the text line, as shown in Figure 3.3.

The purpose of this step is to make the line more horizontally aligned be-

fore connected component analysis.

After skew correction, the binarized line image is further processed to

reduce remaining fragments from neighboring lines. This is done because

some line images contain noise or partial components that do not belong

12



to the main text line. Removing these fragments helps reduce the number

of connected components that would otherwise be extracted as false sym-

bol candidates during symbol segmentation.

This step was included in the same visual preprocessing assessment

described above. The processed line images were inspected to determine

whether the main line was preserved and whether obvious fragments from

neighboring lines were removed. Figure 3.4 shows an example of this pro-

cess.

3.3.4 Symbol Segmentation

Symbols are extracted using Connected Component Analysis (CCA), fol-

lowing a similar two-rule grouping strategy proposed by Baró et al. (2019).

The CCA algorithm scans the binarized line image and identifies connected

foreground components.

The first rule groups connected components when the pixel distance

between their centers of mass falls below a predefined threshold. The in-

tention is to merge components that are likely to belong to the same sym-

bol, such as symbol fragments caused by degraded document quality. If

components are grouped by this rule, any further grouping of the resulting

component is restricted to the second rule.

The second rule groups components that are vertically aligned. If the

center of mass of one component is positioned above or below another

component, the components are grouped. This is intended to merge el-

ements such as main symbols and diacritics.

After grouping, each symbol is extracted as an isolated image. The ex-

tracted symbols are stored with a unique identifier and ordered from left

to right according to their position in the manuscript line. During sym-

bol segmentation, extracted symbol crops are based on the connected-

component bounding boxes produced after grouping. No fixed crop size or

fixed symbol-size normalization is applied before feature extraction. The

left-to-right order is later used to construct the predicted transcription, as

shown in Figure 3.5.

Figure 3.1: Unprocessed line image

13



Figure 3.2: Sauvola binarization

Figure 3.3: Skew correction

Figure 3.4: Noise removal based on the detected main text region. The red
line shows the estimated main line, and the green bounding box marks the
final cropped text region.

Figure 3.5: Connected component analysis

3.3.5 Feature Extraction

Feature extraction follows a two-step approach. First, local descriptors are

extracted from each segmented symbol image using Scale-Invariant Fea-

ture Transform (SIFT) 2 (Lowe, 2004). SIFT descriptors capture local image

structures and are robust to small changes in blur distortion, rotation, and

scaling.

Applying SIFT directly to whole images may fail when symbols are too

visually simple. To reduce this issue, each symbol is divided into an 8 × 6

grid. SIFT descriptors are then extracted from each grid cell.

2https://docs.opencv.org/3.4/da/df5/tutorial_py_sift_intro.html
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The resulting SIFT descriptors are aggregated into a Fisher vector rep-

resentation 3 (Sánchez et al., 2013). The Fisher vector produces a compact,

fixed-length representation and is used as the feature representation in the

clustering stage.

3.3.6 Agglomerative Hierarchical Clustering

After feature extraction, agglomerative hierarchical clustering 4 is applied

to group visually similar symbols using average linkage and Euclidean dis-

tance.

For each cipher, a threshold search is performed to determine the stop-

ping criterion for clustering. A silhouette score is calculated for each thresh-

old tested, and the threshold with the highest silhouette score is selected

for the clustering stage. The purpose of this step is to choose the optimal

threshold that groups visually similar symbols while still producing clusters

that can be used in the later seed-selection and label-propagation stages.

After clustering, each cluster is assigned a compactness score. The com-

pactness score is calculated as the average Euclidean distance between the

members of the cluster and the cluster centroid. A lower compactness

score indicates that the cluster is visually compact, while a higher score

indicates greater visual variation among its members.

Clusters with fewer than five members are rejected as too small. Among

the remaining clusters, a high-variance threshold is calculated as the 90th

percentile of the valid cluster compactness scores. Clusters with compact-

ness scores above this threshold are rejected as high-variance clusters.

From the remaining accepted clusters, the 150 most populated clus-

ters are selected as seed clusters for label propagation. These clusters are

assumed to be more reliable because they contain several visually similar

symbols and have not been rejected as high-variance clusters. This follows

a strategy similar to Baró et al. (2019).

3.3.7 Label Propagation

After clustering, semi-supervised label propagation is applied to assign la-

bels to unlabeled data. The label propagation algorithm is applied to the

3https://scikit-image.org/docs/stable/auto_examples/features_detection/
plot_fisher_vector.html

4https://scikit-learn.org/stable/modules/generated/sklearn.cluster.
AgglomerativeClustering.html
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same Fisher vector feature representations used during clustering. Follow-

ing the strategy of Baró et al. (2019), the 150 most populated clusters are

used as initial labeled seed clusters.

The scikit-learn 5 implementation is used with an alpha value of 0.1. A

confidence threshold of 0.4 is then applied to the resulting label probabili-

ties. If the highest probability assigned to a symbol is at least 0.4, the sym-

bol is assigned the corresponding label. If the highest probability is below

0.4, the symbol is labeled as unknown. This prevents symbols with weak

label evidence from being forced into a cluster with low confidence.

3.3.8 Transcription

After label propagation, a transcription is generated for each manuscript

line. The predicted labels of the segmented symbols are concatenated from

left to right into a transcription string. The corresponding ground-truth la-

bels are concatenated in the same way. The predicted and ground-truth

strings are then compared using Symbol Error Rate, as described in Sec-

tion 3.5.

3.4 Context-Based Refinement Methods

The single-pass refinement method and the iterative refinement method

extend the base method by introducing a context-based refinement step

after hierarchical clustering and before label propagation. The aim is to

improve the quality of the clusters before they are used as seeds for label

propagation.

The base method only considers visual similarity between symbols dur-

ing clustering. However, historical handwritten documents contain sym-

bol variation, scribal variation, noise, and document degradation, which

can make visual comparison difficult. The purpose of the context-based re-

finement step is to support visual clustering by using the local neighboring-

symbol context in the manuscript line as additional evidence.

3.4.1 Symbol Context

For each segmented symbol, the previous and next symbols in the manuscript

line are stored. Let the manuscript line contain the ordered symbols:

5https://scikit-learn.org/stable/modules/generated/sklearn.semi_
supervised.LabelSpreading.html
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m1,m2, . . . ,mn (3.1)

Then the local context of a symbol (mi) is defined as the pair consisting

of its previous and next symbol:

ϕ(mi) = (mi−1,mi+1) (3.2)

For symbols at the beginning or end of a line, special boundary tokens

are used. If (mi) is the first symbol in a line, the previous symbol is replaced

by a start token (START_TOKEN). If a symbol is at the end of a line, its

next symbol is replaced by the end token (END_TOKEN).

After hierarchical clustering, the previous and next symbols are replaced

by their current cluster IDs. Let (ℓ(mi)) denote the cluster label assigned to

symbol (mi). The cluster-based local context of symbol (mi) is then defined

as:

ϕc(mi) = (ℓ(mi−1), ℓ(mi+1)) (3.3)

Each symbol is then represented by the cluster identities of its immedi-

ate neighbors. For example, if a symbol is preceded by a symbol assigned

to cluster 12 and the next symbol is assigned to cluster 7, its cluster-based

context is represented as:

[12, 7]

3.4.2 Cluster Context

For each cluster, the cluster-based context of all its members is stored in

one context list. Let (Kj) denote cluster (j), and let (m1,m2, . . . ,mk) be the

symbols assigned to this cluster. The total context of cluster (Kj) is defined

as:

ϕc(Kj) = ϕc(m1) ⊎ ϕc(m2) ⊎ · · · ⊎ ϕc(mk) (3.4)

where (⊎) denotes multiset union. If many members of a cluster occur

next to symbols from the same neighboring clusters, then those neighbor-

ing clusters contribute stronger contextual evidence.

For example, if three symbols in cluster (Kj) have the following cluster-

based context:

[12, 7]
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[512, 7]
[12, 89]

then the total context list for (Kj) is:

[12,7,512,7,12,89]

Here, the clusters 12 and 7 appear more frequently, which suggests that

members of cluster (Kj) often appear next to members of cluster 12 or 7.

3.4.3 Selecting Suspect Symbols

The refinement process is applied to clusters with at least five members,

matching the minimum cluster size used when selecting candidate seed

clusters.

For each eligible cluster, the pairwise Euclidean distances between the

feature vectors of all members are computed. For each symbol, the aver-

age distance to all other members of the same cluster is calculated. The

symbols with the highest average pairwise distance are treated as visually

suspicious members of the cluster.

Two refinement strategies are evaluated. The first strategy performs

a single pass over all clusters. Separate single-pass experiments are run

where the maximum number of suspects per cluster is set to one, two, and

three. The second strategy performs iterative refinement. In the iterative

strategy, only one suspect per cluster is evaluated in each pass, but the

process is repeated until no further reassignments occur or the maximum

number of passes is reached.

3.4.4 Checking Whether a Suspect Belongs to Its Cluster

After a suspect has been selected, its context is compared with the context

of its current cluster. To prevent the suspect from influencing this compar-

ison, the suspect’s own context is removed from the cluster context list be-

fore the calculation. Context similarity is then computed by counting how

many entries in the remaining cluster context list match the suspect’s con-

text IDs. This count is divided by the total number of entries in the remain-

ing cluster context list. The resulting value is referred to as the current-

cluster context ratio.

The current-cluster context ratio is calculated as:

r(s,Kj) =
Number of entries in ϕc(Kj \ s) that match ϕc(s)

Total number of entries in ϕc(Kj \ s)
(3.5)
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ϕc(Kj \s) denotes the context list of cluster (Kj) excluding the suspect’s

own context contribution.

If the current-cluster context ratio is greater than or equal to the con-

text threshold, the suspect is considered compatible with its current cluster

and is not reassigned. The single-pass experiments use a threshold of 0.30,

while the iterative experiments use a threshold of 0.20.

The context threshold values were selected empirically based on pre-

liminary experiments. For the single-pass refinement experiments, a thresh-

old of 0.30 was used. A higher threshold of 0.40 proved too strict and pro-

duced poorer final clusters, since more suspects were treated as incompat-

ible with their original clusters and reassigned. The threshold of 0.30 gave

better results for the single-pass setting.

For the iterative refinement experiments, the threshold was lowered to

0.20. In the iterative setting, a threshold of 0.30 was too aggressive and

caused too many symbols to be repeatedly reassigned between clusters

across passes. The lower threshold of 0.20 made the refinement more sta-

ble by reducing unnecessary reassignments and mitigating the back-and-

forth movement of symbols between clusters.

For example, suppose the suspect has the context:

[12, 7]

and the context list of the current cluster, excluding the suspect, is:

[7,512,7,89]

The suspect’s context matches two entries in the cluster context list,

both corresponding to cluster 7. The context ratio is therefore:

2

4
= 0.50.

Since this is above the threshold, the suspect is kept in its current clus-

ter.

3.4.5 Selecting Reassignment Candidates

If the suspect’s current-cluster context ratio is below the context threshold,

the suspect is considered for reassignment. In this step, all clusters except

the suspect’s current cluster are considered as possible candidate clusters.

Candidate clusters with empty context lists are ignored because they pro-

vide no contextual evidence for comparison. In the iterative refinement
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method, candidate clusters are also required to contain at least two mem-

bers.

For each remaining candidate cluster, a candidate context ratio is cal-

culated. This ratio is computed in the same way as the current-cluster con-

text ratio: the number of entries in the candidate cluster’s context list that

match either of the suspect’s neighboring cluster IDs is divided by the total

number of entries in the candidate cluster’s context list.

The candidate cluster with the highest candidate context ratio is se-

lected as the best candidate. If several candidate clusters have the same

context ratio, the candidate with the largest raw number of matching con-

text entries is selected. Figure 3.6 illustrates the intended reassignment

process.

Figure 3.6: Illustration of context-based reassignment. A visually suspi-
cious member is identified in the original cluster (Ka) and reassigned to
the candidate cluster (Kb).

The single-pass and iterative refinement methods use different reas-

signment conditions. In the single-pass refinement method, the suspect

is reassigned if the best candidate cluster has at least one context match.

This method does not require the candidate context ratio to be higher than

the suspect’s current-cluster context ratio.

In the iterative refinement method, reassignment is more restrictive.

The suspect is reassigned only if the best candidate cluster has at least one

context match and the candidate context ratio is higher than the suspect’s
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current-cluster context ratio. The iterative method is therefore more con-

servative, because a suspect is moved only when the candidate cluster pro-

vides stronger contextual evidence than the current cluster.

Single-pass refinement method. In the single-pass refinement method,

all clusters are visited once. For each cluster, the most visually suspicious

symbol or symbols are selected according to their average pairwise dis-

tance to the other members of the same cluster. Three settings are eval-

uated for each cipher, allowing at most one, two, or three suspects to be

tested per cluster.

For each suspect, the current-cluster context ratio is computed. If this

ratio is above the context threshold, the suspect is kept in its current cluster.

If the ratio is below the threshold, the suspect is reassigned according to the

single-pass reassignment rule described above.

Iterative refinement method. In the iterative refinement method, the re-

finement process is repeated over multiple passes. During each pass, every

cluster with at least five members is visited once, and one suspect is eval-

uated per cluster. If a suspect is reassigned, the cluster assignment of the

symbol is updated, together with the context lists for both the original clus-

ter and the new cluster.

After all clusters have been visited, one pass is completed and the clus-

ter compactness scores are recomputed. The process stops when a full pass

produces no reassignment or when the maximum number of refinement

passes is reached. Two iterative refinement experiments are conducted us-

ing maximum iteration limits of 25 and 15 for all ciphers.

3.5 Evaluation

The proposed methods are evaluated separately on each cipher dataset us-

ing the Symbol Error Rate (SER) metric. Ground-truth transcriptions are

not used during clustering, refinement, or label propagation. They are only

used after transcription to calculate SER.

SER measures the difference between the predicted transcription and

the ground-truth transcription and is defined as:

SER =
S +D + I

N
(3.6)

where:
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• (S) = number of substitutions

• (D) = number of deletions

• (I) = number of insertions

• (N) = number of symbols in the reference transcription

After transcription, the predicted output consists of one transcription

per manuscript line. These predicted line transcriptions are concatenated

into a single complete predicted string. The corresponding ground-truth

line transcriptions are concatenated in the same way to form a single com-

plete ground-truth string. The two complete strings are then compared

using Symbol Error Rate.

The results of the base method are compared with the results of the

single-pass and iterative refinement methods. This comparison is used to

determine whether the proposed refinement step improves unsupervised

transcription performance and whether its effectiveness differs between

cipher datasets. Where applicable, the results are also compared with the

Baró baseline results for Borg and Copiale reported by Baró et al. (2019).
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4
Results

This chapter presents the results of the base method, the single-pass re-

finement method, and the iterative refinement method.

4.1 Clustering Threshold Selection

Before label propagation, a clustering threshold was selected for each ci-

pher using the threshold-search procedure described in Chapter 3. For

Borg and Copiale, the threshold with the highest silhouette score produced

enough clusters for the subsequent seed-selection step. However, for Ra-

manacoil, the threshold with the highest silhouette score produced too few

clusters after filtering to select the required 150 seed clusters for label prop-

agation.

For this reason, the final Ramanacoil clustering threshold was selected

as the highest-scoring threshold among those that produced at least 700

clusters. This adjustment was made before comparing the base method,

the single-pass refinement method, and the iterative refinement method,

so all Ramanacoil experiments use the same threshold-selection criterion.
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Figure 4.1: Threshold search for Ramanacoil. The threshold with the high-
est silhouette score produced too few clusters for the subsequent seed-
selection step. Therefore, the final clustering threshold was selected as the
highest-scoring threshold among those that produced at least 700 clusters.

4.2 Comparison with the Baró Baseline

Table 4.1 shows the Baró baseline results reported by Baró et al. (2019) to-

gether with the results of the base method obtained in this thesis. The com-

parison is included as a contextual reference point, since the experimental

setup and preprocessing implementation are not identical.

Method Borg SER Copiale SER
Baró baseline 0.542 0.444
Base method 0.659 0.482

Table 4.1: Comparison between the Baró baseline SER values and the base
method SER values for Borg and Copiale.

The base method obtains higher SER than the Baró baseline for both

Borg and Copiale. Since lower SER indicates better transcription perfor-

mance, this means that the base method has a higher error rate than the

Baró baseline. For Borg, the difference corresponds to an increase of 11.7

percentage points. For Copiale, the difference is smaller, corresponding to

an increase of 3.8 percentage points. This indicates that the base method

does not reproduce the Baró baseline performance, especially for Borg.
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4.3 Single-Pass Refinement Results

Table 4.2 presents the results of the single-pass refinement method. In

these experiments, one to three suspect symbols are evaluated for reas-

signment in each cluster.

Method Borg SER Copiale SER Ramanacoil SER
Base method 0.659 0.482 0.343
Single-pass refinement 1 0.659 0.468 0.330
Single-pass refinement 2 0.685 0.458 0.329
Single-pass refinement 3 0.693 0.464 0.336

Table 4.2: Single-pass refinement results. Single-pass refinement 1–3 indi-
cates the number of suspect symbols checked for each cluster during reas-
signment. Reassignment is applied even when the best candidate cluster
has a lower context-match ratio than the current cluster.

For Copiale, all single-pass refinement settings reduce SER compared

with the base method. The largest SER reduction is obtained when two

suspect symbols are evaluated per cluster, reducing SER by 2.4 percent-

age points. The other two single-pass settings also improve Copiale, but by

smaller margins.

For Ramanacoil, all single-pass refinement settings also reduce SER com-

pared with the base method. As with Copiale, the largest SER reduction

is obtained when two suspect symbols are evaluated per cluster, reducing

SER by 1.4 percentage points. This shows that the single-pass refinement

method improves both Copiale and Ramanacoil, although the improve-

ment is larger for Copiale.

The Borg cipher deviates from this pattern. Evaluating one suspect sym-

bol per cluster gives the same SER as the base method, while evaluating two

or three suspects increases SER. These increases correspond to 2.6 and 3.4

percentage points, respectively. This shows that the single-pass refinement

method does not improve Borg and can make the result worse when more

suspects are evaluated per cluster.

4.4 Iterative Refinement Results

Table 4.3 presents the results of the iterative refinement method. In these

experiments, only one suspect symbol is evaluated per cluster during each

pass. The process is repeated until no more reassignments occur or the

maximum number of iterations is reached.
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Method Borg SER Copiale SER Ramanacoil SER
Base method 0.659 0.482 0.343
Iterative refinement 25 0.704 0.442 0.332
Iterative refinement 15 0.674 0.441 0.332

Table 4.3: Iterative refinement results for 15 and 25 maximum iterations.
In both settings, one suspect symbol is evaluated per cluster, the context-
ratio threshold is set to 0.20, and candidate clusters must contain at least
two members.

For Copiale, both iterative refinement settings reduce SER compared

with the base method. The largest SER reduction is obtained with itera-

tive refinement using 15 maximum iterations, which reduces SER by 4.1

percentage points. The 25-iteration setting gives a very similar reduction

of 4.0 percentage points. Both iterative settings therefore improve Copiale

more than the single-pass refinement settings.

For Ramanacoil, both iterative refinement settings reduce SER by 1.1

percentage points compared with the base method. This confirms that it-

erative refinement improves Ramanacoil, but the improvement is smaller

than the best single-pass refinement result for this cipher.

For Borg, both iterative refinement settings increase SER compared with

the base method. The 25-iteration setting increases SER by 4.5 percent-

age points, while the 15-iteration setting increases SER by 1.5 percentage

points. This shows that the iterative refinement method also fails to im-

prove Borg.

4.5 Seed-Cluster Composition Analysis

To further examine the refinement output, the composition of the 150 seed

clusters was inspected for each cipher. After clustering, each seed-cluster

folder was manually named according to the symbol type closest to the

cluster centroid. This was done for the base method and for the iterative

refinement method with 15 maximum iterations.

Table 4.4 summarizes the seed-cluster composition before and after it-

erative refinement.

26



Cipher Seed-cluster composition Base method Iterative refinement 15
Copiale Unique assigned labels 63 68
Copiale Noise clusters 29 19
Copiale Non-noise clusters 121 131
Ramanacoil Unique assigned labels 29 29
Ramanacoil Noise clusters 48 39
Ramanacoil Non-noise clusters 102 111
Borg Unique assigned labels 22 20
Borg Noise clusters 59 42
Borg Non-noise clusters 91 108

Table 4.4: Seed-cluster composition before and after iterative refinement
with 15 maximum iterations. Unique assigned labels refer to the number of
unique symbol classes represented in the seed clusters. Noise clusters are
clusters that contain noise and cannot be labeled as symbols. Non-noise
clusters are seed clusters that contain identifiable symbol instances.

For Copiale, iterative refinement increases the number of unique as-

signed labels and reduces the number of noise clusters. The number of

non-noise clusters also increases, indicating that more of the selected seed

clusters contain identifiable symbol instances after refinement.

For Ramanacoil, the number of unique assigned labels remains unchanged

after refinement. However, the number of noise clusters decreases, and the

number of non-noise clusters increases. This indicates that refinement im-

proves the visual usability of the seed clusters, although it does not increase

the number of represented symbol classes.

For Borg, refinement reduces the number of noise clusters and increases

the number of non-noise clusters. However, the number of unique as-

signed labels decreases. This suggests that the refined seed clusters contain

fewer noise clusters, but also represent fewer distinct symbol classes.

4.6 Qualitative Error Analysis

In addition to the quantitative SER results, qualitative inspection was used

to identify examples of reassignment errors in the refined clusters. Fig-

ure 4.2 shows one example where a suspect symbol is reassigned to a can-

didate cluster that does not contain visually similar symbols.
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Figure 4.2: Example of an incorrect context-based reassignment. The sus-
pect symbol is reassigned to a candidate cluster based on contextual evi-
dence, although it is not visually similar to the symbols in the target cluster.
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5
Discussion

The results show that context-based refinement improves SER for Copiale

and Ramanacoil, but not for Borg. Since lower SER indicates better tran-

scription performance, this means that the refinement methods are benefi-

cial for some datasets but do not produce consistent improvements across

all ciphers. The largest improvement is observed for Copiale, where the

best refinement setting reduces SER by 4.1 percentage points. Ramanacoil

also improves, although more modestly, with the best refinement setting

reducing SER by 1.4 percentage points. For Borg, none of the refinement

settings improves over the base method.

The comparison with the Baró baseline is included as a contextual ref-

erence rather than as a direct reproduction. The base method implemented

in this thesis does not match the SER values reported by Baró et al. (2019).

For Borg, the base method obtains an SER that is 11.7 percentage points

higher than the Baró baseline, while for Copiale the difference is 3.8 per-

centage points. These differences should be interpreted with caution, since

the two pipelines differ in preprocessing, segmentation, feature extraction,

clustering, and other implementation details. The purpose of the compar-

ison is therefore to situate the base method in relation to an existing unsu-

pervised transcription approach, while the main evaluation is based on the

internal comparison between the base method and the refinement meth-

ods. Since these methods use the same preprocessing, feature represen-

tation, clustering setup, seed-selection procedure, and label-propagation

stage, their comparison provides a controlled way to evaluate the effect of

adding context-based refinement.
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The higher SER for Borg suggests that this dataset is strongly affected

by preprocessing and by the handling of touching symbols. Borg contains

frequent touching symbols, both within the same text line and between ad-

jacent lines, and noisy regions introduced by gutter shadows make symbol

segmentation more challenging. Since clustering and label propagation

depend on the segmented symbols, errors introduced during preprocess-

ing can affect feature extraction, clustering, label propagation, and tran-

scription.

5.1 Single-Pass Refinement Analysis

The single-pass refinement results demonstrate that the single-pass refine-

ment method reduces SER for both Copiale and Ramanacoil. For both

ciphers, all single-pass settings improve over the base method, and the

largest SER reduction is obtained when two suspect symbols are evaluated

per cluster. For Copiale, this setting reduces SER by 2.4 percentage points.

For Ramanacoil, the corresponding reduction is 1.4 percentage points. This

suggests that evaluating more than one suspect symbol can be beneficial,

but only up to a certain point.

For both Copiale and Ramanacoil, evaluating three suspect symbols per

cluster decreases performance compared with evaluating two suspect sym-

bols. This may indicate that increasing the number of reassigned symbols

can introduce additional incorrect reassignments, which in turn may de-

teriorate cluster quality. In other words, the single-pass method appears

to benefit from checking more than one suspect, but the benefit weakens

when too many symbols are allowed to move.

However, for the Borg cipher, none of the single-pass settings obtain a

lower SER than the base method. Evaluating one suspect symbol per clus-

ter gives the same SER as the base method, while evaluating two and three

suspects increases SER by 2.6 and 3.4 percentage points, respectively. This

suggests that the contextual information used for reassignment is less reli-

able for Borg, likely because segmentation errors and noisy symbol candi-

dates affect both the initial clusters and the neighboring-cluster context.

5.2 Iterative Refinement Analysis

The iterative refinement method improves the results for Copiale and Ra-

manacoil, but, as in the single-pass refinement experiments, it does not

improve SER for Borg. For Copiale, the best overall result in this thesis is
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obtained with iterative refinement using a maximum of 15 iterations, re-

ducing SER by 4.1 percentage points. This shows that, for the Copiale ci-

pher, the iterative refinement method is more effective than the single-pass

refinement method.

One possible explanation is that the iterative refinement method in-

cludes a stricter reassignment condition. A symbol is only reassigned if

the candidate cluster achieves a higher context-based match ratio than the

original cluster. In addition, compactness is recalculated after each pass.

These changes may make the method produce more stable reassignment

decisions than the single-pass setting.

For Ramanacoil, the iterative refinement method obtains a lower SER

than the base method. Both iterative settings reduce SER by 1.1 percentage

points. However, for this cipher, the single-pass setting using two suspect

symbols obtains a larger SER reduction of 1.4 percentage points. This sug-

gests that the additional iterations do not provide enough benefit to out-

perform the simpler single-pass refinement strategy for this dataset.

As with the single-pass refinement experiments, the iterative refine-

ment method increases SER for Borg in all settings. The 25-iteration set-

ting increases SER by 4.5 percentage points, while the 15-iteration setting

increases SER by 1.5 percentage points. This further indicates that the pro-

posed refinement methods are not robust across all cipher datasets. For

Borg, repeated refinement may reinforce incorrect reassignments rather

than correct them, especially if the initial clusters and contextual repre-

sentations are affected by segmentation errors.

5.3 Seed-Cluster Composition Analysis

The purpose of the seed-cluster composition analysis is to provide addi-

tional insight into the effect of refinement. The iterative refinement method

with a maximum of 15 iterations reduces the number of noise clusters for

all ciphers. The largest decrease is observed for Borg, where the number

of noise clusters decreases by 17 clusters. Copiale decreases by 10 noise

clusters, while Ramanacoil decreases by 9 noise clusters.

Since the number of seed clusters is fixed, reducing the number of noise

clusters may increase the chance of including more useful clusters for label

propagation. Regarding unique assigned labels, the only improvement is

observed for Copiale, where the number increases by 5 labels. For Ramana-

coil, the number of unique assigned labels remains unchanged, while for

Borg it decreases by 2 labels.
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For Copiale, the combination of more unique assigned labels and fewer

noise clusters may help explain why SER improves after refinement. For

Ramanacoil, the reduction in noise clusters does not coincide with an in-

crease in unique assigned labels. This may indicate that the number of

unique assigned labels is an important factor for performance. In other

words, the seed clusters may appear cleaner in terms of the number of

noise clusters, but this alone is not sufficient to guarantee a stronger SER

result.

The Borg cipher supports this interpretation. Although the number of

noise clusters decreases, the number of unique assigned labels also de-

creases. In this case, the iterative refinement method may reduce symbol

diversity among the seed clusters. As a result, even though refinement de-

creases the number of noise clusters, it may harm another important as-

pect of cluster composition.

5.4 Qualitative Error Analysis

The main goal of the context-based refinement methods is to reassign sus-

pect symbols to more suitable clusters. However, the qualitative error anal-

ysis shows that some reassignments place symbols in visually incorrect clus-

ters. In this context, an incorrect cluster means that the reassigned symbol

is not visually similar to the symbols already present in the target cluster.

The example in Figure 4.2 illustrates a case where a suspect symbol

is reassigned to a candidate cluster based on contextual evidence, even

though it is not visually similar to the symbols in the target cluster. This

shows that contextual evidence alone can lead to incorrect reassignments.

Future versions of the method should therefore include a visual similarity

constraint, so that reassignment is only allowed when the candidate cluster

is both contextually suitable and visually similar to the suspect symbol.

5.5 Limitations

There are several limitations that affect the interpretation of the results.

First, as discussed above, the comparison with the Baró baseline is con-

textual rather than a direct reproduction, because the pipelines differ in

preprocessing, feature representation, clustering method, and implemen-

tation details.
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Second, the refinement methods depend on the quality of the initial

clustering. If there is a large amount of noise in the data, the neighboring-

cluster context becomes less reliable, and reassignment decisions may re-

inforce earlier clustering errors.

Third, the qualitative error analysis is based on inspection of selected

examples. While these examples illustrate incorrect reassignments, they

do not provide a complete quantitative measure of how often such errors

occur. A more systematic qualitative analysis would make it possible to

better evaluate the relationship between refinement behaviour and SER.
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6
Conclusion

The purpose of this thesis was to investigate whether context-based cluster

refinement can improve an unsupervised transcription pipeline for histor-

ical cipher manuscripts. More specifically, the proposed refinement meth-

ods examined whether local neighboring-symbol context could be used to

refine visually generated clusters before label propagation, and whether

this would reduce the final Symbol Error Rate (SER).

The results show that context-based refinement can improve transcrip-

tion performance for some cipher datasets, but that the improvement is

not consistent across all datasets. The largest improvement is obtained for

Copiale, where the best refinement method reduces SER by 4.1 percent-

age points. Ramanacoil also improves, but more modestly, with the best

refinement method reducing SER by 1.4 percentage points. For Borg, the

refinement methods do not improve over the base method; instead, sev-

eral refinement settings increase SER.

The analysis suggests that the refinement methods are sensitive to the

quality of the initial segmentation and clustering. When the initial clusters

are reliable enough, contextual information can support reassignment and

improve transcription performance. However, the qualitative error anal-

ysis also shows that context-based reassignment can move symbols into

visually incorrect clusters, which may contribute to increased SER.

Overall, the results demonstrate that the effectiveness of context-based

refinement varies across cipher datasets. The proposed refinement meth-

ods show potential, but the results are not sufficient to conclude that they

consistently improve unsupervised transcription. A more reliable approach
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would likely need to combine contextual evidence with visual similarity

constraints and include safeguards against incorrect reassignments.
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Appendix A — Consent Form

I, the undersigned author of this thesis, hereby confirm the following:

1. I have actively participated in all stages of the thesis, including but

not limited to:

• Formulation of the research problem

• Literature review

• Method design and implementation

• Data collection and analysis

• Writing and revision of the final manuscript

2. I take full and sole responsibility for the contents of this thesis, in-

cluding the data, results, analysis, and conclusions presented herein.

3. I confirm that the work presented is original, and that all sources and

contributions from others have been properly acknowledged.

4. I confirm that the research has been conducted ethically and that I

am solely accountable for its ethical conduct.

Author Signature

Name: Diego G. Valladares Parker

Date: 2026-05-22

Signature:
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Appendix B — Code and Data
Availability Statements

• GitHub Repository: https://github.com/diva9609/Historical-cipher-project

• ICDAR 2024 Dataset: https://rrc.cvc.uab.es/?ch=27&com=introduction

The repository includes:

• Data preprocessing scripts

• Instructions for environment setup and reproducibility

Environment:

• Python 3.10

• numpy

• opencv-contrib-python

• h5py

• scikit-learn

• scikit-image

• scipy

• matplotlib

• tqdm

• natsort

• jiwer
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Appendix C: Use of AI Tools in
Thesis Production

1. Tools Used

• Deepseek (coding)

• Openai (Language)

2. Purpose of Use

• Webcrawling for suitable libraries and scripts

• Debugging

• Summarizing literature

• Improving language or grammar an coherens

3. Scope and Extent

• Moderate (e.g., regular use for code or summaries)

4. Critical Evaluation

• Cross-checking outputs with primary sources
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