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Abstract

The increasing realism of Al-generated images and the availability of generative
AT models have made Al-generated images more difficult to distinguish from au-
thentic images. This has increased the need for reliable Al-image detection tools,
particularly in online environments where images are frequently modified through
post-processing.

The objective of this study is to evaluate the effectiveness and robustness of
publicly available Al-image detection tools under realistic conditions. Specifically,
the study investigates how common image transformations that are applied on social
media platforms affect detection performance.

A quantitative experiment was conducted using 8,000 images from the Genlmage
dataset, consisting of 4,000 real and 4,000 Al-generated images. Five Al-image detec-
tion tools were evaluated on the original dataset to establish baseline performance.
The images were then subjected to common post-processing operations, including
compression, conditional resizing, and JPEG conversion, before being re-evaluated.

The results show that post-processing operations generally reduce the perfor-
mance of Al-image detection tools. Although the magnitude of the performance
degradation varied between tools.

We conclude that publicly available Al-image detection tools can provide useful
support in identifying Al-generated images, but their reliability decreases when im-
ages have undergone common post-processing operations. These findings highlight
the importance of evaluating detection tools under realistic conditions and consider-
ing image transformations when interpreting detection results.

Keywords: Al, Al-image detection, Robustness
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Chapter 1

Introduction

1.1 Background

Images created by generative Al-models are becoming more common and more re-
alistic. Models such as DALL-E, Midjourney and Stable Diffusion have enabled the
creation of highly realistic images and are available to the public for anyone to use.
This comes with several significant risks. These Al-generated images can be used
to spread misinformation [3| and disinformation [4]. It enables academic and profes-
sional fraud since someone can submit Al-generated images as if it were their original
work. It is also an intellectual property and copyright concern since Al-models may
reproduce or modify copyrighted content. Because of this, we want to evaluate the
different methods for identifying Al-generated images. We also want to investigate
how well different methods handle modifications. This is because under realistic con-
ditions on the internet where images are constantly shared and uploaded to different
social media platforms, the image is going to go through changes which could affect
the performance of Al-image detection tools. For example, when an image is shared
on a social media platform, the image is compressed and often resized. People can
also intentionally modify an image in specific ways to try to fool Al-image detection
tools.

Being able to tell real and Al-generated images apart is more relevant today than
ever. Distinguishing between real and Al-generated images keeps getting harder and
harder. This increases the risk of malicious use. To aid in this issue, we will try to
figure out what methods are most effective, to help people choose the right method for
differentiating between real and Al-generated images. We also want to evaluate the
robustness of publicly available Al-image detection tools under realistic conditions.
Robustness in our case refers to the ability of an Al-image detection tool to maintain
high performance after post-processing operations have been applied. A detection
tool that is very robust experiences minimal or no performance degradations as a
result of post-processing operations while a detection tool with poor robustness will
experience a lot of performance degradation as a result of applying post-processing
operations.

Other studies have been done in the field before [5,(14,48] but most studies are
done in a controlled environment and we want to test detection tools under more
realistic conditions.
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1.2 Relevance to Software Engineering

This study is relevant to Software Engineering because it evaluates the robustness of
Al-image detection software under realistic operating conditions. Software engineers
who develop, evaluate, or integrate Al-image detection systems into applications such
as social media platforms, content moderation systems or educational tools need to
understand how these systems perform after images have undergone common post-
processing operations. The findings provide insight into the reliability and limitations
of current detection tools, enabling software engineers to make more informed deci-
sions when selecting, testing, and deploying such systems. More broadly, the study
contributes to the evaluation of software quality attributes by examining how system
performance changes when exposed to conditions that occur in real-world use.

1.3 Scope

In this study, we evaluate the performance and robustness of current publicly avail-
able Al-image detection tools. In particular, we investigate how well they handle
common image transformations as a result of uploading to social media platforms,
including compression, conditional resizing and JPEG conversion. The study is lim-
ited to five publicly available Al-image detection tools and a subset of the Genlmage
dataset consisting of 4,000 real and 4,000 Al-generated images. The tools were se-
lected based on their public availability and suitability for large-scale automated
evaluation. We do not develop our own new detector, but instead focus on evaluat-
ing existing approaches. We have used Al to improve the language of the thesis by
using the Overleaf Al suggestion tool. These are the research questions we aim to
answer in this study:

e RQ1: How effective are publicly available Al-image detection tools at distin-
guishing between Al-generated images and real images?

e RQ2: What is the combined effect of compression, conditional resizing and
JPEG conversion on the performance of Al-image detection tools?

1.4 OQOutline

Chapter 2 goes over the history of Al-image generation, different detection methods,
existing Al-image detection tools, evaluation practices, limitations in current research
and real-world challenges. Chapter 3 describes the methodology and experimental
design. Chapter 4 presents the results from the experiment. Chapter 5 discusses and
analyses the results of the experiment. Chapter 6 concludes the thesis and suggests
directions for future work.



Chapter 2

Related Work

2.1 History

Al-generated images have become a hot topic recently because the models are becom-
ing incredibly good and it is becoming very difficult to tell Al-generated images apart
from real images. There was a major breakthrough in 2014 that greatly accelerated
the improvement of Al-generated images, the introduction of Generative Adversar-
ial Networks (GANs) [22]. GANs consist of two neural networks, a generator and
a discriminator. They are trained simultaneously and compete against each other.
The generator attempts to produce realistic images, and the discriminator looks at
the generated images to try to distinguish between real and Al-generated images.
Through this adversarial training, the generator gradually improves and produces
more realistic images. Another popular approach is using Diffusion models that gen-
erate images through an iterative process that gradually transforms random noise
into a coherent image [28|. Using GANs was the most effective approach for a long
time, but in 2020, diffusion models had a breakthrough when Ho et al. published
a paper showing that diffusion models could generate high-quality images, compete
with GANs and could be trained more reliably than GANs [29|. During that year
diffusion models continued improving and in 2021 there was another breakthrough
for diffusion models when a paper was published that showed a diffusion model beat-
ing state of the art GANs on image generation benchmarks [12]. In 2022, the release
of publicly accessible Al-image generators such as DALL-E 2, Stable Diffusion and
Midjourney marked a shift in the field with diffusion models becoming the dominant
approach for Al-image generation.

2.2 Detection Methods

There are two categories of detection methods, active and passive [14]. Passive
detection methods detect whether an image is Al-generated or not by analysing the
image itself, without any external information. Active detection methods rely on
information being intentionally embedded into the image during its creation, such
as watermarks or metadata. Active detection methods offer higher reliability under
controlled conditions but their practical applicability is currently limited due to lack
of widespread adoption. As a result, most Al-image detection tools rely on passive
methods that have their own drawbacks, such as poor generalization and robustness.
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2.2.1 Passive Detection Methods

In terms of passive detection methods, there are three main approaches today: CNN-
based detection, artifact-based detection and frequency-domain detection.

2.2.1.1 CNN-Based Detection

Convolutional Neural Network (CNN)-based detection methods train convolutional
neural networks on labelled datasets of real and synthetic images, allowing the model
to automatically learn discriminative features from pixel data to determine whether
an image is Al-generated or not [35/44]. This approach can achieve very high accuracy
under controlled conditions, but the performance often degrades heavily when applied
to images generated by Al-models that the neural network has not been trained
on. Common image transformations also degrade performance, such as resizing or
compression [35].

2.2.1.2 Artifact-Based Detection

Artifact-based detection methods try to identify Al-generated images by looking at
visual inconsistencies and imperfections that are introduced during the generation
process [47]. Some of the common artifacts these detection methods look at are facial
inconsistencies, lighting and reflection errors, texture and frequency anomalies, and
structural distortion. This approach does not require as much data as CNN-based
detection methods but its effectiveness has decreased over time as the generative
models have become better because higher quality models produce images with less
artifacts and sometimes none that can be detected. Post-processing such as com-
pression or resizing also reduces the accuracy. However, this does not mean that
the method cannot be effective. In the context of images that are generated using
GANSs, there are artifacts that often arise from architectural components such as
upsampling layers. Upsampling operations increase image resolution by interpolat-
ing or generating new pixel values. This can introduce both characteristic frequency
patterns and spatial inconsistencies that can be used to detect if an image is Al-
generated [47]. There are also studies that have shown that artifacts can be used to
distinguish between real and synthetic images even when the underlying generative
model is unknown [32].

2.2.1.3 Frequency-Domain Detection

While frequency-domain detection methods can be interpreted as detecting artifacts,
they are typically treated as a distinct category from artifact-based approaches, which
focus on visible inconsistencies in the spatial domain. Frequency-domain detection
methods analyse images in the frequency domain rather than in pixel space [47].
They examine the statistical distribution of image frequencies, which capture pat-
terns related to textures, edges and fine details. To examine frequencies in an image,
a Fourier Transform [19] is often done to decompose an image into its frequency
components. This is then analysed to identify irregularities that may not be per-
ceptible to the human eye but are indicative of synthetic image generation. The
main benefit of frequency-domain detection methods is that they can detect subtle
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inconsistencies that are not visible in pixel space but just like the other detection
methods, they are affected by image transformations and newer models are not only
becoming better at looking more real in the pixel space, but they are also becoming
better at approximating natural frequency distributions. When trying to detect if
an image is generated or not, it is often a good idea to combine the different ap-
proaches. Frequency-domain detection complements artifact-based detection well,
as demonstrated in [47].

2.2.2 Active Detection Methods

In terms of active detection methods, there are two main approaches today: water-
marking and metadata and provenance-based systems.

2.2.2.1 Watermarking

Watermarking techniques embed information directly in the image during its gener-
ation. This embedded watermark can later be detected to verify whether an image
was generated or not [15]. Watermarks can be inserted either in the spatial domain
by directly altering pixels or in the frequency domain by modifying spectral com-
ponents. Watermarks are designed to be imperceptible and robust. They should
not affect how the image looks and they should be able to survive common image
transformations such as compression and resizing.

A company that has implemented watermarking in their models is Stable Diffu-
sion. They embed watermarks in generated images in the frequency domain using
the Python library invisible-watermark [31]. This watermark can then be detected
using a dedicated decoding tool, allowing identification of images generated by the
model.

Watermarking provides reliable identification when the watermark is present but
it relies on generators integrating watermarking into their system. Another problem
is that despite the watermarking tools’ best effort to make the watermarks robust, the
watermarks can still degrade or be removed fully with heavy image transformations
such as cropping, heavy compression or other manipulation.

2.2.2.2 Metadata and Provenance-based Systems

Metadata can be used to provide information about an image’s origin, creation pro-
cess, modification history, and other relevant details. If information about Al gen-
eration is included, metadata may also indicate whether an image was generated
by an Al system. However, metadata alone can be easily modified or removed and
therefore does not provide strong guarantees regarding authenticity.

Provenance systems are structured frameworks designed to provide verifiable in-
formation about the origin and history of digital content |7]. While metadata only
stores descriptive information about a file, provenance-based systems ensure that the
information is secure, traceable, and resistant to tampering. They achieve this by
having provenance information cryptographically signed and linked across multiple
steps in a verifiable chain.
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Cryptographic signatures are created by applying a hash function to content
and then encrypting the resulting hash using a private key [43|. This produces a
signature that is tied to both the content and the signing entity. In provenance
systems, the software, platform, or device that creates or modifies an image signs
the provenance information using a private key. The signature can later be verified
using the corresponding public key. To perform the verification, the content hash
is computed and compared to the value obtained from the signature. If the values
match, the content and provenance information have not been modified since signing.
If the values differ, the content or provenance information has been altered, or the
signature is invalid.

Unlike watermarking, provenance systems do not necessarily prove that an image
is Al-generated. Instead, they provide evidence regarding the origin, authenticity,
and history of the content. If information about Al generation is included in the
provenance record, the system can also be used to identify Al-generated images.

The most popular provenance-based system currently in use is C2PA (Coalition
for Content Provenance and Authenticity) [8]. Provenance systems are highly effec-
tive when provenance information is present and provide strong transparency and
traceability by maintaining a record of the image lifecycle, including its creation and
subsequent modifications. They are also based on common standards that can be
adopted across different platforms. Another important advantage is that their effec-
tiveness is independent of image quality and is therefore not affected by Al-generated
images becoming increasingly realistic.

However, provenance systems are heavily dependent on broad adoption. Without
widespread implementation, many images will lack provenance information, limiting
the usefulness of these systems. Provenance data may also be lost when images
are uploaded to platforms that remove metadata or during certain file conversions.
Furthermore, provenance systems can be circumvented by creating a screenshot of
an image, resulting in a new image that no longer contains the original provenance
information.

Method Type | Typical Accuracy | Robustness
CNN-Based Detection Passive | Medium to High Medium
Artifact-Based Detection Passive | Low to Moderate Low
Frequency-Domain Detection Passive Medium Medium
Watermarking Active High Medium
Metadata/Provenance Systems | Active High Low to High

Table 2.1: High-level comparison of passive and active methods for detecting or
verifying Al-generated images, based on findings from [14}32}44}47].

2.3 Existing Tools

There are a large variety of publicly available tools that have been developed to
detect Al-generated images. These tools are primarily designed to operate in real-
world environments where no prior information about the image is available. As a



2.4. FEvaluation Practices 7

result, most existing Al-image detection tools rely on passive detection methods and
they often combine multiple approaches into hybrid systems.

A large proportion of existing tools rely on deep learning-based classification,
particularly CNNs that are trained to distinguish between real and Al-generated
images. A popular tool is Hive Moderation [27]. The tool looks at an image and
gives the user a confidence score between 0 and 1 depending on how confident it is
that the image is Al-generated. It has been shown to be very effective on unperturbed
images with one paper showing an accuracy rate of 98.03% [25|, beating both humans
as well as two other Al-image detectors, Optic and [lluminarty.

There is currently no widely adopted standardized tool for detecting Al-generated
images using active detection methods. However, there are provenance-based verifi-
cation systems, such as those based on the C2PA standard, which can verify the origin
and integrity of an image when such metadata is available |2|. As more and more
companies start integrating provenance standards like C2PA [§] into their system,
this becomes more and more effective. Currently, there are several major technology
and media companies that have started implementing these provenance standards.
All images generated with ChatGPT using the DALL-E 3 model include C2PA meta-
data [37]. Microsoft has also started implementing C2PA standards in their Azure Al
services by automatically adding metadata to images and videos generated by Azure
Al-models [34]. Not only Al companies have started implementing these standards.
Adobe is a leading adopter of provenance data and a founding member of CAT [9],
which is an industry initiative that promotes adoption of technologies for verifying
the origin and history of digital content. They allow users to attach provenance
metadata to their work [1]. There are also camera manufacturers that have started
integrating C2PA-compatible features such as cryptographic signing at capture time.
One such company is Nikon, which has created The Nikon Authenticity Service that
enables select cameras to add metadata to the photos they capture [36].

2.4 Evaluation Practices

Evaluating Al-generated image detection methods is a big challenge. Many studies
report high performance, but evaluation methodologies can vary significantly, which
can lead to results that are inconsistent and difficult to compare. Most studies
evaluate detection methods using public benchmark datasets. These datasets contain
labelled real and Al-generated images where the image quality is consistent and the
generation methods are known to provide a controlled environment for training and
testing of detection tools, and often the same ones are used to make it easier to
compare results from different studies. There are standard metrics that are used
when testing detection performance, including:

e Accuracy
e Precision
e Recall

e ['l-score
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e Area Under the Receiver Operating Characteristic Curve (AUC-ROC)

e Matthews Correlation Coefficient (MCC)

All of these metrics are derived from a confusion matrix, which compares predictions
to ground truth.

Predicted Positive | Predicted Negative
Actual Positive | True Positive (TP) | False Negative (FN)
Actual Negative | False Positive (FP) True Negative (TN)

Table 2.2: Confusion matrix for binary classification.

e True Positive (TP): Al-generated image correctly detected as Al
e True Negative (TN): Real image correctly identified as real
e False Positive (FP): Real image incorrectly classified as Al

e False Negative (FN): Al-generated image incorrectly classified as real

Many publicly available Al-image detection tools will only give you one distilled value
for how confident it is that an image is Al-generated or not. This is most commonly
either a confidence score or LLR (Log-Likelihood Ratio) score. A confidence score
ranges from 0 to 1 and shows how confident the tool is that an image is Al-generated,
the higher the score, the more confident. The developers of the detection tool will
usually set a threshold for when a confidence score is high enough to label an image as
Al-generated, for example 0.5. LLR score does not have a set range, a large positive
value shows that the detection tool is very confident that the image is Al-generated.
A large negative value shows that the detection tool is very confident that the image
is real.

Accuracy measures the proportion of correct predictions. It tells you how often the
model is correct overall. Accuracy is calculated like this:

TP+TN
TP+TN+ FP+ FN
Precision shows how often the model is correct when it says that an image is Al-
generated. If the precision is high, it means that very few real images were falsely
flagged as Al. Precision is calculated likes this:

(2.1)

Accuracy =

Precision — ——1 (2.2)
recision = TP—|—FP .

Recall shows how many Al-generated images were successfully detected. If recall
is high, that means that most Al-generated images are correctly identified as Al-
generated images. Recall is calculated like this:

TP
l=—— 2.
Reca TP+ FN (2.3)



2.5. Limitations in Current Research 9

F1-score shows the balance between precision and recall. Precision and recall can
conflict because you can get high precision and low recall which shows that the model
is very careful but ends up missing a lot of Al-generated images. You can also get
high recall and low precision which shows that it is not careful at all and classifies
almost everything as Al-generated, leading to a lot of false positives. It is useful when
you want a single balanced metric to show the effectiveness of a model. F1-score is
calculated like this:

Precision - Recall

F1=2 (2.4)

" Precision + Recall
Matthews Correlation Coefficient (MCC) shows how well the model performs overall
considering all types of errors. It produces a value between -1 and 1, where 1 indicates
perfect prediction, 0 indicates performance no better than random guessing, and -
1 indicates complete disagreement between predictions and ground truth. MCC is
calculated like this:

TP-TN —FP-FN
MCC = (2.5)
/(TP + FP)(TP+ FN)(TN + FP)(TN + FN)

Area Under the Receiver Operating Characteristic Curve (AUC-ROC) shows how
good the detection tool is at distinguishing between real and Al-generated images
across all thresholds. The ROC curve plots the true positive rate vs the false positive
rate and AUC is the area under this curve. This is useful because most models will
give you a confidence score between 0 and 1, and then you set a threshold for what
confidence score is high enough to classify an image as Al-generated. Changing
the threshold will affect the detection tools behaviour and this graph shows the
performance across all the different thresholds.

2.5 Limitations in Current Research

Despite rapid progress in Al-image detection, there are several limitations in current
research. A central limitation in current research is the lack of generalization. Many
detection tools are trained and evaluated on specific datasets that contain images
generated by a limited set of models. As a result the detection tools often learn
dataset-specific features rather than generalizable features and the performance of
the detection tools degrade significantly when applied to new datasets, especially
if the images in the new dataset are from a generative model that it has not been
trained on as shown in [30].

Another limitation in current research is the overreliance on controlled evaluation
settings. A lot of research relies on a controlled experiment setup which makes sense
because you want to enable reproducibility which is a foundational principle of the
scientific method. However, this can lead to an overestimation of performance, as
the model is likely to not be as effective in a real environment. Nils Hulzebosch et
al. showed that models evaluated under highly controlled conditions achieve high
accuracy, but performance drops significantly when exposed to a more realistic en-
vironment [30].
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The state-of-the-art detection systems, especially commercial tools often lack
transparency in terms of how they function which limits reproducibility and compa-
rability across studies.

Most research frames detection as a binary classification problem, either an image
is real or synthetic. This oversimplifies real-world scenarios where an image may
contain partial manipulations, making binary classification insufficient for capturing
the complexity of media in the real world.

2.6 Real-World Challenges

The application of Al-image detection methods outside a controlled research envi-
ronment comes with some challenges. In a real-world setting the detection tool is
usually working with a lot less information, you likely will not have access to infor-
mation about the generative model used, training data or generation parameters, or
any metadata. This lack of information significantly complicates detection [44].

Images shared online are frequently subject to transformations such as compres-
sion and resizing. Social media platforms automatically compress uploaded images to
reduce bandwidth and storage requirements and will also resize images that exceed
a certain size threshold. Most social media platforms also remove metadata from
images when they are uploaded [21]. The table below shows how three of the most
popular social media platforms apply image transformations to uploaded images and
if metadata is deleted or not.

Platform | Metadata | JPEG Compression Resize Condition
Facebook Delete Yes M > 960 (LQ) / M > 2048 (HQ)
Instagram Delete Yes M > 1080

X Delete Yes M > 2048

Table 2.3: Image transformations applied by Facebook, Instagram and X, where M
denotes the length of the longest image dimension in pixels [21].

Most detection tools lack robustness to these common image transformations and
research has shown that these sorts of image transformations can degrade detection
performance significantly [45].

Detection systems are also vulnerable to adversarial attacks, where images are in-
tentionally modified to evade detection. Research has shown that even minor changes
that are imperceptible can significantly reduce detection accuracy [6].

Lastly, there is an arms race between Al-image generation and Al-image detec-
tion. As generative models continue to improve, they produce more realistic images
with fewer detectable artifacts and certain types of artifacts may not be present at
all, making some detection methods obsolete. This means that detection tools are
often one step behind the generators trying to catch up with the generator’s new
methods. This especially affects passive detection methods, making active detection
methods such as integrating C2PA [8] more promising for the future.
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2.7 Summary

Research has demonstrated that Al-generated images can be detected with high
accuracy using a variety of approaches. Standard large benchmark datasets such as
Genlmage and CIFAKE have enabled the development and evaluation of increasingly
sophisticated detection tools and there are now several Al-image detection tools
available to the public. We also see that most studies evaluate detectors in a very
controlled environment. This leads to unrealistic results since most images you come
across on the internet have been uploaded somewhere and as a result the image has
been modified.

This thesis addresses this gap by conducting an empirical evaluation of publicly
available Al-image detection tools under realistic conditions. The study compares
the effectiveness and robustness of the selected tools using a dataset of real and
Al-generated images and applies controlled transformations designed to emulate the
common post-processing operations that occur when uploading an image to a social
media platform.
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Method

3.1 Research Questions

RQ1: How effective are publicly available Al-image detection tools at
distinguishing between Al-generated images and real images?

This question addresses the first part of the study’s goal by establishing a baseline
understanding of how well current Al-image detection tools perform. Before the im-
pact of social media post-processing can be evaluated, it is necessary to determine the
detectors’ effectiveness on unmodified images. Furthermore, comparing the perfor-
mance of different detectors provides a foundation for identifying which approaches
are most successful and for interpreting any performance changes observed in later
stages of the study.

RQ2: What is the combined effect of compression, conditional resizing
and JPEG conversion on the performance of Al-image detection tools?

Under realistic conditions, images will typically not be at their maximum quality,
since social media platforms often automatically compress images, resize images ex-
ceeding a set threshold and convert uploaded images to JPEG. |21]. This means
that it is important to measure performance for both unmodified images and after
post-processing has been applied so that we can measure the effect on performance.

3.2 Methodology

This study adopts an experimental research design to evaluate the effectiveness of
publicly available Al-image detection tools under realistic conditions. The main
advantage of an experiment is the ability to establish controlled conditions to get
the baseline performance of the tools. In this study, the post-processing operations
represent independent variables and detector outputs serve as dependent variables.
This makes it possible to directly assess the robustness of the detection tools after
images have been subjected to post-processing.

Other research methods were considered but were found to be less appropriate
for answering the research questions. A case study was considered because it would
allow for analysis of real-world detector usage but it would not provide the same level
of control over image transformations.

We are conducting a quantitative study. We are running a dataset of 4,000
real images and 4,000 Al-generated images through the detection tools. The three
detection tools from the ClipBased-SyntheticlmageDetection repository give an LLR

13
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score that indicates how certain it is that an image is real or synthetic. If the score
is positive, the image is determined to be synthetic, if negative, it’s determined
to be real. The other two tools, UniversalFakeDetect and ai-image-detector use a
prediction score from 0 to 1, with a higher score being higher confidence of the image
being synthetic. The authors of the detection tools have set a threshold of 0.5. If
this threshold is exceeded, the image is determined to be synthetic.

When all images have been evaluated, the results are put into a CSV file. In order
to make the GitHub repositories comparable, we are normalising the LLR scores from
the detection tools in ClipBased-SyntheticlmageDetection using a sigmoid function.
The scores can then be analysed and visualised with tools such as matplotlib. We will
then see how the different detectors compare against different Al-image generators
and real images.

We are also testing with modifications to the image, including compression, con-
ditional resizing and JPEG conversion. We do this to test the robustness of the
different tools. Compression happens automatically when uploading an image to so-
cial media platforms. They will also often convert the image format to JPEG. Most
platforms also resize images that are above a certain size threshold, so this emulates
a realistic scenario [26]. We hypothesize that this should degrade the performance
of the detection tools to some degree.

3.3 Approach

3.3.1 Dataset

The dataset we are using is called Genlmage [20]. It has over one million real images
and one million synthetic images from various generative models. The models in-
cluded are: Midjourney, Stable Diffusion V1.4, Stable Diffusion V1.5, ADM, Glide,
Wukong, VQDM and BigGAN. We do not have access to the processing power re-
quired to analyse millions of images, but we will use 4,000 real images and 4,000
Al-generated images, with the Al-generated images being evenly distributed among
the different models. We are using this dataset because of its academic prominence.
According to Google Scholar, it has been cited 413 times. It has a rich variety of real
images and Al-generated images from 8 different models.

3.3.2 Tools

When looking at tools to use for the study, most of the publicly available tools only
allow you to upload one image at a time. This is not feasible when using a large
dataset as it would take too long. The tools we chose allow you to run through
an entire dataset at once and they also allow for parallel execution by using the
computers GPU instead of CPU, speeding up the process significantly. One weakness
of our choice in tools is that they are not the latest available detectors but given the
scope of our thesis, we had to prioritise tools that could get the job done in the 10
week timeline.
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3.3.2.1 ClipBased-SyntheticlmageDetection

The first repository is called ClipBased-SyntheticlmageDetection [10]. CLIP (Con-
trastive Language—Image Pre-training) is a neural network developed by OpenAl for
the purpose of connecting visual images and language [38|. It is trained on image
and text pairs, which has taught it the relationship between language and text. A
detector being clip-based enables it to to recognise images without being trained in
a specific domain. This makes the detection tool better at generalization.

The repository tests images against three different detectors: clipdet latent10k plus,
Corvi2023 and fusion. It’s a repository of an article which explores using CLIP fea-
tures to detect Al-generated images [11|. Clipdet latent10k plus is the author’s,
Gozzolino et al’s own developed tool. It’s trained with a reference of 10,000 real
images and 10,000 Al-generated images. Corvi2023 is a CNN-based tool trained
with augmented diffusion model images to detect forensics traces [11]. fusion is an-
other approach proposed by Gozzolino et al. It combines the clipdet latent10k plus
detector with Corvi2023 in order to improve performance.

3.3.2.2 UniversalFakeDetect

This repository uses the CLIP model clip-vit-large-patch14 [39]. Which uses the
transformer ViT-L/14 as an image encoder and masked self-attention as a text en-
coder. The model is for the purpose of zero-shot classification, meaning being able
to generalize without prior training.

3.3.2.3 Al Image Detector

This repository uses Microsoft’s CvT-13 model, optimized to distinguish between
synthetic images and real images [24]. It has been trained with a dataset of 2.5
million images to maximize its image detection ability. It has a data loader for
handling datasets.

3.4 Experimental Conditions

For our experiment, we use 500 images from each part of the dataset. This means 500
images from each generative Al-model and the same amount of real images, resulting
in a dataset consisting of 4,000 synthetic images and 4,000 real images. The sample
size of 500 images per generator was selected to balance computational feasibility and
statistical reliability. The images are first run with their original size and resolution
through all five detectors. The result for each image is saved as an entry in a CSV-file.
The data collected can then be visualised with the Python library matplotlib [33].
We also use a Python script to apply 80% compression, resizing on images exceeding
a size of 1024x1024 and file conversion to JPEG on all images in the dataset (see
. We can then compare with the original results to measure if there is
a significant drop in performance. We chose to apply 80% compression since it is
in between the most common compression rates used on social media platforms and
we chose to resize images exceeding 1024x1024 since it is the threshold Instagram
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uses and it falls in between the lowest and highest thresholds used on social media
platforms. [21].

3.5 Evaluation Metrics

Corvi2023, clipdet latent10k plus and fusion use an LLR score with a positive value
corresponding to likely synthetic and a negative value as likely real. A higher number
means a higher degree of confidence. UniversalFakeDetect and ai-image-detector uses
a prediction score that ranges between 0 and 1. Closer to 1 means higher confidence
that the image is synthetic and closer to 0 that it is real. UniversalFakeDetect and
ai-image-detector don’t give the scores for each individual image as a result, they give
out an average accuracy by comparing the evaluation of the images by the detector
with the ground truth for the images. We modified the code to get the raw results
(see . This way we could analyse the data more effectively and compare
it to the other detection tools. Since one repository gives an LLR score and the
other two give confidence scores, the data can’t be compared one-to-one. However,
we can solve this by applying a sigmoid function to the LLR [17]. This way, we can
normalize the boundless LLR value to correspond to a prediction score between 0
and 1 like the two other repositories. We do this by putting the LLR score into this
function:

1
O T T e IR

Accuracy, precision, recall, Fl-score, and AUC-ROC were calculated using the for-
mulas presented in Section 2.4, as these are the standard evaluation metrics used in
previous Al-image detection research. MCC was not included because the dataset is
balanced and the combination of accuracy, precision, recall, F1-score, and AUC-ROC
already provides a comprehensive evaluation of detector performance.

To analyse if our results are significant or if it’s caused by coincidence, we're
performing McNemar’s test with an a = 0.05 by comparing the evaluation before
post-processing operations were applied, and after |16].

3.6 Procedure

Gather images Run images Apply post Run compressed Analyse and
from dataset thraugh processing images through compare results
detectors operations detectors

Figure 3.1: Overview of the experimental workflow.
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We first download 500 images from each AI model and 4,000 real images from the
Genlmage dataset, resulting in a dataset of 8,000 images. The detection tools are
run using the deep learning library PyTorch [42]. To improve execution speed, GPU
acceleration is used instead of CPU execution, allowing images to be processed in
parallel. CUDA is utilized to achieve this [41], which requires an NVIDIA GPU.
Next, a post-processing pipeline is applied that converts images to JPEG, applies 80%
compression, and resizes images exceeding 1024 x1024 pixels. The post-processing
operations are implemented using the Python library Pillow [40]. The modified
images are then evaluated again using the same detectors. Finally, the original and
post-processed results are compared to measure changes in detector performance.

We use matplotlib to visualise the collected prediction scores and generate the
figures presented in the results chapter. Violin plots are used because they provide
a clear representation of large distributions of quantitative data. By displaying the
results for different image generators side by side, it becomes easier to compare how
the detectors perform across different image sources and experimental conditions.

We calculate accuracy, precision, recall and F1-score for all detectors both before
and after post-processing has been applied and present them in the form of tables.
We also calculate AUC-ROC values to see how well the different detection tools
perform across all thresholds.

3.7 Data Visualisation

We have collected 500 data points from each model, each data point is an Al-
generated image from the model that has been analysed and given a score by the de-
tection tool. When visualizing the data, we want to display the distribution and also
the density. Our alternatives that we considered are Violin Plot and Box Plot [18].
Both show where the density of the data points is the highest, but the advantage
that Violin Plot has over Box Plot in our case is that it more clearly shows the data
distribution. For this reason, we have decided to use violin plots to visualise the
confidence score distribution across models for all detection tools.

The wider points in the graphs represent more data points while the thinner
portions have less data. To understand further where the distribution is, we must
look at the inner bar. The white point represents the median value, the thicker bar
represents where 50% of the data is located while the thinner bar shows the rest of
the data. A disadvantage of displaying our data in violin plot is in the case where
there is little data distribution and most of the data is located around one single
point. Then only a thin line will represent all the data points which could be hard
to understand for someone unfamiliar with violin plots.

The violin plots visualize the distribution of confidence scores and should not be
interpreted as direct measures of classification performance. Instead, they provide
insight into how the detectors’ confidence scores change under different conditions.
Classification performance is evaluated separately using accuracy, precision, recall,
and Fl-score.

To visualize the AUC-ROC values we create ROC curves that make it easy to
compare the performance of different detectors across all thresholds. The scripts

used for data visualisation are provided in the appendix. (see [section D.2]).
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Results and Analysis

4.1 Performance

We ran all five detectors with the same images and gathered the results in CSV
files. We used violin plots to visualize the distribution of confidence scores across all
models for all detection tools both with unmodified images and with post-processing
operations applied. All the violin graphs can be found in

We found that the detectors often performed differently depending on the model
from which the images originated. Corvi2023’s prediction scores on Stable Diffusion
were above 0.99 which is exceptional. Fusion also performed very well on images from
Stable Diffusion v1.4 and v.1.5 as well as Midjourney and Wukong. When fusion was
tested on images from the other generative models it is more uncertain and did not
perform very well.

The fusion detection tools performance on unmodified images

fusion (Unmodified) — Al models plus combined real images
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Figure 4.1: The fusion detector performed exceptionally well on Midjourney, Stable
Diffusion and Wukong.

%,
Qq
%
%
<
%2
40?0
%,

19



20 Chapter 4. Results and Analysis

The fusion detection tools performance on images with post-processing
operations applied
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Figure 4.2: The graph shows a general decline in performance in the well-performing
models and a slight improvement in the poor-performing models.

fusion (Compressed) — Al models plus combined real images
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Fusion is a mix between the detectors clipdet latent10k plus and Corvi2023. While
clipdet latent10k plus does not work well on its own, when combined with Corvi2023
it performs significantly better. Fusion works by only determining that an image is
Al-generated if both Corvi2023 and clipdet latent10k plus agree. This appears to
improve performance on the models that Corvi2023 was struggling with. Overall,
the average prediction score in fusion is brought up by 0.23 compared to Corvi2023.

When looking at the detections tool performance on the real images, we saw the
highest number of false positives on ai-image-detector, see [Figure B.5 This is also
reflected in the ROC curves, see [Figure 4.4]

4.2 Comparison

We have calculated accuracy, precision, recall and Fl-score for all detection tools.
Below you can see a table showing detection performance on unmodified images.

Model Accuracy | Precision | Recall | F1-score
clipdet latent10k plus 81.2% 95.1% 65.8% 77.8%
Corvi2023 81.4% 99.9% 62.8% 77.1%
fusion 92.7% 95.9% 89.1% 92.4%
UniversalFakeDetect 71.9% 94.2% 46.7% 62.4%
ai-image-detector 78.5% 72.5% 91.8% 81.0%

Table 4.1: Detection performance on unmodified images.

The best detection tool before post-processing is applied is clearly fusion, achieving
the highest accuracy, recall and Fl-score. It also has high precision indicating that
it’s a well-balanced detector that can correctly identify Al-generated images while
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maintaining a low false-positive rate. Something that’s interesting is that Corvi2023
achieves the highest precision, meaning that it almost never classifies real images as
Al-generated. However it has fairly low recall, indicating that it misses a substantial
proportion of Al-generated images. ai-image-detector shows the opposite behaviour
of Corvi2023, having relatively low precision but high recall. UniversalFakeDetect
performs the worst out of all detection tools, particularly in terms of accuracy and
recall.

Model Accuracy | Precision | Recall | Fl-score
clipdet latent10k plus 81.0% 94.8% 65.7% 75.6%
Corvi2023 81.2% 99.6% 62.7% 77.0%
fusion 94.3% 95.3% 93.3% 94.3%
UniversalFakeDetect 64.1% 91.7% 31.1% 46.4%
ai-image-detector 73.2% 69.4% 82.9% 75.6%

Table 4.2: Detection performance after post-processing.

After post-processing operations have been applied, fusion remains the best perform-
ing detection tool. Interestingly its accuracy, recall and F1l-score all improve which
goes against our hypothesis that performance would degrade after post-processing
operations were applied. One theory we have for why this might be is that there could
have been a bias in the dataset used to train fusion where the compression differed
between real and Al-generated images. This could enable detection tools to exploit
compression related signals instead of relying on intrinsic features of Al-generated
images. This phenomenon has been seen in previous studies |23]. Both Corvi2023 and
clipdet latent10k plus only experienced minimal performance degradation indicat-
ing strong robustness to the post-processing operations that were applied. Universal-
FakeDetect experienced the largest performance degradation, showing very poor ro-
bustness. The large reduction in recall indicates that the post-processing operations
cause many Al-generated images to evade detection. This suggest that the detector
relies heavily on fragile artifacts that are removed or altered by the transformations.
ai-image-detector had moderate performance degradation falling somewhere in be-
tween UniversalFakeDetect and the other tools in terms of robustness. Below you
can see a table with the change in all metrics before and after post-processing was
applied.

Model A Accuracy | A Precision | A Recall | A Fl-score
clipdet latent10k plus -0.2% -0.3% -0.1% -2.2%
Corvi2023 -0.2% -0.3% -0.1% -0.1%
fusion +1.6% -0.6% +4.2% +1.9%
UniversalFakeDetect -7.8% -2.5% -15.6% -16.0%
ai-image-detector -5.3% -3.1% -8.9% -5.4%

Table 4.3: Performance change after post-processing relative to unmodified images.
Positive values indicate improved performance, while negative values indicate degra-
dation.
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To determine whether post-processing had a statistically significant effect on detector
performance, McNemar’s test was applied to each detector. See [Appendix Al

The results show that Corvi2023 and clipdet latent10k plus did not exhibit sta-
tistically significant differences after post-processing. For both detectors, the num-
bers of improved and degraded classifications were nearly identical, suggesting that
post-processing had little measurable impact on their performance.

In contrast, UniversalFakeDetect, ai-image-detector, and fusion all produced sta-
tistically significant results. UniversalFakeDetect experienced a substantially larger
number of degraded classifications than improved classifications, indicating that post-
processing negatively affected its detection capability. Similarly, ai-image-detector
showed significantly more degraded classifications than improved classifications, sug-
gesting reduced performance after post-processing.

Although fusion achieved higher overall performance after post-processing, Mc-
Nemar’s test also detected a statistically significant difference. In this case, the sig-
nificant result indicates that post-processing altered the detector’s behaviour, even
though the net effect was positive. The detector gained slightly more correct clas-
sifications than it lost, which is consistent with the observed increase in accuracy,
recall, and F1-score.

Overall, the McNemar analysis confirms that post-processing significantly affected
UniversalFakeDetect, ai-image-detector, and fusion, while clipdet latent10k plus
and Corvi2023 remained statistically unchanged.
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Below there are ROC-curves comparing the detection tools performance across all
thresholds both before and after post-processing operations were applied.

ROC Curve Comparison of Al Image Detection Tools
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Figure 4.3: Graph showing ROC curve comparison between the different tools before
post-processing was applied.

When looking at the tools’ performance across all thresholds, their ranking differs
somewhat from the ranking obtained using accuracy, precision, recall, and F1-score
at the default decision threshold. One plausible explanation for this is that metrics
calculated at a fixed threshold are highly dependent on how well a model’s output
scores are calibrated. If the confidence scores are not properly calibrated, a threshold
of 0.5 may not be optimal, causing a detector to appear worse than its underlying
discrimination ability would suggest.

Before post-processing, fusion achieved the highest AUC score (0.981), indicat-
ing near-perfect separability between Al-generated and authentic images. Corvi2023
(0.939) and clipdet latent10k plus (0.943) also demonstrated strong discrimination
ability, while UniversalFakeDetect (0.902) performed better than might be expected
from its comparatively low recall and F1-score. This suggests that UniversalFakeDe-
tect is capable of separating the classes reasonably well, but that its default decision
threshold is not well aligned with the dataset. Al-image-detector achieved the lowest
AUC score (0.840), despite obtaining a higher Fl-score than several of the other
detectors. This indicates that its good fixed-threshold performance may be partly
due to the selected operating point rather than superior overall class separability.
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ROC Curve Comparison of Al Image Detection Tools After Post-Processing
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Figure 4.4: Graph showing ROC curve comparison between the different tools after
post-processing was applied.

After post-processing, fusion remained the strongest performer and improved fur-
ther to an AUC of 0.990. Clipdet latent10k plus and Corvi2023 also showed slight
improvements, increasing from 0.943 to 0.956 and from 0.939 to 0.946 respectively.
These results suggest that the post-processing operations did not reduce the un-
derlying separability of the classes for these detectors and may even have enhanced
features used for classification.

In contrast, UniversalFakeDetect experienced a noticeable decrease in AUC from
0.902 to 0.826 and Al-image-detector decreased from 0.840 to 0.781. These reductions
indicate that post-processing impaired the detectors’ ability to distinguish between
Al-generated and authentic images across a wide range of thresholds. This obser-
vation is consistent with the declines previously observed in accuracy, recall, and
F1-score.

Overall, the AUC analysis supports the conclusions drawn from the fixed-threshold
metrics. Fusion demonstrated both the strongest overall performance and the high-
est robustness to post-processing. Clipdet latent10k plus and Corvi2023 remained
highly stable, whereas UniversalFakeDetect and Al-image-detector were more vulner-
able to image modifications. Furthermore, the differences between the AUC rankings
and the fixed-threshold rankings highlight the importance of evaluating Al-image de-
tectors using both threshold-dependent and threshold-independent metrics.
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Discussion

5.1 Key Findings

5.1.1 Research Questions

RQ1: How effective are publicly available Al-image detection tools at
distinguishing between Al-generated images and real images?

The results indicate that publicly available Al-image detection tools vary substan-
tially in their effectiveness. Fusion was the best performing detector across nearly all
evaluation metrics, achieving an accuracy of 92.7%, an F1-score of 92.4%, and a ROC-
AUC score of 0.981 on unmodified images. clipdet latent10k plus and Corvi2023
also demonstrated strong performance, particularly in terms of precision, while ai-
image-detector achieved the highest recall among the evaluated detectors. Universal-
FakeDetect showed the weakest performance according to the fixed-threshold metrics,
despite achieving a relatively high ROC-AUC score. These findings suggest that pub-
licly available Al-image detectors are capable of distinguishing Al-generated images
from authentic images with varying degrees of success, with fusion having the best
overall performance in this study.

RQ2: What is the combined effect of compression, conditional resizing
and JPEG conversion on the performance of Al-image detection tools?
The results show that the impact of post-processing depends on the detector be-
ing evaluated. Fusion demonstrated the highest robustness and was the only de-
tector whose performance improved after post-processing, increasing its accuracy
from 92.7% to 94.3% and its ROC-AUC score from 0.981 to 0.990. Corvi2023 and
clipdet latent10k plus showed only minor performance changes, indicating that
the tested post-processing operations had little effect on their ability to detect Al-
generated images. In contrast, UniversalFakeDetect and ai-image-detector experi-
enced noticeable reductions in accuracy, recall, F1-score, and ROC-AUC, suggesting
that these detectors are more sensitive to image modifications.

The statistical analysis supports these observations. McNemar’s test found statis-
tically significant performance changes for UniversalFakeDetect, ai-image-detector,
and fusion, while no statistically significant differences were observed for Corvi2023
and clipdet latent10k plus. This indicates that some detectors are considerably
more robust to post-processing than others.

Overall, the findings demonstrate that detector effectiveness and robustness vary
significantly between publicly available Al-image detection tools. Fusion consistently

25



26 Chapter 5. Discussion

achieved the strongest performance across the evaluated metrics and exhibited the
greatest robustness to post-processing operations, making it the most reliable detec-
tor within the scope of this study.

5.1.2 Additional Findings

Another observation we made is that if we look at what types of detectors were
involved in the study, there does not seem to be a direct correlation between the
architecture used and the results. For instance, the first two evaluated repositories:
ClipBased-SyntheticlmageDetection and UniversalFakeDetect. They are both CLIP-
based, yet we saw a big variation in how they performed, as well as variation within
the ClipBased-SyntheticlmageDetection repository. The bigger impact seems to be
more so in how the architecture is implemented. The third repository: ai-image-
detector uses the vision transformer CvT [24], which implements CNN properties
into ViT [46]. Although it is different from fusion, it still performed well in some
metrics, performing the highest in recall and the second highest in F1-score for un-
modified images instead of any other CLIP-based detectors. These findings indicate
that fusions performance is likely influenced by factors beyond the underlying CLIP
architecture. The fusion detection tool is unique in that it combines two detec-
tion tools and achieves better performance by doing so. This shows that combining
detection tools can be an effective approach.

5.2 Comparison with Previous Literature

Hulzebosch et al. demonstrated that applying JPEG compression to Al-generated
facial images results in substantial performance degradation of Al-image detection
tools |30]. This is in line with our findings.

Grommelt et al. investigated the influence of JPEG compression artifacts on the
performance of Al-image detectors and showed that many results from other studies
could be affected by unintended dataset biases [23|. They noticed that many datasets,
including the Genlmage dataset had real and Al-generated images that differed in
JPEG-compression characteristic. This enables detection tools to exploit JPEG-
compression related signals instead of learning intrinsic features of Al-generated im-
ages. As a result of this, there is a risk that detection tools that are trained on
these datasets overestimate their accuracy. Grommelt et al. standardized JPEG
compression across both real and Al-generated images and saw an improvement in
cross-generator generalization with a performance increase of more than 11%. In a
real-world environment where you will encounter Al-generated images from many
different generators with varying degrees of compression, generalization is especially
important. This shows that many studies that use popular datasets and conduct
their experiments in a controlled environment may be overestimating how well they
would perform in a realistic environment where the detector is not able to utilize the
biases in the dataset for detection. This further emphasizes the need for more stud-
ies that emulate realistic scenarios, such as ours. Grommelt et al. also discovered
something interesting, their chosen Al-image detector, ResNet50 saw an increase in
accuracy as they increased the level of compression. The accuracy went from 80.45%



5.3. Practical Implications 27

on high quality PNG images all the way to 100% when 60% JPEG-compression was
applied. This goes against intuition and our hypothesis of compression decreasing
the performance of detection tools which goes to show how big of an effect biases in
a dataset can have on your result. We also noticed the same phenomena to a lesser
degree. The fusion detection tool saw an increase in accuracy, recall, Fl-score and
AUC-ROC score after post-processing operations had been applied.

5.3 Practical Implications

The findings of this study has several practical implications for individuals and or-
ganizations that want to assess the authenticity of images online. Publicly available
tools can provide an indication if an image is Al-generated or not but it should not
be taken as absolute truth. In a realistic scenario where images are often subject
to different image transformations, the result from detection tools should be treated
with even more caution since common image transformations can degrade the per-
formance of detection tools. Another reason to not fully trust Al-image detection
tools that utilize passive detection methods is that they are inherently probabilistic.
Even if they are very confident that an image is Al-generated or not, it does not
mean that it is a 100% certainty that it is telling the truth.

This study also suggests that robustness might be more relevant than detection
performance in a controlled environment. This is because tools that maintain high
performance despite common image transformations are likely more useful in realistic
scenarios where a lot of images are subject to different image transformations. As a
result, when considering what detection tool to use, both baseline performance and
robustness should be considered.

For software engineers developing or integrating Al-image detection systems into
applications such as content moderation systems, social media platforms, educa-
tional tools, or digital forensics software, the findings highlight the importance of
evaluating detectors under realistic operating conditions rather than relying solely
on benchmark results. The results also demonstrate the need for thorough testing
and validation before deployment, as detector performance may differ significantly
when processing images that have undergone common transformations. When devel-
oping new detectors, careful consideration should be taken when selecting datasets,
as there is a risk of biases being present. It should be tested to make sure that the real
images and the Al-generated images don’t have different rates of compression that
could train the detector to distinguish between the compression signals rather than
relying on intrinsic features of Al-generated images. When deciding the architecture
of the detectors, it should also be noted that the specific architecture used may not
have the biggest impact on the performance of the detector, and it has more to do
with how the architecture is implemented as we saw when comparing CLIP-based
detectors.

For researchers and developers, the findings of the study emphasize the impor-
tance of evaluating detection methods under realistic conditions and not just in very
controlled environment.
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5.4 Limitations

It could be argued that you cannot compare detection tools effectively when they
are not all using the same metric for prediction. We try to mitigate this problem
by using a sigmoid function to transform the unbounded LLR score into a score
between 0 and 1 that can easily be compared with the bounded confidence scores of
UniversalFakeDetect and ai-image-detector. But this is not a perfect fix since the
sigmoid transformation compresses very high and very low LLR scores to appear
more similar than they are.

We use a popular dataset that is used in a lot of other research in the field but it
is from 2023. This means that the quality of the Al-generated images might not be as
great as images generated in 2026, making testing of detection performance slightly
less relevant. There is also a small chance that there could be some overlap between
the images tested in this study and the images that the detectors were trained on.
This could inflate performance and reduce the validity of the results. Although we
believe this is unlikely since none of the authors of the detection tools mention the
Genlmage dataset but there is a non-zero chance that there is some overlap.

A potential limitation is dataset bias. The improved performance of the fusion
detection tool on some metrics after compression may indicate reliance on dataset-
specific characteristics, such as differences in compression patterns between real and
synthetic images, rather than solely on intrinsic properties of Al-generated content.

The tools we are testing were last updated 2 years ago which means that they
might not be as effective as detection tools that were developed more recently. They
were however the most easily accessible tools that we could find that could go through
a large number of images at once.

We use the binary classification framework commonly used in Al-image detection
research. Consequently, the evaluation does not account for partially manipulated
images or images containing both authentic and Al-generated content.

Another limitation of this study is that only five publicly available Al-image
detection tools were evaluated. The tools were selected based on their support for
automated batch processing, which was necessary for evaluating the dataset in a
timely manner. Therefore, the findings should be interpreted as applying to the
evaluated tools and not necessarily to all Al-image detection systems.

5.5 Ethical and Societal Implications

The findings of this study have several ethical and societal implications. The in-
creased quality of Al-generated images, as well as the increased use of Al-generated
images in media [13] means the need for reliable detection tools continues to in-
crease. Without reliable detection tools, we are more susceptible to misinformation,
disinformation, fraud and other forms of deception. By evaluating how well publicly
available tools perform under realistic conditions, this thesis contributes to a more
informed understanding of the practical strengths and limitations of these tools.
An important ethical concern is the risk of overreliance on detection tools. Many
studies demonstrate high performance in detection tools in a controlled environment,
but it is clear that performance degrades significantly in a realistic environment where
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images are often subject to image transformations [30]. If people place full trust in
detection tools because of their effectiveness according to a study in a controlled
environment, it could lead to Al-generated images going undetected when used in
a realistic scenario, potentially facilitating misinformation, disinformation or fraud.
Our findings emphasize the importance of testing detection tools in more realistic
scenarios as well as the need for more robust detection tools.

The study has limited environmental impact since we are evaluating existing
models rather than training large-scale deep learning systems from scratch.






Chapter 6

Conclusions and Future Work

6.1 Conclusions

This thesis has presented an empirical evaluation of publicly available Al-image de-
tection tools under realistic conditions. The objective was not only to assess the
chosen Al-image detection tools in a controlled environment but also how robust
they were to common post-processing operations, including compression, conditional
resizing and JPEG conversion. The study provides software engineers with empirical
evidence regarding the robustness of Al-image detection tools under common image
transformations.

The results show that using a hybrid approach where you combine Al-image
detection tools can result in better performance. The fusion Al-image detection
tool uses both the clipdet latent10k plus and Corvi2023 tools and achieved an
accuracy score of 92.7% on unmodified images. This is an increase in accuracy of 11.5
percentage points compared to clipdet latent10k plus on its own and an increase
of 11.3 percentage points compared to Corvi2023 on its own. The result also show
that common post-processing operations can negatively affect the performance of
Al-image detection tools. However, in the case of the fusion Al-image detection tool
we saw a slight increase in performance, most likely due to dataset biases related
to compression. This shows the importance of designing good datasets that do not
include biases. It also emphasizes that you need to put a lot of thought into the
dataset you choose to use since even one of the most popular datasets, Genlmage
contains biases [23].

Overall, this thesis concludes that publicly available Al-image detection tools can
provide valuable support in assessing whether an image is Al-generated or not, but
the result should be interpreted with caution. Especially in a real environment where
post-processing is often applied to images, potentially reducing the performance of
the detection tools. It is also important to keep in mind that detection outputs from
passive detection tools are just a probabilistic indicator and should not be regarded as
absolute truth. By systematically evaluating detector performance as well as robust-
ness under realistic conditions, this study contributes practical knowledge regarding
the strength and limitations of current detection technologies and provides a foun-
dation for future research aimed at improving the reliability of Al-image detection
tools in a real-world setting.
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6.2 Future Work

Future research could extend this work in several directions. The evaluation was
limited to only five publicly available Al-image detection tools. Future studies could
include a larger number of tools as well as tools that differ more in their detection
methods. The study also focuses on a limited set of post-processing operations to
try to emulate the ones that are done when uploading an image to a social media
platform. This could be extended to include more post-processing operations to test
their effect on the performance of detection tools. Future research could also use a
more recent dataset to test the images on. Our dataset is from 2023 which is relatively
new but this could potentially affect the results to a significant degree since the field of
Al-image generation moves so fast. Future research could also use a larger dataset.
Due to our limited processing power, our dataset only consisted of 8000 images.
Future research could also test detection tools on images containing both authentic
and Al-generated content and images that have been partially manipulated using
Al This would address a clear gap in current research which is primarily focused on
binary classification where images are either fully authentic or Al-generated.
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Appendix A

McNemar’s Test

We input our CSV data into the table to perform McNemar’s test. We use the python
library statsmodels for this. We then get the p-value for each detector and use the
a 0.05 since that’s the most commonly used one for most situations. If the p-value
is under the alpha, the results is deemed to be statistically significant. Otherwise, it
can be argued to be a coincidence [16].

a = Original correct AND compressed correct (performance maintained)

b = Original correct AND compressed incorrect (performance degraded)

¢ = Original incorrect AND compressed correct (performance improved)

d = Original incorrect AND compressed incorrect (remained wrong)

Compressed Correct | Compressed Incorrect

Unmodified Correct a b

Unmodified Incorrect C d

A.1 Performance on detectors

A.1.1 Corvi2023

Compressed Correct | Compressed Incorrect
Unmodified Correct 6229 282
Unmodified Incorrect 270 1219

McNemar statistic: 0.2192
p-value: 6.396479¢-01

A.1.2 UniversalFakeDetect

Compressed Correct | Compressed Incorrect
Unmodified Correct 4611 1143
Unmodified Incorrect 519 1727

McNemar statistic: 233.5313
p-value: 1.012168e-52

A.1.3 ai-image-detector

Compressed Correct | Compressed Incorrect
Unmodified Correct 5608 669
Unmodified Incorrect 247 1476
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McNemar statistic: 193.4945
p-value: 5.490143e-44

A.1.4 clipdet latentl0k plus

Compressed Correct | Compressed Incorrect
Unmodified Correct 5626 868
Unmodified Incorrect 857 649

McNemar statistic: 0.0580
p-value: 8.097321e-01

A.1.5 fusion
Compressed Correct | Compressed Incorrect
Unmodified Correct 7105 408
Unmodified Incorrect 442 145

McNemar statistic: 23.5853
p-value: 1.194949e-06



Appendix B

Violin Plots

B.1 Baseline Performance

B.1.1 ClipBased-SyntheticImageDetection

Corvi2023 is one of the detectors contained in the repository. It has a very high level
of confidence on certain models. All the prediction scores on Stable Diffusion are
above 0.99 which is exceptional accuracy. Midjourney and Wukong also have very
good performance. On other models where it is uncertain, it however has very bad
performance.

Corvi2023 (Unmodified) — Al models plus combined real images

Score
S o o o o o r =&
N o N IS o =) o )

> >
ot > @\be 2 e & o \-é& &
y

Figure B.1: The graph shows poorer performance with ADM, BigGAN, Glide and
VQDM.

clipdet latent10k plus shows very bad performance across all models. The predic-
tion score average is at 0.59, which is barely better than guessing. The tool on its
own is not very reliable.
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Figure B.2: The detector performed poorly on all models.

Fusion is a mix between the previous two. While clipdet latent10k plus does not
work well on its own but when combined with Corvi2023 it performs significantly
better. Fusion works by only determining that an image is real if both Corvi2023 and
clipdet latent10k plus agree. This appears to improve performance on the models
that Corvi2023 was struggling with. Overall, the average prediction score in fusion
is brought up by 0.23 compared to Corvi2023.

fusion (Unmodified) — Al models plus combined real images

1.0 _ — _
0.8
© 06
o
"3
w
0.4
0.2

24 7
» S
o o

Model

A
S,

Figure B.3: The detector performed exceptionally well on Midjourney, Stable Diffu-
sion and Wukong.

B.1.2 UniversalFakeDetect

This plot exemplifies why we use Violin Plot instead of Box Plot. We can clearly see
that the prediction score distribution for the different models is very varied. Only
seeing the median would not have been useful visualisation here since we would be
missing a lot. ADM and Wukong exhibit a bimodal distribution, with concentrations
at both low and high values, showing that they are either really confident that
an image is Al-generated or that it is real. BigGAN has a high concentration of
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high values. Midjourney has a high concentrati
somewhere in between.
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on of low values and the others fall

UniversalFakeDetect (Unmodified) — Al models plus combined real images
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Figure B.4: The performance on the different models was very varied.

B.1.3 Al Image Detector

The detector performed at an average 0.79 prediction score which places it as the

second best performing detector. The median for
models however have a significant level of false
prediction score down.

all of the models is above 0.9. Some
negatives which brings the average

ai-image-detector (Unmodified) — Al models plus combined real images
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Figure B.5: ai-image-detector performed well on all models. Notably BigGAN and

VQDM got almost a perfect score.
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B.2 Performance After Post-Processing

B.2.1 ClipBased-SyntheticImageDetection

The models that Corvi23 performed the best on were impacted the most by the
post-processing operations, while the models it performed worse on saw a slight
increase in prediction score. This effect appears to be a trend with the detectors in
ClipBased-SyntheticImageDetection.

Corvi2023 (Compressed) — Al models plus combined real images

Score

Figure B.6: There is an average 3.8%pt decrease.

For clipdet latent10k plus the post-processing operations caused a slight improve-
ment in some models, notably ADM, BigGAN and Midjourney and a slight decrease
in others. The net difference in average prediction score results in a 0.003 decrease.

clipdet_latentl0k_plus (Compressed) — Al models plus combined real images
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Figure B.7: There is little difference from before.

This is the only detector that saw a net increase in prediction score, largely caused by
ADM and BigGAN. The increase is 0.004 average prediction score which is small, yet
significant since we hypothesised that there would be a decrease in average prediction
score after compression.
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Figure B.8: The graph shows a general decline in performance in the well-performing
models and a slight improvement in the poor-performing models.

B.2.2 UniversalFakeDetect

This is the biggest decrease in prediction score we measured, with an average de-
crease of 0.08. The decrease is especially great in models that already had a mixed
distribution.

UniversalFakeDetect (Compressed) — Al models plus combined real images

Score

Figure B.9: A general decline follows here too.

B.2.3 AI Image Detector

Here was the second highest decrease with 0.05 of average prediction score. Most
models did not see significant change except for ADM and BigGAN. ADM went from
having its median at above 0.9 to below 0.1. BigGAN went from having an almost
perfect score to having increased distribution at below 0.1.
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Figure B.10: There is an average decrease of 0.05 prediction score.

Unmodified Al Images - All Detectors
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Figure B.11: Each detectors’ combined unmodified evaluation for all Al-images.
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Figure B.12: Each detectors’ combined compressed evaluation for all Al-images.
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Appendix C

Modified Code for Repositories

These files are the original code of the repositories that has been modified
in order to help us get the evaluating results for each image.

C.0.1 UniversalFakeDetect validate.py

import argparse

from ast import arg

import os

import csv

import torch

import torchvision.transforms as transforms

import torch.utils.data

import numpy as np

from sklearn.metrics import average_precision_score,
precision_recall_curve, accuracy_score

from torch.utils.data import Dataset

import sys

from models import get_model

from PIL import Image

import pickle

from tqdm import tqdm

from io import BytesIO

from copy import deepcopy

from dataset_paths import DATASET_PATHS

import random

import shutil

from scipy.ndimage import gaussian_filter

SEED = 0

def set_seed():
torch.manual_seed (SEED)
torch.cuda.manual_seed (SEED)
np.random.seed (SEED)
random.seed (SEED)

MEAN = {
"imagenet":[0.485, 0.456, 0.406],

45
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def

def

def

Appendix C. Modified Code for Repositories

"clip":[0.48145466, 0.4578275, 0.40821073]

= {
"imagenet":[0.229, 0.224, 0.225],
"clip":[0.26862954, 0.26130258, 0.27577711]

find_best_threshold(y_true, y_pred):
"We assume first half is real 0, and the second half is
fake 1"

N = y_true.shape [0]

if y_pred[0:N//2] .max() <= y_pred[N//2:N].min(): #
perfectly separable case
return (y_pred[0:N//2] .max() + y_pred[N//2:N].min()) /
2

best_acc = 0

best_thres = 0

for thres in y_pred:
temp = deepcopy(y_pred)
temp [temp>=thres] = 1
temp [temp<thres] = 0

acc = (temp == y_true).sum() / N
if acc >= best_acc:

best_thres = thres

best_acc = acc

return best_thres

png2jpg(img, quality):

out = BytesI0()

img.save(out, format=’jpeg’, quality=quality) # ranging
from 0-95, 75 is default

img = Image.open(out)

# load from memory before BytelIO closes

img = np.array(img)

out.close ()

return Image.fromarray (img)

gaussian_blur (img, sigma):
img = np.array(img)

gaussian_filter (imgl[:,:,0], output=imgl:,:,0], sigma=sigma)
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gaussian_filter (imgl[:,:,1], output=imgl[:,:,1], sigma=sigma)
gaussian_filter (imgl[:,:,2], output=imgl:,:,2], sigma=sigma)

return Image.fromarray(img)

calculate_acc(y_true, y_pred, thres):

r_acc = accuracy_score(y_truely_true==0],
y_pred[y_true==0] > thres)

f_acc = accuracy_score(y_truel[y_true==1],
y_pred[y_true==1] > thres)

acc = accuracy_score(y_true, y_pred > thres)

return r_acc, f_acc, acc

validate (model, loader, dataset, find_thres=False):

with torch.no_grad():

y_true, y_pred, img_paths = [1, [1, []

dataset_len = len(loader.dataset) if hasattr (loader,
>dataset’) else None

print ("Dataset samples: %s, batch count: %d" %
(dataset_len, len(loader)))

for img, label, img_path in loader:
in_tens = img.cuda()

y_pred.extend (model (in_tens) .sigmoid () .flatten () .tol
y_true.extend(label.flatten().tolist ())
img_paths.extend(img_path)

y_true, y_pred = np.array(y_true), np.array(y_pred)

# Get AP
ap = average_precision_score(y_true, y_pred)

# Acc based on 0.5
r_accO, f_accO, accO = calculate_acc(y_true, y_pred, 0.5)
if not find_thres:
return img_paths, y_true, y_pred, ap, r_accO, f_accO,
accO

# Acc based on the best thres

best_thres = find_best_threshold(y_true, y_pred)

r_accl, f_accl, accl = calculate_acc(y_true, y_pred,
best_thres)

return img_paths, y_true, y_pred, ap, r_accO, f_accO,
accO, r_accl, f_accl, accl, best_thres

ist O))
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# = = = = = = = = = = =
= = = = = = #
def recursively_read(ro
Iijgll, IIJPEGII’ ”Jpeg
out = []
exts_lower =
for r, d,

for file in f£:

if (file.split(’.’)[1].1lower() in exts_lower)

(must_c

out . append(os.path. join(r,

return out

def get_list(path,
if ".pickle" in pat
with open(path,
image_list

image_list = [
must_contain

must

else:
image_list =
return image_list

recursively_read (path,

Appendix C. Modified Code for Repositories

otdir, must_contain,
“bmp“]):

exts=["png",

n
H

[ext.lower () for ext in exts]
f in os.walk(rootdir):

and
ontain in os.path.join(r, file)):

file))

_contain=’’):

h:
’rb’) as f:

= pickle.load (f)

item for item in image_list if
in item ]

must_contain)

class RealFakeDataset (Dataset):

def

_init__(self,

assert data_mod
self . jpeg_quali
self . gaussian_s

#======

if type(real_pa

real_path,
fake_path,
data_mode,
max_sample,
arch,
jpeg_quality=None,
gaussian_sigma=None):
e in ["wang2020", "ours"]
ty = jpeg_quality
igma = gaussian_sigma

data path = = = === = = = #

th)

str and type(fake_path) == str:

real_list, fake_list = self.read_path(real_path,
fake_path, data_mode, max_sample)
else:
real_list = []
fake_list = []
for real_p, fake_p in zip(real_path, fake_path):
real_1, fake_1 = self.read_path(real_p,
fake_p, data_mode, max_sample)
real_list += real_l
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fake_list += fake_1

self.total_list = real_list + fake_list

self.labels_dict = {}
for i in real_list:
self.labels_dict[i] = 0
for i in fake_list:
self.labels_dict[i] = 1
stat_from = "imagenet" if
arch.lower () .startswith("imagenet") else "clip"
self .transform = transforms.Compose ([

transforms.CenterCrop (224),
transforms.ToTensor (),
transforms.Normalize ( mean=MEAN[stat_from],
std=STD[stat_from] ),
1

def read_path(self, real_path, fake_path, data_mode,
max_sample) :

if data_mode == ’wang2020’:
real_list = get_list(real_path,
must_contain=’0_nature’)
fake_list = get_list(fake_path,
must_contain=’1_ai’)
else:
real_list
fake_list

get_list (real_path)
get_list (fake_path)

if max_sample is not None:
max_sample = min(max_sample, len(real_list),
len(fake_list))
random.shuffle(real_list)
random.shuffle(fake_list)
real_list real_list [0:max_samplel
fake_list fake_list [0:max_sample]

assert len(real_list) == len(fake_list)

return real_list, fake_list

def __len__(self):
return len(self.total_list)

49




210

230

239

240

241

V)
)

243

245

246

50

if

Appendix C. Modified Code for Repositories

def __getitem__(self, idx):
img_path = self.total_list[idx]

label = self.labels_dict[img_path]
img = Image.open(img_path).convert ("RGB")

if self.gaussian_sigma is not None:

img = gaussian_blur(img, self.gaussian_sigma)
if self.jpeg_quality is not None:

img = png2jpg(img, self.jpeg_quality)

img = self.transform(img)
return img, label, img_path

__name__ == ’__main__":

parser =
argparse . ArgumentParser (formatter_class=argparse.Argument

parser.add_argument (’--real_path’, type=str, default=None,
help=’dir name or a pickle’)

parser.add_argument (’--fake_path’, type=str, default=None,
help=’dir name or a pickle’)

parser.add_argument (’--data_mode’, type=str, default=None,
help=’wang2020 or ours’)
parser.add_argument (’--max_sample’, type=int,

default=None, help=’only check this number of images
for both fake/real; omit to use all images?’)

parser.add_argument (’--num_workers’, type=int, default=0,
help=’number of data loader workers?’)

parser .add_argument (’--arch’, type=str, default=’res50’)
parser.add_argument (’--ckpt’, type=str,
default=’./pretrained_weights/fc_weights.pth’)

parser .add_argument (’--result_folder’, type=str,
default=’result’, help=’’)

parser .add_argument (’--batch_size’, type=int, default=128)

parser.add_argument (’--jpeg_quality’, type=int,

default=None, help="100, 90, 80, ... 30. Used to test
robustness of our model. Not apply if None")

parser .add_argument (’--gaussian_sigma’, type=int,
default=None, help="0,1,2,3,4. Used to test

robustness of our model. Not apply if None")

opt = parser.parse_args ()

DefaultsHelrgp
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if os.path.exists(opt.result_folder):
shutil.rmtree (opt.result_folder)
os.makedirs (opt.result_folder)

model = get_model (opt.arch)

state_dict = torch.load(opt.ckpt, map_location=’cpu’)
model.fc.load_state_dict(state_dict)

print ("Model loaded..")

model.eval ()

model . cuda ()

if (opt.real_path == None) or (opt.fake_path == None) or
(opt.data_mode == None):
dataset_paths = DATASET_PATHS

else:
dataset_paths [ dict(real_path=opt.real_path,
fake_path=opt.fake_path, data_mode=opt.data_mode) ]

for dataset_path in (dataset_paths):
set_seed ()

dataset = RealFakeDataset( dataset_path[’real_path’],
dataset_path[’fake_path’],
dataset_path[’data_mode’],
opt.max_sample,
opt.arch,
jpeg_quality=opt. jpeg_qualit
gaussian_sigma=opt.gaussian_

)

loader = torch.utils.data.Dataloader (dataset,
batch_size=opt.batch_size, shuffle=False,
num_workers=opt.num_workers)

img_paths, y_true, y_pred, ap, r_accO, f_acc0O, accO,
r_accl, f_accl, accl, best_thres = validate (model,
loader, dataset, find_thres=True)

with open( os.path.join(opt.result_folder,’ap.txt’),
’a’) as f:
f.write(dataset_path[’key’]+’: ’ +
str (round (ap*100, 2))+’\n’ )

with open( os.path.join(opt.result_folder,’accO.txt’),
’a’) as f:
f.write(dataset_path[’key’]+’: > +
str (round(r_acc0*100, 2))+’
’+str (round (f_acc0*100, 2))+’
’+str (round (acc0*x100, 2))+’\n’ )

y
sigma,
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# Write CSV with per-image results
csv_path = os.path.join(opt.result_folder,
f"{dataset_path[’key’]} _results.csv")

with open(csv_path, ’w’, newline=’’) as csvfile:
writer = csv.writer(csvfile)
writer.writerow([’image_path’, ’true_label’,

’prediction_score’])
for path, true, pred in zip(img_paths, y_true,
y_pred):
writer.writerow([path, true, pred])

C.0.2 ai-image-detector evaluate.py

# evaluate.py

import argparse

import csv

import datetime

import torch

from torch import amp

from torch.utils.data import Dataloader

from tqdm import tqdm

import numpy as np

import matplotlib.pyplot as plt

from sklearn.metrics import accuracy_score, precision_score,
recall_score, fl_score, confusion_matrix

from mlxtend.plotting import plot_confusion_matrix

import glob

import os

from model import get_model

from custom_dataset import get_dataset

def load_latest_model (model, device, weights_folder):
# Use the specified folder or the default path to find the
latest model
list_of_files = glob.glob(os.path.join(weights_folder,
’model _epoch_x*.pth’))
if not list_of_files:
raise FileNotFoundError (f"No model files found in
{weights_folder}.")
latest_file = max(list_of_files, key=os.path.getctime)
checkpoint = torch.load(latest_file, map_location=device)
model .load_state_dict (checkpoint[’model_state_dict’])
return model

def save_results_to_csv(csv_path, row, fieldnames):
os.makedirs (os.path.dirname (csv_path) or ’.7,
exist_ok=True)
write_header = not os.path.exists(csv_path)
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with open(csv_path, ’a’, newline=’’) as csvfile:
writer = csv.DictWriter (csvfile, fieldnames=fieldnames)
if write_header:
writer.writeheader ()
writer.writerow (row)

def save_predictions_to_csv(csv_path, rows, fieldnames):

os.makedirs (os.path.dirname (csv_path) or ’.7,

exist_ok=True)
write_header = not os.path.exists(csv_path)
with open(csv_path, ’a’, newline=’’) as csvfile:

writer = csv.DictWriter (csvfile, fieldnames=fieldnames)

if write_header:
writer.writeheader ()
writer.writerows (rows)

def evaluate_model (test_data_dir, device, criterion,
weights_folder, output_csv, output_predictions_csv=None):
test_data = get_dataset(test_data_dir) # Load the dataset
image_paths = [path for path, _ in test_data.samples]
test_loader DatalLoader (test_data, batch_size=128,
shuffle=False, num_workers=6, pin_memory=True)
model = get_model (device)
model = load_latest_model (model, device, weights_folder)
model.eval ()
test_loss = 0
all_predicted = []
all_labels = []
prediction_rows = []
sample_idx = 0
label_map = {0: ’real’, 1: ’fake’}

with torch.no_grad():
with tqdm(total=len(test_loader), desc="Evaluation",
unit="batch") as progress_bar:
for inputs, labels in test_loader:
inputs, labels = inputs.to(device),
labels.to(device)

with amp.autocast(device_type=device.type):
outputs = model (inputs)
loss = criterion(outputs.logits, labels)

test_loss += loss.item()

_, predicted = outputs.logits.max (1)

probs =
torch.nn.functional.softmax (outputs.logits,
dim=1)
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batch_size = labels.size (0)

batch_paths =
image_paths[sample_idx:sample_idx +
batch_size]

sample_idx += batch_size

for path, true_label, pred_label, prob in zip(
batch_paths,
labels.cpu() .numpy (),
predicted.cpu() .numpy (),
probs.cpu() .numpy (),

prediction_rows.append ({
’timestamp’:
datetime.datetime .now () .isoformat (sep=
>, timespec=’seconds’),
’dataset’: test_data_dir,
’weights_folder’: weights_folder,
’image_path’: path,
’true_label’: int(true_label),
>true_label_name’:
label_map[int (true_label)],
’predicted_label’: int(pred_label),
’predicted_label_name’:
label _map[int (pred_label)],
"prob_real’: float (prob[0]),
’prob_fake’: float(prob[1]),
)

all_predicted.extend(predicted.cpu() .numpy())
all_labels.extend(labels.cpu().numpy())

progress_bar.set_postfix ({"Test Loss":
loss.item()})
progress_bar.update ()

all_labels = np.array(all_labels)
all_predicted = np.array(all_predicted)
avg_test_loss
accuracy = accuracy_score(all_labels, all_predicted)
precision = precision_score(all_labels, all_predicted,

test_loss / len(test_loader)

average=’'macro’)

recall = recall_score(all_labels, all_predicted,

average=’'macro’)
= fl_score(all_labels, all_predicted, average=’macro’)

# Confusion Matrix

= confusion_matrix(all_labels, all_predicted)

fig, ax = plt.subplots(figsize=(10, 10))
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plot_confusion_matrix (conf_mat=cm, figsize=(10, 10),
show_absolute=True, show_normed=True)
plt.show ()

os .makedirs(’metrics’, exist_ok=True)
plt.savefig("metrics/Custom_Evaluation.png")

fieldnames = [’timestamp’, ’dataset’, ’weights_folder’,
’avg_test_loss’, ’accuracy’, ’precision’, ’recall’,
9f1;]
row = {
’timestamp’: datetime.datetime.now().isoformat (sep="’
>, timespec=’seconds’),
’dataset’: test_data_dir,
’weights_folder’: weights_folder,
’avg_test_loss’: avg_test_loss,
’accuracy’: accuracy,
’precision’: precision,
’recall’: recall,
*£1°2: f1,
}

save_results_to_csv(output_csv, row, fieldnames)

if output_predictions_csv:

prediction_fieldnames = [
’timestamp’, ’dataset’, ’weights_folder’,
’image_path’,
’true_label’, ’true_label_name’,
’predicted_label’, ’predicted_label_name’,

’prob_real’, ’prob_fake’,
]
save_predictions_to_csv (output_predictions_csv,
prediction_rows, prediction_fieldnames)

return avg_test_loss, accuracy, precision, recall, fl1

__name__ ==’ main 7

parser = argparse.ArgumentParser (description=’Evaluate a
trained model on a dataset.’)

parser.add_argument (’test_data_dir’, type=str,
help=’Directory path for test data.’)

parser.add_argument (’--weights_folder’, type=str,
default=’./models’, help=’Folder path for model
weights. Defaults to ./models if not provided.?’)

parser .add_argument (’--output_csv’, type=str,
default=’metrics/evaluation_results.csv’, help=’CSV
path for saving evaluation results.’)

parser.add_argument (’--output_predictions_csv’, type=str,

default="metrics/evaluation_predictions.csv’, help=’CSV
path for saving per-image predictions.?’)
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args = parser.parse_args ()

device = torch.device(’cuda’ if torch.cuda.is_available ()
else ’cpu’)

criterion = torch.nn.CrossEntropyLoss ()

# Capture the returned values from the evaluate_model
function
avg_test_loss, accuracy, precision, recall, f1 =
evaluate_model (
args.test_data_dir,
device,
criterion,
args.weights_folder,
args.output_csv,
args.output_predictions_csv,

# Print out the captured metrics

print (f"Average Test Loss: {avg_test_loss}")
print (f"Accuracy: {accuracyl}")

print (f"Precision: {precision}")

print (f"Recall: {recalll}")

print (£"F1 Score: {f1}")

print (f"Saved evaluation results to: {args.output_csvl}")
print (f"Saved per-image predictions to:
{args.output_predictions_csv}")




Appendix D

Scripts

D.1 Compression Script

The listing contains the Python script used to apply compression, resizing, and JPEG
conversion to the dataset.

import argparse
import sys
from pathlib import Path

try:
from PIL import Image
except ImportError:

sys.exit("Pillow is not installed. Run: pip install
Pillow")
SUPPORTED = {".jpg", ".jpeg", ".png", ".webp", ".bmp",
"Lotiff", ".tif"}

PNG_LIKE = {".png"}

Add --flags for quality and max size

def save_options(fmt: str, quality: int) -> dict:
fmt = fmt.upper ()
if fmt in ("JPEG", "JPG"):

return {"quality": quality, "optimize": True,
"progressive": True}
if fmt == "WEBP":

return {"quality": quality, "method": 6}
return {7}

def compress_image (
src_path: Path,
dst_path: Path,
quality: int,
max_size,

o7
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is_png = src_path.suffix.lower() in PNG_LIKE

with Image.open(src_path) as img:
exif = img.info.get("exif", b"")

if is_png:
if img.mode in ("RGBA", "P", "LA"):
background = Image.new("RGB", img.size, (255,
2565, 255))
if img.mode == "P":

img = img.convert ("RGBA")
background.paste (

img,
mask=img.split () [-1] if img.mode in
("RGBA", "LA") else None,
)
img = background
else:
img = img.convert ("RGB")
save_fmt = "JPEG"
dst_path = dst_path.with_suffix(".jpg")
else:
save_fmt = img.format or
src_path.suffix.lstrip(".") .upper ()
if save_fmt in ("JPEG", "JPG") and img.mode in
("RGBA", "P"):

img = img.convert ("RGB")

if max_size and (img.width > max_size[0] or img.height
> max_size [1]):
img.thumbnail (max_size, Image.LANCZO0S)

dst_path.parent.mkdir (parents=True, exist_ok=True)
opts = save_options(save_fmt, quality)
if exif:
opts["exif"] = exif
img.save(dst_path, format=save_fmt, **opts)

orig_kb src_path.stat() .st_size / 1024
comp_kb dst_path.stat () .st_size / 1024
return orig_kb, comp_kb, is_png

def compress_dataset(src_root: Path, dst_root: Path, quality:
int = 75, max_size=None):
candidates = sorted(
p for p in src_root.rglob("x"
if p.is_file() and p.suffix.lower () in SUPPORTED
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if not candidates:

59

print (f"No supported images found under ’{src_rootl}’.")

return

print (f"Found {len(candidates)} image(s) across all
subfolders.\n")

total_orig = total_comp = 0
current_folder = None

for src_path in candidates:
folder = src_path.parent

if folder != current_folder:
rel_folder = folder.relative_to(src_root)
print (£"\n [{rel_folder}]")
current_folder = folder

rel_path = src_path.relative_to(src_root)

dst_path = dst_root / rel_path

try:

orig_kb, comp_kb, is_png =
compress_image (src_path, dst_path, quality,
max_size)

saving = 100 * (1 - comp_kb / orig_kb) if orig_kb
else O

note = " [PNG->JPG]" if is_png else ""

total_orig += orig_kb

total_comp += comp_kb

print(
£ {src_path.name:<38} "
f"{orig_kb:>8.1f} KB -> {comp_kb:>8.1f} KB
f"({saving:+.1£}%) {notel}"

except Exception as exc:
print (£" [SKIP] {src_path.namel}: {excl}")

total_saving = 100 * (1 - total_comp / total_orig) if
total_orig else O
print(
f"\n{’-’> % 70}\n"
f"Done! Total: {total_orig:.1f} KB ->
{total_comp:.1£f} KB "
f"(saved {total_saving:.1f}%)\n"
f"Compressed dataset saved to ’{dst_rootl}/’>."
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def main():
parser = argparse.ArgumentParser (
description="Recursively compress a nested image
dataset with Pillow."
)
parser.add_argument (
"--quality", type=int, default=75,
help="Compression quality 1-95 (default: 75). Lower =
smaller file.",
)
parser.add_argument (
"--max-size", type=int, nargs=2, metavar=("WIDTH",

"HEIGHT"),
help="0Optional max resolution, e.g. --max-size 1920
1080. ",
)
args = parser.parse_args ()
src = Path("dataset")
dst = Path("dataset_compressed")

if not src.exists():
sys.exit (f"Source folder ’{src}’ not found. Please
make sure it exists.")

compress_dataset (
src_root=src,
dst_root=dst,
quality=args.quality,
max_size=tuple (args.max_size) if args.max_size else
None ,

if name == "__main_

main ()

Listing D.1: Python script used for dataset compression and image transformation

D.2 Graph generation

D.2.1 Generating 9 violin plots

import argparse
from pathlib import Path
import warnings

import matplotlib.pyplot as plt
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import numpy as np
import pandas as pd
import seaborn as sns

def load_scores(csv_file: Path) -> np.ndarray:
df = pd.read_csv(csv_file)
if df.empty:
return np.array([], dtype=float)

if df.shape[1] == 1:
series = df.iloc[:, O]

else:
numeric = df.select_dtypes (include=[np.number])
if numeric.shapel[1l] == 0:

raise ValueError (f"No numeric columns found in
{csv_file}")
series = numeric.iloc[:, O]

return pd.to_numeric(series,
errors="coerce") .dropna() .values

def parse_model_and_type(csv_file: Path):

stem = csv_file.stem
parts = stem.rsplit("_", 1)
if len(parts) != 2:

return None, None

model_name, data_type = parts[0], parts[1].lower ()
if data_type not in {"ai", "nature"}:
return None, None

return model_name, data_type

def collect_detector_scores(detector_dir: Path,
dataset_filter: str):
if dataset_filter in {"compressed", "unmodified"}Z}:
csv_files =
sorted (detector_dir.glob(f"{dataset_filter}/*x/*.csv"
else:
csv_files = sorted(detector_dir.rglob("*.csv"))

rows = []
for csv_file in csv_files:
model_name, data_type = parse_model_and_type(csv_=file)
if model_name is None:
continue
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try:
scores = load_scores(csv_file)

except Exception as exc:
warnings.warn (f"Skipping {csv_file}: {excl}")
continue

if scores.size == 0:
continue

rows .extend (

{
"Detector": detector_dir .name,
"Model": model_name,
"Type": data_type,
"Score": float(score),
}

for score in scores

return pd.DataFrame (rows)

def create_detector_violin_plot(df: pd.DataFrame,
detector_name: str, output_file: Path, dataset_type: str =
None) :
if df .empty:
raise ValueError (f"No data available for detector
{detector_namel}")

df = df.copy()

df ["PlotGroup"] = df["Model"].where(df["Type"] == "ai",
"Real u)

ai_models = sorted(df.loc[df["Type"] == "ai",
"Model"].unique (), key=str.casefold)

plot_order = ai_models + ["Real"] if "Real" in

df ["PlotGroup"].values else ai_models

sns.set_style("whitegrid")
plt.rcParams["figure.figsize"] = (14, 6)

fig, ax = plt.subplots(figsize=(14, 6))
sns.violinplot (

data=df,

x="PlotGroup",

y="Score",

order=plot_order,

ax=ax,

palette="muted",
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ax.set_xlabel ("Model", fontsize=12, fontweight="bold")
ax.set_ylabel ("Score", fontsize=12, fontweight="bold")

dataset_label = f" ({dataset_type.capitalize()})" if
dataset_type else ""
ax.set_title(
f"{detector_namel}{dataset_label} AT models plus
combined real images",
fontsize=14,
fontweight="bold",
)
ax.grid(True, alpha=0.3, axis="y")
plt.xticks(rotation=45, ha="right")
plt.tight_layout ()
fig.savefig(output_file, dpi=300, bbox_inches="tight")
plt.close(fig)

main () :
parser = argparse.ArgumentParser(
description="Generate violin plots for each detector
from standardized CSVs."
)
parser .add_argument (
"--input-dir",
default="csv/csv_formated_standardized",
help="Root directory containing detector subfolders.",
)
parser.add_argument (
"--output-dir",
default="graphs",
help="Directory where generated PNG files will be
written.",
)

args = parser.parse_args ()

input_root = Path(args.input_dir)
if not input_root.exists() or not input_root.is_dir():
raise SystemExit (f"Input directory does not exist:
{input_rootl}")

output_root = Path(args.output_dir)
output_root.mkdir (parents=True, exist_ok=True)

detector_dirs = sorted(p for p in input_root.iterdir () if
p.is_dir())
if not detector_dirs:
raise SystemExit (f"No detector subdirectories found in
{input_rootl}")
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139
140 datasets = ["unmodified", "compressed"]
141
142 for detector_dir in detector_dirs:

143 for dataset_type in datasets:

144 df _scores = collect_detector_scores(detector_dir,
dataset_type)

145 if df_scores.empty:

146 warnings.warn(f"No valid CSV data found for
detector {detector_dir.name}
({dataset_type})")

147 continue

149 output_file = output_root /
f"{detector_dir.name}_{dataset_type}_violin.png"
150 create_detector_violin_plot (df_scores,

detector_dir .name, output_file, dataset_type)

151 print (f"Saved: {output_filel}")

153 print ("\nFinished generating detector violin plots.")

156 |if __name__ == "_

_main_
157 main ()

D.2.2 Generating 1 plot for each detector

1 |import argparse
> |from pathlib import Path
3 |import warnings

5 |import matplotlib.pyplot as plt
6 |import numpy as np

7 | import pandas as pd

s | import seaborn as sns

11 |def load_scores(csv_file: Path) -> np.ndarray:
12 df = pd.read_csv(csv_file)

13 if df .empty:

14 return np.array([], dtype=float)

16 if df.shape[1l] == 1:

17 series = df .iloc[:, 0]

18 else:

19 numeric = df.select_dtypes(include=[np.number])

20 if numeric.shape[1] == 0:

21 raise ValueError (f"No numeric columns found in

{csv_file}")
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series = numeric.iloc[:, O]

return pd.to_numeric(series,
errors="coerce") .dropna() .values

def parse_model_and_type(csv_file: Path):

stem = csv_file.stem
parts = stem.rsplit("_", 1)
if len(parts) != 2:

return None, None

model_name, data_type = parts[0], parts[1].lower ()
if data_type not in {"ai", "nature"}:
return None, None

return model_name, data_type

def collect_detector_scores(detector_dir: Path,
dataset_filter: str):
if dataset_filter in {"compressed", "unmodified"}Z}:
csv_files =

sorted(detector_dir.glob(f"{dataset_filter}/**/*x.csv"
else:
csv_files = sorted(detector_dir.rglob("*.csv"))
rows = []

for csv_file in csv_files:
model_name, data_type = parse_model_and_type(csv_file)
if model_name is None:
continue

try:
scores = load_scores(csv_file)

except Exception as exc:
warnings.warn (f"Skipping {csv_file}: {excl}")
continue

if scores.size == 0:
continue

rows .extend (

{
"Detector": detector_dir .name,
"Model": model_name,
"Type": data_type,
"Score": float(score),
}

for score in scores
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71 return pd.DataFrame (rows)

72 |def create_combined_violin_plot(all_data: dict, dataset_type:
str, output_file: Path):

75 sns.set_style("whitegrid")

76 fig, axes = plt.subplots(l, 5, figsize=(18, 5),
sharey=True)

78 detector_names = sorted(all_data.keys())
79
80 for idx, (detector_name, ax) in
enumerate (zip(detector_names, axes)):
81 df = all_datal[detector_name]
82
83 # Filter for AI data only
84 df _ai = df[df["Type"]l == "ai"]l.copy ()
86 if df_ai.empty:
87 ax.text (0.5, 0.5, f"No AI data for

{detector_namel}",

88 ha=’center’, va=’center’,
transform=ax.transAxes)

89 ax.set_title(detector_name, fontsize=12,
fontweight="bold")

90 continue

92 # Create a single violin plot with all AI datapoints
combined

93 # Remove the x variable to create a single violin

94 df _plot = df_ail[["Score"]].copy()

95 df _plot["Detector"] = detector_name

97 sns.violinplot(

98 data=df_plot,

99 y="Score",

100 ax=ax,

101 inner="box",

102 )

103

104 ax.set_title(detector_name, fontsize=12,
fontweight="bold")

105 ax.set_xlabel("")

106 if idx == 0:

107 ax.set_ylabel ("Score", fontsize=10,

fontweight="bold")
108 else:

109 ax.set_ylabel("“)




110

D.2.

def

Graph generation 67

ax.grid(True, alpha=0.3, axis="y")
ax.set_xticks ([])

dataset_label = dataset_type.capitalize()
fig.suptitle(f"{dataset_label} AI Images - All Detectors",
fontsize=14, fontweight="bold", y=1.00)

plt.tight_layout ()
fig.savefig(output_file, dpi=300, bbox_inches="tight")
plt.close(fig)

main () :
parser = argparse.ArgumentParser (
description="Generate combined violin plots with all
detectors in subplots."
)
parser.add_argument (
"--input -dir",
default="csv/csv_formated_standardized",
help="Root directory containing detector subfolders.",
)
parser.add_argument (
"--output-dir",
default="./graphs_detectors",
help="Directory where generated PNG files will be
written.",
)

args = parser.parse_args ()

input_root = Path(args.input_dir)
if not input_root.exists() or not input_root.is_dir():
raise SystemExit (f"Input directory does not exist:
{input_rootl}")

output_root = Path(args.output_dir)
output_root.mkdir (parents=True, exist_ok=True)

detector_dirs = sorted(p for p in input_root.iterdir() if
p.is_dir ())
if not detector_dirs:
raise SystemExit (f"No detector subdirectories found in
{input_root}")

datasets = ["unmodified", "compressed"]

for dataset_type in datasets:
print (f"\nProcessing {dataset_type} dataset...")
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all_data = {}
for detector_dir in detector_dirs:
df _scores = collect_detector_scores(detector_dir,
dataset_type)
if df_scores.empty:
warnings.warn (f"No valid CSV data found for
detector {detector_dir.name}
({dataset_typel})")
continue

all_datal[detector_dir.name] = df_scores

if not all_data:
warnings.warn(f"No data available for
{dataset_typel}")
continue

output_file = output_root /
f"combined_{dataset_type}t_ai_violin.png"

create_combined_violin_plot(all_data, dataset_type,
output_file)

print (f"Saved: {output_filel}")

print ("\nFinished generating combined detector violin
plots.")

if name__ == "__main__":

main ()

D.2.3 ROC Curve

import pandas as pd
import matplotlib.pyplot as plt
from sklearn.metrics import roc_curve, auc

FILES = {
"AI-Image-Detector": "ai_image_detector.csv",
"UniversalFakeDetect": "universal_fake_detect.csv",
"CLIP - Latentl1Ok+": "clipdet_latentl1Ok_plus.csv",
"CLIP - Corvi2023": "Corvi2023.csv",
"CLIP - Fusion": "fusion.csv",

}

plt.figure(figsize=(8, 6))

for name, file_path in FILES.items():
print (f"Processing {namel}...")
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df = pd.read_csv(file_path)

if "true_label" not in df.columns or "score" not in
df .columns:
raise ValueError(f"{file_path} must contain
>true_label’ and ’score’ columns")

y_true = df["true_label"]

y_score = df["score"
fpr, tpr, _ = roc_curve(y_true, y_score)
roc_auc = auc(fpr, tpr)

plt.plot(fpr, tpr, linewidth=2,
label=f"{name} (AUC = {roc_auc:.3f})")

plt.plot ([0, 1], [0, 1], "k--", linewidth=1, label="Random
Guess")

plt.xlabel ("False Positive Rate")

plt.ylabel ("True Positive Rate")

plt.title ("ROC Curve Comparison of AI Image Detection Tools")
plt.legend (loc="lower right")

plt.grid(alpha=0.3)

plt.tight_layout ()

plt.savefig("roc_comparison.png", dpi=300)
plt.savefig("roc_comparison.pdf")

plt.show ()
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