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Abstract

Large language models are increasingly used in evaluative tasks where they judge actions,
attribute responsibility, and characterize people in morally charged situations. This thesis
examines how such systems exhibit gendered patterns in moral judgment when identical
interpersonal scenarios are presented with different gender identity descriptions. It de-
velops WAW-Bench, a controlled diagnostic benchmark of 1,200 scenarios spanning four
social context domains (family, friendship, romantic relationship, workplace) and three
moral valence subsets (clearly moral, clearly immoral, ambiguous), in which the focal
action is held constant while the gender identity description of the focal character is var-
ied across seven versions: Neutral, Woman, Man, Cisgender Woman, Cisgender Man,
Transgender Woman, and Transgender Man. Model judgment is measured along three
structured dimensions — numerical Rating score, numerical Responsibility score, and
open-vocabulary Trait word projected into the warmth–competence space of the Stereo-
type Content Model — and analyzed through a three-family comparison framework that
decomposes identity-based variation along a gender axis (woman vs man), a markedness
axis (marked vs unmarked, within gender), and a Neutral baseline. The analysis iden-
tifies three main findings. First, the Women-Are-Wonderful effect is replicated across
all three measurement dimensions, with woman-labelled subjects receiving substantially
higher Rating scores, lower Responsibility scores, and warmer Trait-word coordinates
than man-labelled subjects, particularly in ambiguous scenarios, and with the gap driven
by elevated evaluation of woman-labelled subjects rather than depressed evaluation of
man-labelled subjects. Second, the markedness axis operates as a distinct source of varia-
tion: transgender-identity markers produce substantial leniency shifts that are symmetric
across genders and invisible to woman–man comparisons by construction; cisgender mark-
ers do not. Third, the same identity descriptions produce coordinated shifts across all
three measurement dimensions, indicating that the bias operates as a structured pat-
tern of differential moral interpretation rather than as isolated output variations. The
thesis contributes both a methodological framework for diagnosing identity-based vari-
ation in LLM moral judgment and empirical evidence that this variation is structured,
multi-dimensional, and not adequately captured by single-axis fairness measures.

Keywords: large language models; gender bias; moral judgment; Women-Are-Wonderful
effect; markedness; benevolent sexism; AI ethics; Stereotype Content Model
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1 Introduction

“Technology is not neutral. We’re inside of what we make, and
it’s inside of us.”

— Donna Haraway, quoted in Kunzru (1997)

This chapter introduces the study of gender bias in large language model moral judgment. It
presents the aim and research questions, and outlines the structure of the thesis.

1.1 Gender and Moral Judgment

Gender stereotypes shape how behaviour is perceived, interpreted, and evaluated. Research
in social psychology has shown that women and men are often characterized along different
evaluative dimensions: women are more often associated with warmth, communion, and proso-
cial concern, while men are more often associated with agency, competence, and assertiveness
(Fiske et al., 2002; Eagly et al., 2000). These stereotypes can affect how actions are judged.
The same action may be evaluated differently depending on the gender of the actor, and ap-
parently positive evaluations of women can still coexist with structured forms of inequality
(Glick and Fiske, 2001).
Two frameworks from this literature are especially relevant to this thesis. The Women-Are-
Wonderful effect (Eagly and Mladinic, 1994a) describes the tendency for women to be evaluated
more positively than men, especially along dimensions connected to warmth and moral good-
ness. Ambivalent sexism theory (Glick and Fiske, 1996; Glick and Fiske, 2001) gives a more
critical interpretation of this pattern. It shows that surface-positive evaluations of women can
also support gender hierarchy when they are tied to stereotype-conforming expectations, or
when they come with reduced agency and accountability. Together, these frameworks suggest
that gender bias in moral evaluation is not only found in open hostility. Favourability and
inequality can appear within the same evaluative pattern.
Both frameworks, together with the wider literature on gender stereotypes and moral judg-
ment, are developed in Chapter 2. Whether similar patterns are reproduced in computational
systems trained on human-produced text is an empirical question taken up in the next section.

1



1.2. Gender and LLM Moral Judgment

1.2 Gender and LLM Moral Judgment

Large language models (LLMs) are increasingly used not only to generate text, but also to
provide advice, evaluate situations, and support decision-making (Kulkarni et al., 2025; Lai
et al., 2024). In these uses, models help users interpret actions, assign responsibility, identify
harm, and judge fairness. Bias in LLM outputs is therefore a social as well as a technical
concern, because biased evaluations can shape how users understand both situations and the
people involved.
A small but growing literature has begun to document gender asymmetries in this kind of
LLM moral judgment. In matched scenarios, woman-labelled actors are often evaluated more
leniently than man-labelled actors. Existing work shows that this pattern is real and important,
but it also has methodological limits. Many studies rely on binary woman–man comparisons,
single-output measures, or limited scenario types. These limits make it difficult to examine
how gendered effects vary across different kinds of moral situations, or whether they appear
across several parts of moral judgment at the same time. The relevant research on bias and
moral judgment in LLMs is reviewed in Chapter 3.
This thesis addresses this gap by developing a more controlled and multi-dimensional diagnostic
design. It examines whether identical interpersonal scenarios are evaluated differently when
only the gender identity description of the focal character changes. It also asks whether these
differences vary across moral valence, social context, and measurement dimension. In this
way, the thesis connects the social-psychological question of gendered moral evaluation with
the methodological problem of how to measure bias in LLM outputs.

1.3 Aim and Research Questions

Whether the structured pattern of gendered moral evaluation documented in human social
cognition is reproduced in computational systems trained on human-produced text is an open
empirical question. This question matters both practically and theoretically. Practically,
LLMs are increasingly used in evaluative tasks, where their outputs may shape how users
interpret social situations. Theoretically, because these systems are trained on large-scale
human-produced text, they provide a new site for examining whether gendered patterns of
moral evaluation are reproduced in computational form.
The aim of this thesis is to investigate how large language models exhibit gendered differences
in moral judgment when identical interpersonal scenarios are presented with different gender
identity cues, including neutral, binary gender, cisgender, and transgender framings.
Two empirical findings from prior work motivate the design used here. First, LLM moral
judgment is patterned rather than random: models show consistent moral preferences that
vary with cultural context and prompt framing (Scherrer et al., 2023; Abdulhai et al., 2024;
Liu et al., 2024). This makes identity-based variation in model outputs possible to study
systematically. Second, identity-based effects are most likely to appear in ambiguous scenar-
ios, because clearly moral and clearly immoral scenarios usually produce more stable moral
evaluations (Scherrer et al., 2023). Together, these findings motivate a design that compares
matched scenarios across clearly moral, clearly immoral, and ambiguous cases, with particular
attention to ambiguous scenarios.
To support this investigation, the thesis develops WAW-Bench, a controlled diagnostic bench-
mark of 1,200 everyday interpersonal scenarios spanning four social context domains and three
moral valence subsets. In each scenario, the core action is held constant while only the gender
identity description of the focal character is varied across seven versions: Neutral, Woman,
Man, Cis Woman, Cis Man, Trans Woman, and Trans Man. This paired-comparison design
makes it possible to test whether LLMs evaluate substantively identical behaviour differently
depending on how the focal character is gendered.
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1.4. Thesis Structure

The thesis evaluates moral judgment along three measurement dimensions: moral rating and
responsibility attribution (both numerical), and trait attribution (open-vocabulary categori-
cal). Comparisons across the seven identity versions are organized into three analytical fam-
ilies: a gender axis (woman-labelled vs man-labelled within each markedness condition), a
markedness axis (marked vs unmarked within each gender), and an against-Neutral baseline
(each gendered version compared to the Neutral reference). This structure makes it possible
to ask not only whether identity-based differences exist, but also how they are organized.
The study is guided by the following research questions:

1. Do LLMs assign systematically different moral evaluations to identical interpersonal
scenarios when the focal character is described under different gender identity versions,
and how are these differences structured along the gender axis (woman vs man) and the
markedness axis (cisgender or transgender vs unmarked)?

2. How do these identity-based differences vary by moral valence subset and social context
domain? In particular, are gender-axis and markedness-axis effects more pronounced in
morally ambiguous subset than in clearly moral or immoral subset?

3. Do gender-axis and markedness-axis effects appear consistently across multiple measure-
ment dimensions of moral judgment — rating, responsibility, and trait attribution —
and if so, do they form a coordinated pattern in which the same identity descriptions
produce parallel shifts across all three measures?

4. How does the texture of trait attribution differ across identity versions? Specifically,
do woman-labelled, man-labelled, and trans-marked versions receive qualitatively differ-
ent trait vocabularies along the Stereotype Content Model dimensions of warmth and
competence?

1.4 Thesis Structure

Chapter 2 develops the theoretical framework of the study. It introduces the social-
psychological concepts used to interpret the empirical findings, including the two-dimensional
structure of person perception, the Women-Are-Wonderful effect, ambivalent sexism, gendered
responsibility attribution, and markedness in social cognition. Chapter 3 reviews empirical re-
search on bias in large language models, moral judgment in LLMs, and gender bias in LLM
moral judgment, before identifying the research gap addressed by the present thesis. Chapter
4 describes the method, including scenario construction, dataset composition, prompt design,
model settings, and analytical strategy. Chapter 5 presents the results of the quantitative
analyses, including Rating score, Responsibility score, and SCM-based Trait-word coordi-
nates. Chapter 6 discusses the findings and their implications for understanding gendered
and markedness-based variation in LLM moral judgment. Chapter 7 concludes the thesis by
summarizing the study, discussing its limitations, and outlining directions for future research.
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2 Theoretical Framework

“Each standard and each category valorizes some point of view
and silences another.”

— Bowker and Star (1999)

This chapter develops the theoretical framework used to interpret the empirical analysis of the
thesis. Rather than treating gender bias as only a difference in output scores, the chapter es-
tablishes the conceptual vocabulary for understanding how moral judgment can be structured
by gendered expectations, responsibility attribution, and markedness. It first introduces the
two-dimensional structure of person perception, which provides the basis for the Trait-word
analysis. It then discusses the Women-Are-Wonderful effect and ambivalent sexism as frame-
works for interpreting surface-positive evaluations of woman-labelled subjects. The chapter
then turns to gendered responsibility attribution and markedness in social cognition. Together,
these concepts support the distinction between the gender axis and the markedness axis, and
provide the analytical lens used in the discussion chapter.

2.1 Situating the Theoretical Frame

The theoretical framework used in this thesis is not treated as a location-free account of
gendered moral judgment.Much of the social-psychological literature on person perception,
the Women-Are-Wonderful effect, ambivalent sexism, and responsibility attribution has been
developed in mainly Western, English-language, and often US- or European-based research
contexts. These frameworks are therefore useful for identifying patterns of gendered evaluation,
but they should not be read as universal descriptions of gender, morality, or social cognition
across all cultural settings.
The LLM examined in this thesis, Qwen3-8B, is also situated. It is a model from a Chinese
developer, trained on a multilingual corpus, and prompted here in English with scenarios
written in English. The benchmark scenarios are also located: they were drafted with a US-
developed model, ChatGPT 5.4, and revised by the present author within a Swedish academic
context. In this thesis, these frameworks and scenarios function as situated analytical tools.
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2.2. Two Dimensions of Person Perception

They are used to examine whether one LLM reproduces a recognizable pattern of gendered
moral evaluation, rather than to establish a general theory of human moral judgment.

2.2 Two Dimensions of Person Perception

Decades of research in social psychology have converged on a two-dimensional structure as the
fundamental basis of person and group perception. Although different theoretical traditions
use slightly different terminology — warmth and competence in the Stereotype Content Model
(Fiske et al., 2002), communion and agency in the Big Two tradition (Abele and Wojciszke,
2007), expressive and instrumental traits in earlier work (Bakan, 1966). Despite these differ-
ences, there is broad agreement that perceptions of people and groups are organized around
two basic questions: roughly, “how good are they to me?” and “how capable are they?” These
dimensions emerge across cultures, methods, and target categories, and recent integrative re-
views treat them as the most robust finding in person perception (Koch et al., 2016; Fiske,
2018).
The Stereotype Content Model (SCM; Fiske et al., 2002) provides the most influential oper-
ationalization of this two-dimensional structure for the analysis of group stereotypes. Fiske,
Cuddy, Glick, and Xu mapped a wide range of social groups onto a two-dimensional warmth-
competence space and showed that the resulting positions predicted distinct emotional and
behavioural responses: groups perceived as high in warmth and high in competence elicit
admiration; groups perceived as high in warmth but low in competence elicit pity; groups
perceived as low in warmth but high in competence elicit envy; and groups perceived as low in
both elicit contempt. The SCM has since been extended and replicated across many cultural
contexts, and it remains a standard framework for empirical work on group-level stereotype
content (Cuddy et al., 2008; Fiske, 2018).
These dimensions also organize gender stereotypes. Women are stereotypically associated
with warmth and communion, such as being caring, kind, supportive, sensitive, and nurturing.
Men are more often associated with competence and agency, such as being assertive, capable,
decisive, and independent. (Eagly et al., 1991; Prentice and Carranza, 2002; Hentschel et
al., 2019). These stereotypes work as expectations that shape how behaviour is interpreted.
Actions may be read in stereotype-consistent ways, while stereotype-inconsistent actions may
attract more surprise, scrutiny, or sanction (Kunda and Thagard, 1996; Rudman and Glick,
2008).
In this thesis, the two-dimensional structure of person perception provides the analytical space
for the Trait-word analysis. Chapter 5 projects model-generated Trait words into the SCM
warmth–competence space in order to examine how the model characterizes the focal subject
under different gender identity versions. The purpose is to use warmth and competence as two
interpretable dimensions for comparing how identical behaviour is described across identity
versions.

2.3 The Women-Are-Wonderful Effect

The Women-Are-Wonderful effect is used in this thesis as the main framework for interpreting
gender-axis differences in model evaluation. It refers to a pattern in which women are evalu-
ated more positively than men along most general evaluative dimensions, especially through
associations with warmth, goodness, and prosociality (Eagly et al., 1991; Eagly and Mladinic,
1994b). Eagly and Mladinic named this pattern the Women-Are-Wonderful effect (WAW).
They proposed that it follows from the dimensional structure described in the previous sec-
tion: because women are stereotypically associated with warmth, and warmth carries strong
affective weight, general evaluations tend to favour women over men.
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2.4. Ambivalent Sexism

The WAW effect has also been found beyond explicit attitude ratings, including in implicit-
attitude measures and in studies of trust, moral evaluation, and emotion attribution (Rudman
and Glick, 2001; Rudman and Glick, 2008). In this thesis, the WAW effect is used as a
theoretical reference point for examining whether a similar pattern appears in LLM moral
judgment: whether woman-labelled subjects are evaluated more favourably than man-labelled
subjects when the underlying behaviour is identical.

2.4 Ambivalent Sexism

The interpretation of WAW is more contested. At first, the pattern seems to challenge the
usual understanding of sexism as anti-woman bias, because the evaluative bias appears to
run in the opposite direction. Ambivalent sexism theory responds to this problem by un-
derstanding sexism as a structure with both hostile and benevolent components (Glick and
Fiske, 1996; Glick and Fiske, 2001). Hostile sexism expresses overt antagonism toward women
who challenge traditional gender roles or compete with men for status. Benevolent sexism,
by contrast, idealizes women as caring, pure, fragile, or deserving of male protection.Although
benevolent sexism appears affectionate or respectful on the surface, it still reproduces gender
hierarchy by tying women’s value to traditional gender roles. The two forms of sexism are
coordinated rather than opposed: hostile sexism punishes role transgression, while benevolent
sexism rewards role conformity, and together they stabilize gender inequality (Glick and Fiske,
2001).
This framing is important for this thesis because it changes how the WAW effect should
be interpreted. Favourable evaluations of women along warmth, communion, and prosocial
dimensions should not automatically be read as egalitarian or pro-woman. They may also be
the positive face of a hierarchical pattern, where women are valued when they fit a narrow set
of stereotype-conforming expectations (Rudman and Glick, 2001; Glick and Fiske, 2001).
Empirical work supports this point. Benevolent sexism has been linked to lower support for
collective action, reduced competence attribution in romantic and work contexts, and stronger
endorsement of the gender status quo (Becker and Wright, 2011; Sarlet et al., 2012; Jost and
Kay, 2005). These findings show why WAW-style favourability should be treated carefully.
Positive evaluation and gendered hierarchy are not necessarily opposite patterns. They can
work together.
For this thesis, ambivalent sexism provides a critical lens for interpreting surface-positive model
outputs. If woman-labelled subjects receive higher Rating scores, lower Responsibility scores,
and warmer Trait words than man-labelled subjects, this should not be read simply as evidence
that the model is fairer to women. It may instead suggest a benevolent-sexist pattern in the
model’s moral judgment: woman-labelled subjects are evaluated more sympathetically, but
also positioned as less fully accountable moral agents.

2.5 Gender and Responsibility

Responsibility attribution is a central part of moral judgment. To judge an action morally is
not only to decide whether it is good or bad, but also to decide how much agency, intention,
and accountability should be assigned to the actor. For this reason, responsibility attribution
is analytically separate from general evaluation.
Gender stereotypes can shape this process. Women are often associated with warmth, care,
and vulnerability, while men are more often associated with agency, control, and assertiveness.
These associations can affect how the same harmful or ambiguous action is interpreted. A
woman’s action may be read as less intentional, more defensive, or more relationally motivated,
while a man’s action may be read as more deliberate or controlling. In this way, gender can
influence not only whether an action is evaluated positively or negatively, but also how much
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2.6. Markedness in Social Cognition

responsibility is assigned to the actor (Ahola et al., 2009; Ruva et al., 2023; Rudman and
Glick, 2008).
This is also connected to benevolent sexism. If women are positioned as caring, vulnerable, or
in need of protection, they may also be treated as less fully accountable moral agents (Glick and
Fiske, 2001; Sarlet et al., 2012). This does not mean that women are simply evaluated more
positively. It means that positive evaluation may come together with reduced responsibility
attribution.
This framework is important for the design of this thesis. The Responsibility score is included
because Rating score alone cannot show whether the model also assigns different levels of
blame or accountability to differently gendered subjects. If woman-labelled subjects receive
higher Rating scores and lower Responsibility scores than man-labelled subjects, the pattern
is not only one of favourable evaluation. It also suggests differential responsibility attribution.

2.6 Markedness in Social Cognition

The previous sections focus mainly on gender as a woman–man distinction. This thesis,
however, uses a wider set of identity descriptions: unmarked gender labels (a woman, a man),
explicit cisgender labels (a cisgender woman, a cisgender man), and explicit transgender labels
(a transgender woman, a transgender man). To interpret differences across these versions, the
thesis uses the concept of markedness.
Markedness refers to an asymmetric relation between a default category and a category that
is made explicit or contrastive. In a marked–unmarked pair, the unmarked term functions as
the ordinary or generic case, while the marked term is treated as a specified version of that
category (Jakobson, 1971; Greenberg, 1966). In social categories, this means that dominant
or majority identities often operate as unnamed defaults, while minority or non-normative
identities are more likely to be explicitly marked (Brekhus, 1998; Frankenberg, 1993). For
gender identity, cisgender identity often functions as the unmarked default, while transgender
identity is named as a marked category.
This matters because marked and unmarked identity descriptions may not be processed in the
same way. An unmarked label such as woman or man may carry an implicit cisgender default,
while an explicit label such as transgender woman or transgender man makes gender identity
more salient. The explicit cisgender marker may therefore add relatively little new information,
because it names a default that is already often assumed. The transgender marker, by contrast,
may introduce a more salient identity cue and produce a stronger shift in model behaviour.
For computational systems trained on natural-language data, this distinction is especially
relevant. Unmarked gender labels are much more common than explicit cisgender labels,
and many uses of woman or man implicitly refer to cisgender people without saying so. For
this reason, the model may treat woman and cisgender woman, or man and cisgender man,
as relatively similar. Transgender labels, however, are more explicitly marked in language
and may also be affected by post-training procedures that encourage cautious or protective
responses toward marginalized identities.
This thesis treats markedness as a second analytical axis distinct from gender per se. The
seven-version identity design (Neutral, Woman, Man, Cis Woman, Cis Man, Trans Woman,
Trans Man) supports separate analysis of gender-axis effects (woman versus man) and
markedness-axis effects (marked versus unmarked, within each gender). The expectation is
that these two axes produce qualitatively different patterns of identity-based variation, and
that the markedness axis operates primarily through the transgender marker.
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3 Literature Review

“Analyzing ‘bias’ is an inherently normative process.”
— Blodgett et al. (2020)

This chapter reviews the empirical literature on bias in large language models and on gender
bias in LLM moral judgment. It focuses on studies that test whether models judge other-
wise equivalent actors differently when gender identity markers are changed. Building on the
theoretical framework developed in Chapter 2, the chapter then identifies the research gap
addressed by this thesis: existing work has shown that gendered differences can appear in
LLM moral judgment, but has not yet provided a sufficiently controlled, multi-dimensional,
and contextually varied benchmark for separating gender-axis effects from markedness-axis
effects across moral rating, responsibility attribution, and trait attribution.

3.1 Bias in Large Language Models

This section reviews the broader problem of bias in large language models before turning to
gender bias in LLM moral judgment. Two threads matter for the thesis: first, the claim that
LLMs can encode social biases from their training data; and second, evidence that these biases
appear in evaluative tasks across high-stakes domains.
LLMs are trained on text that contains the moral and social judgments of its authors, in-
cluding dominant cultural assumptions and structural inequalities (Bender et al., 2021; Sheng
et al., 2021). Models learn statistical patterns from this text, and there is now substantial
evidence that they can reproduce social, cultural, and moral biases. Foundational work on
word embeddings showed that computational language models encode gender-occupational
stereotypes that mirror human survey results (Bolukbasi et al., 2016; Caliskan et al., 2017).
Later work shows that similar patterns persist in larger generative models (Kotek et al., 2023;
Devinney et al., 2024). Bias should therefore not be treated as an incidental feature of one
model, but as a possible outcome of statistical learning from text that already contains biased
social patterns.
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3.2. Moral Judgment in Large Language Models

Empirical studies have also documented biased behaviour in evaluative tasks across domains
such as healthcare, recruitment, education, employment, and criminal justice (An et al., 2025;
Liang et al., 2023; Hofmann et al., 2024; Zack et al., 2024). These examples matter because
they show that LLM bias is not limited to toxic language or stereotype association. It can also
appear when models assess people, rank candidates, judge writing, or make other evaluative
decisions.
Gender-specific patterns appear in adjacent evaluative work as well. Levy et al. (2024) exam-
ine how language models adjudicate relationship-conflict scenarios, asking models to decide
which party in a disagreement is right. Using a dataset of relationship scenarios spanning
childcare, sex, chores, money, and household disputes, they compare model behaviour across
configurations using women’s names, men’s names, and gender-neutral names. Their results
show a consistent directional pattern: women are favoured most often, followed by people
with gender-neutral names, while men are favoured least often; safety guardrails reduce but
do not eliminate this bias. Although this task is not framed directly as moral judgment, it
is still an evaluative judgment with normative content. The directional pattern reported by
Levy et al. therefore provides relevant evidence that LLMs can reproduce gendered evaluative
asymmetries in matched scenarios.
Across these domains, a common pattern emerges. Bias in LLMs is not confined to overtly toxic
or hostile output; it appears in the subtler structure of evaluative judgment, where the model
treats otherwise comparable inputs differently depending on social cues such as race, gender,
name, or dialect. This matters for the present thesis because LLMs are increasingly asked
to weigh situations, characterize people, attribute responsibility, and recommend action. The
remainder of the chapter narrows to that problem: Section 3.2 reviews how moral judgment in
LLMs has been studied, and Section 3.3 examines the direct evidence on gender bias in moral
judgment that motivates the present thesis.

3.2 Moral Judgment in Large Language Models

Research on moral judgment in LLMs starts from the recognition that these systems can
express normative preferences, especially when they are used in socially sensitive contexts.
Scherrer et al. (2023) treat LLMs as survey respondents and develop a systematic framework
for eliciting moral beliefs from model outputs. Using a large-scale dataset of low- and high-
ambiguity moral scenarios, they show that most models align with commonsense morality in
unambiguous scenarios but exhibit greater uncertainty in ambiguous ones. They also demon-
strate that responses vary with question wording. This indicates that moral judgment in LLMs
is prompt-sensitive and should be assessed with attention to uncertainty and measurement de-
sign.
Abdulhai et al. (2024) examine the broader moral-value structures underlying such judgments.
Drawing on Moral Foundations Theory, they show that LLMs display patterned preferences
across dimensions such as care, fairness, loyalty, authority, and sanctity. These profiles can
resemble particular human political and cultural orientations. They further show that prompt-
ing can shift the moral stance a model expresses, with consequences for downstream behaviour.
Liu et al. (2024) extend this work with attention to cultural context, using 472 Chinese moral
scenarios to argue for a pluralistic framework consisting of moral choice, moral rank, and moral
debate. Their findings show that models differ not only in the moral choices, but also in how
they rank competing moral principles and how firmly they defend their positions. They also
report that gender bias is detectable in the moral beliefs of the examined systems.
Together, these studies establish that LLM moral judgment is patterned, prompt-sensitive,
and culturally contingent. This characterization frames the more specific question of gender-
related variation in LLM moral judgment, taken up in the next section.
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3.3. Gender Bias in LLM Moral Judgment

3.3 Gender Bias in LLM Moral Judgment

Two studies address gender bias in LLM moral judgment most directly. Bajaj et al. (2024)
examine whether LLM moral judgments change when only the protagonist’s gender is altered
in otherwise parallel scenarios. Using the GenMO dataset of 908 paired stories adapted from
Moral Stories, ETHICS, and Social Chemistry 101, they evaluate several proprietary and open-
source models and ask them to classify each story as “Moral,” “Immoral,” “Both,” or “Can’t
Say.” They find that all tested models exhibit gender bias, measured as mismatched judgments
between male and female versions of the same story. The bias is directional rather than random:
female protagonists are more likely to receive more favourable or softer moral evaluations than
male protagonists. The authors interpret this as a computational manifestation of the Women-
Are-Wonderful effect.
Fernandes et al. (2026) extend this research with a more tightly controlled sentence-level design.
Starting from 550 balanced base sentences from the Justice split of ETHICS, they generate
26 counterfactual variants per item, producing 14,850 semantically equivalent sentences that
vary grammatical person, number, gender markers, and naming. Across nine models from
six families, they find that minimal linguistic changes significantly affect moral classification
outcomes. Gender markers produce among the strongest effects: non-binary subjects are
consistently favoured, while male subjects are consistently disfavoured. Notably, this design
is the first in this literature to examine identity beyond the binary woman–man contrast, and
the inclusion of non-binary markers is a methodological precedent for the present thesis’s use
of cisgender and transgender markers.
Together, these two studies establish that gender asymmetries in LLM moral judgment exist,
are directional in the WAW direction, and survive both narrative-scenario and sentence-level
experimental designs. They also leave open several questions that the present thesis addresses.
Both studies establish the existence of gender bias in LLM moral judgment but operate within
methodological constraints that limit what their results can show. The next section examines
these constraints in detail and develops the methodological positioning of the present thesis.

3.4 Research Gap and the Present Contribution

The studies reviewed in the previous section establish that gender bias in LLM moral judg-
ment is real, directional, and detectable across both narrative and sentence-level experimental
designs. However, the field has not yet developed stable methodological conventions for study-
ing this bias. Existing work also has several constraints that limit what current findings can
show. This section discusses four constraints: counterfactual control, measurement granular-
ity, moral and contextual coverage, and the treatment of identity beyond binary gender. It
then shows how the present thesis is designed to respond to these limits.

3.4.1 Limited Counterfactual Control
The first constraint concerns dataset design. In narrative-based work such as Bajaj et al.
(2024), model bias is examined through paired stories intended to differ only in protagonist
gender. In practice, however, such pairs do not always isolate gender perfectly. To preserve
narrative coherence, the authors modify supporting-character gender, change names, make
small wording adjustments, and rely on human annotation to finalize the swapped narratives.
These adaptations make the stories readable, but they also introduce possible confounds. Ob-
served differences in model judgment may reflect protagonist gender, but they may also reflect
other textual or relational cues introduced during revision. Personal names are especially
important here, because they can signal not only gender but also age, race or ethnicity, reli-
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gion, and other social characteristics (Johfre, 2020; Butler and Homola, 2017; Martiniello and
Verhaeghe, 2022).
More controlled sentence-level work such as Fernandes et al. (2026) reduces this problem by
systematically varying pronouns and gender markers across semantically equivalent items.
These variants differ in small and predictable ways, which makes it easier to attribute model
differences to the manipulated linguistic feature. At the same time, this stronger control is
achieved by reducing the moral and relational context in which everyday moral judgment
usually takes place. Sentence-level fairness items are short, decontextualized, and stripped of
the social texture that gives moral evaluation its complexity.
The literature therefore exhibits a tension between narrative richness and variable isolation.
Richer scenarios resemble everyday moral life but introduce confounds; tightly controlled sen-
tences isolate the manipulation cleanly but reduce the moral and relational context. A clearer
methodological need exists for designs that preserve strong control over identity manipulation
without abandoning contextual richness. The control–richness tension is itself single-category
framing: existing work, and the present thesis, isolates gender by holding other identity cate-
gories constant, rather than examining how gender effects vary at the intersection of multiple
identity categories. This issue is taken up again in Section 3.4.4.

3.4.2 Coarse-Grained Measurement of Moral Judgment
The second constraint concerns measurement. Bajaj et al. (2024) operationalize moral judg-
ment through a four-label forced-choice scheme: “Moral,” “Immoral,” “Both,” and “Can’t
Say.” This is useful for detecting inconsistencies across male and female story versions, but
it compresses moral evaluation into a coarse categorical outcome. For example, a shift from
“Moral” to “Both” is treated as a mismatch, but this is different from a shift from “Moral” to
“Immoral.” The same metric therefore captures different kinds of judgment change without
distinguishing among them. Fernandes et al. (2026) use a even narrower binary fairness clas-
sification. This provides strong experimental control, but a binary outcome cannot capture
the difference between mild and severe moral approval or disapproval.
A further issue is that both designs treat moral judgment as a single evaluative output. How-
ever, moral judgment in human social cognition includes several analytically distinct compo-
nents: the overall evaluation of an action as good or bad, the attribution of responsibility for
the action and its consequences, and the characterization of the actor’s traits and intentions
(Malle et al., 2014; Alicke, 2008). As discussed in Section 2.5 , gender stereotypes shape these
three components in different ways. For example, women may receive more favourable eval-
uations while also receiving reduced responsibility attribution or different trait descriptions.
A design that reduces moral judgment to one output cannot detect this kind of structured
pattern.
The methodological need is therefore not only for finer-grained rating scales. It is also for a
design that measures moral rating, responsibility attribution, and trait attribution separately.
This makes it possible to examine whether identity-based effects appear in only one dimension,
or whether they form a coordinated pattern across several parts of moral judgment.

3.4.3 Limited Scope of Moral Valence and Social Context
The third constraint concerns the range of moral situations covered by existing work. Most
studies focus either on morally subtle and ambiguous scenarios likely to reveal latent bias
(Bajaj et al., 2024), or on tightly controlled sentence-level fairness judgments (Fernandes et
al., 2026). Both approaches are valuable, but neither captures the broader range of moral
evaluation that LLMs may perform. Moral judgment is not limited to borderline wrongdoing
or to fairness binaries. It also involves clearly moral actions, clearly immoral actions, and
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mixed or contested situations in which evaluation, blame, and trait attribution may come
apart.
The distinction between moral valence levels is important for this thesis. As discussed in Sec-
tion 2.3, stereotype-based inference is more likely to matter when the situation is ambiguous
and the observer has to fill in interpretive gaps. In clearly moral or clearly immoral situations,
the action itself constrains evaluation more strongly, so gendered effects may be smaller. Ex-
isting studies that focus on only one kind of moral situation cannot show how gender bias is
distributed across different levels of moral valence.
A parallel limitation applies to social context. Gender stereotypes may operate differently
across relational settings. Warmth-coded expectations may be more salient in family and
friendship contexts, while agency-coded expectations may be more salient in workplace or
authority contexts. Romantic relationships may activate both sets of expectations (Eagly
et al., 2000; Prentice and Carranza, 2002). Existing work has not systematically examined
whether gender bias in LLM moral judgment varies by social context domain. It is therefore
still unclear whether the same identity manipulation produces uniform effects across contexts,
or context-dependent effects.
A more informative design should therefore include multiple levels of moral valence and mul-
tiple social context domains. This would make it possible to examine how gender-based shifts
in model judgment vary across different kinds of morally evaluable interpersonal situations.

3.4.4 Identity Beyond Binary Gender
The fourth constraint concerns the treatment of identity itself. Most existing studies opera-
tionalize gender as a binary woman–man contrast (Bajaj et al., 2024). Fernandes et al. (2026)
include non-binary subjects as a third category and report that non-binary markers produce
among the strongest effects in their data, but they do not develop a framework for interpret-
ing why or how. Specifically, no existing study distinguishes the gender axis (woman versus
man) from the markedness axis (marked versus unmarked, within each gender) as separate
analytical dimensions.
This distinction matters because, as developed in Section 2.6, the unmarked terms woman
and man carry an implicit cisgender default in everyday usage and in LLM training corpora.
The explicit cisgender markers cisgender woman and cisgender man make this default visible
, but may not change the assumed referent very much. The transgender markers transgender
woman and transgender man, by contrast, introduce a more marked identity category. This
category is likely rarer in training data and may also be treated by post-training alignment
as requiring more careful or protective responses. Without explicit markedness manipulation,
this difference cannot be tested.
A design that varies markedness separately from gender can therefore give a more precise
account of identity-based effects. It can distinguish gender-axis effects, such as woman-labelled
subjects being favoured over man-labelled subjects, from markedness-axis effects, such as trans-
marked subjects being evaluated differently from unmarked subjects regardless of gender. It
can also detect cases where both axes operate at the same time, which binary gender designs
cannot identify.

3.4.5 Toward a Diagnostic Benchmark
The four constraints discussed above define the methodological space of this thesis. This thesis
introduces WAW-Bench as a controlled diagnostic benchmark for studying gender bias in LLM
moral judgment. It is designed to respond to the limits identified in existing work.
WAW-Bench compares seven gender identity versions derived from the same base scenario:
Neutral, Woman, Man, Cis Woman, Cis Man, Trans Woman, and Trans Man. Across these
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versions, the focal character’s role, the focal action, the social context domain, and the moral
valence subset are held constant. Only the gender identity description changes. This design
supports stronger counterfactual control while still keeping the moral and relational texture
of everyday interpersonal situations. The Neutral baseline also makes it possible to examine
whether an observed difference comes from favouring one gendered version, penalizing another,
or both.
WAW-Bench measures moral judgment along three structured dimensions: a 1–10 numeri-
cal moral rating, a 1–10 numerical responsibility attribution, and an open-vocabulary trait
attribution. The numerical rating supports finer-grained measurement than categorical classi-
fication, while the Responsibility and Trait-word measures make it possible to examine whether
identity-based effects appear across several parts of moral judgment, rather than only in overall
evaluation.
WAW-Bench also covers four social context domains: family, friendship, romantic relationship,
and workplace. Each domain includes clearly moral, clearly immoral, and ambiguous scenarios.
This structure supports analysis of how identity-based effects vary across both social context
and moral valence, including whether effects are stronger in ambiguous situations.
Finally, the seven-version identity design supports separate analysis of the gender axis and
the markedness axis. The gender axis (Family 1 in the analytical framework developed in
Chapter 4) compares woman-labelled and man-labelled versions within each markedness con-
dition. The markedness axis (Family 2) compares marked and unmarked versions within each
gender. Together, these comparisons make it possible to ask questions that existing binary
gender designs cannot answer.
This thesis is therefore not the first to document gender bias in LLM moral judgment. It is
the first to study that bias through a controlled, multi-dimensional, and contextually varied
benchmark that examines both gender and markedness at the same time.
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4 Methods

“Methods, their rules, and even more methods’ practices, not
only describe but also help to produce the reality that they un-
derstand.”

— John Law (2004)

This chapter describes the methodological framework used to examine gendered patterns in
large language model moral judgment. It begins with the overall research design, which uses
controlled identity manipulation to compare model evaluations of the same focal action across
different gendered descriptions of Person A. The chapter then details the design and con-
struction of WAW-Bench, including scenario structure, social context domains, moral valence
subsets, identity versions, scenario generation, validation, and dataset composition. It next
explains the prompt construction process, including the task design, Rating and Responsibil-
ity scales, Trait assignment, and final prompt template. The chapter then specifies the model
selection and inference settings before turning to the quantitative analysis strategy, including
comparison structure, bias measures, trait attribution analysis, and permutation testing.

4.1 Research Design Overview

This study uses a controlled identity-manipulation design to examine whether LLM moral
judgments change when the same focal action is attributed to the same character under dif-
ferent gendered identity descriptions.
The experimental workflow consists of three main stages. First, WAW-Bench base scenarios
were designed to cover different social context domains and moral valence subsets. In each
scenario, Person A is the focal character whose action is evaluated by the model. These
base scenarios were then expanded into multiple identity versions by varying only the identity
description of Person A while keeping the action, context, and relational situation constant.
Second, each scenario was inserted into a standardized prompt template and submitted to the
selected model. Third, the model outputs were analysed through quantitative comparisons of
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4.2. WAW-Bench Design and Construction

Rating and Responsibility scores, and through semantic-coordinate analysis of Trait words.
Figure 4.1 summarizes this workflow.

LLM

Scenario with
Identity Version

Prompt Template
(Task Instructions)

Model Outputs
(Rating, Responsibility, Trait)

Analysis
(Rating, Responsibility, Trait)

Figure 4.1: Overview of the experimental workflow for the controlled identity-manipulation
design.

4.2 WAW-Bench Design and Construction

WAW-Bench was designed as a controlled diagnostic benchmark for evaluating gender bias in
LLM moral judgment. The benchmark tests whether model judgments change when the same
focal action is attributed to differently gendered versions of the same focal character.
Each base scenario contains a social situation in which Person A performs an action involving,
affecting, or responding to another character(s). Person A is the focal character whose behavior
is evaluated by the model. The base scenarios are organized by social context domain and
moral valence subset. They are then expanded into seven identity versions by varying only the
identity description of Person A. This design makes it possible to compare model responses
across identity versions while keeping the action, context, and relational situation constant.
The benchmark covers four everyday social context domains: family, friendship, relationship,
and workplace. Within each domain, base scenarios are divided into three moral valence
subsets: clearly moral, clearly immoral, and ambiguous or mixed. For each domain–subset
combination, 100 base scenarios were constructed, resulting in 1,200 base scenarios in total.
Each base scenario was then implemented across seven identity versions, allowing systematic
comparison among neutral, woman/man, cisgender, and transgender identity versions.

4.2.1 Scenario Structure
Each WAW-Bench item is built from a social context, an identity description and a base
scenario.

1. Social context. This component specifies the interpersonal setting of the scenario, such
as family, friendship, relationship, or workplace.
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4.2. WAW-Bench Design and Construction

2. Identity description. This component specifies how Person A is described in a given
version of the scenario.

3. Base scenario. This component contains the core event or action to be evaluated.
Person A is always the focal character whose behavior is evaluated by the model.

To illustrate how these components are combined, consider the following examples of of two
identity versions:

Table 4.1: Example of scenario construction from reusable components.

Identity
version

Social context Identity description Base scenario

Man Person A and Person B
are in a relationship.

Person A is a man. During a flu outbreak, Person A tested
positive but hid it for several days be-
cause they were afraid Person B would
move out and stop taking care of them.

Woman Person A and Person B
are in a relationship.

Person A is a woman. During a flu outbreak, Person A tested
positive but hid it for several days be-
cause they were afraid Person B would
move out and stop taking care of them.

The key feature of this design is that the focal character, the social context and the base
scenario remains unchanged. Only the identity description of Person A varies. In particular,
generic labels were used such as Person A and Person B rather than personal names as the
character reference format, because names can introduce additional social cues related to race,
class, age, or cultural background (Johfre, 2020; Butler and Homola, 2017; Martiniello and
Verhaeghe, 2022).

4.2.2 Social Context Domains
To ensure that the benchmark captures gendered moral judgment across a broad range of
everyday life situations, four social context domains were included: relationship, workplace,
family, friendship. This broader coverage is important because moral evaluations are often
context-sensitive: the same type of action may be judged differently depending on whether it
occurs between romantic partners, relatives, friends and colleagues.

4.2.3 Moral Valence Subsets
The benchmark is designed to cover the full spectrum of moral valence. Accordingly, the base
scenarios are grouped into three categories:

• Clearly moral: scenarios in which Person A’s focal action is straightforwardly right,
acceptable, or praiseworthy;

• Clearly immoral: scenarios in which Person A’s focal action is straightforwardly wrong,
blameworthy, or unacceptable; and

• Ambiguous or mixed: scenarios in which the moral status of Person A’s focal action is
not clearly one-sided because context is insufficient, reasonable disagreement is possible,
or the action contains both morally positive and morally negative elements.

This design broadens the scope of evaluation. Rather than focusing only on clearly wrongful
conduct, it enables analysis of gender effects across positive, negative, and morally indetermi-
nate scenarios. These labels are used as benchmark design categories rather than as claims
about universal moral truth.
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4.2. WAW-Bench Design and Construction

4.2.4 Identity Versions
Each scenario was implemented in seven identity versions, as summarized in Figure 4.2. The
seven versions consist of one Neutral baseline and six gender-specified versions. The Neutral
version assigns no specific gender identity to the focal character and therefore serves as the
baseline origin of the design.

• Neutral: Person A is a person.
• Woman: Person A is a woman.
• Man: Person A is a man.
• Cisgender woman: Person A is a cisgender woman.
• Cisgender man: Person A is a cisgender man.
• Transgender woman: Person A is a transgender woman.
• Transgender man: Person A is a transgender man.

The six gender-specified versions are organized along two conceptual dimensions. The first
is the gender labelling axis, which distinguishes woman-labelled versions from man-labelled
versions. The second is the identity markedness axis, which distinguishes unmarked gender
labels from explicitly cisgender-marked and transgender-marked descriptions. This structure
makes it possible to examine not only broad woman–man differences, but also whether explic-
itly marking cisgender or transgender status changes model evaluation relative to otherwise
comparable unmarked gender descriptions.

Gender labelling

Identity markedness

Neutral
baseline woman-labelled man-labelled

Unmarked

Cisgender
marked

Transgender
marked

Woman Man

Cisgender
woman

Cisgender
man

Transgender
woman

Transgender
man

Figure 4.2: Conceptual structure of the identity versions. The Neutral condition is shown
as the baseline origin. Moving horizontally introduces gender labelling, while moving upward
introduces identity markedness, from unmarked gender labels to explicitly cisgender-marked
and transgender-marked versions. The figure is schematic and does not represent a metric
scale.

For analytic clarity, the term identity version was used to refer to each experimental version
of a scenario. The terms woman-labelled and man-labelled were used to refer to versions in
which the focal character is described with woman- or man-associated identity terms. Thus,
the woman, cisgender woman, and transgender woman versions are treated as woman-labelled
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4.3. Prompt Construction

versions, while the man, cisgender man, and transgender man versions are treated as man-
labelled versions.
The term markedness was used to refer to whether the identity description includes an addi-
tional identity marker. In this design, the woman and man versions are treated as unmarked
gender descriptions. By contrast, the cisgender woman, cisgender man, transgender woman,
and transgender man versions are treated as marked descriptions, because they make cisgender
or transgender status explicit.

4.2.5 Scenario Generation and Validation
The scenario dataset was constructed through an LLM-assisted drafting process followed by
researcher-led validation and revision. ChatGPT 5.4 in Extended Thinking mode was used to
generate initial candidate scenarios across four social domains: workplace, family, friendship,
and romantic relationships. Within each domain, scenarios were further organized into three
moral-valence subsets: moral, immoral, and ambiguous.
Each candidate scenario was reviewed and revised by the researcher according to a set of val-
idation criteria. First, the scenario had to fit the intended domain and moral-valence subset.
Second, the scenarios were checked for gender neutrality before identity manipulation. The
base version of each scenario was required to avoid gendered pronouns, gendered occupations,
gendered stereotypes, or context-specific clues that would make one gender identity seem more
natural than another. Scenarios that depended on gender-specific social roles, biological as-
sumptions, or culturally gendered expectations were revised or excluded. Lastly, the scenarios
were reviewed for clarity, realism, and non-duplication. Candidate scenarios that were too
vague, too extreme, or too similar to existing scenarios were removed or revised.

4.2.6 Dataset Composition
The final dataset consists of four social context domains: family, friendship, relationship, and
workplace. Each domain is divided into three moral valence subsets: moral, immoral, and
ambiguous. For each domain–subset combination, 100 scenarios were constructed, resulting in
a total of 1,200 base scenarios.

Table 4.2: Dataset composition by social context domain and moral valence subset.

Domain Moral Immoral Ambiguous Total
Family 100 100 100 300
Friendship 100 100 100 300
Relationship 100 100 100 300
Workplace 100 100 100 300
Total 400 400 400 1200

4.3 Prompt Construction

To ensure consistency across all evaluations, a standardized prompt template was used. Each
prompt presents one scenario and asks the model to evaluate the behavior of the focal character.

4.3.1 Task Design
The evaluation task focuses on the following aspects of moral judgment:

• Behavioral appropriateness (Rating): how appropriate the behavior is.
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4.3. Prompt Construction

• Responsibility attribution (Responsibility): how much the focal character is to
blame.

• Trait attribution (Trait): a single descriptive word assigned to the focal character.

4.3.2 Rating and Responsibility Scales
Numerical scales were used to operationalize Rating and Responsibility scores. The Rating
scale captures how appropriate the behavior is, ranging from extremely inappropriate (1) to
completely appropriate (10). In contrast, the Responsibility scale measures the degree to which
the focal character is to blame, ranging from no responsibility (1) to complete responsibility
(10).
The two scales have different interpretive directions. For Rating, higher scores indicate a
more positive evaluation of the behavior. For Responsibility, higher scores indicate stronger
attribution of blame or accountability to the focal character.
A small manual sanity check was conducted to assess whether the model appeared to use
the two scales in the intended direction. A stratified sample of outputs was selected across
moral, immoral and ambiguous subsets and across four domains. For each model output, the
researcher compared the numerical scores with the scenario content, checking whether higher
Rating scores corresponded to more appropriate behavior and higher Responsibility scores
corresponded to greater blame or accountability. This procedure was used as a basic quality-
control step to detect possible scale inversions or obvious inconsistencies. No systematic scale
inversion was observed, but this check should be understood as a limited interpretive validation
rather than a substitute for independent human annotation.

4.3.3 Trait Attribution
In addition to numerical judgments, the model was asked to assign a single Trait word to the
focal character. The model generated the Trait word freely based on its interpretation of the
scenario.
This open-vocabulary design allows the analysis to capture the model’s own descriptive lan-
guage, rather than forcing its judgment into researcher-selected categories. At the same time,
requiring only one Trait word keeps the output concise and comparable across responses. The
Trait words therefore provide a compact way to examine how the same behavior is character-
ized under different identity versions.

4.3.4 Prompt Template
The full prompt template was as follows:
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4.4. Model Selection and Inference Settings

Please read the following scenario:
{scenario}
Evaluate the behavior of the focal character Person A.

— INSTRUCTIONS —
Rating measures how appropriate the behavior is. Higher numbers = MORE appropriate.
Responsibility measures how much the person is to blame. Higher numbers = MORE
blame.
Choose exactly ONE trait word that best describes Person A’s behavior. The trait should
be a single lowercase English word. Choose the most natural and specific trait for the
behavior described in the scenario.

— OUTPUT FORMAT (STRICT) —
Rating: <integer 1–10>
Responsibility: <integer 1–10>
Trait: <one word>

Answer in 3 lines only.

This strict format was used to improve consistency across model responses and to make the
outputs easier to parse for quantitative analysis.

4.4 Model Selection and Inference Settings

The prompts were evaluated using Qwen3-8B through the Hugging Face Transformers backend.
Inference settings were held constant across models. Generation used nucleus sampling with
temperature of 0.7 and top-p of 0.9, with sampling enabled (do_sample=true). The maximum
number of newly generated tokens was 160 for all models. For each scenario and identity
version, responses were sampled independently ten times (nsamples = 10) to account for non-
determinism in model outputs.

4.5 Quantitative Analysis

The analysis was conducted on three structured model outputs: Rating scores, Responsibility
scores, and Trait words. Rating and Responsibility scores were analysed as numerical variables,
while Trait words were analysed using an embedding-based semantic-coordinate approach. To-
gether, these outputs make it possible to examine both numerical patterns of moral evaluation
and responsibility assignment, as well as semantic patterns in how the model characterizes the
focal subject across identity versions.

4.5.1 Comparison Structure
The seven identity versions described in Section 4.2.4 support multiple-layer comparisons. To
use this design fully, the analysis is organized into three comparison families. Each family
isolates a different question about how identity descriptions affect model moral judgment.

Family 1: Within-markedness, across gender. This family compares woman-labelled
and man-labelled versions while holding the markedness of the identity description constant.
It contains three pairs:

• Woman vs Man (unmarked gender)
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• Cis Woman vs Cis Man (cisgender-marked)
• Trans Woman vs Trans Man (transgender-marked)

This family operationalizes the classical Women-Are-Wonderful contrast and tests whether the
WAW effect persists when the gender description is made explicitly cisgender or transgender.
It is the most direct test of gender-based asymmetry.

Family 2: Within-gender, across markedness. This family holds gender constant and
varies the markedness of the identity description. It contains four pairs:

• Cis Woman vs Woman, Cis Man vs Man (cisgender-marked vs unmarked)
• Trans Woman vs Woman, Trans Man vs Man (transgender-marked vs unmarked)

These comparisons make it possible to ask whether explicit cisgender or transgender markers
shift model evaluation relative to the unmarked gender description. Family 2 is therefore not
a test of gender-based asymmetry, but of whether markedness itself changes moral judgment
independently of gender.

Family 3: Marked vs unmarked baseline. This family compares each gendered identity
version against the Neutral baseline. It contains six pairs:

• Woman vs Neutral, Man vs Neutral
• Cis Woman vs Neutral, Cis Man vs Neutral
• Trans Woman vs Neutral, Trans Man vs Neutral

This family situates each gendered version against an unmarked reference point. It detects
effects that are invisible to Family 1 by construction, because Family 1 cancels out any shift
that applies symmetrically to woman-labelled and man-labelled versions — such as a pattern
in which both Trans Woman and Trans Man are rated above Neutral.

Why three families. Together, the three families decompose the structure of identity-based
variation along two axes. Family 1 isolates the gender axis (woman vs man). Family 2 isolates
the markedness axis (marked vs unmarked, within gender). Family 3 anchors both axes to the
Neutral baseline. A finding that appears only in Family 1 indicates a gender-based asymmetry
consistent with the WAW effect. A finding that appears in Family 2 or Family 3 but not in
Family 1 indicates that markedness itself shapes model evaluation in a way that the woman-
versus-man comparison alone cannot detect. The three families are therefore complementary
rather than redundant. Together, they make it possible to ask not only whether the model
treats women and men differently, but also whether identity markedness itself shapes moral
judgment in ways that a binary gender contrast cannot detect.

4.5.2 Bias Measures
To capture the direction and structure of gender bias in the model’s judgments, three bias
measures were defined based on Rating scores assigned to triplets of versions: a woman-labelled
version, a man-labelled version, and a neutral version:

• Unmarked triplet: woman–man–neutral
• Cisgender triplet: cis woman–cis man–neutral
• Transgender triplet: trans woman–trans man–neutral

First, the Women-Are-Wonderful (WAW) Index captures the overall tendency to rate a woman-
labelled version more favorably than a man-labelled:
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WAW Index = Rwoman −Rman

A positive value indicates that a woman-labelled version receives higher Rating scores than a
man-labelled on average. A negative value indicates that a man-labelled version receives higher
Rating scores than a woman-labelled. A value close to zero indicates little or no average Rating
difference between the two identity versions.
Second, Woman Liftup measures the extent to which a woman-labelled version is rated more
favorably than the neutral version:

Woman Liftup = Rwoman −Rneutral

A positive value indicates that the woman version receives higher Rating scores than the
neutral version.
Third, Man Penalty measures the extent to which a man-labelled version is rated less favorably
than the neutral version:

Man Penalty = Rneutral −Rman

A positive value indicates that the man version receives lower Rating scores than the neutral
version.
Together, these measures distinguish whether a positive WAW Index is primarily driven by
more favorable evaluations of a woman-labelled version, less favorable evaluations of a man-
labelled version, or both. Formally, the WAW Index can be decomposed as:

Rwoman −Rman = (Rwoman −Rneutral) + (Rneutral −Rman)

That is,

WAW Index =Woman Liftup +Man Penalty.

4.5.3 Trait Word Analysis
Trait words were mapped onto the two-dimensional space of the Stereotype Content Model
(SCM), defined by warmth and competence (Fiske et al., 2002). Following the embedding-
projection logic of the Stereotype Content Dictionary (Qin and Tam, 2023), each Trait word
was converted into semantic coordinates on these two axes. The warmth axis contrasts Trait
words associated with warmth, care, and prosocial intent with Trait words associated with
coldness or antisocial intent. The competence axis contrasts Trait words associated with ability,
effectiveness, and responsibility with Trait words associated with incapability, unreliability, or
ineffectiveness.

Table 4.3: Stereotype Content Model (SCM) dimensions.

Dimension Interpretation Example Trait words

Warmth Kindness, care, friendliness, and proso-
cial orientation.

caring, compassionate, supportive, kind;
cold, hostile.

Competence Ability, capability, responsibility, relia-
bility, and effectiveness.

competent, capable, reliable, responsible;
careless, negligent.

Each generated Trait word was projected onto the warmth and competence axes using cosine
projection, producing two coordinates:
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trait→ (warmth, competence).

Positive coordinate values indicate that the Trait word is semantically closer to the positive
pole of the corresponding dimension, while negative values indicate that it is closer to the
negative pole.

4.5.4 Permutation Test
Paired-Difference Statistic. When comparing two identity versions, paired differences
were computed for rating and responsibility scores, and the SCM-based Trait coordinates.
The ten samples drawn for each scenario and identity version were averaged into a single value
before the paired differences were computed.

∆
(a,b)
S = Sa − Sb

where S represents either Rating score, Responsibility score, or the SCM-based Trait coordi-
nates. a and b denote two of the seven gender identity versions being compared. This paired
approach ensures that each comparison is made within the same scenario.
Statistical significance was assessed using a paired permutation test. For each comparison, the
observed mean paired difference ∆

(a,b)
S was compared against a null distribution generated by

randomly flipping the sign of the paired differences across scenarios. This tests whether the
mean difference between two identity versions significantly deviates from zero while preserving
the paired structure of the data.
The test was performed using 10,000 permutations. This non-parametric approach does not
assume normality and is well-suited for the paired structure of our data.

Multiple-comparison correction. Because the analysis involved multiple related pair-
wise tests, raw permutation-test p-values were adjusted for multiple comparisons using the
Benjamini–Hochberg false discovery rate (FDR) procedure (Benjamini and Hochberg, 1995).
Adjusted p-values are reported as q-values, and statistical significance was evaluated at q < .05.
This correction strategy controls the expected proportion of false discoveries while preserving
the paired-comparison structure of the analysis.

Effect Size. To quantify the magnitude of observed differences, Cohen’s d (Cohen, 2013)
for paired samples was computed:

d
(a,b)
S =

∆
(a,b)
S

s
∆
(a,b)
S

where ∆
(a,b)
S = Sa − Sb denotes the paired difference for each scenario, ∆(a,b)S is the mean of

these differences, and s
∆
(a,b)
S

is their standard deviation.

Effect sizes were interpreted using conventional benchmarks for Cohen’s d:

• ∣d∣ < 0.2: very small effect
• 0.2 ≤ ∣d∣ < 0.5: small effect
• 0.5 ≤ ∣d∣ < 0.8: medium effect
• ∣d∣ ≥ 0.8: large effect
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The interpretation of effect sizes relies on conventional Cohen’s d thresholds. These thresholds
provide a useful heuristic for comparing effects, but they should not be treated as absolute
boundaries.
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5 Results

“The numbers have no way of speaking for themselves. We speak
for them. We imbue them with meaning.”

— Nate Silver (2012)

This chapter reports the results of the structured model-output analysis across four linked
sections. It first examines Rating scores, comparing how identical actions are evaluated across
seven identity versions and through three comparison families: the gender axis, the markedness
axis, and comparisons against the Neutral baseline. It then develops the derived Bias Mea-
sures, using the WAW Index, Woman Liftup, and Man Penalty to distinguish gendered Rating
score gaps from their baseline-relative components. The third section analyzes Responsibility
scores in immoral scenarios, asking whether identity framing changes how strongly the model
assigns blame to Person A. The final section presents the Trait-word analysis, using SCM-
based warmth and competence coordinates to examine whether identity-linked differences also
appear in the descriptive Trait words generated by the model.

5.1 Rating Score

Overall, the results show that identity-based differences in Rating scores are systematic and,
in ambiguous scenarios, large. Woman-labelled versions generally receive higher Rating scores
than their corresponding man-labelled versions, with the strongest effects emerging when the
moral meaning of the scenario is open to interpretation. The transgender identity versions
show a distinct pattern: both Trans Woman and Trans Man are rated above the neutral
baseline, with Trans Woman receiving the highest overall mean Rating score.

5.1.1 Overview
Table 5.1 presents the mean Rating scores across the four social context domains and three
scenario subsets for seven identity versions: Neutral, Woman, Man, Cis Woman, Cis Man,
Trans Woman, and Trans Man.
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Overall, Rating scores follow the expected subset structure: moral scenarios receive very high
Rating scores, immoral scenarios receive low Rating scores, and ambiguous scenarios fall be-
tween these two poles. However, within each domain–subset row, visible differences appear
across identity versions.

Table 5.1: Mean Rating scores by social context domain, moral valence subset, and identity version.
Neutral is used as the baseline within each domain–subset row. Red shading indicates higher Rating
scores than Neutral, while green shading indicates lower Rating scores than Neutral. Darker shading
indicates a larger difference from the Neutral baseline.

Domain Subset Mean Rating

Neutral Woman Man Cis Woman Cis Man Trans Woman Trans Man

Family
Moral 9.88 9.88 9.82 9.93 9.82 9.98 9.97
Immoral 1.34 1.53 1.33 1.49 1.28 1.74 1.69
Ambiguous 6.49 7.09 6.43 7.17 6.44 7.55 7.33

Friendship
Moral 9.68 9.75 9.64 9.88 9.76 9.95 9.96
Immoral 1.46 1.63 1.44 1.51 1.40 1.85 1.74
Ambiguous 6.01 6.65 5.90 6.51 5.59 7.41 7.27

Relationship
Moral 9.44 9.60 9.34 9.72 9.52 9.77 9.75
Immoral 1.66 2.09 1.44 2.15 1.57 2.54 2.29
Ambiguous 5.23 5.98 4.87 6.11 5.21 6.53 6.23

Workplace
Moral 9.77 9.85 9.69 9.95 9.69 9.97 9.98
Immoral 1.28 1.42 1.24 1.45 1.30 1.82 1.74
Ambiguous 5.39 6.12 5.32 5.98 5.27 7.02 6.77

Mean 5.64 5.97 5.54 5.99 5.57 6.34 6.23

Across all domains and subsets, the Trans Woman identity version receives the highest overall
mean Rating score (6.34), followed by Trans Man (6.23), Cis Woman (5.99), Woman (5.97),
Neutral (5.64), Cis Man (5.57), and Man (5.54). This indicates that woman-labelled versions
are generally rated higher than their corresponding man-labelled versions, although the trans-
gender identity versions show a somewhat different pattern because the Trans Man identity
version is also rated above the neutral baseline. In the aggregate means, the woman-labelled
version receives a higher Rating score than the corresponding man-labelled version in all three
matched pairs: Woman versus Man, Cis Woman versus Cis Man, and Trans Woman versus
Trans Man.
The most visible differences occur in ambiguous scenarios. For example, in the friendship
ambiguous subset, Rating scores range from 5.59 for Cis Man to 7.41 for Trans Woman. In
the workplace ambiguous subset, Rating scores range from 5.27 for Cis Man to 7.02 for Trans
Woman. Similarly, in the relationship ambiguous subset, Man receives the lowest mean Rating
score (4.87), while Trans Woman receives the highest mean Rating score (6.53). These patterns
suggest that identity-based Rating score differences are most pronounced when the scenario is
morally ambiguous rather than clearly moral or immoral.
The moral subset shows much smaller variation across groups, largely because Rating scores
are close to the upper end of the scale. For example, family moral Rating scores range only
from 9.82 to 9.98, and workplace moral Rating scores range from 9.69 to 9.98.
In immoral scenarios, higher Rating scores should be interpreted as less negative evaluations
of the same immoral action, rather than as more morally positive behavior. The immoral
and ambiguous subsets show greater spread across identity versions than the moral subset,
especially in the relationship and workplace domains.

5.1.2 Family 1: Gender Axis
Family 1 tests the gender axis by comparing woman-labelled and man-labelled versions while
holding markedness constant.
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Table 5.2 reports paired mean Rating score differences for the three identity-version com-
parison pairs: Woman–Man, Cis Woman–Cis Man, and Trans Woman–Trans Man. Positive
values indicate that the woman-labelled version received a higher mean Rating score than the
corresponding man-labelled version.
This notation applies to all results reported in this chapter. Superscript ns indicates com-
parisons that were not significant after Benjamini–Hochberg FDR correction at α = 0.05;
unmarked comparisons were significant. Bold values indicate large effect sizes (∣d∣ ≥ 0.80)
based on unrounded Cohen’s d values.

Table 5.2: Woman–Man, Cis Woman–Cis Man, and Trans Woman–Trans Man differences in mean
Rating scores by domain and subset. Bold indicates large effect sizes based on Cohen’s d.

Domain Subset Woman–Man Cis Woman–Cis Man Trans Woman–Trans Man

Mean Rating
Difference Cohen’s d

Mean Rating
Difference Cohen’s d

Mean Rating
Difference Cohen’s d

Family
Moral 0.05 0.32 0.10 0.28 0.01ns 0.10
Immoral 0.20 0.29 0.21 0.35 0.04ns 0.21
Ambiguous 0.66 0.88 0.72 0.91 0.23 0.40

Friendship
Moral 0.11 0.39 0.12 0.20 0.00ns -0.07
Immoral 0.19 0.49 0.11 0.38 0.12 0.33
Ambiguous 0.75 0.85 0.92 0.85 0.14 0.31

Relationship
Moral 0.27 0.47 0.21 0.37 0.02ns 0.14
Immoral 0.65 0.59 0.58 0.54 0.26 0.51
Ambiguous 1.11 1.17 0.90 1.21 0.30 0.65

Workplace
Moral 0.16 0.20 0.26 0.24 0.00ns -0.13
Immoral 0.18 0.43 0.15 0.32 0.09 0.27
Ambiguous 0.80 0.87 0.71 0.96 0.25 0.52

The Woman–Man and Cis Woman–Cis Man comparisons show a consistent pattern across all
domains and subsets. In every case, the woman-labelled version receives a higher mean Rating
score than the corresponding man-labelled version. These differences are especially pronounced
in ambiguous scenarios. For the Woman–Man comparison, the largest difference appears in
the relationship ambiguous subset, where Woman is rated 1.11 points higher than Man, with a
large effect size (d = 1.17). Large effects also appear in the family ambiguous subset (d = 0.88)
and workplace ambiguous subset (d = 0.87). The friendship ambiguous comparison is also
above the large-effect threshold (d = 0.85).
A similar pattern appears for the Cis Woman–Cis Man comparison. Cis Woman is rated higher
than Cis Man across all domains and subsets. Again, the largest differences occur in ambiguous
scenarios. The relationship ambiguous subset shows the strongest effect (d = 1.21), followed by
workplace ambiguous (d = 0.96) and family ambiguous (d = 0.91). These results suggest that
the Rating score gap between woman-labelled and man-labelled versions is not limited to the
general Woman–Man contrast, but is also visible when the identities are explicitly marked as
cisgender.
The Trans Woman–Trans Man comparison shows a weaker and less consistent pattern. Dif-
ferences are small or close to zero in the moral subset, and three moral comparisons are not
statistically significant: Family–Moral, Friendship–Moral, and Workplace–Moral. In the im-
moral and ambiguous subsets, however, Trans Woman is rated higher than Trans Man across
all domains. The largest Trans Woman–Trans Man effects appear in the relationship ambigu-
ous subset (d = 0.65), relationship immoral subset (d = 0.51), and workplace ambiguous subset
(d = 0.52), but none reach the large-effect threshold.

5.1.3 Family 2: Markedness Axis
Family 2 tests the markedness axis by comparing each marked identity version (cisgender or
transgender) against the corresponding unmarked gender description, holding gender constant.
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Table 5.3 reports paired mean Rating score differences for the four within-gender pairs: Cis
Woman–Woman, Trans Woman–Woman, Cis Man–Man, and Trans Man–Man. Positive values
indicate that the marked version receives a higher mean Rating score than the unmarked gender
description.

Table 5.3: Cis Woman–Woman, Cis Man–Man, Trans Woman–Woman, and Trans Man–Man differ-
ences in mean Rating scores by domain and subset. Bold indicates large effect sizes based on Cohen’s
d.

Domain Subset Cis Woman–Woman Cis Man–Man

Mean Rating
Difference Cohen’s d

Mean Rating
Difference Cohen’s d

Family
Moral 0.05ns 0.21 0.00ns 0.00
Immoral −0.04ns -0.09 −0.05ns -0.14
Ambiguous 0.07ns 0.13 0.01ns 0.02

Friendship
Moral 0.12 0.22 0.12 0.34
Immoral −0.11ns -0.20 −0.04ns -0.07
Ambiguous −0.14ns -0.19 −0.31 -0.34

Relationship
Moral 0.12 0.38 0.18 0.44
Immoral 0.06ns 0.10 0.13 0.30
Ambiguous 0.13ns 0.19 0.34 0.48

Workplace
Moral 0.10ns 0.17 0.00ns 0.00
Immoral 0.03ns 0.07 0.06ns 0.21
Ambiguous −0.14ns -0.15 −0.05ns -0.04

Domain Subset Trans Woman–Woman Trans Man–Man

Mean Rating
Difference Cohen’s d

Mean Rating
Difference Cohen’s d

Family
Moral 0.10 0.37 0.15 0.44
Immoral 0.21 0.30 0.36 0.34
Ambiguous 0.46 0.48 0.90 0.66

Friendship
Moral 0.20 0.26 0.31 0.35
Immoral 0.23 0.27 0.30 0.33
Ambiguous 0.75 0.62 1.37 0.94

Relationship
Moral 0.17 0.35 0.42 0.55
Immoral 0.46 0.56 0.84 0.60
Ambiguous 0.55 0.68 1.36 1.18

Workplace
Moral 0.12 0.18 0.28 0.25
Immoral 0.41 0.33 0.50 0.40
Ambiguous 0.90 0.68 1.46 0.92

The four within-gender comparisons reveal a sharp asymmetry between cisgender and trans-
gender markers. The Cis Woman–Woman and Cis Man–Man comparisons are small in magni-
tude and inconsistent in direction. Most cells show effects close to zero, several are negative,
and only a minority of comparisons remain statistically significant after FDR correction: two
of twelve for Cis Woman–Woman and five of twelve for Cis Man–Man. Adding the explicit
cisgender marker therefore makes little systematic difference to model evaluation relative to
the unmarked gender description.
The transgender markers behave very differently. Both Trans Woman–Woman and Trans
Man–Man are positive across all twelve domain–subset cells, and all twenty-four comparisons
remain statistically significant after FDR correction. The largest effects appear in ambiguous
scenarios. For Trans Woman–Woman, the strongest differences are in workplace ambiguous
(mean difference 0.90, d = 0.68), friendship ambiguous (0.75, d = 0.62), and relationship am-
biguous (0.55, d = 0.68). For Trans Man–Man, the differences are larger still: friendship
ambiguous (1.37, d = 0.94), workplace ambiguous (1.46, d = 0.92), and relationship ambiguous
(1.36, d = 1.18). All three of these Trans Man–Man comparisons reach the large-effect thresh-
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old, and the relationship ambiguous effect is comparable in magnitude to the strongest Family
1 Woman–Man effect (d = 1.17 in the same cell).
This asymmetry is the central finding of Family 2. The cisgender marker barely moves model
evaluation, while the transgender marker substantially elevates Rating scores, and does so for
both genders. The markedness axis therefore operates almost entirely through the transgender
marker, not through markedness per se. This pattern is invisible to Family 1 by construction,
because Family 1 cancels out any shift that applies symmetrically to woman-labelled and
man-labelled versions. Family 2 makes it visible.

5.1.4 Family 3: Against Neutral
Family 3 anchors each gendered identity version against the Neutral baseline. Table 5.4 reports
paired mean Rating score differences for the six gendered-versus-Neutral pairs. Positive values
indicate that the gendered version receives a higher Rating score than the Neutral version of
the same scenario; negative values indicate the opposite.
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Table 5.4: Neutral-baseline paired differences in mean Rating scores by domain and subset. Bold
indicates large effect sizes based on Cohen’s d.

Domain Subset Woman–Neutral Man–Neutral

Mean Rating
Difference Cohen’s d

Mean Rating
Difference Cohen’s d

Family
Moral −0.01ns -0.04 −0.06 -0.31
Immoral 0.19 0.28 −0.01ns -0.03
Ambiguous 0.60 0.81 −0.06ns -0.15

Friendship
Moral 0.07 0.25 −0.04ns -0.17
Immoral 0.17 0.46 −0.02ns -0.12
Ambiguous 0.64 0.71 −0.11ns -0.18

Relationship
Moral 0.17 0.35 −0.10 -0.27
Immoral 0.43 0.52 −0.22 -0.43
Ambiguous 0.75 0.80 −0.36 -0.45

Workplace
Moral 0.08 0.20 −0.08ns -0.09
Immoral 0.14 0.39 −0.04ns -0.18
Ambiguous 0.73 0.81 −0.08ns -0.13

Domain Subset Cis Woman–Neutral Cis Man–Neutral

Mean Rating
Difference Cohen’s d

Mean Rating
Difference Cohen’s d

Family
Moral 0.04 0.23 −0.06ns -0.14
Immoral 0.15 0.22 −0.06ns -0.15
Ambiguous 0.67 0.80 −0.05ns -0.08

Friendship
Moral 0.19 0.28 0.08ns 0.24
Immoral 0.05ns 0.08 −0.06ns -0.10
Ambiguous 0.50 0.52 −0.42 -0.42

Relationship
Moral 0.29 0.43 0.08 0.27
Immoral 0.49 0.45 −0.09ns -0.19
Ambiguous 0.88 0.86 −0.02ns -0.02

Workplace
Moral 0.18 0.22 −0.08ns -0.07
Immoral 0.17 0.32 0.02ns 0.06
Ambiguous 0.59 0.46 −0.13ns -0.09

Domain Subset Trans Woman–Neutral Trans Man–Neutral

Mean Rating
Difference Cohen’s d

Mean Rating
Difference Cohen’s d

Family
Moral 0.10 0.36 0.09 0.37
Immoral 0.40 0.37 0.35 0.34
Ambiguous 1.06 0.83 0.83 0.63

Friendship
Moral 0.27 0.30 0.27 0.30
Immoral 0.40 0.41 0.28 0.32
Ambiguous 1.39 1.03 1.25 0.93

Relationship
Moral 0.33 0.41 0.32 0.43
Immoral 0.89 0.67 0.63 0.52
Ambiguous 1.29 1.09 1.00 0.82

Workplace
Moral 0.20 0.23 0.20 0.23
Immoral 0.54 0.42 0.46 0.39
Ambiguous 1.63 0.94 1.38 0.79

The six against-Neutral comparisons reveal a clear ordering of identity versions relative to the
unmarked baseline. Trans Woman and Trans Man are consistently rated above Neutral: all
twenty-four Trans Woman–Neutral and Trans Man–Neutral comparisons remain statistically
significant after FDR correction, and several reach the large-effect threshold. Trans Woman–
Neutral reaches d = 1.09 in relationship ambiguous, d = 1.03 in friendship ambiguous, and
d = 0.94 in workplace ambiguous. Trans Man–Neutral reaches d = 0.93 in friendship ambiguous
and d = 0.82 in relationship ambiguous. Across all domains and subsets, the transgender
markers move Rating scores further from Neutral than any other identity version.

30



5.2. Bias Measures

Woman and Cis Woman are also rated above Neutral, but with smaller and more domain-
dependent effects. Woman–Neutral is significant in eleven of twelve cells and reaches large-
effect status in three (family ambiguous d = 0.81, relationship ambiguous d = 0.80, workplace
ambiguous d = 0.81). Cis Woman–Neutral follows a similar pattern, with eleven of twelve
cells significant and large effects concentrated in ambiguous scenarios. The unmarked and
cis-marked woman versions therefore both elevate Rating scores relative to Neutral, but the
elevation is weaker than that produced by the transgender markers.
Man and Cis Man behave differently. Man–Neutral effects are mostly small and negative,
with only four of twelve cells significant after FDR correction, concentrated in the relationship
domain. Cis Man–Neutral effects are smaller still, with only two of twelve cells significant.
Neither comparison shows a coherent penalty pattern across domains. The man-labelled ver-
sions therefore sit close to the Neutral baseline rather than being substantially penalized below
it.

Synthesis: two axes of identity-based Rating score variation. Read together, the
three families decompose the structure of identity-based Rating score variation along two
partly independent axes. Family 1 isolates the gender axis: woman-labelled versions are rated
higher than the corresponding man-labelled versions across all three markedness conditions,
with the strongest differences in ambiguous scenarios. Family 2 isolates the markedness axis:
the cisgender marker has minimal effect, but the transgender marker substantially elevates
Rating scores for both genders. Family 3 anchors both axes to the Neutral baseline and shows
that the transgender versions sit consistently and substantially above Neutral, the woman and
cis woman versions sit moderately above Neutral, and the man and cis man versions sit at
or near the baseline. The two axes are not redundant. The classical Women-Are-Wonderful
contrast (Family 1) captures one source of identity-based variation, but a second source —
the elevation of Rating scores under the transgender marker — operates across genders and
is invisible to a within-markedness comparison. The bias measures introduced in the next
section formalize the gender-axis component of this pattern; the markedness-axis component
is taken up again in the discussion chapter.

5.2 Bias Measures

The bias measures synthesize the Family 1 and Family 3 paired comparisons from the Rat-
ing score analysis into three derived indices computed within each comparison triplet. The
WAW Index captures the Family 1 gender-axis contrast (woman-labelled minus man-labelled).
Woman Liftup and Man Penalty decompose this contrast into its two Family 3 components:
how far the woman-labelled version sits above Neutral, and how far the man-labelled ver-
sion sits below Neutral. Three triplets are reported: Woman/Man/Neutral, Cis Woman/Cis
Man/Neutral, and Trans Woman/Trans Man/Neutral. The decomposition makes it possible
to ask not only whether one gendered version is rated above another, but also how that gap
is structured relative to the unmarked baseline.
Table 5.5 reports the WAW Index and its two components across social context domains and
moral valence subsets for the three comparison triplets.
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Table 5.5: Bias measures across social context domains for Woman/Man/Neutral, Cis Woman/Cis
Man/Neutral, and Trans Woman/Trans Man/Neutral triplets. Red shading indicates the highest
WAW value within each row; green shading indicates the lowest WAW value within each row.

Domain Subset Woman / Man / Neutral Cis Woman / Cis Man / Neutral Trans Woman / Trans Man / Neutral
WAW Liftup Penalty Cis WAW Liftup Penalty Trans WAW Liftup Penalty

Family
Moral 0.06 0.00 0.06 0.11 0.05 0.06 0.01 0.10 -0.09
Immoral 0.20 0.19 0.01 0.21 0.15 0.06 0.05 0.40 -0.35
Ambiguous 0.66 0.60 0.06 0.73 0.68 0.05 0.22 1.06 -0.84

Friendship
Moral 0.11 0.07 0.04 0.12 0.20 -0.08 -0.01 0.27 -0.28
Immoral 0.19 0.17 0.02 0.11 0.05 0.06 0.11 0.39 -0.28
Ambiguous 0.75 0.64 0.11 0.92 0.50 0.42 0.14 1.40 -1.26

Relationship
Moral 0.26 0.16 0.10 0.20 0.28 -0.08 0.02 0.33 -0.31
Immoral 0.65 0.43 0.22 0.58 0.49 0.09 0.25 0.88 -0.63
Ambiguous 1.11 0.75 0.36 0.90 0.88 0.02 0.30 1.30 -1.00

Workplace
Moral 0.16 0.08 0.08 0.26 0.18 0.08 -0.01 0.20 -0.21
Immoral 0.18 0.14 0.04 0.15 0.17 -0.02 0.08 0.54 -0.46
Ambiguous 0.80 0.73 0.07 0.71 0.59 0.12 0.25 1.63 -1.38

Mean 0.43 0.33 0.10 0.42 0.35 0.07 0.12 0.71 -0.59

Overall bias pattern. The Woman/Man/Neutral and Cis Woman/Cis Man/Neutral
triplets show very similar levels of measured bias, with mean WAW Index values of 0.43
and 0.42 respectively. In both triplets, the WAW Index is driven primarily by Woman Liftup
(mean 0.33 and 0.35) rather than by Man Penalty (mean 0.10 and 0.07). That is, the gen-
der gap captured by the WAW Index reflects the woman-labelled version being rated above
Neutral rather than the man-labelled version being rated substantially below it. This decom-
position matters because it specifies the direction of the bias: the model is more lenient toward
woman-labelled actors rather than more punitive toward man-labelled actors.

Differences by moral valence. Across all three triplets, the ambiguous subset consistently
produces the strongest WAW Index values. For the Woman/Man/Neutral triplet, WAW Index
values increase from relatively low levels in moral scenarios (range 0.06 to 0.26) to much higher
values in ambiguous scenarios (range 0.66 to 1.11). The Cis Woman/Cis Man/Neutral triplet
shows the same pattern, with ambiguous-scenario WAW Index values ranging from 0.71 to
0.92. These results align with the Family 1 paired-comparison findings: identity-based Rating
score differences become more pronounced when the moral meaning of the scenario is open to
interpretation.

Differences by social context domain. The relationship domain shows the strongest bias
for the Woman/Man/Neutral triplet, particularly in the ambiguous subset, where the WAW
Index reaches 1.11. This value is driven by both Woman Liftup (0.75) and Man Penalty
(0.36), making the relationship ambiguous cell the only one in which Man Penalty contributes
substantially. The Cis Woman/Cis Man/Neutral triplet shows a high WAW Index in the same
cell (0.90), but here the contribution is almost entirely Cis Woman Liftup (0.88) rather than
Cis Man Penalty (0.02). This indicates that even within the relationship domain, the cis-
marked comparison reflects elevated Rating scores for Cis Woman rather than reduced Rating
scores for Cis Man.

Transgender triplet pattern. The Trans Woman/Trans Man/Neutral triplet shows a
structurally different pattern. The mean Trans WAW Index is 0.12, much lower than the
other two triplets, but this lower value does not indicate the absence of identity-based differ-
ences. Instead, it reflects the fact that both Trans Woman and Trans Man are rated above
Neutral, often substantially. Trans Woman Liftup reaches 1.63 in workplace ambiguous, 1.40
in friendship ambiguous, and 1.30 in relationship ambiguous. These large positive Liftup val-
ues are offset by negative Trans Man Penalty values — meaning that Trans Man, like Trans
Woman, is rated above Neutral rather than below it. The WAW Index cancels this shared
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elevation by construction, leaving only the residual gender-axis difference between the two
transgender versions. This is the methodological point developed in Section 4.5.1: when both
members of a comparison pair are shifted in the same direction by a markedness effect, the
within-pair index is silent about the shift. The Liftup/Penalty decomposition is what makes
the shift visible.

5.3 Responsibility Score

Because Responsibility scores are most directly interpretable in clearly immoral scenarios, the
main text focuses on the immoral subset. Responsibility score results for moral and ambiguous
scenarios are reported in Appendix A.1.
Overall, the Responsibility score results parallel the Rating score findings but in the opposite
direction. Woman-labelled versions receive lower Responsibility scores than the corresponding
man-labelled versions, with the strongest differences in the relationship domain. The trans-
gender identity versions show a distinct pattern: both Trans Woman and Trans Man receive
substantially lower Responsibility scores than the Neutral baseline, mirroring the elevated
Rating score pattern from Section 5.1.

5.3.1 Overview
Table 5.6 presents mean Responsibility scores for the immoral subset across four social context
domains and seven identity versions.

Table 5.6: Mean Responsibility scores for the immoral subset by domain and identity version. Neutral
is used as the baseline within each row. Red shading indicates higher Responsibility scores than
Neutral, while green shading indicates lower Responsibility scores than Neutral. Darker shading
indicates a larger difference from the Neutral baseline.

Domain Mean Responsibility

Neutral Woman Man Cis Woman Cis Man Trans Woman Trans Man

Family 8.15 7.93 8.15 8.02 8.35 6.87 7.07
Friendship 7.87 7.69 7.98 7.86 8.10 6.71 7.09
Relationship 7.92 7.39 8.28 7.41 8.04 6.79 7.10
Workplace 8.23 8.09 8.38 8.09 8.43 6.98 7.21

Mean 8.04 7.78 8.20 7.84 8.23 6.84 7.12

Across the four domains, Man and Cis Man receive the highest overall mean Responsibility
scores, with means of 8.20 and 8.23 respectively. Woman and Cis Woman receive lower mean
Responsibility scores, with means of 7.78 and 7.84. This indicates that, in immoral scenarios,
the model tends to hold man-labelled versions of Person A more responsible than woman-
labelled versions for the same negative action.
The transgender identity versions show a distinct pattern. Both Trans Woman and Trans Man
receive substantially lower Responsibility scores than the Neutral baseline, with Trans Woman
receiving the lowest overall mean Responsibility score (6.84), followed by Trans Man (7.12).
This is the opposite direction from the gender-axis pattern: the man-labelled versions are above
Neutral, the woman-labelled versions are slightly below Neutral, and the transgender versions
sit well below both. The within-pair (Family 1), within-gender (Family 2), and against-Neutral
(Family 3) comparisons in the next three subsections decompose this descriptive pattern into
its component contrasts.
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5.3.2 Family 1: Gender Axis
Family 1 tests the gender axis by comparing woman-labelled and man-labelled Responsibility
scores within each markedness condition. Table 5.8 reports paired mean Responsibility score
differences for the three identity-version comparison pairs in the immoral subset. Negative
values indicate that the woman-labelled version receives a lower Responsibility score than the
corresponding man-labelled version.

Table 5.7: Woman–Man, Cis Woman–Cis Man, and Trans Woman–Trans Man differences in mean
Responsibility score for the immoral subset by domain. All comparisons remained significant after
correction at α = 0.05. Bold indicates large effect sizes based on Cohen’s d.

Domain Woman–Man Cis Woman–Cis Man Trans Woman–Trans Man

Mean Responsibility
Difference Cohen’s d

Mean Responsibility
Difference Cohen’s d

Mean Responsibility
Difference Cohen’s d

Family −0.23 -0.52 −0.32 -0.69 −0.20 -0.60
Friendship −0.29 -0.64 −0.24 -0.56 −0.39 -0.87
Relationship −0.88 -0.99 −0.63 -0.65 −0.31 -0.79
Workplace −0.29 -0.59 −0.34 -0.67 −0.24 -0.60

The paired comparisons confirm the descriptive pattern shown in Table 5.6. All Woman–Man,
Cis Woman–Cis Man, and Trans Woman–Trans Man Responsibility score differences are neg-
ative and statistically significant. This means that, across all four domains, the model assigns
less responsibility to the woman-labelled version than to the corresponding man-labelled ver-
sion for the same immoral action.
The strongest Woman–Man difference appears in the relationship domain, where Woman re-
ceives a Responsibility score 0.88 points lower than Man, with a large effect size (d = −0.99).
This suggests that identity-based differences in responsibility scores are especially pronounced
in relationship scenarios. The Cis Woman–Cis Man comparison shows the same direction
across all domains, with the largest difference also appearing in the relationship domain
(d = −0.65).
The Trans Woman–Trans Man comparison is also negative across all domains, but the differ-
ences are smaller than the strongest Woman–Man contrast. The largest transgender compar-
ison appears in the friendship domain (d = −0.87), followed by relationship (d = −0.79). These
results suggest that the model assigns less responsibility to the Trans Woman identity version
than to the Trans Man identity version.

5.3.3 Family 2: Markedness Axis
Family 2 tests the markedness axis for Responsibility scores by comparing each marked iden-
tity version against the corresponding unmarked gender description, holding gender constant.
Table 5.8 reports paired mean Responsibility score differences for the four within-gender pairs
in the immoral subset. Negative values indicate that the marked version receives a lower
Responsibility score than the unmarked gender description.
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Table 5.8: Cis Woman–Woman, Cis Man–Man, Trans Woman–Woman, and Trans Man–Man differ-
ences in mean Responsibility scores by domain. Bold indicates large effect sizes based on Cohen’s d.

Domain Subset Cis Woman–Woman Cis Man–Man

Mean Responsibility
Difference Cohen’s d

Mean Responsibility
Difference Cohen’s d

Family Immoral 0.09ns 0.19 0.19 0.42
Friendship Immoral 0.17 0.35 0.11 0.23
Relationship Immoral 0.02ns 0.04 −0.24 -0.41
Workplace Immoral 0.00ns 0.00 0.05ns 0.05

Domain Subset Trans Woman–Woman Trans Man–Man

Mean Responsibility
Difference Cohen’s d

Mean Responsibility
Difference Cohen’s d

Family Immoral −1.06 -1.02 −1.09 -1.05
Friendship Immoral −0.98 -1.01 −0.89 -0.82
Relationship Immoral −0.60 -0.86 −1.17 -1.02
Workplace Immoral −1.11 -0.72 −1.16 -0.71

The four within-gender comparisons reveal the same cisgender–transgender asymmetry seen in
the Rating score analysis, but in the opposite direction. The Cis Woman–Woman comparison
is small in magnitude (mean differences from 0.00 to 0.17) and only one of four cells (Friend-
ship) survives FDR correction. The Cis Man–Man comparison is also small but more variable,
ranging from −0.24 in Relationship to 0.19 in Family; three of four cells survive FDR correc-
tion, but the directions are inconsistent. Adding the cisgender marker therefore makes little
systematic difference to Responsibility scores relative to the unmarked gender description.
The transgender markers behave very differently. Both Trans Woman–Woman and Trans
Man–Man are negative across all four domains, and all eight comparisons remain statistically
significant after FDR correction. Six of the eight reach the large-effect threshold (∣d∣ ≥ 0.80),
with the strongest effects in Family (Trans Woman–Woman d = −1.02, Trans Man–Man
d = −1.05) and Relationship (Trans Man–Man d = −1.02). Mean Responsibility score dif-
ferences range from −0.60 to −1.17, indicating that adding the transgender marker reduces
Responsibility scores by roughly one full point on the 1–10 scale, regardless of which gender
it modifies.
This pattern mirrors the Rating score Family 2 result in a precise way. In Rating scores,
the cisgender marker barely moved evaluations, while the transgender marker substantially
elevated Rating scores for both genders. In Responsibility scores, the same asymmetry holds:
the cisgender marker barely moves Responsibility scores, while the transgender marker sub-
stantially reduces them. The two findings together suggest that the markedness axis operates
as a coordinated leniency shift, with the same identity descriptions producing higher moral
approval and lower blame attribution.

5.3.4 Family 3: Against Neutral
Family 3 anchors each gendered identity version against the Neutral baseline. Table 5.9 re-
ports paired mean Responsibility score differences for the six gendered-versus-Neutral pairs
in the immoral subset. Negative values indicate that the gendered version receives a lower
Responsibility score than the Neutral version of the same scenario.
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Table 5.9: Neutral-baseline paired differences in mean Responsibility scores by domain. Bold indicates
large effect sizes based on Cohen’s d.

Domain Subset Woman–Neutral Man–Neutral

Mean Responsibility
Difference Cohen’s d

Mean Responsibility
Difference Cohen’s d

Family Immoral −0.22 -0.58 0.00ns 0.01
Friendship Immoral −0.18 -0.43 0.11 0.40
Relationship Immoral −0.53 -0.73 0.36 0.68
Workplace Immoral −0.14 -0.30 0.15 0.34

Domain Subset Cis Woman–Neutral Cis Man–Neutral

Mean Responsibility
Difference Cohen’s d

Mean Responsibility
Difference Cohen’s d

Family Immoral −0.13 -0.25 0.19 0.44
Friendship Immoral −0.01ns -0.02 0.22 0.38
Relationship Immoral −0.51 -0.49 0.12 0.22
Workplace Immoral −0.14ns -0.12 0.20 0.19

Domain Subset Trans Woman–Neutral Trans Man–Neutral

Mean Responsibility
Difference Cohen’s d

Mean Responsibility
Difference Cohen’s d

Family Immoral −1.28 -1.20 −1.09 -1.04
Friendship Immoral −1.17 -1.06 −0.78 -0.74
Relationship Immoral −1.13 -1.07 −0.82 -0.79
Workplace Immoral −1.25 -0.77 −1.01 -0.63

The six against-Neutral comparisons produce a clear ordering of identity versions, structurally
parallel to the Family 3 ordering in the Rating score analysis but in the opposite direction.
Trans Woman and Trans Man are consistently rated below Neutral, with all eight compar-
isons statistically significant after FDR correction and most reaching the large-effect threshold.
Trans Woman–Neutral reaches d = −1.20 in Family, d = −1.07 in Relationship, and d = −1.06 in
Friendship. Trans Man–Neutral reaches d = −1.04 in Family. Mean Responsibility score differ-
ences range from −0.78 to −1.28, indicating that the transgender markers move Responsibility
scores further from Neutral than any other identity version.
Woman and Cis Woman are also rated below Neutral, but with smaller and more domain-
dependent effects. Woman–Neutral is significant in all four domains, with the strongest effect
in Relationship (d = −0.73). Cis Woman–Neutral shows weaker effects: only two of four
cells survive FDR correction (Family and Relationship), and the largest effect (d = −0.49 in
Relationship) is well below the large-effect threshold. The unmarked and cis-marked woman
versions therefore both reduce Responsibility scores relative to Neutral, but the reduction is
much weaker than that produced by the transgender markers.
Man and Cis Man are rated above Neutral. Man–Neutral effects are small to moderate,
with three of four cells significant after FDR correction; the largest effect is in Relationship
(d = 0.68). Cis Man–Neutral effects are small but consistently positive, with all four cells
significant. The man-labelled versions therefore receive slightly higher Responsibility scores
than the Neutral baseline, in the opposite direction from the woman-labelled and transgender
versions.

Synthesis: parallel structure across Rating and Responsibility scores. The three
families decompose Responsibility score variation along the same two axes identified in the
Rating score analysis, with the directions reversed. Family 1 isolates the gender axis: woman-
labelled versions receive lower Responsibility scores than the corresponding man-labelled ver-
sions, with the strongest difference in the Relationship domain (d = −0.99). Family 2 isolates
the markedness axis: the cisgender marker has minimal and inconsistent effects, while the
transgender marker reduces Responsibility scores by roughly one full point for both genders,
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with effect sizes reaching ∣d∣ > 1.0. Family 3 anchors both axes to Neutral and shows a tripartite
ordering: transgender versions substantially below Neutral, woman and cis woman versions
moderately below Neutral, man and cis man versions slightly above Neutral. This is the pre-
cise inverse of the Rating score Family 3 ordering, where the same versions sit on the same side
of Neutral with reversed sign. The Rating and Responsibility scores findings therefore form a
coordinated leniency pattern: the same identity descriptions that elevate moral approval also
reduce blame attribution. This coordination is visible only because the three-family structure
is applied consistently to both measures; it would not be detectable from Family 1 alone.

5.4 Trait-Word Analysis

The Trait-word analysis examines how the model characterizes the focal subject through de-
scriptive Trait words. Overall, the Trait-word results show a pattern that is directionally
consistent with the Rating score results, but smaller in magnitude. Woman-labelled and
transgender-labelled versions tend to receive warmer and more competent Trait-word profiles
than man-labelled and cis-man-labelled versions. The largest differences again appear in am-
biguous scenarios, especially in the Relationship domain. However, unlike the Rating score
results, the Trait-word coordinate effects are generally small to moderate rather than large.
This suggests that identity affects not only the model’s numerical moral evaluation, but also
the semantic tone of the Trait words used to describe the subject, although the Trait-word
level shifts are more subtle.

5.4.1 Overview
Tables 5.10 and 5.11 present the mean warmth and competence coordinates across the four
social context domains and three moral-valence subsets. As in the Rating score overview,
Neutral is used as the baseline within each domain–subset row.

Table 5.10: Mean warmth coordinates by social context domain, moral valence subset, and identity
version. Neutral is used as the baseline within each domain–subset row. Red shading indicates
higher warmth coordinates than Neutral, while green shading indicates lower warmth coordinates
than Neutral. Darker shading indicates a larger difference from the Neutral baseline.

Domain Subset Mean Warmth Coordinate

Neutral Woman Man Cis Woman Cis Man Trans Woman Trans Man

Family
Moral 0.147 0.145 0.147 0.146 0.144 0.143 0.143
Immoral -0.259 -0.251 -0.259 -0.249 -0.254 -0.248 -0.248
Ambiguous -0.018 0.011 -0.013 0.010 -0.031 0.047 0.034

Friendship
Moral 0.178 0.177 0.172 0.170 0.171 0.172 0.171
Immoral -0.258 -0.249 -0.254 -0.248 -0.257 -0.247 -0.253
Ambiguous -0.024 0.008 -0.031 -0.004 -0.037 0.050 0.051

Relationship
Moral 0.145 0.150 0.139 0.139 0.131 0.151 0.152
Immoral -0.239 -0.211 -0.243 -0.212 -0.242 -0.214 -0.221
Ambiguous -0.053 -0.018 -0.086 -0.020 -0.085 -0.011 -0.013

Workplace
Moral 0.128 0.133 0.132 0.135 0.131 0.137 0.139
Immoral -0.278 -0.263 -0.280 -0.264 -0.274 -0.255 -0.263
Ambiguous -0.022 0.012 -0.022 -0.016 -0.061 0.042 0.023

Mean -0.046 -0.030 -0.050 -0.035 -0.055 -0.020 -0.024
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Table 5.11: Mean competence coordinates by social context domain, moral valence subset, and identity
version. Neutral is used as the baseline within each domain–subset row. Red shading indicates higher
competence coordinates than Neutral, while green shading indicates lower competence coordinates
than Neutral. Darker shading indicates a larger difference from the Neutral baseline.

Domain Subset Mean Competence Coordinate

Neutral Woman Man Cis Woman Cis Man Trans Woman Trans Man

Family
Moral 0.050 0.051 0.049 0.053 0.051 0.051 0.052
Immoral -0.261 -0.254 -0.261 -0.249 -0.255 -0.248 -0.251
Ambiguous -0.048 -0.022 -0.045 -0.024 -0.060 0.002 -0.010

Friendship
Moral 0.037 0.038 0.034 0.037 0.036 0.039 0.038
Immoral -0.260 -0.248 -0.257 -0.252 -0.259 -0.246 -0.254
Ambiguous -0.077 -0.051 -0.083 -0.054 -0.087 -0.019 -0.020

Relationship
Moral 0.027 0.035 0.018 0.027 0.014 0.030 0.029
Immoral -0.225 -0.195 -0.226 -0.201 -0.227 -0.196 -0.203
Ambiguous -0.098 -0.064 -0.129 -0.070 -0.141 -0.067 -0.073

Workplace
Moral 0.045 0.055 0.046 0.054 0.045 0.052 0.053
Immoral -0.272 -0.256 -0.272 -0.256 -0.264 -0.239 -0.251
Ambiguous -0.052 -0.018 -0.054 -0.047 -0.091 0.005 -0.020

Mean -0.095 -0.077 -0.098 -0.082 -0.103 -0.070 -0.076

The warmth and competence coordinates follow the expected moral-valence structure. Moral
scenarios generally receive positive coordinates, immoral scenarios receive strongly negative
coordinates, and ambiguous scenarios fall between these two poles. This pattern indicates
that the Trait-projection method captures the broad evaluative difference between clearly
moral, clearly immoral, and ambiguous actions.

5.4.2 Family 1: Gender Axis
Family 1 tests the gender axis by comparing woman-labelled and man-labelled versions while
holding markedness constant. Tables A.5 and A.6 report paired differences in warmth and
competence coordinates for Woman–Man, Cis Woman–Cis Man, and Trans Woman–Trans
Man. Positive values indicate that the woman-labelled version has a higher mean coordinate
than the corresponding man-labelled version.
Overall, Family 1 shows that woman-labelled subjects are generally described with warmer and
more competent Trait words than man-labelled subjects. This pattern is clearest in ambiguous
scenarios and is strongest in the Relationship domain. However, the effect sizes remain small
to moderate, indicating that the Trait-word coordinate differences are more subtle than the
Rating score differences.

5.4.3 Family 2: Markedness Axis
Family 2 tests the markedness axis by comparing marked and unmarked versions within the
same gender category. Tables A.7 and A.8 report paired differences for Cis Woman–Woman,
Cis Man–Man, Trans Woman–Woman, and Trans Man–Man. Positive values indicate that the
marked version has a higher mean warmth or competence coordinate than the corresponding
unmarked version.
Family 2 mirrors the markedness pattern found in Rating score, but at a smaller scale. The
cisgender marker has little systematic effect on Trait-word coordinates, while the transgender
marker produces a more consistent upward shift in warmth and competence, especially in
ambiguous scenarios. Unlike the Responsibility score analysis, where transgender markers
produced large reductions in blame attribution, the Trait-word coordinate effects are moderate
at most.
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5.4.4 Family 3: Against Neutral
Family 3 anchors each gendered identity version against the Neutral baseline. Tables A.9
and A.10 report paired differences between each gendered version and Neutral. Positive values
indicate that the gendered version receives warmer or more competent Trait-word descriptions
than the Neutral version of the same scenario.
Family 3 produces the same broad ordering seen in the overview tables: Trans Woman and
Trans Man are most often above Neutral, Woman and Cis Woman are moderately above
Neutral, and Man and Cis Man are close to or below Neutral. This ordering parallels the
Rating score analysis, although the size of the differences is much smaller.

Synthesis: Trait word as semantic leniency. The Trait-word results provide semantic
evidence for the identity-linked pattern observed in the Rating and Responsibility scores anal-
yses. Across both SCM dimensions, woman-labelled and transgender-labelled versions tend
to receive warmer and more competent Trait words than man-labelled and cis-man-labelled
versions. The differences are strongest in ambiguous scenarios, especially in the Relationship
domain, where identical actions leave more room for interpretive variation.
At the same time, the Trait-word coordinate effects are smaller than the Rating and Respon-
sibility scores effects. No Trait-word coordinate comparison reaches the large-effect threshold
used in the tables. This suggests that identity has a stronger effect on the model’s explicit
numerical moral judgments than on the semantic coordinates of the Trait words it generates.
Nevertheless, the direction of the Trait-word results is consistent with the broader pattern:
identities that receive higher Rating scores and lower Responsibility scores also tend to receive
warmer and more competent descriptive Trait words.
Taken together, the Trait-word analysis shows that the model’s identity-linked bias is not lim-
ited to numerical evaluation. It also appears in the language used to characterize the subject.
Woman-labelled and transgender-labelled subjects are more likely to be described through
comparatively warm and competent Trait-word profiles, while man-labelled and especially cis-
man-labelled subjects are more likely to receive less warm and less competent profiles. This
supports the interpretation that the model resolves moral ambiguity through identity-sensitive
person characterization, not only through direct Rating score differences.
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6 Discussion

“The road to inequity is paved with technical fixes.”
— Ruha Benjamin (2019)

This chapter interprets the main findings presented in Chapter 5 and considers what they
suggest about gendered moral judgment in LLM outputs. The purpose is to interpret the
patterns that appear across Rating scores, Responsibility scores, and Trait words.
The discussion is organized around three main findings. First, the Women-Are-Wonderful ef-
fect appears in the model’s moral judgment. Woman-labelled versions are generally evaluated
more leniently than the corresponding man-labelled versions, especially in ambiguous scenar-
ios. Second, the results show a second axis of identity-based variation. Transgender identity
markers produce systematic shifts in model judgment, while cisgender markers have much
smaller and less consistent effects. Third, the same identity descriptions produce coordinated
shifts across Rating scores, Responsibility scores, and Trait words, indicating that the bias
operates as a structured moral logic rather than as isolated output variations.

6.1 The Women-Are-Wonderful Effect in LLM Moral Judgment

The first main finding is that the Women-Are-Wonderful effect appears in the model’s moral
judgment. In the Family 1, woman-labelled versions of identical scenarios receive higher mean
Rating scores than the corresponding man-labelled versions across the three within-markedness
comparisons. This means that, when the same behavior is attributed to a woman-labelled
subject rather than to a man-labelled subject, the model tends to evaluate the behavior more
positively.
This pattern is clearest in the Woman–Man and Cis Woman–Cis Man comparisons. In both
pairs, the woman-labelled version is rated higher in all domains and subsets, and all twelve
Woman–Man and twelve Cis Woman–Cis Man comparisons remain significant after FDR cor-
rection. The strongest effects appear in ambiguous scenarios, especially in the relationship
domain. This supports the interpretation that the model reproduces a WAW-like pattern in
moral judgment, rather than only in general attitude or trait evaluation.
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This finding extends previous research on gender bias in LLM moral judgment. Earlier studies
have shown that female or woman-labelled actors often receive more favourable moral evalu-
ations than male or man-labelled actors in matched scenarios. The present study shows that
this pattern also appears in a controlled paired-scenario design, where the focal action, social
context, and relational setting are held constant while only the identity description changes.
The result therefore suggests that the WAW pattern is not only a product of broad gender
associations, but can also appear in fine-grained moral evaluation of identical interpersonal
behavior.

6.1.1 Liftup, not penalty
The bias-measure decomposition shows an important structural feature of the WAW effect. In
both the Woman/Man/Neutral and Cis Woman/Cis Man/Neutral triplets, the WAW Index is
driven primarily by Woman Liftup (mean 0.33 and 0.35) rather than by Man Penalty (mean
0.10 and 0.07). This means that the model elevates evaluations of woman-labelled subjects
above the Neutral baseline rather than depressing evaluations of man-labelled subjects below
it. This distinction matters because the Woman–Man comparison shows the existence of a gap,
but not its source. The Neutral baseline shows that the gap is mainly produced by leniency
toward woman-labelled subjects, rather than by penalty against man-labelled subjects.
This matters for how the result should be interpreted. A more favourable evaluation of woman-
labelled subjects should not be understood automatically as fairness or as the absence of
bias. In the framework of ambivalent sexism, positive evaluation can still reproduce gendered
inequality when it depends on assumptions that women are more caring, less harmful, or more
deserving of sympathy (Rudman and Glick, 2008; Glick and Fiske, 2001). The model’s leniency
toward woman-labelled subjects can therefore be read as a form of differential sympathy. It is
not open hostility toward man-labelled subjects, but it is still an identity-based difference in
moral evaluation.

6.1.2 Ambiguity as the diagnostic condition
The WAW effects are concentrated in the ambiguous subset. Across all three within-
markedness comparisons, ambiguous-scenario effect sizes substantially exceed those in the
moral and immoral subsets. For the Woman–Man comparison, four of four domain cells in
the ambiguous subset reach the large-effect threshold (d ≥ 0.80), while none do so in the moral
subset and none in the immoral subset. The Cis Woman–Cis Man comparison shows the same
pattern, with the largest effect in the relationship–ambiguous cell.(d = 1.17 for Woman–Man,
d = 1.21 for Cis Woman–Cis Man).
This concentration of effects suggests that ambiguity creates a particularly diagnostic condition
for observing gendered variation in model judgment. In clearly moral or clearly immoral
scenarios, the action itself strongly constrains the evaluation, leaving less interpretive space
for identity cues to affect the response. In ambiguous scenarios, by contrast, the moral meaning
of the action is less determinate. The model must rely more heavily on contextual inference,
and gendered assumptions can therefore become more visible in the output. Methodologically,
this means that tests based only on clearly moral or clearly immoral cases may underestimate
identity-based variation in LLM moral judgment. Ambiguous scenarios are especially useful
because they show how gender cues shape evaluation when the model has to interpret the
same action under conditions of uncertainty.

6.1.3 The relationship domain
The relationship domain produces the largest WAW effects in the dataset. This is most visible
in the ambiguous subset, where the Woman–Man and Cis Woman–Cis Man differences are
larger than in the other domains. The relationship–ambiguous cell is also the only case where
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Man Penalty makes a substantial contribution to the WAW Index (0.36, compared with 0.04–
0.11 in the other ambiguous cells). In most other ambiguous cells, the WAW effect is mainly
driven by Woman Liftup, but in this cell both Woman Liftup (the largest Woman Liftup 0.75)
and Man Penalty contribute to the gap.
This pattern suggests that relationship scenarios may make gendered assumptions especially
salient. In romantic relationships, actions are often interpreted through expectations about
care, control, emotional responsibility, vulnerability, and trust. These expectations are also
strongly gendered. As a result, the same ambiguous action may be read more differently when
Person A is described as a woman or as a man (Eagly et al., 2000; Prentice and Carranza,
2002).
The relationship domain therefore helps show that the WAW effect is not distributed evenly
across contexts. The model’s gendered evaluation becomes strongest when the social situation
itself provides more room for gendered interpretation. This supports the broader finding that
identity-based variation in LLM moral judgment depends not only on the identity label, but
also on the social context in which the action is evaluated.
These findings connect the theoretical framework with the empirical results. The Women-Are-
Wonderful effect and ambivalent sexism theory show that positive evaluation of women can
still be part of a gendered pattern, rather than evidence of neutrality. The model outputs
show a similar structure: woman-labelled subjects are rated more positively and treated more
leniently, especially in ambiguous scenarios. This suggests that gender bias in LLM moral
judgment does not appear only as hostility or negative stereotyping, but also as differential
sympathy toward woman-labelled subjects.

6.2 Beyond WAW: A Second Axis of Identity-Based Variation

The Family 2 and Family 3 results identify a second axis of identity-based variation is not
limited to the woman–man gender contrast. Adding the cisgender marker (Cis Woman vs
Woman, Cis Man vs Man) produces small and inconsistent shifts in model behaviour. By
contrast, adding the transgender marker (Trans Woman vs Woman, Trans Man vs Man)
produces a systematic leniency shift: Rating scores rise, Responsibility scores fall, and Trait-
word coordinates move toward warmer and more competent language.
This pattern is important because it cannot be fully captured by the classical WAW com-
parison. The transgender marker affects both Trans Woman and Trans Man in the same
direction. In other words, the effect is not only about whether the subject is woman-labelled
or man-labelled. It is also about whether the subject is marked as transgender. This shows
that markedness operates as a distinct source of variation in the model’s moral judgment.

6.2.1 The asymmetry between cis and trans markers
The markedness effect is asymmetric. The cisgender marker has little systematic effect on
model judgment, while the transgender marker produces a much stronger shift. This pattern
is consistent with the markedness framework. Because most uses of woman and man in train-
ing data refer to cisgender women and men without explicit marking, the cisgender marker
functions as an explicit specification of an existing default. Family 2 results bear this out.
The Cis Woman–Woman and Cis Man–Man comparisons are generally small and inconsistent.
Some cells are significant, but the effect sizes are limited (∣d∣ generally below 0.5) and the di-
rections are not stable. This suggests that the cisgender marker does not substantially change
how the model evaluates the same action.
The transgender marker behaves differently. The Trans Woman–Woman and Trans Man–Man
comparisons are consistently significant across Rating and Responsibility scores. The direction
is also stable: transgender-marked versions receive higher Rating scores than their unmarked
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counterparts, with effects reaching above d > 0.90 in several ambiguous-scenario cells, and lower
Responsibility scores, with effects reaching below d < −1.00. The Trait-word results show the
same direction, although with smaller effect sizes. This indicates that the transgender marker
is not treated as a neutral descriptive addition. It changes the model’s evaluation of the focal
subject.

6.2.2 Symmetric across genders
The most important property of the transgender-marker effect is its symmetry across genders.
Both Trans Woman and Trans Man receive the same direction of leniency shift relative to
their unmarked counterparts. They receive higher Rating scores, lower Responsibility scores,
and warmer or more competent Trait-word profiles. This suggests that the effect is not only
a residual woman-labelled effect.
This symmetry matters for interpretation. If the shift were only produced by the model reading
Trans Woman as woman-labelled, then the same pattern would not be expected for Trans Man.
However, Trans Man also receives a clear leniency shift. The effect therefore appears to be
attached to the transgender marker itself, rather than to woman-labelling alone.
This also explains why the markedness effect is difficult to detect through the Family 1 com-
parisons. In Family 1, Trans Woman is compared with Trans Man. Since both versions are
shifted in the same direction, the shared markedness effect is partly cancelled out. The effect
becomes visible only when transgender-marked versions are compared with their unmarked
counterparts in Family 2, or with the Neutral baseline in Family 3. This is why a woman–man
comparison alone cannot fully capture the structure of identity-based variation in the model’s
moral judgment, and why previous studies relying mainly on woman–man comparison designs
(Bajaj et al., 2024; Fernandes et al., 2026) may not have surfaced this markedness effect.

6.2.3 A plausible mechanism: alignment-time interventions
One possible explanation for the transgender-marker effect is alignment-time intervention.
Modern LLMs are usually trained through pretraining on large text corpora, followed by post-
training procedures such as reinforcement learning from human feedback and safety align-
ment (Bai et al., 2022; Ouyang et al., 2022). These post-training procedures are intended to
make model outputs more helpful, harmless, and respectful, including in responses involving
marginalized identities. Recent research has documented unintended downstream effects of
these procedures, including over-refusal in benign identity-related queries (Röttger et al., 2024)
and asymmetric model behaviour across identity groups (Cui et al., 2024).
This interpretation fits the observed pattern: when only the identity description changes,
transgender-labelled subjects receive higher Rating scores, lower Responsibility scores, and
more positive Trait-word profiles. This suggests a more cautious or sympathetic evaluative
frame toward transgender-labelled subjects.
This interpretation is necessarily provisional. The present thesis cannot directly compare
aligned and base models, and so cannot confirm that post-training is the causal source of the
observed pattern. What the results show is more limited: the transgender-marker effect is sys-
tematic, symmetric across genders, and consistent across the three measurement dimensions.
Its structure is therefore compatible with an alignment-induced caution mechanism, but this
explanation would need to be tested directly in future research.

6.2.4 Ethical implications
The transgender-marker effect has a different ethical meaning from the gender-axis WAW ef-
fect. The WAW effect can be interpreted through the framework of benevolent sexism, where
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positive evaluation may still reproduce gendered assumptions about women as more sympa-
thetic, less harmful, or less fully accountable. The transgender-marker effect, by contrast, may
come from an alignment process intended to reduce harmful or stigmatizing outputs toward
marginalized groups.
However, the result still raises an ethical problem. In the immoral subset, transgender-labelled
subjects receive substantially lower Responsibility scores than the unmarked baseline (d down
to −1.20). This means that the model evaluates the same immoral action more leniently when
the actor is described as transgender. This is not the same as respectful treatment or protection
from stigma. It is differential moral evaluation of identical behavior.
For this reason, the transgender-marker effect should not be treated simply as a successful
fairness correction. Even if the original aim of alignment is protective, the outcome may still
produce unequal moral judgment. The ethical issue is therefore not only whether marginalized
identities are treated negatively, but also whether protective alignment creates new forms of
identity-based leniency in situations where the action itself is unchanged.

6.3 Coordinated Leniency Across Three Measures

The third main finding is that identity-based variation appears across all three measurement
dimensions. The same identity descriptions that receive higher Rating scores also tend to
receive lower Responsibility scores and warmer or more competent Trait-word profiles. Con-
versely, identity versions that receive lower Rating scores tend to receive higher Responsibility
scores and less positive Trait-word profiles. This pattern appears along both the gender axis
and the markedness axis.
This coordination is visible across both the gender axis and the markedness axis, and across
moral valence subsets and social context domains. These are not three separate shifts that
merely happen to align. Rather, they form a structured pattern across three analytically
distinct measures.

6.3.1 What coordination means
Coordination means that the identity-linked effects are aligned across measures rather than
isolated within a single output. A higher Rating score indicates a more positive evaluation of
the behavior; a lower Responsibility score indicates reduced blame attribution; and a warmer
or more competent Trait word indicates a more positive characterization of the actor. In
human moral cognition, these three components are analytically separable and can move in
different directions. In the model outputs, however, they move together. This suggests that
the model’s response to identity is not limited to one part of moral judgment, but appears
across evaluation, responsibility attribution, and characterization.
This is what distinguishes the present finding from prior LLM bias work. Bajaj et al. (2024)
and Fernandes et al. (2026) document that gender markers shift model evaluation, but at
a single measurement dimension. In such designs, it is difficult to know whether the effect
reflects a general positivity shift, a rating-scale artifact, or a broader difference in moral inter-
pretation. The three-measure design used here makes this distinction clearer. Because Rating,
Responsibility, and Trait-word results shift in parallel, the pattern is better understood as
differential moral interpretation rather than as a change in one isolated output.

6.3.2 Bias as a structured moral logic, not a positivity shift
This finding supports a stronger interpretation than the existing literature has supported.
What the model is doing is not assigning more positive numbers to woman-labelled or trans-
marked subjects; it is constructing differently structured moral subjects depending on how the
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focal character is identified. Woman-labelled and trans-marked subjects are positioned as more
sympathetically interpretable: their actions are evaluated more leniently, they are treated as
less responsible, and they are described in warmer and more competent Trait words. Man-
labelled subjects, particularly cis-man-labelled subjects, are positioned more strictly: their
actions are evaluated more harshly, they are treated as more responsible, and they are described
in less warm and less competent Trait words.
The coordination is the substantive finding. It indicates that the bias is not surface-level
lexical variation or as a small shift in numerical score. Instead, it appears at the level of moral
interpretation. The model gives different moral readings of identical scenarios, where “moral
reading” includes evaluation of the action, attribution of responsibility, and characterization
of the actor.
This is what theory on benevolent sexism has long argued: that surface-positive treatment of
women operates as a structured form of differential positioning rather than as a uniform shift
toward kindness (Glick and Fiske, 2001; Rudman and Glick, 2001). The model output shows
a comparable structure. Woman-labelled subjects are not only evaluated more positively;
they are also treated as less blameworthy and more sympathetically characterized. The same
broader pattern also appears along the cis–trans markedness axis, where trans-marked subjects
receive a similar form of coordinated leniency.

6.3.3 The Trait-word pattern is not classical SCM, and need not be
The Trait-word coordinate analysis requires a specific clarification. Across the three families of
comparisons, the model does not reproduce the classical Stereotype Content Model gendered
pattern in which women are characterized as warmer but less competent and men as more
competent but less warm (Fiske et al., 2002). Instead, woman-labelled and trans-marked
versions receive both warmer and more competent Trait words than man-labelled and cis-
man-labelled versions, particularly in ambiguous scenarios.
This should not be understood as a failure to reproduce the classical SCM pattern. The
classical SCM trade-off was developed to characterize how human raters attribute Trait words
to social groups. In this thesis, however, the model is not asked to describe gender groups in
general. It is asked to assign one Trait word to a focal subject in a specific moral scenario.
The relevant question is therefore not whether the model reproduces the full SCM trade-off,
but how identity descriptions shape the Trait words generated for the same behavior.
From this perspective, the observed pattern is still meaningful. The Trait-word results show
a generalized positive shift in the SCM space: the identities that receive higher Rating scores
and lower Responsibility scores also tend to receive warmer and more competent Trait-word
coordinates. This supports the coordination claim. The identity-based shift is not limited to
numerical scores, but also appears in the model’s descriptive language.
The weaker effect sizes in the Trait-word analysis should not be interpreted simply as evidence
that identity has little effect on trait characterization. They may also reflect methodologi-
cal features of open-vocabulary Trait word generation and semantic projection, where lexical
variation, synonymy, and coordinate compression can reduce observed differences.

6.3.4 Implications for fairness evaluation
The coordinated-leniency pattern has implications for how fairness evaluation in LLMs should
be conceived. If a model gives different moral evaluations, different responsibility attributions,
and different trait characterizations for identical actions depending only on identity description,
then the problem is not limited to one biased output score. It suggests a broader pattern of
differential moral interpretation.
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This matters because single-measure fairness evaluation may miss this structure. A Rating
score difference can show that one identity version is evaluated more positively than another,
but it cannot show whether the same identity version is also treated as less responsible or
described more sympathetically. Similarly, Trait-word analysis alone may show differences
in descriptive language, but not whether these differences are coordinated with numerical
judgment. A multi-measure design is therefore needed to identify whether bias appears across
several parts of moral judgment at the same time. This is especially important because the
coordinated pattern found here resembles the kind of bias that social-psychology research on
benevolent sexism describes as consequential but difficult to detect: not open hostility, but
a more subtle pattern of differential sympathy and reduced accountability (Glick and Fiske,
2001; Becker and Wright, 2011).
The methodological implication is that LLM fairness research needs to take seriously the
possibility that bias operates as a coordinated structure rather than as an aggregate output
shift. This requires multi-measure designs, disaggregated reporting, and attention to the joint
distribution of effects across measures rather than to any single measure in isolation. The
present thesis is not the first to call for this kind of design (Blodgett et al., 2020; Dev et al.,
2022), but it provides empirical evidence for why it is necessary: fairness evaluation should
pay attention to the joint structure of model outputs, rather than treating each measure as an
isolated result.

6.3.5 What the social-psychology comparison does
The interpretation developed in this chapter relies on an analytical comparison between LLM
outputs and concepts from social psychology, including the Women-Are-Wonderful effect,
benevolent sexism, stereotype activation, reduced agency attribution, and warmth-coded char-
acterization. This move warrants explicit reflection. It does not mean that the LLM holds
attitudes or beliefs in the same way as a human respondent. The model is a statistical system
whose outputs are shaped by training data, post-training procedures, and prompt context.
What the comparison suggests is more specific: the model outputs show a structural-statistical
pattern that resembles patterns identified in human evaluative judgment, including leniency
rather than punishment, coordination across measures, and stronger effects in ambiguous con-
texts.
This move is useful in two directions. Toward the LLM, social psychology supplies a precise
vocabulary for naming specific patterns of differential evaluation; without it, the findings
would read as undifferentiated “the model produces different numbers for different identity
labels.” The concept of benevolent sexism makes it possible to interpret these differences more
critically: higher ratings for woman-labelled subjects are not automatically evidence of fairness
or pro-woman evaluation, but may instead reproduce a gendered hierarchy in which women
are treated as warmer, more sympathetic, and less fully accountable moral agents.
Toward social psychology, treating LLM outputs as a site for testing patterns identified in
human cognition moves those patterns into a new medium. It asks whether gendered patterns
of evaluation are also encoded in the large bodies of text on which LLMs are trained, rather
than appearing only in direct studies of human judgment. The fact that WAW-like and
benevolent-sexist patterns appear in model outputs suggests that these patterns are not only
present in direct studies of human judgment, but may also be reproduced through language
data and model training.
Social-psychological concepts are not the only possible framework for interpreting these find-
ings. Critical algorithm studies, feminist science and technology studies, or postcolonial com-
puting might place more emphasis on the social location of both the theory and the model,
including where the data comes from, which cultural assumptions are embedded in it, and
how English-language or Western-centered research frameworks shape the interpretation (a
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question taken up in Section 2.1). The findings should therefore be read as findings within
this analytical frame, rather than as the only possible interpretation of the data.

6.4 Summary

This chapter has discussed three main findings about gender bias in LLM moral judgment.
First, the Women-Are-Wonderful effect appears in the model outputs as a pattern of more
lenient evaluation for woman-labelled subjects. This effect is strongest in morally ambiguous
scenarios and is driven mainly by the elevation of woman-labelled subjects rather than by the
penalization of man-labelled subjects.
Second, the results show a second axis of identity-based variation through transgender iden-
tity markers. Transgender-marked versions receive higher Rating scores, lower Responsibility
scores, and more positive Trait-word coordinates than their unmarked counterparts. This shift
is symmetric across genders and is therefore not captured by a woman–man comparison alone.
Third, the identity-based shifts are coordinated across Rating score, Responsibility score, and
Trait-word coordinates. The same identity descriptions that increase moral approval also
reduce blame attribution and produce warmer or more competent characterizations. This
suggests that the bias operates as a structured pattern of moral interpretation, rather than as
isolated output variation.
Together, these findings show that LLM bias in moral judgment cannot be fully understood
as a simple positive-or-negative shift toward one identity group. It is better understood as a
coordinated pattern of differential positioning, in which the same identity descriptions move
several components of moral judgment in the same direction. The main empirical contribution
of this thesis is to document this coordination, and the main methodological contribution is
to provide a benchmark and analytical framework that can detect it.
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7 Conclusion

“Models are opinions embedded in mathematics.”
— Cathy O’Neil (2016)

This chapter concludes the thesis by returning to its aim and research questions. It summa-
rizes what the empirical analysis established in answer to each research question, identifies
the methodological, empirical, and theoretical contributions of the work, and reflects on the
limitations of the design and the directions in which future work could extend it. The chapter
closes with a final reflection on what the findings suggest about the evaluation of fairness in
large language models.

7.1 Answering the Research Questions

The thesis was guided by four research questions. The empirical analysis in Chapter 5 provides
the following answers.
In response to the first research question, large language models do assign systematically dif-
ferent moral evaluations to identical scenarios when the focal character is described under dif-
ferent gender identity versions. these differences are structured along two distinct axes. Along
the gender axis, woman-labelled subjects receive higher Rating scores than the correspond-
ing man-labelled subjects, with effect sizes reaching d = 1.21 in the relationship–ambiguous
cell of the Cis Woman–Cis Man comparison. Along the markedness axis, transgender-marked
subjects receive higher Rating scores, lower Responsibility scores, and warmer Trait-word co-
ordinates than the corresponding unmarked subjects, with the shift operating symmetrically
across genders. The cisgender marker, in contrast, produces only small and inconsistent shifts.
Identity-based variation in LLM moral judgment therefore operates along two largely indepen-
dent axes that no prior study in this literature has separated.
In response to the second research question, identity-based differences are most pronounced in
the ambiguous subset and in the relationship social context domain. Across all three within-
markedness comparisons, ambiguous-scenario effect sizes substantially exceed those in the
moral and immoral subsets, with several cells reaching the large-effect threshold (d ≥ 0.80). The
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relationship–ambiguous cell consistently produces the largest effects across the three families of
comparisons. This pattern is consistent with stereotype-activation accounts of how gendered
evaluation operates in human social cognition: the model produces the strongest identity-
based variation precisely where the moral interpretation of the scenario is most open and more
interpretation is needed.
In response to the third research question, identity-based effects appear consistently across all
three measurement dimensions. The same identity descriptions that produce higher Rating
scores also produce lower Responsibility scores and warmer, more competent Trait words; the
same identity descriptions that produce lower Rating scores produce higher Responsibility
scores and less warm Trait words. This coordination operates across the gender axis and the
markedness axis and is consistent across moral valence subsets and social context domains.
This coordination shows that the effects are not isolated within one measure, but appear across
several parts of moral judgment.
In response to the fourth research question, Trait words along the Stereotype Content Model
dimensions of warmth and competence does not reproduce the classical SCM gendered trade-off
in which women are characterized as warmer but less competent and men as more competent
but less warm. Instead, woman-labelled and trans-marked subjects receive both warmer and
more competent Trait words than man-labelled and cis-man-labelled subjects, particularly in
ambiguous scenarios. The SCM dimensions therefore do not separate Trait words along a
warmth-versus-competence axis in this study. Rather, they capture a generalized positivity
shift that aligns with the Rating and Responsibility score findings, providing semantic evidence
for the coordinated pattern identified in response to the third research question.

7.2 Contributions

The thesis makes three connected contributions.
The first is methodological. WAW-Bench is a controlled diagnostic benchmark for studying
identity-based variation in LLM moral judgment. It supports analysis along two analytical
axes, gender and markedness, and across three measurement dimensions: Rating score, Re-
sponsibility score, and Trait word. It also covers four social context domains and three moral
valence subsets. The seven-version identity design — including unmarked, cis-marked, and
trans-marked variants of woman-labelled and man-labelled subjects, alongside a Neutral base-
line — supports comparisons that no prior LLM moral-judgment design has been structured to
make. The three-family analytical framework (gender axis, markedness axis, against-Neutral
baseline) further supports decomposition of effects in ways that single-axis designs cannot.
The second contribution is empirical. The thesis documents three findings that extend or
complicate the existing literature on gender bias in LLM moral judgment. First, the Women-
Are-Wonderful pattern is replicated and shown to be mainly Liftup-driven rather than Penalty-
driven. In other words, the gender-axis bias operates mainly through elevated evaluation of
woman-labelled subjects, rather than through depressed evaluation of man-labelled subjects.
Second, the markedness axis is identified as a distinct phenomenon that operates symmetri-
cally across genders and is invisible to within-pair woman-man comparisons by construction.
Third, the same identity descriptions produce coordinated shifts across all three measurement
dimensions, indicating that the bias operates as a structured moral logic rather than as isolated
output variations.
The third contribution is theoretical. By distinguishing the gender axis from the markedness
axis and by documenting coordination across three measures, the thesis positions LLM moral
bias as a structured pattern of differential moral positioning rather than as a single-axis output
shift. This interpretation connects the findings to social-psychology literature on benevolent
sexism, where surface-positive treatment of women can still function as a form of unequal
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positioning. The thesis shows that a similar structure can be detected in LLM outputs. It also
shows that a related pattern appears along the markedness axis, where transgender identity
descriptions receive a systematic leniency shift, possibly as a downstream effect of alignment-
time interventions intended to protect marginalized identities.

7.3 Limitations

The findings should be read with several limitations of the present design.
First, the analysis was conducted on a single model (Qwen3-8B) due to time constraints and
computational limits of the project. It is still unclear whether the gender-axis pattern, the
markedness-axis pattern, the coordinated-leniency pattern, and the specific texture of the
trait-attribution results generalize to other models.This includes other open-weight models,
larger models, closed-weight commercial models, and models from different model families.
Second, the markedness axis is limited to the binary cisgender–transgender contrast. Other
identity descriptions outside this binary, such as non-binary, genderqueer, agender, or other
gender markers, are not included. This matters because the markedness effect found in this
thesis may not be specific to transgender markers.
A further limitation concerns intersectionality. As intersectionality theory argues, gender is
always lived and interpreted together with race, class, sexuality, age, disability, and other
social categories (Crenshaw, 1989; Collins, 2015). The seven-version design used in this thesis
varies only gender identity description and leaves other identity markers unspecified. This is
a deliberate methodological choice, because adding several identity categories at once would
make the paired-comparison design much harder to control. The cost is that this thesis cannot
show how gender-based variation in LLM moral judgment changes at the intersection with
other identities.
Third, the study uses constrained outputs: one Rating score, one Responsibility score, and one
Trait word. This design was useful for controlled comparison and statistical analysis, but it
does not fully reflect how LLMs are often used in practice. In real-world use, moral judgment
often appears in longer answers, explanations, advice, or decision support. In these outputs,
evaluation is usually embedded in natural language rather than separated into numerical scores
and a single Trait word. The constrained output design used here was a deliberate method-
ological choice that supports controlled comparison and statistical analysis. At the same time,
it abstracts away from the textual texture in which moral judgment usually appears in actual
LLM use. Future work would need to test whether the same patterns appear in longer-form
generation.
Fourth, the three measurement dimensions used in this thesis lack an external validation base-
line. The numerical Rating and Responsibility scales were defined in the prompt, but the
model’s use of these scales was not independently compared with human ratings across the
full dataset. The open-vocabulary Trait measure raises a more specific concern: Trait words
are themselves generated by the LLM, which means the Trait-word analysis uses model output
to measure model bias. The Trait-word dimension therefore captures two things at the same
time: how the model interprets the actor, and what kind of trait language it produces for
a given identity description. The present design cannot fully separate these two processes.
The coordination across Rating, Responsibility, and Trait words partly reduces this concern,
because Rating and Responsibility are not vocabulary-choice tasks. Still, the Trait-word di-
mension remains the measure most likely to be affected by the model’s own language patterns.
Fifth, although all generated scenarios were manually reviewed and revised against predefined
validation criteria, the validation process was conducted by a single researcher. Both LLM-
assisted scenario generation and single-researcher validation may reflect implicit assumptions
about gender, morality, and social context. The present design therefore cannot fully separate
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model behaviour under identity manipulation from possible effects introduced during scenario
construction.

7.4 Future Research

The five limitations above motivate five corresponding directions for future research, alongside
a sixth direction that the discussion chapter has identified.
First, future work should apply the three-family analysis to a wider range of models. This
thesis examines the gender-axis pattern, the markedness-axis pattern, and the coordinated-
leniency pattern in one model. Comparing different model families, model sizes, and training
procedures would help show whether these patterns are general to LLMs or specific to Qwen3-
8B.
The second direction is to extend the identity-version design beyond the gender-only manipula-
tion adopted here. This thesis isolates gender by leaving other identity categories unspecified,
so the findings should be understood as based on a gender-focused design, rather than an
intersectional design. Future studies could combine gender markers with race, class, age, sex-
uality, or disability markers to examine whether the patterns found here remain stable across
other identity categories, or whether they change when identities are considered together
(Crenshaw, 1989; Collins, 2015). The current literature on LLM bias has largely operated on
single-category designs, and an intersectional extension of the three-family analytical frame-
work developed in this thesis is a natural and empirically open direction.
Third, future research could examine longer-form moral reasoning. The single-score output
design used in this thesis supports controlled comparison, but it abstracts away from extended
generation. In actual LLM use, moral judgment often appears in advice, explanations, or
longer evaluative responses. Future studies could test whether the same patterns appear
in longer outputs, and whether they take the form of differential argumentation, hedging,
contextualization, or blame attribution.
Fourth, future work should establish an external validation baseline for the three measurement
dimensions. One way to do this would be to pre-test scenarios with human respondents using
the same Rating, Responsibility, and Trait prompts. This would provide a human baseline
against which model behavior could be compared. For the Trait dimension, future research
could also compare the open-vocabulary design used here with a closed-vocabulary design,
where the model chooses from a predefined list of Trait words. This would help clarify whether
the observed Trait-word patterns reflect how the model interprets the actor, or the kind of
trait language it tends to produce for different identity descriptions.
Fifth, future work could strengthen the validation of the scenario dataset. In this thesis, the
scenarios were reviewed by one researcher. A stronger design would use multiple independent
reviewers to assess gender neutrality and moral valence, and report inter-rater reliability. This
would increase confidence that the observed model patterns come from identity manipulation
rather than from artifacts of scenario construction.
The sixth direction, motivated by the discussion chapter’s interpretation of the markedness-
axis finding, is to compare aligned and base models. The discussion chapter suggested that
post-training alignment may be one possible explanation for the transgender-marker effect.
However, this thesis cannot test that explanation directly because it does not compare base
and aligned versions of the same model. A future study could use the same scenarios across
pretrained-only and post-trained versions of the same model architecture. This would provide
more direct evidence on whether alignment-time interventions contribute to the markedness-
axis pattern.
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7.5 Final Reflections

This thesis began from the observation that gender bias in large language models matters
because these models are increasingly used in evaluative tasks. They are asked to judge
actions, attribute responsibility, and characterize people in morally charged situations. The
findings of this thesis suggest that bias in this setting cannot be fully captured by surface-
level measures, such as toxicity, stereotype association, or general output positivity. The bias
appears in a more subtle form: the same identity descriptions produce parallel shifts across
several parts of moral judgment.
This matters because positive treatment is not always the same as fair treatment. In this
thesis, more favourable evaluations of woman-labelled and trans-marked subjects are also con-
nected with lower responsibility attribution and more positive characterization. The problem
is therefore not only whether one group receives higher or lower scores. It is also how the
model positions the actor as more or less sympathetic, more or less responsible, and more or
less positively described.
This pattern appears in this thesis along two axes. On the woman–man gender axis, the
WAW pattern connects to social-psychology research on benevolent sexism. On the unmarked–
marked identity axis, the trans-marker effect appears most plausibly as collateral leniency from
alignment interventions intended to protect marginalized users.
This pattern has appeared in this thesis along two axes: the woman–man gender axis, where
the WAW pattern connected to social-psychology research on benevolent sexism; and the
unmarked–marked identity axis, where the trans-marker effect appears most plausibly as col-
lateral leniency from alignment interventions intended to protect marginalized users. The
two axes have different origins and different normative implications. However, they share
one common structure: identical actions are evaluated differently depending on how the actor
is identified. This difference also appears across several parts of moral judgment, including
evaluation, responsibility attribution, and trait characterization. This is the kind of bias that
surface-level fairness audits may fail to detect. It becomes consequential when language mod-
els are used in moral and evaluative contexts, where their outputs participate in how social
situations and actors are interpreted.
For this reason, fairness in large language models cannot be reduced to the absence of explicit
sexist language. It also requires critical attention to the structured patterns of moral interpre-
tation that models produce when asked to evaluate, characterize, and attribute responsibility
to differently identified subjects. The contribution of this thesis is to provide one way to make
these patterns visible, and to show empirically that they can operate across several components
of moral judgment at the same time.
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A Appendix

A.1 Responsibility Score Results

A.1.1 Overview

Table A.1: Mean Responsibility scores by social context domain, moral valence subset, and identity
version. Neutral is used as the baseline within each domain–subset row. Red shading indicates higher
Responsibility scores than Neutral, while green shading indicates lower Responsibility scores than
Neutral. Darker shading indicates a larger difference from the Neutral baseline.

Domain Subset Mean Responsibility

Neutral Woman Man Cis Woman Cis Man Trans Woman Trans Man

Family
Moral 6.10 5.66 6.49 5.55 6.12 4.25 4.54
Immoral 8.15 7.93 8.15 8.02 8.35 6.87 7.07
Ambiguous 5.56 5.34 5.78 5.26 5.65 4.21 4.42

Friendship
Moral 4.75 4.21 5.09 4.12 4.69 2.99 3.07
Immoral 7.87 7.69 7.98 7.86 8.10 6.71 7.09
Ambiguous 5.61 5.27 5.83 5.29 5.64 4.02 4.23

Relationship
Moral 4.49 3.71 4.87 3.49 4.44 2.83 3.00
Immoral 7.92 7.39 8.28 7.41 8.04 6.79 7.10
Ambiguous 5.71 5.04 5.91 5.07 5.62 4.25 4.57

Workplace
Moral 4.98 4.50 5.27 4.05 4.75 2.83 2.96
Immoral 8.23 8.09 8.38 8.09 8.43 6.98 7.21
Ambiguous 5.47 5.23 5.63 5.10 5.46 3.81 3.89

Mean 6.24 5.84 6.47 5.78 6.27 4.71 4.93
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A.1. Responsibility Score Results

A.1.2 Family 1: Gender Axis

Table A.2: Woman–Man, Cis Woman–Cis Man, and Trans Woman–Trans Man differences in mean
Responsibility scores by domain and subset. Bold indicates large effect sizes based on Cohen’s d.

Domain Subset Woman–Man Cis Woman–Cis Man Trans Woman–Trans Man

Mean Responsibility
Difference Cohen’s d

Mean Responsibility
Difference Cohen’s d

Mean Responsibility
Difference Cohen’s d

Family
Moral −0.83 -0.72 −0.58 -0.59 −0.30 -0.32
Immoral −0.23 -0.52 −0.32 -0.69 −0.20 -0.60
Ambiguous −0.44 -0.81 −0.39 -0.72 −0.22 -0.59

Friendship
Moral −0.88 -0.71 −0.56 -0.37 −0.08 -0.21
Immoral −0.29 -0.64 −0.24 -0.56 −0.39 -0.87
Ambiguous −0.55 -1.02 −0.36 -0.67 −0.21 -0.53

Relationship
Moral −1.17 -0.79 −0.95 -0.67 −0.17 -0.39
Immoral −0.88 -0.99 −0.63 -0.65 −0.31 -0.79
Ambiguous −0.87 -1.18 −0.54 -0.96 −0.32 -0.79

Workplace
Moral −0.77 -0.43 −0.70 -0.39 −0.14ns -0.18
Immoral −0.29 -0.59 −0.34 -0.67 −0.24 -0.60
Ambiguous −0.41 -0.70 −0.36 -0.69 −0.08 -0.35

A.1.3 Family 2: Markedness Axis

Table A.3: Cis Woman–Woman, Cis Man–Man, Trans Woman–Woman, and Trans Man–Man differ-
ences in mean Responsibility scores by domain and subset. Bold indicates large effect sizes based on
Cohen’s d.

Domain Subset Cis Woman–Woman Cis Man–Man

Mean Responsibility
Difference Cohen’s d

Mean Responsibility
Difference Cohen’s d

Family
Moral −0.11ns -0.09 −0.36 -0.30
Immoral 0.09ns 0.19 0.19 0.42
Ambiguous −0.08ns -0.19 −0.13 -0.32

Friendship
Moral −0.09ns -0.06 −0.41 -0.40
Immoral 0.17 0.35 0.11 0.23
Ambiguous 0.01ns 0.03 −0.18 -0.38

Relationship
Moral −0.21 -0.31 −0.43 -0.33
Immoral 0.02ns 0.04 −0.24 -0.41
Ambiguous 0.03ns 0.07 −0.30 -0.55

Workplace
Moral −0.45 -0.29 −0.52 -0.32
Immoral 0.00ns 0.00 0.05ns 0.05
Ambiguous −0.12ns -0.23 −0.17 -0.33

Domain Subset Trans Woman–Woman Trans Man–Man

Mean Responsibility
Difference Cohen’s d

Mean Responsibility
Difference Cohen’s d

Family
Moral −1.41 -0.68 −1.95 -0.87
Immoral −1.06 -1.02 −1.09 -1.05
Ambiguous −1.13 -1.34 −1.35 -1.63

Friendship
Moral −1.22 -0.86 −2.02 -1.19
Immoral −0.98 -1.01 −0.89 -0.82
Ambiguous −1.25 -1.44 −1.59 -1.83

Relationship
Moral −0.87 -0.66 −1.87 -1.00
Immoral −0.60 -0.86 −1.17 -1.02
Ambiguous −0.80 -1.38 −1.35 -1.69

Workplace
Moral −1.68 -0.75 −2.31 -1.05
Immoral −1.11 -0.72 −1.16 -0.71
Ambiguous −1.42 -1.59 −1.75 -1.88
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A.1. Responsibility Score Results

A.1.4 Family 3: Against Neutral

Table A.4: Neutral-baseline paired differences in mean Responsibility scores by domain and subset.
Bold indicates large effect sizes based on Cohen’s d.

Domain Subset Woman–Neutral Man–Neutral

Mean Responsibility
Difference Cohen’s d

Mean Responsibility
Difference Cohen’s d

Family
Moral −0.44 -0.42 0.39 0.51
Immoral −0.22 -0.58 0.00ns 0.01
Ambiguous −0.22 -0.53 0.22 0.63

Friendship
Moral −0.54 -0.52 0.35 0.36
Immoral −0.18 -0.43 0.11 0.40
Ambiguous −0.33 -0.63 0.22 0.42

Relationship
Moral −0.78 -0.68 0.39 0.32
Immoral −0.53 -0.73 0.36 0.68
Ambiguous −0.67 -1.05 0.20 0.39

Workplace
Moral −0.48 -0.35 0.29 0.23
Immoral −0.14 -0.30 0.15 0.34
Ambiguous −0.25 -0.49 0.16 0.41

Domain Subset Cis Woman–Neutral Cis Man–Neutral

Mean Responsibility
Difference Cohen’s d

Mean Responsibility
Difference Cohen’s d

Family
Moral −0.56 -0.35 0.02ns 0.01
Immoral −0.13 -0.25 0.19 0.44
Ambiguous −0.30 -0.53 0.09ns 0.19

Friendship
Moral −0.62 -0.44 −0.06ns -0.05
Immoral −0.01ns -0.02 0.22 0.38
Ambiguous −0.32 -0.48 0.04ns 0.06

Relationship
Moral −0.99 -0.83 −0.05ns -0.04
Immoral −0.51 -0.49 0.12ns 0.22
Ambiguous −0.64 -0.92 −0.10ns -0.18

Workplace
Moral −0.93 -0.48 −0.23ns -0.15
Immoral −0.14ns -0.12 0.20ns 0.19
Ambiguous −0.37 -0.55 −0.01ns -0.02

Domain Subset Trans Woman–Neutral Trans Man–Neutral

Mean Responsibility
Difference Cohen’s d

Mean Responsibility
Difference Cohen’s d

Family
Moral −1.86 -0.82 −1.56 -0.68
Immoral −1.28 -1.20 −1.09 -1.04
Ambiguous −1.36 -1.60 −1.14 -1.40

Friendship
Moral −1.76 -1.04 −1.68 -1.00
Immoral −1.17 -1.06 −0.78 -0.74
Ambiguous −1.58 -1.62 −1.37 -1.46

Relationship
Moral −1.65 -0.96 −1.48 -0.86
Immoral −1.13 -1.07 −0.82 -0.79
Ambiguous −1.47 -1.92 −1.15 -1.50

Workplace
Moral −2.16 -0.90 −2.02 -0.88
Immoral −1.25 -0.77 −1.01 -0.63
Ambiguous −1.66 -1.80 −1.59 -1.70
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A.2. Trait Word Analysis Results

A.2 Trait Word Analysis Results

A.2.1 Family 1: Gender Axis

Table A.5: Woman–Man, Cis Woman–Cis Man, and Trans Woman–Trans Man differences in mean
warmth coordinates by domain and subset. Bold indicates large effect sizes based on Cohen’s d.

Domain Subset Woman–Man Cis Woman–Cis Man Trans Woman–Trans Man

Mean Warmth
Difference Cohen’s d

Mean Warmth
Difference Cohen’s d

Mean Warmth
Difference Cohen’s d

Family
Moral −0.002ns -0.07 0.001ns 0.07 −0.001ns -0.05
Immoral 0.009 0.33 0.005ns 0.21 0.000ns 0.01
Ambiguous 0.024 0.35 0.041 0.40 0.013 0.28

Friendship
Moral 0.005ns 0.10 −0.002ns -0.07 0.001ns 0.03
Immoral 0.005ns 0.12 0.008 0.30 0.006ns 0.20
Ambiguous 0.038 0.38 0.032 0.37 −0.001ns -0.02

Relationship
Moral 0.011ns 0.13 0.008ns 0.10 −0.001ns -0.02
Immoral 0.032 0.41 0.030 0.38 0.006ns 0.21
Ambiguous 0.068 0.54 0.065 0.51 0.002ns 0.03

Workplace
Moral 0.001ns 0.01 0.004ns 0.05 −0.002ns -0.09
Immoral 0.017 0.34 0.009 0.22 0.008ns 0.22
Ambiguous 0.034 0.42 0.045 0.45 0.019ns 0.23

Table A.6: Woman–Man, Cis Woman–Cis Man, and Trans Woman–Trans Man differences in mean
competence coordinates by domain and subset. Bold indicates large effect sizes based on Cohen’s d.

Domain Subset Woman–Man Cis Woman–Cis Man Trans Woman–Trans Man

Mean Competence
Difference Cohen’s d

Mean Competence
Difference Cohen’s d

Mean Competence
Difference Cohen’s d

Family
Moral 0.002ns 0.14 0.001ns 0.07 −0.001ns -0.10
Immoral 0.007 0.25 0.006ns 0.19 0.003ns 0.14
Ambiguous 0.023 0.38 0.037 0.44 0.012 0.27

Friendship
Moral 0.004ns 0.12 0.001ns 0.05 0.001ns 0.05
Immoral 0.008ns 0.20 0.007 0.24 0.008 0.24
Ambiguous 0.033 0.37 0.033 0.43 0.002ns 0.04

Relationship
Moral 0.017 0.29 0.013 0.24 0.001ns 0.04
Immoral 0.031 0.36 0.027 0.34 0.007ns 0.20
Ambiguous 0.066 0.64 0.070 0.63 0.006ns 0.11

Workplace
Moral 0.009ns 0.18 0.009ns 0.19 −0.001ns -0.04
Immoral 0.016 0.35 0.008ns 0.20 0.012 0.23
Ambiguous 0.036 0.47 0.044 0.43 0.025 0.27
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A.2. Trait Word Analysis Results

A.2.2 Family 2: Markedness Axis

Table A.7: Cis Woman–Woman, Cis Man–Man, Trans Woman–Woman, and Trans Man–Man differ-
ences in mean warmth coordinates by domain and subset. Bold indicates large effect sizes based on
Cohen’s d.

Domain Subset Cis Woman–Woman Cis Man–Man

Mean Warmth
Difference Cohen’s d

Mean Warmth
Difference Cohen’s d

Family
Moral 0.001ns 0.02 −0.002ns -0.09
Immoral 0.002ns 0.08 0.005ns 0.18
Ambiguous −0.001ns -0.02 −0.018ns -0.20

Friendship
Moral −0.008ns -0.19 0.000ns -0.01
Immoral 0.000ns 0.01 −0.003ns -0.08
Ambiguous −0.012ns -0.13 −0.006ns -0.06

Relationship
Moral −0.011ns -0.21 −0.009ns -0.15
Immoral −0.001ns -0.03 0.000ns 0.01
Ambiguous −0.002ns -0.02 0.001ns 0.01

Workplace
Moral 0.002ns 0.07 −0.001ns -0.01
Immoral −0.001ns -0.03 0.006ns 0.16
Ambiguous −0.028 -0.28 −0.039 -0.35

Domain Subset Trans Woman–Woman Trans Man–Man

Mean Warmth
Difference Cohen’s d

Mean Warmth
Difference Cohen’s d

Family
Moral −0.002ns -0.05 −0.003ns -0.08
Immoral 0.003ns 0.06 0.011 0.23
Ambiguous 0.036 0.34 0.048 0.41

Friendship
Moral −0.006ns -0.07 −0.001ns -0.01
Immoral 0.001ns 0.03 0.001ns 0.02
Ambiguous 0.042 0.37 0.081 0.52

Relationship
Moral 0.001ns 0.01 0.013ns 0.13
Immoral −0.003ns -0.07 0.022 0.26
Ambiguous 0.007ns 0.08 0.073 0.44

Workplace
Moral 0.005ns 0.09 0.008ns 0.09
Immoral 0.007ns 0.08 0.017ns 0.16
Ambiguous 0.030 0.28 0.045 0.32
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A.2. Trait Word Analysis Results

Table A.8: Cis Woman–Woman, Cis Man–Man, Trans Woman–Woman, and Trans Man–Man differ-
ences in mean competence coordinates by domain and subset. Bold indicates large effect sizes based
on Cohen’s d.

Domain Subset Cis Woman–Woman Cis Man–Man

Mean Competence
Difference Cohen’s d

Mean Competence
Difference Cohen’s d

Family
Moral 0.002ns 0.08 0.002ns 0.14
Immoral 0.005ns 0.16 0.006ns 0.18
Ambiguous −0.002ns -0.03 −0.016ns -0.21

Friendship
Moral −0.001ns -0.07 0.002ns 0.07
Immoral −0.004ns -0.08 −0.003ns -0.08
Ambiguous −0.004ns -0.04 −0.004ns -0.05

Relationship
Moral −0.008ns -0.20 −0.003ns -0.11
Immoral −0.005ns -0.12 −0.001ns -0.04
Ambiguous −0.007ns -0.09 −0.011ns -0.12

Workplace
Moral −0.001ns -0.03 −0.001ns -0.02
Immoral 0.000ns 0.00 0.008ns 0.18
Ambiguous −0.029 -0.30 −0.037 -0.35

Domain Subset Trans Woman–Woman Trans Man–Man

Mean Competence
Difference Cohen’s d

Mean Competence
Difference Cohen’s d

Family
Moral 0.000ns 0.00 0.003ns 0.10
Immoral 0.005ns 0.10 0.010ns 0.20
Ambiguous 0.024 0.28 0.035 0.37

Friendship
Moral 0.000ns 0.01 0.004ns 0.07
Immoral 0.002ns 0.05 0.003ns 0.07
Ambiguous 0.032 0.36 0.063 0.52

Relationship
Moral −0.005ns -0.11 0.012ns 0.20
Immoral −0.001ns -0.02 0.023 0.25
Ambiguous −0.003ns -0.04 0.056 0.41

Workplace
Moral −0.003ns -0.05 0.007ns 0.11
Immoral 0.017ns 0.18 0.022ns 0.22
Ambiguous 0.023ns 0.23 0.034 0.27
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A.2. Trait Word Analysis Results

A.2.3 Family 3: Against Neutral

Table A.9: Neutral-baseline paired differences in mean warmth coordinates by domain and subset.
Bold indicates large effect sizes based on Cohen’s d.

Domain Subset Woman–Neutral Man–Neutral

Mean Warmth
Difference Cohen’s d

Mean Warmth
Difference Cohen’s d

Family
Moral −0.002ns -0.10 0.000ns -0.01
Immoral 0.009 0.32 0.000ns -0.00
Ambiguous 0.029 0.36 0.004ns 0.06

Friendship
Moral −0.001ns -0.03 −0.007ns -0.14
Immoral 0.010ns 0.20 0.005ns 0.09
Ambiguous 0.032 0.28 −0.007ns -0.08

Relationship
Moral 0.005ns 0.12 −0.006ns -0.08
Immoral 0.028 0.43 −0.004ns -0.09
Ambiguous 0.035 0.37 −0.033 -0.33

Workplace
Moral 0.004ns 0.06 0.004ns 0.11
Immoral 0.016 0.33 −0.001ns -0.06
Ambiguous 0.034 0.35 0.001ns 0.01

Domain Subset Cis Woman–Neutral Cis Man–Neutral

Mean Warmth
Difference Cohen’s d

Mean Warmth
Difference Cohen’s d

Family
Moral −0.001ns -0.04 −0.003ns -0.08
Immoral 0.010 0.38 0.005ns 0.20
Ambiguous 0.027 0.33 −0.013ns -0.15

Friendship
Moral −0.009ns -0.18 −0.007ns -0.12
Immoral 0.010 0.22 0.002ns 0.04
Ambiguous 0.020ns 0.17 −0.013ns -0.11

Relationship
Moral −0.006ns -0.12 −0.015ns -0.18
Immoral 0.027 0.35 −0.003ns -0.08
Ambiguous 0.033 0.32 −0.032 -0.31

Workplace
Moral 0.006ns 0.09 0.003ns 0.05
Immoral 0.015 0.33 0.005ns 0.11
Ambiguous 0.007ns 0.07 −0.038 -0.37

Domain Subset Trans Woman–Neutral Trans Man–Neutral

Mean Warmth
Difference Cohen’s d

Mean Warmth
Difference Cohen’s d

Family
Moral −0.004ns -0.10 −0.003ns -0.08
Immoral 0.012 0.25 0.011 0.23
Ambiguous 0.065 0.47 0.052 0.39

Friendship
Moral −0.007ns -0.08 −0.007ns -0.08
Immoral 0.011ns 0.20 0.006ns 0.11
Ambiguous 0.074 0.46 0.075 0.45

Relationship
Moral 0.006ns 0.08 0.006ns 0.09
Immoral 0.025 0.32 0.018 0.25
Ambiguous 0.041 0.33 0.039 0.30

Workplace
Moral 0.009ns 0.11 0.011ns 0.12
Immoral 0.023ns 0.20 0.016ns 0.15
Ambiguous 0.065 0.45 0.046 0.33
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A.2. Trait Word Analysis Results

Table A.10: Neutral-baseline paired differences in mean competence coordinates by domain and subset.
Bold indicates large effect sizes based on Cohen’s d.

Domain Subset Woman–Neutral Man–Neutral

Mean Competence
Difference Cohen’s d

Mean Competence
Difference Cohen’s d

Family
Moral 0.001ns 0.04 −0.002ns -0.10
Immoral 0.008 0.28 0.001ns 0.04
Ambiguous 0.026 0.40 0.004ns 0.08

Friendship
Moral 0.001ns 0.05 −0.003ns -0.11
Immoral 0.012 0.26 0.004ns 0.09
Ambiguous 0.027 0.28 −0.006ns -0.10

Relationship
Moral 0.008 0.23 −0.010ns -0.19
Immoral 0.029 0.43 −0.001ns -0.02
Ambiguous 0.034 0.47 −0.031 -0.38

Workplace
Moral 0.010 0.19 0.001ns 0.04
Immoral 0.016 0.35 0.000ns -0.01
Ambiguous 0.035 0.42 −0.001ns -0.02

Domain Subset Cis Woman–Neutral Cis Man–Neutral

Mean Competence
Difference Cohen’s d

Mean Competence
Difference Cohen’s d

Family
Moral 0.002ns 0.10 0.001ns 0.04
Immoral 0.012 0.38 0.006ns 0.20
Ambiguous 0.025 0.37 −0.012ns -0.18

Friendship
Moral 0.000ns -0.00 −0.001ns -0.03
Immoral 0.008ns 0.19 0.001ns 0.02
Ambiguous 0.023 0.25 −0.010ns -0.11

Relationship
Moral 0.000ns -0.01 −0.013 -0.24
Immoral 0.024 0.33 −0.003ns -0.06
Ambiguous 0.028 0.29 −0.043 -0.39

Workplace
Moral 0.009ns 0.16 0.000ns 0.00
Immoral 0.016 0.33 0.007ns 0.18
Ambiguous 0.005ns 0.06 −0.038 -0.36

Domain Subset Trans Woman–Neutral Trans Man–Neutral

Mean Competence
Difference Cohen’s d

Mean Competence
Difference Cohen’s d

Family
Moral 0.001ns 0.01 0.002ns 0.05
Immoral 0.013 0.27 0.010ns 0.20
Ambiguous 0.051 0.46 0.039 0.37

Friendship
Moral 0.002ns 0.03 0.001ns 0.01
Immoral 0.014 0.28 0.006ns 0.14
Ambiguous 0.059 0.48 0.057 0.46

Relationship
Moral 0.003ns 0.06 0.002ns 0.05
Immoral 0.028 0.34 0.022 0.28
Ambiguous 0.031 0.30 0.025ns 0.22

Workplace
Moral 0.007ns 0.11 0.008ns 0.12
Immoral 0.033 0.32 0.021ns 0.23
Ambiguous 0.057 0.45 0.032 0.27
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