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Abstract

This master thesis examines how the integration of artificial intelligence (Al) systems into
organisational workflows reshapes decision structures and governance in hybrid and
exception-based settings. The study addresses a gap in the literature concerning how Al
becomes embedded in organisational decision-making processes, how it reshapes information
processing, decision responsibility, and oversight are maintained in Al-supported
environments.

This research adopts an abductive qualitative design and draws on 10 semi-structured
interviews with professionals in strategic and decision-related roles across organisations from
different sectors and national contexts. The data were analysed using thematic analysis.

The study contributes to research on organisational decision-making and Al governance by
showing that decision-making is increasingly shaped by Al systems that filter, prioritise and
structure information before human interpretation, thereby influencing how decisions are
formed. In addition, Al affects role distribution in decision-making processes by influencing
when and how human actors participate across different stages of decision-making, while
highlighting the emergence of ongoing monitoring of Al systems as part of governance
practices. Governance practices are embedded in system design and enacted through
escalation routines, threshold-based interventions, and user competence in interpreting Al
outputs.
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1. Introduction

1.1 Background

Artificial intelligence (Al) plays an increasingly central role in organisational functions across
areas such as analytics, customer service, logistics, human resources, and operations (Haefner
et al., 2021; Brandao, 2025; Holmstrom & Magnusson, 2026). In practice, organisations
implement Al systems as part of ongoing workflow optimisation efforts, where they are used
to automate repetitive tasks, reduce manual workload, and improve the speed and efficiency
of information processing across organisational domains (Bughin et al., 2018; Brandao,
2025). In this study, Al systems refer to computational and algorithmic systems capable of
processing large amounts of data, identifying patterns, generating predictions or
recommendations, and supporting or automating organisational tasks (Davenport & Ronanki,

2018; Shrestha et al., 2019).

Empirical research shows that within organisational work processes, Al systems are used to
support decision-making by generating predictions, classifying information, monitoring
activities, identifying risks, and producing recommendations for action (Faraj et al., 2018;
Sabah et al.,, 2024; Kaggwa et al.,, 2024). Research further suggests that the growing
information-processing capabilities of Al systems shape how work is allocated across
organisational actors, how decisions are coordinated and supervised, and how organisational
activities are carried out with Al systems in practice (Kaggwa et al., 2024; Johnson, 2022).
Consequently, Al adoption affects not only organisational efficiency but also how
decision-making processes are structured, distributed, and governed within organisations

(Hiremath et al., 2025; Schmidt et al, 2020).

As Al becomes increasingly integrated into everyday organisational operations, analytical and
cognitive tasks are increasingly distributed between human actors and algorithmic systems
(Faraj et al.,, 2018; Johnson, 2022). This development creates new organisational
arrangements in which decision-making authority, oversight, and accountability are shared
across managers, operational employees, and Al-supported systems. In some organisational
contexts, Al primarily functions as a decision-support tool that assists human actors through
recommendations and analytical support, also referred to as hybrid decision structures. In
other contexts, Al systems autonomously process standardised or routine tasks within

predefined parameters, while human intervention occurs mainly in exceptional situations



(Enarsson, 2022; Sheridan et al., 1978). As a result, organisational decision-making
increasingly involves both hybrid and exception-based arrangements, where the distribution
of authority between humans and Al systems varies depending on the type of task,
organisational context, and level of automation. As human judgement becomes increasingly
supported by Al systems, organisations are redefining decision-making authority and decision

routines (Hiremath et al., 2025).

The increasing use of Al in organisational decision-making and operations simultaneously
introduces new challenges related to transparency, accountability, trust, and governance over
algorithmically supported decisions (Grimmelikhuijsen & Meijer, 2022; Schmidt et al., 2020;
Hiremath et al., 2025). These challenges highlight that the value of Al depends on effective
organisational integration, particularly how Al systems are embedded into existing
workflows, governance mechanisms, and professional practices (Davenport & Ronanki, 2018;

Faraj et al., 2018).

Against this background, questions arise regarding how Al integration reshapes organisational
decision-making structures, particularly in contexts where decision-making becomes
distributed between human actors and Al systems. While existing research has examined Al
adoption and algorithmic decision-making, there remains limited understanding of how Al
becomes embedded in everyday organisational decision routines and how this embedding
reconfigures how decisions are processed, coordinated, and executed in practice, including
implications for decision authority, governance, and oversight (Fama & Jensen, 1983;

Brickley et al., 2009).

1.2 Problem Discussion
1.2.1 Theoretical Problem

The growing role of Al systems in organisational functions has intensified scholarly interest
in how decision-making is changing in contemporary organisations. Existing research
commonly highlights AI’s potential to increase efficiency, standardisation, speed, and
consistency in organisational processes (Davenport & Ronanki, 2018; Faraj et al., 2018;
Schmidt et al., 2020; Shrestha et al., 2019). However, despite this expanding literature, the

theoretical implications of Al for decision structures remain insufficiently understood.



A central issue is that Al has often been conceptualised primarily as a support tool for human
decision-making (Jarrahi, 2018; Davenport & Ronanki, 2018; Reznik et al., 2025), while its
role in shaping the conditions under which decisions are formed, remains under-theorised.
Emerging research suggests, however, that Al is increasingly embedded in organisational
routines in ways that extend beyond simple support functions (Faraj et al., 2018; Shrestha et
al., 2019; Kaggwa et al., 2024). This raises a theoretical problem concerning how
decision-making changes when Al becomes part of the systems that structure, filter, and

organise decision-relevant information.

Existing research has not yet fully explained how such integration affects the distribution of
decision influence, the role of human judgment, and the organisation of accountability and
control. In particular, it is underexplored how formal human authority is maintained when Al
increasingly shapes the informational basis on which decisions are made. This issue is
especially important in hybrid and exception-based organisational settings, where
decision-making responsibilities and oversight are distributed across both human actors and
Al systems. These configurations are theoretically significant because they may influence
how decision-making and governance are organised, yet their implications remain

insufficiently theorised in existing research.

A further theoretical issue concerns governance and the allocation of decision authority and
control within organisations. Organisational theory has traditionally conceptualised
governance as the structuring of decision rights, responsibility and control mechanisms within
human hierarchies and formal organisational arrangements (Fama & Jensen, 1983; Jensen &
Meckling, 1976; Williamson, 1985). However, as Al is more used in organisations, it remains
unclear how these governance mechanisms operate when decision-relevant information is
increasingly processed through algorithmic systems. In particular, existing research has not
fully clarified how the integration of Al may influence the distribution of decision roles and
responsibility when information is mediated through Al-supported processes before human
interpretation. This raises questions about how governance is maintained when
decision-making becomes distributed between humans and Al systems rather than remaining
exclusively in human hands. Consequently, current governance theory may not fully capture

how authority and oversight are reconfigured in Al-integrated decision environments.

Taken together, these theoretical issues highlight the need to conceptualise Al as an integrated

component of organisational decision structures. In particular, it is not adequately captured



how such integration reconfigures how decisions are formed, how influence is distributed
across organisational actors, and how control is maintained in increasingly interdependent
human-AlI systems. This study addresses this gap by examining how the integration of Al into
organisational work practices may reshape decision-making and governance in hybrid and
exception-based settings, where human actors and Al interact within organisational decision

Processces.

1.2.2 Practical Problem

In practice, the integration of Al systems into organisational workflows creates challenges
that extend beyond efficiency and affect how decision-making is organised and governed in
everyday work. As Al systems become involved in preparing, routing, and supporting
decisions, organisations may face uncertainty about who is responsible for interpreting
outputs, approving actions, and intervening when AI recommendations are incorrect,
incomplete, or contextually inappropriate (Faraj et al., 2018; Shrestha et al., 2019; Johnson,
2022). These challenges become particularly evident in organisational contexts where
decision-making is distributed across human and algorithmic actors. In such settings,
organisations may struggle to determine who should review, approve, or override
Al-generated outputs, especially when decisions emerge through iterative interaction between
human actors and Al systems. This complicates escalation procedures, oversight
responsibilities, and governance mechanisms (Enarsson et al., 2022; Faraj et al., 2018). In
addition, the integration of Al into decision processes gives rise to governance-related
concerns, in particular accountability challenges arise from the risk of biased or opaque
outputs that shape decision-making (Smit & Zoet, 2018; Johnson, 2022). Organisations must
therefore ensure appropriate escalation and oversight when Al systems are used to handle

routine decision cases (Hiremath et al., 2025; Grimmelikhuijsen & Meijer, 2022).

As a result, organisations may find it difficult in practice to define authority, maintain
transparency, and assign responsibility when Al-supported decisions are incorporated into
regular workplace procedures. This creates coordination and oversight challenges in settings
where decision outcomes are jointly produced by human actors and Al systems. The practical
problem motivating this study is therefore that organisations increasingly implement Al

systems without established ways of understanding how these systems reshape decision



structures and governance in everyday routines, particularly in settings where human and

automated decision-making are intertwined.

1.3 Definition of Core Concepts

Organisational decision structure refers to how decision-making is organised within an
organisation, including how decisions are initiated, evaluated, approved, implemented, and

monitored (Rogers & Blenko, 2006; Smit & Zoet, 2018).

Decision governance refers to the mechanisms through which control, accountability, and
oversight are allocated within an organisation (Williamson, 1985; Wehrhahn & Velte, 2024;
Smit & Zoet, 2018; Fama & Jensen, 1983). It concerns how responsibility is assigned and

how decision-making is regulated through formal and informal mechanisms.

Artificial intelligence (Al) in decision-making is defined as Al-based systems used within
organisational routines that process data, identify patterns, generate predictions, classify cases
or produce recommendations (Johnson, 2022). In this thesis, the term refers to systems that

may contribute to how decisions are prepared, shaped, or carried out.

Hybrid decision-making refers to a decision arrangement in which human actors and Al
systems jointly contribute to the decision process (Enarsson et al., 2022). In this thesis, the

term is used when human involvement is continuous throughout the decision process.

Exception-based decision-making refers to a decision arrangement in which Al handles
routine or predefined cases, while human actors intervene only when a case falls outside
predefined rules, thresholds, or confidence levels (Cheruvu, 2026; Sheridan et al., 1978). In

this thesis, the term is used when human intervention is selective rather than continuous.

1.4 Purpose / Aims

The purpose of this study is to explore how the integration of Al systems into organisational

workflows reconfigures decision structures and governance in hybrid and exception-based



organisational settings. The study examines how AI becomes embedded in organisational
decision-making structures, and how it reshapes information processing in decision-making
and the role of human judgment in relation to Al-generated outputs. Further, it analyses how
human actors and Al interact and collaborate in hybrid decision-making arrangements, how
human intervention occurs in exception-based decision-making, and how decision roles and
responsibilities are distributed within these configurations. Finally, attention is given to how
organisations respond to these developments through governance mechanisms to ensure

accountability, control, and oversight over decision-making.

1.5 Research Question

Building upon the background of the study, the identified research gap, and the purpose of the

research, the following research question was formulated:

RQ: How does the integration of Al systems into organisational workflows reshape decision

structures and governance in hybrid and exception-based organisational settings?

1.6 Delimitation

This study focuses exclusively on Al systems integrated into organisational decision-making
workflows, where they support, structure, or participate in decision-related processes. Further,
it excludes fully autonomous Al systems in which decisions are made and executed without
human involvement, and instead focuses on hybrid and exception-based decision-making
configurations. Further, the study is limited to internal governance and decision structures,
particularly the allocation of decision roles and responsibilities, the escalation of exceptions,
and coordination between human and Al actors. External institutional, legal, and regulatory
frameworks are not examined in depth, except where they directly influence internal

decision-making processes.

The study is conducted at the organisational level and does not focus on individual cognitive
decision-making processes, such as perception, evaluation of alternatives, and decision

formation. It also excludes normative evaluation of Al use, meaning assessments of what



should be considered appropriate, ethical, or desirable in organisational decision-making.
Instead, it focuses on describing and analysing how Al reconfigures decision structures and
governance in practice. Finally, the study is limited to current applications of Al in
organisational contexts and does not address historical developments or future projections of

Al-driven transformation.



2. Literature Review
2.1 Organisations as Systems of Structured Decision—Making

Organisations operate in constantly changing environments, shaped by technological change,
competitive pressures, and evolving markets (Corno et al., 2025; Lever & Swailes, 2023). As
external conditions shift, organisations must adjust their strategies, operational processes, and
internal structures to remain effective. When organisations modify their strategies in response
to environmental triggers, their internal structures must also evolve to respond more flexibly
to rapidly changing environments (Senior & Swailes, 2023). However, organisational
adaptation does not occur automatically. Instead, it is realized through a continuous stream of
decisions concerning resource allocation, operational processes, and organisational design.
Hence, organisations are systems in which behaviour is coordinated through structured
decision processes rather than through isolated individual acts (Simon, 2013). In this sense, an
organisation’s ability to adapt to environmental change depends fundamentally on how
decisions are made, who participates in the decision-making process, and how authority is
distributed across organisational roles (Fama & Jensen, 1983; Brickley et al., 2009).
Understanding organisational adaptation, therefore, requires examining the structures that

govern decision-making within organisations.

An organisation can be understood as a hierarchical system in which decision-making
authority is distributed across managers and individuals occupying certain roles (Corno,
2026). These structures define how tasks are divided and who is responsible for initiating,
evaluating, and implementing decisions and operational processes. These arrangements form
what is commonly referred to as a decision structure, which describes the organisational
arrangement through which decisions are made, the actors involved, their roles, and the
procedures guiding the decision process, as well as the allocation of authority and
responsibility (Brickley et al., 2009). In this sense, decision-making structures are embedded
in a broader collective and operational context, representing a systematic property that cannot
be reduced to the individual skills of organisational members but must be seen as a system as

a whole (Corno et al., 2025; Corno, 2026; Brickley et al., 2009).

The emergence of such structures can be better understood when considering the cognitive

limits of individual decision-makers. Organisational scholars have long emphasized that



organisational decision-making structures emerge because the unpredictability of future states
and the incompleteness of information make it impossible to process all relevant data or
foresee all consequences of all possible outcomes (March, 1988; Simon, 2013). Instead,
decision processes are distributed across roles, rules, and routines that coordinate the
distributions of knowledge and manage the cognitive limits of individual actors (March, 1988;
Simon, 2013). This perspective contrasts with classical economic theories of
decision-making, which assume that actors possess complete information, unlimited cognitive
capacity, and the ability to evaluate all possible alternatives to select the optimal solution
(Corno et al., 2025). Within this framework, decision-makers are assumed to evaluate all
available options and select the alternative that maximises their expected utility (Kabiraj et al.,
1944). Rationality in this sense presumes complete knowledge of the environment and

anticipation of the consequences that will follow after decisions are made.

Accordingly, organisational scholars have challenged this view, arguing that decision-making
rarely resembles perfect rational calculation. March (1988) argues that decision-making in
organisations rarely resembles the perfect rational calculation described in classical economic
literature. He emphasizes that organisational decision-making is based on structures that
define rules and routines to simplify complex decision environments. Other scholars have
taken factors such as the social aspect of decision-making into account. Simon (2013) argues
that irrational behaviour in decision-making happens when the individual’s goal or action is
based on incomplete information, the ignorance of future consequences, or when emotions are
clouding the judgment (Simon, 2013). From this perspective, decisions are not solely
determined by individual preferences but are also shaped by the broader social structures

within individual groups.

A central theoretical foundation for understanding organisational decision-making is the
concept of bounded rationality, introduced by Herbert A. Simon (2013), which provides an
account of how decisions are made under conditions of uncertainty and limited cognitive
resources. Simon (2013) argues that the condition under which decision-makers face
limitations in information, cognitive capacity, and time, is preventing them from fully
evaluating all alternatives when making decisions. As a result, individuals cannot fully
analyze all possible outcomes of future contingencies but instead adopt decision-making
practices that rely on strategies that allow actors to arrive at satisfactory solutions. Simon

describes this process as “satisficing,” meaning that decision-makers search for alternatives



until they encounter an option that meets an acceptable threshold rather than attempting to
identify the theoretically optimal solution (Simon, 2013). Satisfactory alternatives are most
relevant when (a) a potentially infinite number of alternatives are to be compared and (b)
there is no structure behind the problem so that all alternatives would have to be examined to

understand which one is the optimal one (Simon, 1990).

In such contexts of complexity and limited decision-making capacity, heuristics become
essential mechanisms that guide decision-makers to arrive at satisfactory solutions. Heuristics
function as simplified “rules of thumb” or cognitive shortcuts that allow actors to make
decisions when information is incomplete or processing capacity is limited (Gigerenzer,
2011). Therefore, heuristics are embedded within organisational decision structures, guiding
actors to operate efficiently under conditions of bounded rationality by supporting
“satisficing” rather than full optimization (Simon, 2013). Routines reinforce this effect by
stabilizing repeated choices and standardizing responses to familiar problems (Gigerenzer &

Brighton, 2009).

However, while these strategies enable organisations to act effectively, they are not neutral;
according to Kahneman (2003), heuristics include cognitive biases that can lead to consistent
deviation and systematic errors in judgment or decision-making. This perspective views
heuristics as a deviation from rationality that can lead to irrational results (Kahneman, 1973).
This implies that reliance on heuristics involves a trade-off between speed and accuracy,
where on the one hand, heuristics allow actors to make quick decisions by simplifying

complex problems (Simon, 2013; Gigerenzer & Brighton, 2009).

Altogether, decision structures are not abstract constructs but functional mechanisms designed
to manage bounded rationality (March, 1988; Simon, 2013). The concept of bounded
rationality provides a foundation for understanding the nuances of decision-making and
contests the perspective of perfect rationality. However, a simplification of decision-making
processes through heuristics does not capture the diverse dynamics organisations have to deal

with (Kahneman, 1973).
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2.2 Governance and Control in Organisational Decision-Making

Organisational governance describes the exercise of authority and direction to shape
organisational processes (Williamson, 1985). The distribution of decision authority and
responsibility within organisations can be understood as a process of delegation under
conditions of incomplete knowledge and limited managerial attention (Foss & Klein, 2012). A
central governance issue concerns whether decision authority should be centralised or
decentralised within the organisation. Central decision-making describes decisions that are
made by a single authority, while decentralized decision-making is the distribution among
several actors within an organisation (Hayek, 2013). According to Hayek (2013),
decision-making efficiency depends on how effectively knowledge is utilized across
individuals. Since complex environments demand specific, context-sensitive decision-making,
knowledge must be relevant for the decision. This knowledge is usually distributed among
various actors in an organisation that are experts in their field (Brickley et al., 2009). Since no
single actor is able to process all relevant information, organisations must allocate decision
authority across different hierarchical levels and functional roles in order to utilise dispersed

knowledge and enable effective judgment under uncertainty (Foss & Klein, 2012).

In this regard, Holmstrom (1980) argues in his theory of delegation that assigning decision
authority to lower-level agents allows organisations to exploit local knowledge. However,
simultaneously, this creates challenges related to control and alignment. Delegation in a
decentralised system implies that decision-makers act based on their own information and
judgment, which cannot be perfectly observed or fully directed by higher-level authorities.
Similarly, Hayek (2013) argues that decentralised systems allow individuals to make
decisions based on their specific knowledge and local information. However, this reduces the
ability of central actors to control decision outcomes (Holmstrom, 1980). Dessein (2002)
eloborates on this tension by showing that organisations face a choice between centralised
decision-making to ensure alignment or decentralised authority to better utilise expert

information.

Agency theory by Jensen and Meckling (1976) addresses challenges that arise when decision
authority is delegated within organisations. A central issue in this context is information
asymmetry, which occurs when one party has more or better information or information that is
available earlier or at the right moment to be useful for decision-making. This makes it

difficult for those with less information to fully observe, or control decisions. When authority

11



is delegated to better-informed actors, so-called “agency costs” can occur consisting of (1)
divergent interests between actors and (2) information asymmetries that prevent perfect
monitoring (Jensen & Meckling, 1976). These tensions can be understood as two
manifestations of the same underlying organisational problem: the trade-off between the
efficient use of dispersed knowledge and the need for control over decision-making (Dessein,

2002).

By taking Fama and Jensen (1983)’s four decision-making stages into account, one can
understand how governance structures mitigate agency costs. Fama and Jensen (1983)
distinguish between decision management (initiation and implementation) and decision
control (ratification and monitoring). Modern governance research distincts between decision
management that is typically carried out by managers and operational experts who possess the
relevant knowledge, but their discretion is constrained through approval rights, oversight
structures, and formalised processes that limit the scope for self-interested behaviour.
Conversely, decision control is assigned to boards, owners, or independent oversight bodies to
ensure alignment with organisational objectives and monitor outcomes (Nasrawin et al.,
2025). Organisations operationalise this separation through layered control systems such as
independent board committees, internal audit functions, performance measurement systems
(Wehrhahn & Velte, 2024). These mechanisms ensure that those who manage decisions do not
determine their final form, while those responsible for control possess the independence and
authority needed to evaluate decisions objectively. In this way, governance structures around
decision-making systems maintain accountability (Wehrhahn & Velte, 2024; Nasrawin et al.,

2025).

Taken together, the preceding sections demonstrate that organisational decision-making is
shaped by structured decision processes and governance mechanisms that distribute decision
roles and responsibilities across actors within an organisation. The increasing integration of
artificial intelligence into organisational contexts builds directly upon these established
decision structures by introducing Al as a new component of decision-making processes. The
following section will provide a foundational understanding of algorithmic actors in

organisational decision-making.
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2.3 Al in Organisational Decision-Making

Organisational decisions are increasingly produced through interactions between human
actors and Al systems (Sabah et al., 2024; Johnson, 2022). Al does not resolve the core
organisational challenges when it comes to decision-making, identified in earlier decision

theories, but instead reconfigures them.

Rather than autonomously determining organisational goals, Al primarily contributes to
decision-making by restructuring how information enters the decision process. In classical
organisational decision theory, information enters decision-making through human-mediated
channels where individuals recognise problems and report them through hierarchical or
functional lines so that problems will get collected through meetings, documents, or routines.
The interpretation of the problem gets filtered through experience, roles, and heuristics
(Simon, 2013; March, 1988; Fama & Jensen, 1983). When Al is embedded into organisational
processes, information enters the decision process earlier and more continuously, often before

issues become fully visible to human actors (Smit & Zoet, 2018).

Adding to this, Al systems are integrated into routines to perform analytical and predictive
tasks that can exceed human cognitive capacity in scale and speed, such as processing large
datasets, identifying statistically relevant patterns, generating forecasts, and ranking or
prioritising alternatives (Smit & Zoet, 2018; Johnson, 2022). According to Johnson (2022),
new challenges related to opacity and accountability arise when Al systems are embedded
into organisational workflows. Many Al systems operate as “black boxes”, making it difficult
for organisational actors to understand how decision recommendations are generated or to
evaluate the reasoning underlying decisions. This challenge is creating a new form of
information asymmetry between human actors and algorithms (Burrell, 2016). As a result,
organisational actors may struggle to verify or challenge Al-generated outputs, and trust in the

system may become fragile or lead to blind acceptance of those outputs (Johnson, 2022).

In traditional decision-making a human actor can be held accountable for the decisions taken
(Wehrhahn & Velte, 2024; Nasrawin et al., 2025). With the introduction of Al, decisions can
be partially shaped or influenced by an Al system which creates accountability ambiguity in
decision-making where responsibility becomes distributed across multiple actors within an

organisation, including developers, managers and the system itself (Johnson, 2022).

13



Furthermore, by redistributing cognitive work like generating predictions, insights and
processing datasets from a human actor to an Al system, limitations of decision-making will
be redistributed to the Al systems (Hiremath et al., 2025). In this view, rather than humans
being limited by their ability to process complex information in decision-making (Simon,
2013), Al systems can handle such complexity, but they introduce new constraints that are not
fully visible or controllable. Constraints such as bias, incomplete information, and limited
interpretability persist, but are now embedded in data, models, and algorithms rather than in
individual decision-makers. Therefore, the problem of limited rationality is not solved with

Al, it is reconfigured into system-level constraints (Hiremath et al., 2025; Palmiotto, 2024).

Adding to that, when an Al system is used in the formation of a decision, it embeds
assumptions and meaning to its information so that the outcome of Al systems enters the
decision process as a decision-ready representation rather than neutral facts (Palmiotto, 2024).
This can lead to automatic rule-based heuristics in which Al-based outputs are automatically
assessed and acted upon by the system. As a consequence, decision alternatives are
increasingly presented rather than discovered, and the decision space is structured before
human evaluation (Palmiotto, 2024; Johnson, 2022). Moreover, Al systems shape managerial
attention by determining which cases become visible and actionable through algorithmic
prioritisation. Certain issues get flagged while others are suppressed, resulting in information
being selected by design rather than by human cognitive limits (Smit & Zoet, 2018; Hiremath
et al.,, 2025). At the same time, Al is applying the same logic to solving problems across
thousands of cases, reducing the variability in decisions, and therefore transforming
organisational routines from repeated actions into system-embedded routines (Hiremath et al.,
2025). These differences in decision logic can generate tension when algorithmic
recommendations conflict with human values, ethical considerations, or strategic judgment,
which affects trust and acceptance of Al systems in organisational contexts

(Grimmelikhuijsen & Meijer, 2022).

Taking these new organisational challenges into account, Al systems act as organisational
actors, introducing agency costs similar to human actors, including misalignment between
organisational objectives and system behaviour, biases embedded in data and model design,
and unexpected or difficult-to-explain outcomes (Dowding & Taylor, 2024). The algorithmic
agency costs resemble classical agency problems in that they generate new information

asymmetries and limit the ability to fully monitor decision processes (Dowding & Taylor,

14



2024; Jensen & Meckling, 1976). These developments underline that algorithmic
decision-making is fundamentally a governance issue (Hiremath et al., 2025; Johnson, 2022).
By embedding AI into decision processes, organisations implicitly redesign decision

structures, modify control mechanisms, and redistribute authority.

According to Smit and Zoet (2018), many organisations lack explicit governance frameworks
that clearly specify the roles and responsibilities of human and machine actors in
semi-automated decision systems. Central governance questions are hereby: Which decision
functions are eligible for automation, and what is the acceptable degree of machine autonomy,
and how is responsibility maintained when decisions are shaped by Al. These concerns are
further intensified by legal and regulatory constraints, such as data protection and privacy

regulations (Palmiotto, 2024; Smit & Zoet, 2018).

A central issue in this context is the degree of autonomy granted to Al systems. Autonomy
refers to the extent to which Al can act without direct human intervention, and it represents a
critical governance choice (Catena, 2026). Organisations need to carefully define the
boundaries of Al autonomy and implement accountability systems capable of detecting
biases, errors, or harmful effects in algorithmic decision processes (Schmidt et al., 2020). This
entails clearly defining which actor has responsibility for which specific decision. By keeping
these mechanisms transparent, stakeholders are able to understand how and in which contexts
Al systems operate and to contest or question their outputs, thereby fostering trust and
alignment with organisational values and broader norms (Hiremath et al., 2025; Catena,
2026). In response to these challenges, organisations increasingly establish explicit
accountability frameworks for Al, including regular system audits, internal review processes,

and the creation of Al ethics (Hiremath et al., 2025).

In order to assign authority roles to human vs. Al actors, this study draws on the RAPID
decision-rights framework originally developed by Rogers and Blenko (2006) and further
elaborated in organisational governance research. The RAPID Model distinguishes five roles
within decision processes: Recommend, Agree, Perform, Input and Decide, and clarifies who
is responsible for what in organisational decision-making (Rogers & Blenko, 2006). However,
the framework from Rogers & Blenko (2006) does not include Al in decision-making

processes; it focuses only on human actors. A more recent study from Smit & Zoet (2018) has
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taken Al as an actor in the decision-making process into account and distinguishes the

autonomy level between human and Al actors in organisational contexts.

As illustrated in Figure 1, the model defines the five roles as following: Recommend
(developing and proposing decisions), Agree (formally approving or validating
recommendations, often with veto or compliance), Input (providing relevant information and
contextual knowledge), Decide (holding final decision authority and accountability), and
Perform (executing and implementing decision) (Rogers & Blenko, 2006; Smit & Zoet,
2018). Together, these roles structure how decision authority and responsibilities are
distributed within organisational decision-making processes. When applied to human-Al
autonomy settings, these roles map to actors who are in control over decision-making logic.
With Al as a new actor in decision-making, the roles of the RAPID model can become
increasingly data-driven and automated by passively collecting or pre-processing data by the
system. Thereby, the responsibility shifts from humans providing meaning and context to an
Al system that collects, structures, and processes data. In practice, Al systems predominantly
occupy roles related to recommendation, input provision, and execution (Recommend, Input,
Perform), while human actors retain formal decision authority and oversight (Decide, Agree).
This reflects governance mechanisms designed to balance the use of algorithmic capabilities

(Smit & Zoet, 2018).
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Figure 1: The RAPID Framework (Smit & Zoet, 2018)
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2.4 Hybrid & Exception-Based Decision-Making

This study distinguishes between two configurations of Al-supported decision-making: hybrid
and exception-based decision-making. These configurations reflect different patterns of
human-AlI interaction within decision-making processes, as well as varying forms of control
across routine and non-routine situations (Sheridan, 2021; Shrestha et al., 2019; Faraj et al.,

2018; Smit & Zoet, 2018).

2.4.1 Hybrid Decision-Making

Hybrid decision-making refers to organisational arrangements in which decision-making is
distributed between human and Al across different stages of decision processes, rather than
concentrated in a single autonomous system (Enarsson et al., 2022). Within such
configurations, Al systems and human actors interact within semi-automated workflows. Al
contributes with analytical, predictive, or executional capabilities, while humans retain
authority over oversight, decision-making, interpretation, and accountability (Enarsson et al.,

2022; Faraj et al., 2018).

To ensure that decision outcomes remain subject to human judgment and organisational
control, hybrid systems are characterised by the presence of the human-in-the-loop (HITL)
mechanism, where humans are directly involved in each decision the AI makes. This
mechanism implies that humans review every Al-generated output (Enarsson et al., 2022).
Within this configuration, lower levels of Al autonomy correspond to greater human control
across all decision roles, while increasing autonomy shifts certain roles, particularly input,
recommendation, and execution, toward the Al system (Smit & Zoet, 2018). Nevertheless,

human involvement remains continuous throughout the decision process.

Within Sheridan et al.’s (1978) Levels of Automation (LOA) framework, which categorises
decision-making arrangements according to the degree of system autonomy, hybrid systems
are situated toward the lower to intermediate end of the continuum. At this level, Al supports
decision-making while human actors remain continuously involved in oversight,

interpretation, and accountability (Sheridan et al., 1978).
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2.4.2 Exception-based Decision-Making

Building on supervisory control theory (Sheridan, 2021), levels of automation frameworks
(Sheridan et al., 1978), and human-on-the-loop (HOTL) governance approaches (Cheruvu,
2026), this study conceptualises exception-based decision-making as Al-embedded
organisational settings in which Al systems autonomously handle routine tasks, while human

actors intervene only when predefined thresholds or exceptions are triggered.

Originally developed in the context of traditional automation (Sheridan, 1960; Sheridan et al.,
1978; Moray, 1986; Sheridan, 1992), the supervisory control paradigm describes a transition
from continuous human control to supervisory oversight of automated systems. Within this
paradigm, human operators set goals, monitor system behaviour, and intervene when system
performance deviates from expected conditions. In Al-enabled organisational contexts, this
framework is particularly useful for understanding decision-making structures in which Al
systems perform routine processing and execution tasks, while humans retain responsibility

for oversight, exception handling, and system correction (Sheridan, 2021).

Within the LOA framework, this corresponds to the higher end of the continuum, where Al
systems produce outputs for routine cases and human intervention is reserved for exceptional
situations (Sheridan et al., 1978; Sheridan, 2021). Taken together, these frameworks describe
a governance arrangement in which routine decision execution is delegated to Al systems,
while human judgment is preserved for non-routine or high-uncertainty situations. Although
humans formally retain ultimate decision-making authority, their involvement becomes
selective and concentrated in situations characterised by uncertainty, risk, or ambiguity
(Sheridan, 2021; Cheruvu, 2026). From an organisational perspective, this reflects a

redistribution of decision responsibility rather than a replacement of human judgment.

While this configuration offers efficiency advantages, particularly in high-volume and
rule-based organisational environments (Shrestha et al., 2019), it also reproduces
well-established limitations associated with Al-supported decision-making. In particular,
reduced transparency and reliance on automated outputs constrain situational awareness, trust,
and effective oversight (Burrell, 2016; Shrestha et al., 2019; Tsamados et al., 2025; Kaber &
Endsley, 2004). As a result, despite high levels of automation, human involvement remains

critical for interpreting outcomes, resolving ambiguity, and ensuring alignment with
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organisational objectives, particularly in exceptional cases requiring judgment and

intervention (Faraj et al., 2018; Enarsson et al., 2022).

2.5 Theoretical synthesis

Figure 2 synthesizes the theoretical framework of this study by illustrating how organisational
decision-making processes are structured and how they are reconfigured through the
integration of Al. The synthesis begins with three fundamental organisational challenges that
condition decision-making: bounded rationality (A), dispersed knowledge (B), and agency
costs (C). Building on these challenges, organisations structure governance and decision
responsibilities through the RAPID framework (introduced in chapter 2.3), which is used as
the central analytical lens to examine how decision roles and responsibilities are allocated
across organisational actors. Finally, it depicts the reconfiguration of decision-making
structures through hybrid and exception-based decision-making models, which explain the

evolving relationship between human-Al decision-making.

1. Core Organisational 2. Al integration 3. RAPID role 4. Decision-Making
Challenges distribution Configurations
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Figure 2. Theoretical Synthesis (The Authors)

The first component (A) shows how bounded rationality leads organisations to rely on rules
and heuristics to manage cognitive limits (Simon, 2013; March, 1988). With the integration of

Al, this logic is extended by increasing information-processing capacity and automating
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rule-based heuristics, while introducing algorithmic bias as a system-level constraint

(Johnson, 2022; Smit & Zoet, 2018; Burrell, 2016; Shrestha et al., 2019).

The second component (B) addresses dispersed knowledge, which requires decentralised
decision structures to use local expertise effectively (Hayek, 2013). Al transforms this
through algorithmic opacity, as decision-relevant information becomes increasingly structured

and filtered by systems that are not fully transparent (Burell, 2016).

The third component (C) concerns agency costs arising from information asymmetries and
divergent interests (Jensen & Meckling, 1976). In Al-supported contexts, these mechanisms
remain essential, as Al may intensify existing tensions by introducing new forms of
accountability ambiguity and information asymmetry, where responsibility becomes

distributed across human and algorithmic actors (Hiremath et al., 2025).

Building on these transformations, the RAPID framework provides a lens for analysing how
responsibilities across recommending, approving, performing, informing, and deciding roles
shift between human and Al actors (Rogers & Blenko, 2006; Smit & Zoet, 2018). These
dynamics result in two distinct configurations of Al-supported decision-making: hybrid and
exception-based systems. In hybrid configurations, Al primarily occupies the Input and
Recommend roles, while human actors retain responsibility for Agree and Decide, ensuring
continuous involvement in the validation and finalisation of decisions. The Perform role is
shared continuously between human actors and Al systems (Enarsson et al., 2022; Faraj et al.,
2018; Smit & Zoet, 2018). In contrast, exception-based configurations shift decision-making
toward Al systems in routine cases, where Al performs the Input, Recommend, and in routine
cases Perform roles. Human actors retain Decide and Agree authority but intervene only when
predefined thresholds are exceeded, such as uncertainty, elevated risk, or low system
confidence (Sheridan et al., 1978; Sheridan, 2021; Shrestha et al., 2019; Cheruvu, 2026; Smit
& Zoet, 2018). The key distinction between hybrid and exception-based configurations lies

not in whether humans remain involved, but in when and how their involvement occurs.

Overall, Figure 2 integrates these insights into a unified analytical framework. The theories of
bounded rationality, dispersed knowledge, agency costs, and decision role allocation through
the RAPID model provide important theoretical explanations of Al-supported
decision-making, but offer limited insight into how these mechanisms are enacted in practice

when Al systems are embedded in everyday organisational processes. This study addresses
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this gap by drawing on these theories as an analytical foundation for the empirical analysis in
Chapter 5, examining how Al reshapes organisational decision structures, routines, and

governance in practice.
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3. Methodology

3.1 Research Approach

This study adopts an abductive research approach, which combines elements of deduction and
induction by allowing the researcher to move iteratively between theory and empirical
material (Suddaby, 2006; Bryman, 2016). An abductive approach is appropriate for this study
because it supports the refinement of existing theoretical understandings while remaining
open to empirical insights that may extend or challenge them, while also grounding the
analysis in participants’ experiences and interpretations (Saunders et al., 2023; Suddaby,

2006).

Accordingly, abduction is well suited to examining how Al systems reconfigure
decision-making processes of organisations. The phenomenon is both theoretically informed
and empirically open; while existing literature on organisational decision-making structures,
decision authority, governance, and Al-supported decision-making provides a conceptual
starting point, the empirical material may reveal dynamics not fully captured by these
frameworks. An abductive approach therefore enables the study to interpret how human
judgment and algorithmic support are combined in hybrid decision routines, how exception
handling is managed in practice, and how formal decision structures are reconfigured in

organisational settings.

3.2 Research Method

This study adopts a qualitative research approach, which views reality as socially constructed
and emphasizes understanding how organisational actors interpret and respond to the
integration of Al systems into organisational workflows (Bryman, 2016; Maxwell, 2012).
Qualitative research is appropriate for this study because it focuses on meanings, experiences,
and contextual understanding rather than numerical measurement or statistical generalisation.
It enables in-depth insight into how decision processes are interpreted, negotiated, and
adapted in hybrid and exception-based settings (Bryman, 2016; Maxwell, 2012; Cooper &
Schindler, 2009).
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Although qualitative research is criticised for subjectivity, limited replicability, and restricted
statistical generalisation (Bryman & Burgess, 1994), these concerns are addressed in this
study through a transparent and systematic research process. Rather than aiming for statistical
generalisation, the study seeks analytical and theoretical insights that contribute to
understanding Al-supported organisational decision-making (Yin, 2009; Yin, 2014; Mitchell,
1983).

3.3 Research Design

This study follows an exploratory qualitative design (Saunders et al., 2023), as it seeks to
develop an in-depth understanding of how Al systems are integrated into organisational work
tasks and how this integration reshapes decision structures and governance in hybrid and
exception-based settings. The design is primarily interpretive, focusing on how organisational
actors understand decision-making authority, human oversight, accountability, and the role of

Al in decision-making processes.
3.3.1 Sampling

This study employed purposive non-probability sampling to select participants who were
directly relevant to the research question and able to provide information-rich insights (Gibbs
et al., 2007; Bryman & Bell, 2011; Saunders et al., 2023). Organisations were selected based
on two criteria: (1) operating in contexts where decision-making depends on data processing,
information flows, and operational coordination, making them suitable for studying
organisational decision-making processes; and (2) having already integrated Al systems into
organisational workflows. These criteria enabled the study to examine Al-supported
decision-making in organisational settings where Al was already embedded in everyday

operations.

The sample spans multiple private-sector industries, including insurance, consultancy,
construction, banking, software, analytics consultancy, sports technology, and technology
firms across Germany, France, England, Sweden, and Denmark. This variation increases
analytical depth while maintaining a shared focus on knowledge-intensive organisational
environments. Including organisations across different industries and national contexts

enabled the study to capture a broader range of perspectives and organisational experiences,
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thereby supporting a more nuanced understanding of how Al-related decision structures are

interpreted and enacted in practice.

In addition, all participants held roles with direct involvement in decision processes, ensuring
access to empirically grounded accounts of how Al influences decision-making workflows in
practice. Participants were selected based on two criteria: (1) holding a managerial or
decision-governance role, and (2) being directly involved in the implementation, oversight, or
use of Al systems in organisational decision-making processes. These participants were
therefore well positioned to provide insights into how decision-making authority and
responsibilities are structured and enacted in Al-supported organisational processes, including
the supervision of Al-supported decisions and the handling of exceptions requiring human

intervention.

Table 1 provides an overview of the organisations, countries, company types, and participant

roles included in this study.

Company A Germany Insurance Company Al Governance Lead

Mr. A for Conversational Al
Systems

Company B Germany Consultancy Agile Manager

Mr. B

Company C France Construction Team Manager of

Mr. C Company Civil Engineers

Company D England Bank Head of Sales

Ms. D Managers

Company E Sweden Bank Risk Analyst

Ms. E

Company F Sweden Software company Tech Lead in Software

Mr. F Development Team

Company G Denmark Sports technology Head of Revenue

Mr. G company Operations

Company H Sweden Analytics Consultancy | BI Consultant

Mr. H
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Company | Denmark Tech company Public Performance
Ms. 1

Company J France Construction Head of Team
Mr. J Company Managers

Table 1. Overview of Participants

3.4 Data Collection

The data collection methods were guided by the research question and the aim of generating
in-depth insights into how Al systems reconfigure organisational decision-making processes.
Primary data were collected through semi-structured interviews, while secondary sources such
as academic literature and organisational reports were used to support contextual

understanding and interpretation of the empirical findings (Ghauri & Grenhaug, 2010).
3.4.1 Primary Data

Primary data were collected through semi-structured interviews with decision-governance
roles involved in Al-related decision-making processes. Semi-structured interviews were
considered appropriate for this study because they enabled an in-depth exploration of
participants’ experiences and perspectives while maintaining sufficient structure to ensure
alignment with the research objectives (Saunders et al., 2023; Ghauri & Grenhaug, 2010). In
practice, this method is guided by predefined themes or questions while allowing flexibility in
the sequencing and phrasing of questions, as well as the inclusion of follow-up probes,
thereby enabling both consistency across interviews and deeper exploration of emerging

themes (Saunders et al., 2023).

The interviews were organised around key themes derived from the research question and
operationalisation framework, focusing on how Al systems influence organisational
decision-making processes, particularly within hybrid and exception-based organisational
settings. This approach enabled participants to elaborate on their experiences while ensuring

that the interviews remained aligned with the purpose of the study.

A total of 10 interviews were conducted in English using digital platforms such as Teams and
Zoom, while one interview was conducted in person. Prior informed consent was obtained

from all participants, and all recordings and transcripts were stored securely with access

25



restricted to the researchers. Data collection proceeded iteratively, and the sample was
considered sufficient once additional interviews no longer generated substantially new

insights concerning how Al reshapes organisational decision structures. Table 2 provides an

overview of the conducted interviews.

Company Place Date Duration
A A Zoom 13/03/2026 45:35
B B Zoom 16/03/2026 42:24
C C Teams 27/03/2026 43:27
D D Teams 28/03/2026 50:12
E E Teams 07/04/2026 47:16
F F Teams 15/04/2026 42:38
G G Teams 22/04/2026 51:41
H H In-person 23/04/2026 65:23
I I Teams 05/05/2026 42:28
J J Zoom 06/05/2026 41:08

Table 2. Descriptive Overview of the Conducted Interviews

3.4.2 Secondary Data

Secondary sources were used to supplement the primary material and provide contextual
support for the interpretation of the empirical findings (Ghauri & Grenhaug, 2010). These
sources consisted primarily of academic books and peer-reviewed journal articles relevant to
Al-supported decision-making, organisational governance, and human-AlI collaboration. The
secondary material was used to compare and contextualise the interview findings in relation to
existing theoretical and empirical research. To ensure relevance and credibility, the quality
and applicability of the sources were carefully evaluated prior to inclusion (Saunders et al.,

2023).
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3.4.3 Data Overview

To establish the theoretical foundation of the study, 51 scientific sources were selected, the
majority of which were published between 2000 and 2026, complemented by earlier
foundational works. In addition to peer-reviewed journal articles, the review includes selected
academic books and book chapters that were essential for developing the theoretical

framework of the thesis.

3.5 Method of Data Analysis

This study employed thematic analysis to identify and interpret patterns within the empirical
material (Braun & Clarke, 2019). The analysis was conducted iteratively, moving between the

empirical material and the theoretical framework in line with the abductive research approach.

The interview transcripts were coded according to recurring themes related to Al-supported
decision-making, hybrid organisational routines, accountability, and exception-based decision
structures. Similar codes were subsequently grouped into broader analytical categories to
facilitate comparison across interviews and identify overarching patterns within the empirical
material. Throughout the analysis, themes and interpretations were continuously refined to
ensure that the findings remained grounded in the data while maintaining alignment with the

theoretical framework.

The analytical process further followed the three components of qualitative analysis outlined
by Miles et al. (2014), i.e. data condensation, data display, and conclusion drawing and
verification. Data condensation involved selecting and organising relevant material from the
interview transcripts, while data display was used to structure the empirical findings and
identify patterns and relationships. Conclusion drawing and verification were subsequently

applied to refine interpretations and assess the consistency and plausibility of the findings.

3.6 Quality of Research

The quality of this study is assessed through the concept of trustworthiness, which concerns
the extent to which qualitative findings are credible, well-grounded in empirical material, and

provide a coherent interpretation of the phenomenon under investigation (Lincoln & Guba,
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1985; Amankwaa, 2016). Rather than aiming for statistical generalisation, trustworthiness in
qualitative research emphasises the credibility and coherence of interpretations, as well as
their alignment with participants’ experiences and perspectives (Patton, 2014; Creswell,
2014). Following Lincoln and Guba (1985), the quality of the study is assessed through the

criteria of credibility, transferability, dependability, and confirmability.

3.6.1 Credibility

Credibility concerns the extent to which findings accurately reflect participants’ perspectives
and experiences (Lincoln & Guba, 1985; Merriam, 1998). In this study, credibility was
strengthened through the abductive research approach, which enabled continuous movement
between theoretical concepts and empirical material (Bryman, 2016; Suddaby, 2006). This
iterative engagement with the data helped ensure that interpretations remained grounded in

participants’ perspectives rather than being driven by prior theoretical assumptions.

Semi-structured interviews further supported credibility by allowing participants to elaborate
on their experiences while providing flexibility to probe, clarify, and validate responses when
necessary. Recognising that bias may influence qualitative interpretations and thereby affect
credibility (Lansing et al., 1961), measures were taken to minimize its influence. These
included tailoring questions to participants’ characteristics, using clear and neutral phrasing,
maintaining a neutral interviewer stance, and employing clarification checks when needed
(Maxwell, 2005; Lee, 1993; Scheurich, 1995). Moreover, sensitive topics were avoided to
encourage honest and open responses. Collectively, these measures strengthened the
credibility of the study by ensuring that the interpretations remained closely connected to the

empirical material.

3.6.2 Transferability

Transferability refers to the extent to which findings may be meaningfully interpreted or
applied in contexts beyond the specific research setting (Lincoln & Guba, 1985). To
strengthen transferability, this study provided detailed descriptions of the research context,

participants, and organisational settings, enabling an informed assessment of the relevance of
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the findings to similar contexts rather than statistical generalisation (Stake, 1994; Denscombe,

2010; Erlandson et al., 1993).

The wvariation in the sample, including multiple industries, national contexts, and
organisational settings, provides a broader analytical perspective on how Al-related decision
structures are enacted across different organisational environments. In addition, the
semi-structured interview design and the operationalisation framework enhance transparency
regarding how the empirical material was generated and analysed. Although the findings are
not intended for statistical generalisation, the combination of contextual variation and detailed
description enables an informed assessment of their relevance to other organisational settings

in which Al is embedded within decision-making processes.

3.6.3 Dependability

Dependability concerns the extent to which the research process is systematic, transparent,
and consistently documented (Lincoln & Guba, 1985; Anfara et al., 2002). In qualitative
research, where findings are shaped by context and interpretation rather than a single
objective reality, dependability does not imply exact replication of results; rather, it refers to
the extent to which the research process is clearly documented, allowing readers to understand
how the findings and interpretations were developed in relation to the research context (Fidel,

1993; Marshall & Rossman, 1999; Guba, 1981).

Dependability in this study was strengthened through the inclusion of participants from
different organisational contexts and through comparison with relevant secondary literature,
enabling the phenomenon to be examined from multiple analytical perspectives and reducing
reliance on a single interpretation (Lincoln & Guba, 1985; Cohen et al., 2018). Participants
were asked to clarify their responses when necessary, and reflective notes were maintained
throughout the research process to document coding and interpretive decisions and remain
aware of potential bias. Dependability was further supported through the use of
semi-structured interviews with a consistent thematic structure combined with flexibility for
probing and clarification (Silverman, 1993). The interview guide was piloted prior to data
collection to refine question wording and reduce ambiguity and bias, while the empirical
material was analysed both individually and collaboratively to enhance consistency in coding

and reduce interpretive divergence (Oppenheim, 1992; Silverman, 1993).
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3.6.4 Confirmability

Confirmability refers to the extent to which findings are grounded in the empirical material
rather than shaped by the researchers’ personal assumptions or preferences (Lincoln & Guba,
1985). Although complete objectivity is not attainable in qualitative research, confirmability
requires transparency in how interpretations are developed and supported by the data (Patton,
1987). In this sense, confirmability is concerned not with eliminating interpretation, but with
ensuring that interpretations are grounded in evidence and can be traced back to participants’

accounts (Guba, 1981; Lincoln & Guba, 1985).

In this study, confirmability was strengthened through a systematic and transparent analytical
process in which all interviews were transcribed and reviewed repeatedly during analysis.
Thematic analysis was conducted iteratively, allowing codes and themes to emerge from the
empirical material rather than being imposed in advance (Braun & Clarke, 2019). In addition,
direct quotations from participants were used throughout the analysis to maintain a clear
connection between the empirical material and the interpretations presented. The
operationalisation framework further supported transparency by ensuring alignment between

the research question, interview guide, and analytical process.

3.7 Ethical Considerations

Ethical considerations are integral to qualitative research and must be carefully addressed
throughout all stages of the research process, including data collection and analysis (Bryman,
2016; Merriam, 2009). To ensure that ethical principles were maintained throughout the study,
participants were informed about the purpose of the research and how their data would be
used prior to the interviews. Informed consent was obtained, including permission to
audio-record the interviews. All recordings were securely stored, treated confidentially, and
deleted upon completion of the study. Participants were informed of their right to withdraw at
any stage and to decline answering specific questions. Anonymity was ensured through the
omission of names and organisational identifiers, and no sensitive information was disclosed
in the thesis. Throughout the interviews, care was taken to maintain a respectful environment

and avoid potentially sensitive topics.
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3.8 Contribution of the Authors

The authors jointly designed and conducted the study, including data collected and analysis.
The work was conducted collaboratively from the outset, with writing tasks divided to ensure
efficiency. However, both authors reviewed and critically revised all sections of the thesis.
Accordingly, both authors assume equal responsibility for the content, interpretations, and

conclusions presented here.
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4. Empirical Findings

4.1 Al embedding in Decision Workflows

Across the interviews, participants describe the implementation of Al as driven mainly by the
need to improve access to knowledge, reduce search time, and support decision-making in
complex and fast-moving work environments. Participant D explains that Al was introduced
to “facilitate access to information and accelerate response times.” Before its
implementation, decision-making depended more heavily on manual information retrieval or
consultation with colleagues. As noted by Participant A, with Al in decision processes “now
you have more data and more information to make the right decision.” Similarly, Participant
D notes, “instead of one person having to know about everything, now Al gives everyone
access to a shared starting point. So, the process is less dependent on individual experience,
and more based on a common framework.” Participant D explains that “before, a lot of
decisions would go through managers or experienced people first” but that, with Al

“decision-making is a bit more distributed instead of being very centralized.”

The interviewees further describe that interactions with Al become routinised over time.
Participants describe Al as being integrated into organisational practices rather than being
treated as a separate tool. Participant E states that Al has become so embedded in daily work
that “people dont really think of it as a separate tool anymore.” The participant further
explains that, “at the end of the meeting, we check together what Al says.” Participants
explain developing more structured ways of engaging with Al, including providing more
context-specific inputs to improve output quality. Participant D notes that users turn to the Al
system naturally during the day, stating that “people use it to get quick answers, prepare for
conversations and check processes.” The participant further explains that managers use it as
“a support tool to validate information and check consistency.” In another example provided
by the same participant, the Al tool is described as a preparation tool used “before client calls
or internal discussions” where “people will use it to quickly gather information, summarize
policies, or think through possible scenarios.” Further, Participant D describes a shift in
managerial roles, explaining that managers are less involved in routine questions and more
focused on complex and strategic decisions, with greater emphasis placed on oversight rather

than day-to-day decision support.
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Several participants describe that Al is embedded at the beginning of decision workflows,
where it supports the collection, structuring, and retrieval of relevant information for
decision-making. Participant A refers to the use of “Al agents” in project planning,
explaining that these tools help break down and structure tasks into actionable work elements,
reducing the need for users to define each step manually. Participant D describes a similar
process in which a user “starts by putting a question or a case into the Al system” after which

the system “gives more of an initial answer or direction.”

Another recurring theme in the interviews is the role of Al in monitoring and ongoing
information retrieval. Several participants describe Al as part of ongoing oversight, used to
track performance and identify deviations. Participant A explains that, “I use agents for
getting the information about the KPIs” and describes prompting the agent to retrieve
performance indicators. Participant C highlights the role of Al in monitoring and identifying
risks, by noting that “the Al system monitors the projects, detects delays and also identifies
the risks.” Further, Participant F connects Al to monitoring through performance tracking,
noting that, “we do have dashboards where we can evaluate the changes in how well our Al
models are doing.” Across the interviews, Al is described as being used for monitoring,

performance tracking, and retrieving and organising information prior to decision-making.

Participants describe that Al filters and prioritises decision-relevant information before human
decision-making occurs. Participant E explains that “it decides what looks important or not,
and what we should even focus on,” describing how Al determines which issues receive
attention in the first place. Participant E further notes that Al influences prioritisation and
directs attention toward certain cases over others. As the participant explains “we follow its
output quite much in how we prioritize.” The system is described as signaling “what is urgent
and important” rather than ‘‘just working randomly or by queue.” According to Participant D,
“even if people review it, the first suggestion can shape how we think about the case.”
Participant E similarly states that “Al recommendation is always there” and that “it frames
how you interpret the case.” Participant E notes that “Al helps us by flagging transactions
that might be risky” and can “also sort cases so we see the most important ones first.”

Participant C also describes that “especially for schedule problems, the system might detect

that a task is progressing slower than expected.”
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4.2 Human-AlI Collaboration in Decision-Making

Participants describe decision-making as a collaborative process in which Al and humans
interact continuously. They further explain that Al provides input and support, while humans
remain actively involved in interpreting, evaluating, and acting on these outputs, retaining
final decision authority. As Participant A explains, “Al is offering some information and also
giving some tips for making decisions. But the decision itself is at the moment made by the
managers.” Similarly, Participant C notes that “the decision is made from us, managers, so
humans, not the AL Participant E also notes that, “we are still the ones who make the final
decision.” Beyond final decision authority, Participant D notes that users actively evaluate
and selectively incorporate Al-generated information rather than accepting outputs

uncritically, stating that “I pick and choose what to use from it or not.”

Participants further describe Al systems as actively involved in the development and
exploration of ideas during work processes. Participant F notes that, “previously you might
just produce some lo-fi sketches or design some mock-ups. But now it’s more the expectation
that you should let Al create a functioning prototype.” The participant also describe that Al

can be used to brainstorm, support idea generation and explore possible solutions.

Across the interviews, Al is described as being primarily implemented as a conversational
system that provides responses to user queries. Participant G explains that conversational Al
systems, such as Claude, are used to retrieve context-specific answers from company data
through natural language prompts. The participant further describes these systems as
company-wide and integrated into daily routines, enabling employees to retrieve information
in real time, including during meetings or client interactions. For example, Participant E
explains that work processes often begin with Al-generated suggestions, stating that “we
always begin with what the system suggests, and then we build on that.” Participant A

explains that Al provides access to KPIs that form the basis for decision-making.

Several participants describe their interaction with Al systems as an iterative, back-and-forth
conversational process, where decision-making emerges through continuous exchange
between human judgement and Al-generated input. Participant D describes a routine in which
conversational Al systems are used as an initial source of guidance, followed by human
verification through internal documentation or consultation. The participant states that “A
common routine is to check with Al first, then cross-check with internal documentation or a

colleague if something seems unclear or high-risk.” In another example, Participant D
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describes that there is an ongoing process between humans and Al by double-checking Al’s
outputs, noting that “we continuously monitor it through feedback and check against the
policy and the expected outcomes. So there is an ongoing process of making sure the system
stays useful and does not drift away from what the business actually needs.” Participant |
reinforces this collaborative dimension by describing the interaction with conversational Al
tools as a form of joint problem-solving. When using tools such as Claude for strategic
thinking or improvement initiatives, the interaction is perceived as a “sparring’ process, in
which ideas are iteratively developed through dialogue. Further, Participant D discusses how
Al outputs are routinely questioned, stating that “there is still a healthy amount of
questioning.” The participant also explains that new users tend to rely more heavily on Al,

while more experienced users are more selective in their use of the system.

The interviewees further state that Al implementation has introduced new actors into the
decision structure, particularly teams responsible for interpreting system outputs and
supporting their use in practice. Participant C explains that “before we didn 't have a digital
team, but now we have one, the web digital team of Al analysts, and they help to interpret the
data” and that “now the decisions are not based only on the site observation, but also the
insights from the system and what the digital teams can tell us.” Participant B describes the
emergence of “Al coaches.” These individuals have advanced knowledge of Al tools and
support teams in integrating them into their daily work. The participant explains that they
influence how Al is used in decision-making by sharing knowledge with users, improving
work processes, and maintaining awareness of ongoing technological developments.
Participant D adds that new intermediary roles have emerged between business and
technology, with the purpose of translating Al-generated insights into practical procedures.
The participants also note that knowledge about Al systems is shared in a collective way in
the company, stating how usage practices are shared in meetings or conversations, “we 've also
started informally sharing the best practices. For example, in team meetings or chats, people

might say, if you ask it this way, you get a much better answer, or be careful with this type of
query.”

The participants describe that effective Al-supported decision-making depends on the
integration of organisational knowledge, structured data, and human interaction within the
workflow. Participants emphasize that Al systems require extensive structured data,
documented organisational processes, and contextual information in order to generate

meaningful outputs. As Participant G explains, Al systems depend on ‘“the foundation of
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structured data and large data sets” and require integration not only of data sources but also
of “human written documentation” to provide sufficient context for meaningful outputs. At
the same time, participants describe that effective use of Al also depends on users’ ability to
interact with the system appropriately. Participant D explains that users have learned to “be
more specific, to include context, and to structure their questions in a way that gets more

1

useful responses,” which improves the perceived reliability of the system. However,
participants also emphasise that Al outputs still require organisational documentation, domain
knowledge, and human interpretation, as important contextual information is often embedded

in practice and experience rather than fully captured in data.

4.3 Selective AI Automation and Human Intervention

Across the interviews, participants describe Al as being used selectively for routine tasks,
while human involvement remains necessary in cases that are unclear, sensitive, or require
escalation. Participant C explains how Al is used in routine operations, explaining that “A/
will create reports of what we have to do and prepare the program for the next day.”
Similarly, Participant E adds that Al is a part of daily repetitive risk assessments, noting that
“a case comes into our system first, where the Al system automatically analyzes it and gives a
risk score, so we quickly see if something is low, medium, or high risk.” The participant
further states that Al has become “part of the daily routine” and that “when we start work,
the system has already sorted the cases for us.” Participant H also describes a division based
on complexity, where Al is used in structured and data-driven business cases due to its speed
and efficiency, while humans handle more complex and unclear cases that require business
experience and judgment based on prior situations. Participant D explains that “people tend to
treat Al as a first layer of guidance, but not the final answer, especially in more complex or

sensitive cases.

Participants G, H, and B describe Al as being used for large-scale data analysis and pattern
detection in operational data environments. Participant B describes software development
tasks where recurring bugs previously required extensive manual effort to identify and
resolve, involving significant time, personnel, and costs. With the introduction of Al, the
system analyses and clusters bugs into categories, distinguishing between recurring and
standardised issues. Routine cases are automatically resolved, while non-standard or

ambiguous cases are escalated to human experts for further investigation. Participant G
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highlights the difficulty of manually analysing large datasets, such as “reviewing large
volumes of call recordings to identify patterns and common themes,” which “Al can process
more efficiently.” The participant further notes that performance metrics are automatically
generated and used as input for managerial decision-making. Participant H similarly describes

automated systems as able to scan data to identify errors, anomalies, and deviations.

Participants describe Al as being actively used in the delegation of operational tasks.
Participant A explains that repetitive tasks can be assigned to an Al agent through
customization. Participant F expresses a similar view, stating that there is “a great push” to
use Al for “routine tasks and quicker research,” particularly because clients increasingly
expect more automation. The participant further explains that Al is used in “document
processing and support-related automation” as it “transcribes and analyzes support calls,
classifies what was discussed, and identifies trends.” The participant also notes that Al can
handle the majority of assigned tasks immediately, stating that “if it gets ten tasks to perform,

then eight of them it can just handle on the spot.”

Participants provide examples of customer interaction processes. In company I, an
Al-powered chatbot autonomously manages the entire initial conversation with customers,
drawing on an internal knowledge base to analyse requests, generate responses, and provide
summaries of the issue. The participant explains that while the first interaction is “always
Al-based,” subsequent steps involve human quality assurance and contextual adjustment of
the Al-generated output. Likewise, Participant G uses a conversational intelligence tool to
handle support tickets, where the chatbot responds to most cases and resolves a limited share
on its own. The system includes guardrails that prevent it from responding in specific
situations. Participant G explains that “we have put guardrails on it, so there are specific
cases where the Al won t respond. For example, if the Al judges the persons tone to be angry,
it will not respond and it will pass it straight to a human. So 90% of the time, the AI will
respond first time, but if the Al judges the topic to be too complicated or that the tone of the
person is too angry, then it will not respond.” The participant describes that the system
responds to most cases while certain cases are escalated to human employees based on

predefined conditions.

Participant E explains that when there are “millions of transactions every day, theres just no

way humans can check all of them,” and that Al can “scan huge amounts of data in real time
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and spot anything unusual,” enabling the identification of cases requiring human review.
According to the participant, this is particularly evident in high-risk contexts such as fraud
detection and money laundering, where Al flags unusual activity for escalation to human
actors. Participant E refers to “small repeated transfers” as an example of suspicious patterns,
particularly in cases involving contextual ambiguity, elevated risk, or compliance-related
uncertainty. Participant D adds that escalation is also triggered in situations where context is
missing or information is conflicting. Further, the participant states that “were not allowed
to make fully automated decisions that affect customers without human involvement in more
sensitive cases” and adds that in risk work, the team cannot “just trust it blindly” but must
use its own judgment. Participant A points to confidentiality as an important boundary that
requires human intervention, stating that “there’s some data you can 't or you shouldn t give to
AL Participant C adds that when the system detects cases that “could either make it
impossible or require human attention, ” it generates a report for users, who then decide on the

appropriate action.

Participants describe that escalation to human actors is triggered not only by risk sensitivity,
but also by cases in which Al outputs are perceived as insufficient or inaccurate. Participant C
explains that matters related to “safety, costs, or major decisions require human judgment”
and therefore should not be handled autonomously by Al systems. The participant further
notes that “there will always be some problems that Al didn 't predict.” Similar concerns are
discussed by Participant G in the example of an Al system that was trained on company data
to generate performance metrics for managers. As the underlying data had not been updated,
the system produced inaccurate outputs by returning figures from the previous month rather
than the current one. The participant explains that the issue was resolved through human
intervention, as a data expert corrected the input. Participant G therefore emphasises the
importance of human verification and correction of Al outputs to maintain their reliability for
decision-making, stating that “as long as I can explain where the data is wrong, then I don't
have an issue with it.” Similarly, Participant H notes that users must understand “what
commands go to what task” and that in cases where Al produces inaccurate or misleading
outputs, responsibility for system design and use becomes central. The participant further
states that the lack of such understanding may lead to inefficient use of Al systems and

increased complexity in organisational processes.
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4.4 Governance Structures for Al usage

Across the interviews, participants describe several ways in which Al-based decision-making
is controlled within their organisations. Al use is described as being accompanied by approval
procedures, internal guidelines, and documentation routines, as well as human review,
threshold mechanisms, escalation processes, and ongoing discussions within teams.
Participants also describe how Al outputs are checked in practice and how responsibility for

decisions remains connected to human roles.

Participants describe that the introduction of Al tools is subject to formal approval processes
within the organisations. Participant A explains that new applications cannot be implemented
without prior human review, stating that “it has first to go through like a check if we can use
this also within the company.” As the participant notes, this process involves multiple
functions, including “compliance, legal, data protection and law,” with the assessment of
whether tools are appropriate for organisational use and what modifications may be required.
Participant A further notes that internal organisational rules operate alongside external

regulation, stating that company-specific guidelines are “more restrictive than the AI Act.”

In addition to formal approval processes, participants describe extensive documentation and
logging requirements as central to Al governance. Participant A characterises this as “an
ongoing cycle,” in which systems are repeatedly reviewed, approved, and documented.
Similarly, Participant E explains that “there has to be proper documentation and logging of
decisions,” including records of “what it did, why it did it, and how it reached a certain
result” to enable later review. The participant further describes internal monitoring practices,
including “sample-based checks” of cases within teams, as well as additional review by “risk

’

and compliance functions.’

Participant D describes feedback mechanisms as another example of evaluating and refining
Al system outputs. The participant explains that feedback is collected through internal
channels, tools, and regular interactions with product teams. The participant also describes
their role as identifying “where the system adds value, where it creates friction, and where

human judgment remains necessary,” to ensure that Al is used in a “sensible way.”

Participant F explains that Al systems operate within defined “ceilings” for actions such as
financial transactions, while Participant D notes that the level of Al use depends on the level

of organisational risk exposure. These constraints are implemented through thresholds, risk
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limits, and organisational guardrails. Participants further describe that such mechanisms are
embedded within broader compliance and operational structures, including legal requirements
and data governance practices, particularly in cases involving sensitive or confidential
information. Participant E adds that in high-risk or compliance-related cases, decisions are
escalated to specialised departments, stating that there is a “clear chain for escalation” where

cases “‘go further up to the risk or compliance department.”

Participants further describe data governance and privacy concerns as key boundaries shaping
the organisational use of Al. According to Participant H, the organisation handles large
amounts of client personal data, and working with sensitive data requires “compliance with
GDPR, the EU-level regulations governing the use of Al in processing private information.”
Participants also describe limits regarding the types of tasks considered appropriate for
Al-supported decision-making. Participant A emphasises that Al cannot fully account for
“interpersonal and contextual aspects,” stating that such nuances in human interaction cannot
currently be captured by a data-based system. Similarly, Participant J emphasises that Al
cannot analyse emotions and describes such an attempt as inappropriate. At the same time,
other participants describe customer service systems that are used to identify signs of

aggression and escalate cases to human staff.

Participants describe Al usage as being supported through formal training, ongoing skill
development, and requirements for human justification when interacting with or overriding Al
outputs. Participant D explains that formal guidelines have their limits because “the system
evolves quite quickly.” The participant adds that “Over time, they also build their own
understanding on how to interact with it efficiently.” In addition to formal rules, Participant D
describes training as involving skills that are part of regular development, “especially around
critical thinking, understanding limitations, and even using the system responsibly.”
Participant G adds that the skill set of Al users is crucial, noting that “the level of usage of Al

depends on the prompting skills of the user of the conversational Al system.”

Participant B states that formal governance structures for Al usage are not yet established
within the organisation. The participant explains that the organisation is in the early stages of
Al adoption and that Al tools are not yet deeply integrated into core workflows. There are
currently no approval processes, escalation routines, or organisation-wide communication

practices related to Al-supported decision-making. However, the participant anticipates that
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governance structures will become necessary as Al adoption increases, particularly in
contexts where efficiency pressures grow and Al-supported processes, such as coding in IT

environments, may become mandatory.

Participants describe that in more serious cases, such as high-risk or compliance-related
issues, the cases are escalated to the relevant department. Participant C explains that “we have
to always escalate the information to the digital team or the other project manager” when
something is unclear or serious. The participant describes that over time, this process has
become more formalized, with clearer rules about when escalation is required and who is

responsible for handling it.

4.5 Challenges in Al integration

This chapter brings together the main frictions and tensions that emerge when Al systems are
translated into everyday practice. Participants describe that the complexity of organisational
decision-making challenges effective Al integration. Participant B explains that decisions are
made in highly interconnected environments where no actor possesses complete knowledge of
all relevant conditions. According to the participant, decisions may therefore be influenced by
incomplete information, limited experience, and human bias. Participants G and F similarly

)

describe Al systems as a “black box,” in which the process behind outputs is not always
visible. Participant G explains that users “do not always see how an output is produced,”
while Participant F states that “something else comes out and you don't know exactly how it
happened.” According to Participant G, this lack of transparency increases the importance of
human oversight and critical engagement with Al-generated outputs. Similarly, Participant E
states that “responsibility always lies on us” and that “we also have to question the
information it gives us if something doesnt look right,” while Participant C emphasises that
“we as humans have to be there.” Participant A similarly notes that “you don't really
understand where the knowledge is coming from.” Participant H adds that even when Al is
used to access information more efficiently, it may produce different answers depending on
prior assumptions embedded in the model and how it has been implemented. In another
example, Participant C is skeptical of fully trusting Al, noting a case where a team member
“trusted AI completely,” which resulted in a construction problem and “2 weeks working for

nothing.” Participant F further highlights concerns regarding over-reliance on Al systems,
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describing a risk that employees become “too used to having this superpower delivered to you

from AL”

Participants also describe that Al systems influence how employees approach tasks and
problem-solving in daily work. Participant D explains that “quick answers and
recommendations” may encourage employees to ‘‘just follow a recommendation” instead of
independently exploring the underlying issue. The participant also describes this as beneficial
for efficiency, while noting that it may affect learning processes and skill development,
particularly for newer employees. Participant G explains that in previous tasks, more
discussion and exchange of perspectives were involved, whereas Al-supported workflows
“may rely more heavily on automated outputs and predefined recommendations.” Participants
A, D, and F describe concerns that reliance on standard answers or Al-generated

recommendations may reduce flexibility in handling individual or complex cases.
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5. Analysis and Discussion

5.1 AI-Embedded Decision-Making in Organisational Work Practices

The findings indicate that Al is increasingly embedded into organisational decision-making
processes. Rather than functioning as a separated tool, this embedding is reflected in its
integration into organisational workflows through which information for decision-making is

collected, structured, prioritised, and interpreted.

A recurring pattern across the interviews is that Al is used to accelerate access to information
and reduce response times, by supporting project planning, generating initial suggestions, and
providing guidance. Across the interviews, participants describe Al as part of workflows,
where employees “check with AI” as a natural step in completing tasks, retrieving
information, or evaluating cases. As Al becomes embedded into everyday work tasks,
organisational routines are no longer only enacted by human actors but increasingly

performed through Al-supported systems.

Rather than contradicting existing literature, the findings extend it by revealing tensions.
Existing literature often assumes that Al standardises organisational processes by relying on
predefined algorithms or trained models, thereby reducing variation in individual
interpretation and human judgement (Hiremath et al., 2025). This standardisation may
enhance consistency and efficiency by limiting discretionary interpretation through the
embedding of predefined analytical frames into work tasks. However, several participants
describe Al as expanding exploration, brainstorming, and idea generation by enabling
employees to test more alternatives and generate new solutions more quickly. Al therefore
appears to simultaneously standardise decision structures while increasing variability in

creative and explorative work.

This ambivalence reflects a broader reconfiguration of decision-making constraints under Al
integration. Participants describe organisational environments in which the volume, speed,
and complexity of information exceeds what individuals can process unaided, leading to
increasing reliance on Al systems for analysis, prediction, and information processing.
Several participants explain that Al is integrated in specific work tasks because certain forms
of analysis and information processing can no longer be managed efficiently through human

evaluation alone, particularly in situations requiring the continuous assessment and
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interpretation of large amounts of data. At the same time, this reliance is accompanied by new
forms of opacity, as participants report limited visibility into how outputs are produced and
which assumptions shape algorithmic recommendations. Several participants describe Al
systems as “black boxes” in which users do not fully understand how outputs are generated or
why certain recommendations are produced, as Participant G explains, “you do not always see

how an output is produced.”

These findings suggest that while Al extends the informational and analytical capacity of
decision-making, it simultaneously shifts the basis on which decisions can be evaluated.
Rather than being primarily constrained by human cognitive limitations and incomplete
information (Simon, 2013), decision-making becomes shaped by system-level constraints,
including model assumptions, implementation variability, and limited interpretability.
Literature confirms this by showing how Al systems embed assumptions and meaning into
their outputs (Palmiotto, 2024). In this sense, bounded rationality theory (Simon, 2013) is
reconfigured: constraints move from human information-processing limits toward
algorithmically mediated epistemic opacity, where Al systems interpret and shape information
before it reaches the human actor in the decision-making process. Consequently,
decision-makers report limited transparency into how insights are produced and which

assumptions underpin algorithmic outputs.

As Al becomes part of routine organisational work practices and increasingly performs
information-processing tasks previously handled by human actors, it also reshapes how
information is distributed and accessed within decision-making processes. Building on Foss
and Klein (2012), who emphasise the distribution of decision authority across organisational
hierarchical levels to manage uncertainty and cognitive constraints, the empirical findings
suggest that Al systems further alter this distribution by changing the information basis on
which decisions are made. Participants describe a shift away from decision-making being
concentrated around specific individuals or managerial expertise toward a more distributed
process, where employees across hierarchical levels can act more autonomously through
shared access to Al-generated information. As Participant D notes “before, a lot of decisions
would go through managers or experienced people first” whereas with Al “decision-making
is a bit more distributed instead of being very centralized.” Rather than simply decentralising
decision-making in a structural sense, this shift is enabled by changes in how information
flows within the organisation, as Al systems standardise knowledge and distribute

information widely. In this sense, Al contributes to a form of technologically mediated
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knowledge distribution that partially reflects Hayek’s (2013) notion of dispersed knowledge,
as human actors rely more heavily on locally accessible, Al-supported interpretations of

organisational information when making decisions.

However, the findings also indicate that this decentralisation restructures organisational
dependency relations, as Al increases autonomy in operational decision-making while
simultaneously increasing reliance on Al-generated outputs. Across the interviews, Al is
described as performing an initial sorting of information by highlighting certain issues while
deprioritising others, as illustrated by Participant E’s statement that Al “decides what looks
important or not, and what we should even focus on.” Literature supports this by outlining
how, with Al, certain issues get flagged while others are suppressed, resulting in information
being selected by design rather than by human cognitive limits (Smit & Zoet, 2018; Hiremath
et al., 2025).

This suggests that organisational rationality becomes increasingly shaped by the
classification, prioritisation, and filtering mechanisms embedded within Al systems. Rather
than addressing cognitive capacity alone, this concerns how relevance is defined and
prioritised before human evaluation. Organisational attention is to a greater extent shaped by
Al systems as they determine which issues are flagged or highlighted before human
evaluation takes place. As a result, viewed from an agency-theoretical perspective, this creates
agency costs through a new form of information asymmetry (Jensen & Meckling, 1976), as
the prioritisation of information by Al systems reduces the observability of how

decision-relevant information is pre-structured.

Overall, the findings suggest that Al does not merely support decision-making through
information provision but actively shapes the initiation of decision processes by determining
which cases become visible, prioritised, and actionable. Al therefore changes the conditions
under which organisational rationality operates. The findings suggest that organisational
constraints do not disappear; rather, they shift from human cognitive limitations toward
system-level constraints embedded within data, algorithms, and Al-generated information. In
this sense, the relocation of constraints into system-level processes also reduces their visibility

and makes decision-makers more dependent on Al systems’ assumptions.
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5.2 Human-AlI Interaction in Organisational Decision-Making

Across the interviews, participants describe decision-making processes in which Al systems
are integrated into several stages of organisational workflows. Al is described as contributing
analytical support, recommendations, and operational assistance, while humans remain
responsible over the final decision. Across the interviews, most participants describe using
conversational Al systems characterised by continuous human-Al interaction across different
stages of organisational processes. This indicates a hybrid decision-making arrangement in
which human actors remain actively involved throughout the decision-making process by
questioning, contextualising, and validating Al-generated outputs. In this sense, the empirical
findings reflect human-in-the-loop (HITL) configurations and a lower Level of Automation
(LOA), where decision-making is continuously shared between human judgement and

system-generated outputs (Enarsson et al., 2022; Sheridan et al., 1978).

Across the empirical material, decision-making emerges as an Al-supported, collaborative
and iterative process in which Al provides structured input while humans interpret and apply
these outputs in practice. Several participants explain that Al systems are used as a support
tool across multiple stages of decision-making processes. Participants describe its use for
retrieving context-specific information from company data, such as KPI-related metrics,
summarising policies, and exploring possible courses of action. Participant I describes the
interaction with conversational Al systems as a “sparring” process in which ideas are
developed iteratively through dialogue. A common theme across the interviews was how Al

supports decision-making but does not replace it, which reflects a hybrid decision structure.

This Al-supported decision-making process is further shaped by new organisational roles that
influence how Al-generated outputs are interpreted and used. According to the empirical
findings, organisations introduce additional roles, such as digital teams, Al analysts, and Al
coaches who act as intermediary roles to support the interpretation and practical use of
Al-generated outputs across the organisation. Decision-making therefore involves continuous
interaction between operational employees and specialised Al-related roles, where
interpretive guidance becomes a key mechanism of influence. As a result, Al-generated
outputs are not acted upon directly but are filtered, contextualised, and validated through these

intermediary roles before reaching a final decision.
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However, the effectiveness of hybrid decision-making depends on how Al systems are
embedded practically in organisational routines. Participant H explains that users need
business knowledge and experience to understand what Al outputs mean in practice, while
Participant D notes that experienced employees are better able to recognise when
Al-generated recommendations are useful and when additional human judgement is
necessary. According to the interviews, during the interaction with Al systems human actors
filter and select potentially valuable information from the AI outputs. Subsequently,
Al-generated suggestions are frequently used as an initial layer of guidance that employees
“build on,” while outputs are continuously questioned, cross-checked, and evaluated against
policies, documentation, or colleague input. In one example, Participant D notes states that, “/
pick and choose what to use from it or not.” Therefore, the empirical data suggests that
experienced employees rely more selectively on Al outputs, as their domain knowledge
enables them to assess the relevance of recommendations. This indicates that they draw on
heuristic judgement and experiential knowledge to quickly filter and validate Al-generated
recommendations against situational context, indicating that Al adoption remains dependent
on human judgement under conditions of bounded rationality (Gigerenzer & Brighton, 2009;

Kahneman, 2011; Simon, 2013).

In addition, participants further describe that users adapt their interaction with Al over time by
learning how to structure prompts, provide context, and critically assess outputs more
effectively. For instance, Participant D explains that users have learned to “be more specific,
to include context, and to structure their questions in a way that gets more useful responses.”
The findings indicate that users develop adaptive heuristics for interaction with Al systems by
recognising when additional human judgement is required. Hybrid decision-making therefore
appears as an evolving organisational process in which effective Al usage is maintained

through continuous human verification, selective reliance, and iterative adaptation of user

practices.

Several participants further explain that the functioning of hybrid decision-making depends on
the extent to which organisational knowledge can be translated, structured, and encoded into
forms that can be integrated into Al-supported workflows. Participants explain that Al
systems require a translation of organisational logics and processes into machine-readable
formats that the systems can process. This dependency highlights that Al-supported
decision-making is constrained by the degree to which organisational knowledge is structured

and translated into formats that can be processed by Al systems. However, Participant G
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emphasises that a significant amount of organisational context remains embedded in
day-to-day practices and human experience, rather than being fully data-based or
machine-readable formats. In this sense, organisational decision-making is shaped not only by
human experience and heuristics (Simon, 2013; March, 1988; Fama & Jensen, 1983), but also
by the extent to which decision-relevant information can be fed into Al systems, meaning that
Al-supported decisions may be less grounded when relevant knowledge cannot be adequate

processes by the system.

Overall, the findings suggest that Al does not remove decision authority from human actors,
but redistributes decision-related activities across Al systems, operational employees,
specialised intermediary roles, and managerial oversight functions. Hybrid decision-making is
an evolving process shaped through continuous interactions. At the same time, the empirical
findings suggest that the extent to which Al-generated outputs are relied upon is closely
intertwined with continued dependence on human expertise and the underlying organisational

knowledge structures.

5.3 Exception-based Decision-Making as Selective Human Intervention

The findings indicate that managerial decision-making is increasingly organised through
exception-based arrangements in which Al handles routine and repetitive cases, while human
actors intervene selectively when situations become ambiguous, sensitive, or exceed
predefined thresholds. Across the interviews, Al is described as taking over high-volume and
time-intensive tasks such as document processing, call transcription, classification, reporting,
anomaly detection, and preliminary risk assessment. These tasks are delegated to Al because
it can process large datasets quickly, identify patterns, and carry out repetitive analytical work
more efficiently than human actors. Human involvement remains necessary, however, when
cases require contextual interpretation, discretionary judgment, or corrective action. This
pattern aligns with supervisory control theory (Sheridan, 2021), which conceptualises
automated systems as handling standardised operations, while humans monitor performance
and intervene when deviations or exceptions occur. It also aligns with the human-on-the-loop
model (Cheruvu, 2026) and higher levels of automation in Sheridan et al.’s (1978) levels of
automation framework, where Al performs most routine operational work and human

involvement is concentrated in non-routine or high-risk situations.
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However, the findings extend the theory by suggesting that Al functions as an initial filtering
mechanism that classifies cases into those handled automatically and those escalated for
human review. Participants describe how Al analyses financial transactions and detects bugs
in computer systems, supports customer support tickets and calls, and classifies, prioritises, or
escalates cases based on patterns, confidence levels, or predefined rules set by human actors
for the Al system. This reflects a supervisory governance structure (Sheridan, 2021; Cheruvu,
2026) in which human intervention is not continuously embedded throughout the decision
process, but instead occurs selectively in response to specific cases escalated by Al through

exception detection and pre-processing.

However, exception-based decision-making also creates tensions between efficiency and
human judgment. The accessibility and speed of Al-generated outputs may encourage users to
rely on predefined recommendations as cognitive shortcuts in practice rather than engaging in
broader evaluation or considering alternative perspectives. In one example, Participant G
notes that Al-supported workflows “may rely more heavily on automated outputs and
predefined recommendations.” In some cases, this reliance can reduce critical assessment of
outputs, as illustrated by Participant C, who describes how following Al-generated
recommendations contributed to a construction error that resulted in significant wasted work.
This reflects heuristics-based decision-making under conditions of bounded rationality, where
individuals satisfice rather than optimise under complexity and time pressure (Simon, 2013;
Kahneman, 2011; Gigerenzer, 2001). In this sense, human oversight becomes concentrated on
exception handling rather than routine processing, focusing on safeguarding judgement

quality and mitigating risks associated with excessive reliance on Al-generated outputs.

Moreover, the findings indicate that escalation to human actors is not determined solely
through real-time managerial judgment, but is also embedded in the system design itself. As
Participant G illustrates, the Al system is configured with guardrails that prevent it from
responding in certain situations, such as when a customer appears angry or when a case is too
complex for automated handling. Other participants describe similar threshold-based
arrangements, where cases are marked ‘for review” when the system detects uncertainty,
unusual patterns, or missing context. Exception handling is therefore partly encoded in system
design features such as escalation logic (i.e., rules for when cases are sent to human review),
classification rules (how cases are sorted into categories), and confidence thresholds (levels of
uncertainty that trigger human involvement). In this sense, the system does not merely

execute decisions but actively shapes when human intervention is triggered. This extends
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supervisory control theory (Sheridan, 2021) by showing that human oversight is organised
around Al-generated exception signals rather than continuous monitoring of all cases. While
Al systems help identify situations requiring attention, human actors remain responsible for
interpreting, validating, and acting upon these signals. This indicates that human oversight is
structurally pre-shaped by system-level filtering, as intervention is only possible once cases

have been defined as exceptions through Al-driven mechanisms.

Furthermore, the empirical findings broaden exception-based decision-making theory by
showing that human intervention is required not only in complex or high-risk cases, but also
when Al outputs are uncertain, unreliable, or difficult to interpret. In such situations, human
actors intervene to verify and correct outputs by assessing data quality, checking whether
information is up to date, and evaluating its contextual relevance. The implications of this are
twofold. First, while Al improves efficiency in routine processing, its effectiveness remains
dependent on accurate data, appropriate system configuration, and human validation. This is
illustrated by Participant G, who describes how outdated performance figures were generated
due to unupdated underlying data, requiring human intervention to identify and correct the
error. Second, the persistence of human oversight reflects the interpretive limits of
Al-supported decision-making, particularly where outputs are opaque or difficult to evaluate.
Participants report that Al outputs are not always straightforward to interpret, requiring
human judgment and validation rather than passive acceptance. This supports prior research
on opacity and interpretability challenges in Al-supported decision-making (Burrell, 2016;
Johnson, 2022), which shows that limited transparency necessitates ongoing human oversight.
Rather than replacing human judgment, Al shifts it toward supervision, verification, and

accountability, ensuring that decisions remain reliable and contextually appropriate.

Overall, the findings suggest that exception-based decision-making represents a supervisory
form of human-Al coordination in which Al handles routine processing and exception
detection, while human authority is preserved for cases requiring discretion, accountability,
and contextual judgment. The central shift therefore lies in the repositioning of managerial
decision-making, in which human intervention becomes increasingly selective and
concentrated in situations where Al-generated outputs require interpretation, validation, or

correction.
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5.4 Governance, Accountability, and Control Mechanisms

The findings indicate that embedding Al in organisational decision workflows does not
diminish the need for governance and control; rather, it intensifies and reshapes it. A clear
pattern in the empirical material is that the extent of Al embedding is closely related to the
degree of governance development. In the case described by Participant B, where Al had not
yet been deeply integrated into core processes, formal governance structures were still
limited, although their need was recognised in anticipation of broader adoption. By contrast,
in organisations where Al was deeply embedded in everyday work processes, governance was
more developed and took the form of approval procedures, documentation requirements,
escalation routines, monitoring practices, and internal review processes. This suggests that as
Al becomes more central to decision-making, governance expands in parallel to manage

uncertainty, risk, and accountability.

Consistent with Jensen and Meckling’s (1976) agency theory, the findings suggest that Al
integration introduces governance problems that create agency costs. In Al-supported
decision-making, this asymmetry appears to be intensified as the logic behind outputs is often
opaque and difficult to verify, which, in line with Burrell’s (2016) and Johnson’s (2022)
arguments, complicates accountability and oversight. The empirical data indicate that
managers remain formally accountable for outcomes, yet the processes through which Al
generates outputs and recommendations become less transparent and more difficult to
monitor. As the findings show, organisations respond to this opacity through logging and
documentation practices. In the cases described, Al outputs are repeatedly reviewed,
approved, and recorded, with Participant E noting that decisions are documented in terms of
“what it did, why it did it, and how it reached a certain result.” Adding to that, Participant G
notes the importance of validating Al-generated outputs to maintain their reliability for
decision-making, stating that “as long as I can explain where the data is wrong, then I don't
have an issue with it”. These practices increase the traceability and auditability of
Al-supported decisions, indicating that accountability is not inherent in the technology itself

but must be established through organisational governance mechanisms.

According to the empirical findings, while Al expands access to information and enables
more decentralised use of knowledge, it simultaneously increases information asymmetries as
managerial oversight becomes increasingly distant from the generation and processing of

information prior to decision-making. From an agency-theoretical perspective, this reflects a
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structural trade-off between utilising dispersed knowledge and maintaining effective control
over decision-making processes (Jensen & Meckling, 1976). This supports existing research
that frames Al integration as a governance issue rather than solely a technological one

(Hiremath et al., 2025; Johnson, 2022; Dowding & Taylor, 2024).

Another recurring pattern across the interviews is that governance is enacted through layered
approval and oversight structures, consistent with research showing that organisations rely on
multi-level control systems to ensure accountability (Wehrhahn & Velte, 2024). Participants
describe internal review processes involving legal, compliance, data protection, and
operational functions that must approve Al use before deployment in practice. In one
example, Participant A explains that Al tools ‘first have to go through a check if we can use
this within the company,” noting that internal restrictions can in some cases be stricter than
the Al Act. This layered structure reflects the distinction between decision management and
decision control identified by Fama and Jensen (1983). Al participates in decision
management through generating recommendations, classifications, and structured outputs,
while human actors retain decision control through review, authorisation, and ratification of
these outputs prior to implementation. As shown in the empirical material, human actors are
in some cases required to justify decisions when overriding or deviating from Al-generated
recommendations, thereby reinforcing formal accountability despite increasing algorithmic
involvement in decision processes. Beyond these human-centred oversight mechanisms, the
empirical findings further suggest that governance and control are increasingly embedded
within Al systems themselves through predefined thresholds and rule-based parameters

established during system design.

Data governance and privacy concerns shape the boundaries of Al use, particularly in
contexts involving sensitive information or decisions requiring contextual or interpersonal
judgement. In the empirical material, these boundaries are operationalised through approval
procedures, compliance reviews, documentation requirements, escalation routines, monitoring
practices, and verification mechanisms that regulate how Al systems are used within
organisations. As Participant H explains, handling client data requires compliance with
GDPR, indicating that legal and privacy obligations directly shape permissible forms of Al
use. Participants also highlight that certain forms of judgement remain difficult to formalise
within data-driven systems, particularly those involving interpersonal nuance or emotional

sensitivity. For example, Participant A notes that Al cannot fully account for such dimensions.
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At the same time, the findings show variation across organisations regarding where the
boundary of acceptable Al use is drawn. While Participant J considers emotional analysis
inappropriate for Al systems, other participants describe customer service applications where
detected aggression triggers escalation to human staff. This variation points to governance
ambiguity regarding capability boundaries and trust in Al classifications. Governance of Al
use is therefore not grounded in a stable understanding of system capabilities, but is shaped by
context-dependent and sometimes conflicting assumptions about what can appropriately be
delegated to Al systems. This indicates that the boundary between technical classification and
human judgement remains contested. It extends governance literature on control under
conditions of uncertainty (Williamson, 1985; Foss & Klein, 2012) by showing that uncertainty
is not only located in the decision environment, but also in how decisions are allocated
between Al systems and human actors. In this sense, Al does not reduce uncertainty in
governance arrangements; instead, it shifts it toward decisions about what data is used, what

tasks are delegated to Al, and under what conditions Al outputs are considered valid.

The empirical findings also indicate that governance is not purely technical or procedural, but
competence-based. Several participants emphasise the importance of training, critical
judgment, and skill development as part of responsible Al use. Human oversight depends not
only on formal rules but also on users’ ability to identify when Al outputs are incomplete,
outdated, or contextually inappropriate. In addition, governance is supported through
organisational practices such as recurring meetings, reporting routines, and cross-functional

discussions, which enable monitoring of Al use and the exchange of lessons across teams.

Overall, the findings indicate that embedding Al in organisational decision-making reshapes
governance as a multi-layered configuration combining formal approval structures, technical
system constraints, and competence-based practices. Rather than replacing existing control
structures, Al becomes integrated into them through processes that simultaneously increase
the need for oversight and redistribute how control is exercised across organisational levels.
The findings further suggest that governance is characterised by persistent tensions,
particularly between transparency and opacity, and between efficiency gains and the
maintenance of oversight. In this context, control is not reduced but continuously negotiated
through a combination of procedural safeguards, system design features, and human

judgement embedded across organisational routines.
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5.5 Integration of the RAPID Model

The empirical findings indicate that Al integration redistributes RAPID decision roles within
organisational processes. This redistribution reflects the broader organisational challenges
outlined in the theoretical synthesis: bounded rationality, dispersed knowledge and agency
costs. Bounded rationality explains why organisations rely on Al systems to manage complex
and information-intensive decisions (Simon, 2013; March, 1988). Dispersed knowledge
explains why decision-relevant information becomes more decentralised, filtered, and
mediated through Al-supported workflows (Hayek, 2013). Agency costs explain why
governance, oversight, and accountability become more important as decision authority
becomes distributed across human and algorithmic actors (Jensen & Meckling, 1976). Against
this background, the RAPID framework provides a useful lens for analysing how Al

integration restructures organisational decision-making processes.

The original RAPID framework conceptualises Recommend, Agree, Perform, Input, and
Decide as distinct decision roles primarily allocated to human actors (Rogers & Blenko, 2006;
Smit & Zoet, 2018). However, the findings suggest these roles become intertwined in
practice. As outlined in the RAPID framework, in hybrid configurations, Al systems
primarily contribute to the Input and Recommend roles by structuring information, retrieving
relevant data, identifying patterns, and generating recommendations for possible courses of
action (Enarsson et al., 2022; Faraj et al., 2018; Smit & Zoet, 2018). Human actors retain
responsibility for Agree and Decide roles through contextual evaluation, validation, and final
decision authority, while the Perform role becomes shared between human actors and Al
systems during implementation processes. In exception-based configurations, this allocation
becomes more conditional and escalation-driven (Sheridan et al., 1978; Sheridan, 2021;
Shrestha et al., 2019; Cheruvu, 2026; Smit & Zoet, 2018). Al systems perform Input,
Recommend, and Perform in routine cases, whereas human intervention is concentrated in
Agree and Decide roles when predefined thresholds such as uncertainty, risk exposure,

ambiguity, or low confidence levels are exceeded.

However, the empirical findings indicate that Al systems are not confined to specific RAPID
roles but instead shape all decision roles across organisational practices. As illustrated in
Figure 3, Al influences when and how all roles are activated in practice by filtering,
prioritising, and classifying information before humans intervene in the decision-making

process. In exception-based configurations, Al conditions when human actors enact Agree,
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Decide, and Perform roles by shaping which cases are classified as routine and which are

escalated as exceptions.

The findings additionally suggest that Al-supported decision-making requires an additional
governance layer that goes beyond the original RAPID model. As Al systems become
embedded within routines, organisations must govern the design, configuration, monitoring,
and oversight of the Al systems that shape those roles. This extends the RAPID framework by
introducing a “Govern” layer, showing that governance is not external to decision roles, but
embedded in the configuration and maintenance of the decision system itself. Rather than
operating at the level of individual decisions, in this governance layer human actors define,
monitor, and adjust the conditions under which AI operates and decisions are produced,
including output validation, compliance with organisational and regulatory standards, system
monitoring, and bias and error control (see Figure 3). Importantly, governance therefore acts
on the decision environment in which RAPID roles are enacted, shaping how these roles are
triggered and distributed in practice. RAPID remains a useful framework for analysing
decision allocation, but in Al-integrated settings it must be understood together with

governance mechanisms that regulate the system within which those roles operate.

Overall, the findings suggest that Al integration reshapes organisational decision-making not
by eliminating human involvement, but by reorganising when, where, and under what

governance conditions human judgement is activated within organisational processes.
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Figure 3. Reconfiguration of RAPID Decision Roles under Al Integration, adapted from the theoretical
synthesis in Figure 2 (The Authors)
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6. Conclusion

6.1 Answering the Research Question

This study examined how the integration of Al systems into organisational workflows
reshapes decision structures and governance in hybrid and exception-based organisational
settings. The findings show that the embedding of Al systems into organisational routines
reconfigures decision structures and governance through changes in information processing,
role distribution, and the mechanisms that determine when and how human and Al actors
participate in decision-making. The findings demonstrate that Al integration redistributes
control and oversight by shifting from continuous human monitoring of decision processes
toward system-mediated escalation and threshold-based intervention. Therefore, governing
Al-supported decision-making requires new and strengthened governance mechanisms that

introduce additional layers of oversight, monitoring, and control.

In terms of decision structures, Al alters how decisions are formed by influencing the entry,
selection, and structuring of information before human interpretation takes place. Decision
processes therefore become increasingly shaped by Al-supported filtering and prioritisation,
which changes the structure of how problems are identified and how alternatives are
generated within organisations. This restructuring becomes most visible in the distinction
between hybrid and exception-based decision-making configurations. In hybrid systems, Al
and human actors remain continuously co-involved across decision stages, jointly
participating in recommendation, evaluation, and execution. In exception-based systems, Al
takes over routine processing and execution, while human involvement becomes selective and
is restricted to non-routine, uncertain, or high-risk cases triggered by predefined conditions.
Overall, the integration of Al into organisational processes reshapes decision structures and
governance by embedding Al into decision processes in a way that redefines when, how, and

under what conditions human judgement is activated.
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6.2 Implications

6.2.1 Theoretical Implications

This study extends existing literature through several theoretical implications concerning Al
integration, governance, and decision-making. First, the findings show that Al becomes
structurally integrated into organisational workflows and actively shapes which information
becomes visible, which cases are prioritised, and how decision problems are framed before
human interpretation occurs. Through algorithmic filtering, organisational attention is
increasingly structured by system-level assumptions, creating a technology-mediated
dependency in which decision-makers rely on Al-generated representations of organisational
reality. Therefore, Simon’s (2013) concept of bounded rationality is extended to include
system-level constraints introduced by Al systems, including opacity, embedded model
assumptions, and algorithmic filtering, which shape the information available to

decision-makers.

The second contribution extends Al governance literature by showing that governance in
Al-enabled organisations can no longer be understood solely as the allocation of authority and
control between human actors. Instead, governance emerges as a socio-technical arrangement
in which humans, Al systems, data structures, and escalation mechanisms jointly shape
decision-making. This is reflected in a shift towards selective human control, where oversight
becomes triggered by Al-generated signals rather than continuously exercised, leading to
reduced situational awareness and increased reliance on system-based exception detection. In
addition, the empirical findings extended AI governance literature by showcasing that
governance is not only structural by fixed rules and formal structures but learned and
reproduced through everyday user practices. This includes refining prompts, adapting
contextual inputs, validating outputs against organisational knowledge and policies, and
adjusting usage in response to observed limitations or errors. Accordingly, governance of Al
systems in decision-making becomes more competence-based, as effective oversight depends
on users’ ability and skills to interact with Al systems in a critical and context-sensitive
manner. Unlike governance approaches that assume trust in Al systems is based primarily on
transparency, the findings of this study show that trust also depends on users’ understanding

of the system’s underlying logic.
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The third contribution of this study refines the RAPID framework by showing that Al
influences all decision roles rather than being limited to mainly Input and Recommend
functions. Al conditions when Agree, Decide, and Perform roles are activated by influencing
which outputs are presented for decision-making and how information is pre-structured prior
to human intervention. Moreover a new “Govern” function emerges, reflecting the need for

human actors to actively monitor, validate, and control Al systems themselves.

6.2.2 Practical Implications

This study has several practical implications for organisations integrating Al into hybrid and
exception-based decision-making routines. Following the study’s findings, AI should be
governed as part of the decision process itself, rather than only at the point of final approval.
As Al increasingly frames organisational information, organisations require governance
infrastructures that include escalation routines, accountability structures, logging practices,

review mechanisms, and clear thresholds for human intervention.

The findings suggest that effective hybrid decision-making depends on employees’ ability to
interpret, question, and validate Al-generated outputs. Organisations can therefore provide
training that develops critical judgment, contextual understanding, and the ability to identify
incomplete or misleading outputs. The continued need for human intervention in ambiguous
or high-uncertainty situations indicates that organisations should establish clear thresholds
and escalation routines, while ensuring that accountability remains traceable when
decision-making is distributed across human actors and Al systems. Organisations could also
design workflows that make points of human intervention more explicit, particularly in

high-risk decision contexts.

Finally, organisations should manage growing dependency on Al-generated
recommendations. As Al becomes embedded in everyday routines, there is a risk of
overreliance and reduced critical reflection. Organisations can therefore preserve space for
discussion, deliberation, and contextual judgment, and could encourage practices that support

independent verification of Al outputs.

Overall, effective Al integration depends on balancing efficiency with human judgment and

organisational governance. These implications are particularly relevant in complex
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environments where decision-making is frequent, time-sensitive, and requires both

standardisation and contextual discretion.

6.3 Limitations

This study has several limitations that should be considered when interpreting the findings.
First, the findings are shaped by the organisational contexts examined, particularly the
private-sector settings, the level of AI maturity, and the stage of AI adoption. The
organisations were at different stages of integrating Al into their workflows and governance
structures, which means the findings may not fully capture how Al-supported
decision-making develops in more mature organisational settings. In addition, the
organisations were from different national contexts, and country-specific institutional,
cultural, and regulatory differences may have influenced how Al is implemented and
governed. Since the study did not aim to compare national contexts directly, the specific
impact of these differences remains outside the scope of the present analysis. Second, as the
study focused primarily on conversational and decision-support Al systems, the findings may
be less applicable to fully autonomous Al systems or settings with higher levels of
automation. Moreover, because Al technologies and related governance structures are
developing rapidly, the findings should be understood as reflecting the current stage of Al

integration in similar organisational contexts rather than a final or stable organisational model.

6.4 Future Study

Future research could further examine how Al integration reconfigures organisational
decision-making over time with a longitudinal study to capture how governance mechanisms,
behavioural reliance, and trust in Al systems evolve as organisations gain experience with
Al-supported processes. Such studies could provide insights into whether dependence on Al
systems stabilise, increase, or become more critically managed over time. Second, a
promising direction for future research concerns Al-mediated managerial attention, as the
findings suggest that Al increasingly influences which information becomes visible,
prioritised, and actionable. Future studies could therefore explore how algorithmic filtering

affects organisational learning processes and attention allocation dynamics. Finally, further
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research could investigate human capability development in Al-supported environments,
particularly in Al literacy, prompting competence, and organisational learning processes, as
the findings suggest that effective governance is dependent on user skills and the ability to

critically interpret Al-generated outputs.
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Appendices

Appendix 1 - Interview Guide

Background

L.

[y

Could you briefly describe your current role and how you work with AI?

. Organizations as Structured Decision Systems

In your day-to-day work, how are decisions typically made? For example, do people rely on
dashboards, KPIs, or predefined workflows, or is it more based on individual judgment?
Can you walk me through a recent example of an operational decision?

To what extent do existing structures simplify decisions, and when do people still need to

investigate more deeply?

. Organizations as Structured Decision Systems with Al

In a typical decision what role do Al systems play?

What usually triggers decisions in practice?

Do you feel that Al systems shape what people pay attention to?

In your experience, are decisions increasingly being presented or pre-structured by systems,
rather than actively explored by people? How do you think the structure of decision making

has changed?

3. Decision Responsibility

9.

10.
11.

How is it typically decided who gets to make which decisions in your workflows?
In practice, what kinds of decisions are handled by: operational staff, analysts, or managers?

Have you noticed any shifts in decision-making authority due to Al systems or automation?

4. Human-AlI Interaction & Exception-Based Decision-Making

12.

13.

14.
15.

Looking across your workflows, how would you describe the balance between: fully human
decisions, Al-supported decisions, and fully automated decisions?

What typically determines whether a decision becomes automated versus staying in human
hands? Are there cases where systems handle decisions up to a point and then hand over to
humans?

Can you describe what counts as an exception in your context?

How are such exceptions identified and communicated?
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5. Governance & Control

16. When something goes wrong in a decision that involves Al, how is responsibility typically
handled?

17. On the system side, have you observed any challenges?

18. If you think about risks overall, where do you see bigger challenges in practice - coming from

human decision-making, from Al systems, or from the interaction between the two?

6. Future Development
19. What do you think organizations still struggle with most when trying to integrate Al into their
decision-making processes?

20. Is there anything else you think is important that we haven’t discussed?
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