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Abstract
Evaluating defensive performance in football is difficult becausemuch of a defender’s value comes
from off-ball positioning and from preventing dangerous situations before they occur. This thesis
proposes pass suppression value (PSV), a graph-based metric for quantifying how individual de-
fenders reduce the likelihood of dangerous passing options. The method combines two graph
attention models applied to SkillCorner tracking and event data from the Premier League 2024/25
season. The first model predicts the likelihood that each potential receiver is selected by the ball
carrier, while the second estimates the receiver-conditional threat of each passing option. By
masking attention weights between a defender and a potential receiver, the method constructs a
counterfactual pass selection probability and measures how much the defender suppresses that
option. This suppression is then weighted by the expected threat of the pass.

The pass selection model clearly outperforms an XGBoost baseline, reaching an accuracy of
80.6%, an MRR of 0.890, and Hits@3 of 0.974. The expected threat model provides a smaller
improvement over XGBoost, suggesting that relational information is more important for predicting
pass targets than for estimating downstream danger. When aggregated over the season, PSV cor-
relates with centre-backs’ transfer values, with the strongest correlation obtained when all frames
in the possession sequence before the pass are included. The metric also shows promise for
distinguishing between centre-backs within the same pairing, an area where traditional defensive
statistics are limited. Qualitative examples indicate that PSV can identify meaningful defensive po-
sitioning, although some individual outputs remain difficult to interpret. Overall, the results suggest
that PSV can support scouting and defensive analysis, while further work is needed to improve
interpretability and to extend the evaluation to other aspects of defending.
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Populärvetenskaplig sammanfattning
De senaste åren har användningen av data ökat inom fotbollen och blivit en naturlig del av både scouting och
spelaranalys. De flesta framsteg inom detta område har skett på den offensiva sidan, eftersom det är lättare att
kvantifiera vad spelare gör med bollen, till exempel passningar, dribblingar och skott. Det är svårare att på ett
rättvist sätt bedöma försvar och försvarsspelare, eftersom en stor del av försvarsspelet handlar om vad spelare
gör utan bollen och om att förhindra att farliga situationer uppstår.

Mot denna bakgrund presenterar vi i den här rapporten ett verktyg för att bedöma försvarsspelares förmåga
att ta bort passningsalternativ. Verktyget kallas PSV, vilket står för pass suppression value, och består huvud-
sakligen av två maskininlärningsmodeller: en passningsmodell och en förväntat hot-modell. Passningsmod-
ellen predikterar sannolikheten att bollhållaren passar till varje enskild medspelare, medan den förväntade
hot-modellen predikterar sannolikheten att ett farligt skott uppstår inom 10 sekunder för varje passningsalter-
nativ.

Båda modellerna är grafneurala nätverk. Dessa tar in data i form av grafer som består av noder och kanter. I
vårt fall representeras varje spelare av en nod med information om spelarens position, hastighet, acceleration
med mera, och dessa noder är sammanlänkade med varandra via kanter. Tanken med att använda grafneurala
nätverk är att utnyttja strukturen i datan samtidigt som modellen lär sig relationerna mellan spelarna och hur
mycket vikt varje spelare ska lägga vid andra spelare i samma situation.

För att sätta ihop de två modellerna till något som kan bedöma försvarsspel på individuell nivå behöver vi mäta
effekten av varje försvarare i varje enskild situation. Detta görs i passningsmodellen genom att utnyttja egen-
skaperna hos det grafneurala nätverket. Den vikt sommotsvarar varje möjlig mottagares relation till försvararen
i fråga sätts till 0 för att få en sannolikhet som intuitivt kan tolkas som sannolikheten att få bollen om försvararen
inte hade påverkat den möjliga mottagaren. Genom att ta differensen mellan detta värde och den ursprungliga
sannolikheten får vi ett mått på hur mycket försvararen minskar sannolikheten att spelaren ska vara mottagare
av passningen. Denna differens skalas sedan med hur farligt passningsalternativet är, och bidragen från alla
passningsalternativ summeras för att få försvararens totala inverkan i situationen, vilket vi kallar PSV.

Resultaten visar att försvarsspelares övergångsvärde återspeglas i deras genomsnittliga PSV över en hel sä-
song och att metoden dessutom kan skilja mellan spelare som spelar i samma mittbackspar, vilket tidigare
metoder har haft svårt att göra. Detta innebär att PSV skulle kunna spela en roll i scoutingarbete genom att
fånga upp viktiga defensiva förmågor hos försvarsspelare. Samtidigt visar resultaten att enskilda exempel inte
alltid är enkla att tolka, vilket betyder att mer arbete krävs innan metoden kan användas fullt ut som ett verktyg
för spelaråterkoppling.
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1 Introduction
The use of data in football has grown steadily over the last decades. Whether it is used to evaluate how a
team plays or to scout players who would otherwise not appear on a club’s radar, data is now a natural part of
modern football. The most popular football metric, expected goals (xG), was first introduced by Barnett and
Hilditch in 1993 [1] and is now frequently used to evaluate the quality of scoring opportunities.

Since the first applications of xG, several metrics have been developed to evaluate player qualities. In particular,
tracking data, a continuous collection of all players’ positions during a match, has gained popularity in recent
years. Decroos [2] presented a framework for valuing actions by their impact on match outcome. Expected
possession value was defined by Fernández et al. [3] to estimate the value of a possession at any instant. To
quantify players’ creativity, Robberechts [4] introduced the unexpected pass metric, which rewards players who
successfully complete unlikely passes. These are examples of how data-driven metrics can be created to value
on-ball actions in football.

The vast majority of papers in this area focus on attacking metrics [5]. Since football is not only about attacking,
but also about defending, there remains a gap to be filled. The difficulty in evaluating defending is that a large
part of what makes a defender good consists of off-ball actions and the prevention of dangerous situations. For
example, a defender who makes a tackle is easy to credit, but a defender who is positioned well enough not
to need a tackle is much harder to evaluate. Nevertheless, some recent progress has been made in defensive
metrics. Merhej et al. [6] measured the value of defensive actions by modelling what would have happened
without the action. However, this still mainly captures on-ball actions such as interceptions and tackles.
Bekkers [7] introduced a physics-based framework for quantifying the intensity and quality of pressing at an
individual level. With the introduction of graph neural networks (GNNs), further progress has also been made.
Hyunsung et al. [8] used GNNs to predict action selection and success probability for passes, shots, and dribbles,
and defined a formula for assigning individual responsibility to defenders depending on the outcome. Finally,
Everett et al. [9] implemented a graph attention model to model pass selection probability and showed how
attention masking can be used to determine a defender’s influence in making potential receivers more or less
likely to receive the ball. This influence was then scaled by a statistical expected threat value representing how
likely a goal was to occur if the player received the ball.

Building on the findings of Everett et al. [9], this thesis presents the metric pass suppression value (PSV).
Using the idea of attention masking, we model the individual defensive contribution to suppressing passing
options. However, instead of scaling the contribution with a statistical expected threat method, we train a
semi-supervised expected threat model that uses the same graph as the pass selection model and outputs the
downstream threat, defined as the receiver-conditional threat if the ball were passed to each player on the pitch.
This formulation provides more contextual information when determining the threat of passing options, while
preserving a seamless modelling pipeline because the same graph is input to both the pass selection model and
the threat model. Furthermore, we extend the formulation to include not only the moment of the pass, but
also all frames in the player possession leading up to the pass. This broadens the scope of defensive evaluation
from a fixed set of pass moments to a formulation that can evaluate a defender’s positioning more continuously
throughout a match.

The PSV metric is evaluated through two lenses: scouting players and analysing defensive positioning in match
situations. For player scouting, we are especially interested in studying whether it is possible to distinguish
between defenders who play together in the same centre-back pairing. This is not a well-explored area and
could help recruiters avoid the pitfall of signing a player whose numbers look strong partly because they play
with a better teammate who carries more of the defensive burden.

The remainder of this report is organized as follows. In Section 2, we introduce the theoretical background
on graph neural networks required to understand the models. The proposed method is described in Section
3, including data preprocessing, feature selection, model formulations, and the training setup. The results are
presented and discussed in Section 4. Finally, Section 5 summarizes the findings and outlines directions for
future work.
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2 Graph Neural Networks
In this section we present the theory behind graph neural networks that lays the foundation for the models that
make up the proposed metric.

GNNs belong to a class of methods that can process structured data in the form of graphs [10]. A graph consists
of a set of nodes V and a set of edges E and is often denoted as G = (V, E). The graph structure is natural
in football because players can be treated as nodes connected by edges. This makes it possible to model
relationships between players, and since graphs do not require a fixed number of nodes, they can also handle
situations where some players are missing from the tracking frame [9].

In a GNN, each node vi ∈ V and each edge eij ∈ E is represented by feature vectors xi and eij , respectively.
The fundamental idea of a GNN is to update each node representation based on neighbouring nodes and their
relations. This is usually performed through a process called message passing. At iteration t, a message mt

i→j

from node i to node j is computed from the node and edge features. These messages are then aggregated and
used to update the node representation:

mt
j = □i∈N (j)mt

i→j(xti, xtj , etij), (1)
xt+1
j = Ut(xtj ,mt

j), (2)

where □ is the aggregation operator, N (j) denotes the neighbouring nodes of j, and Ut is the update func-
tion [11].

2.1 Graph Attention Networks
An extension of the ordinary GNN is the graph attention network (GAT). In the attention setting, the aggre-
gation operator is replaced by a weighted aggregation over the incoming messages. The weight for the message
from node i to node j, the attention coefficient αt

ij , is learned to reflect the importance of node i when updating
node j, instead of treating all neighbouring nodes equally [12]. The message and aggregation are therefore given
by

mt
i→j = αt

ijWtxti, (3)
mt

j = □i∈N (j)α
t
ijWtxti, (4)

where Wt contains learnable weights. The attention coefficients are obtained by normalizing attention scores
over the neighbourhood of node j:

αt
ij =

exp(stij)∑
k∈N (j) exp(stkj)

, (5)

with
stij = atσ(Wt

uxti +Wt
vxtj +Wt

eetij), (6)

where at is a learnable attention vector, σ is an activation function, and Wt
u, Wt

v, and Wt
e are learnable weights

for the source nodes, target nodes, and edges, respectively [12].

As a further extension, this process can be parallelized by incorporating multi-head attention. This addition
splits the input along the embedding dimension into several subsets called heads, where the procedure de-
scribed above takes place separately for each head [10]. The outputs from the heads are then concatenated and
transformed with learnable weights to produce the final output.
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3 Method
In this section we describe how the data is processed, the features are selected, and how the metric is designed
from graph attention networks.

3.1 Data
The data used for training the models and evaluating the metric is provided by SkillCorner1 and consists of
tracking data, dynamic events, and metadata from all matches in the Premier League 2024/25 season.

The proposed metric is mainly built on the tracking data. The tracking data provides the positions (x, y) of
all players and the ball in every frame of the match. The positions are captured at 10 fps from a video feed of
the match. Players may therefore at times be out of frame, in which case their positions are extrapolated by
SkillCorner. The x and y coordinates follow the coordinate system in Figure 1, with the origin at the centre of
the pitch.

Figure 1: The coordinate system for the tracking data for a pitch with the standard size 105× 68 m.

The dynamic events data consists of match events such as shots, passes, and pressing actions. Each event
contains 294 columns with information about the event, including the start and end frames, which makes it
possible to link the event data to the tracking data. Some of the columns are outputs from SkillCorner’s machine
learning models, hence the name dynamic events. These outputs are not used in the proposed metric, in order
to make the method easier to reproduce with other data providers.

The metadata is used to obtain the exact pitch dimensions for each match for normalization purposes and to
obtain playing times for each player.

3.1.1 Data Preprocessing

Since the tracking data only provides the positions of the players and the ball, and not their velocity or
acceleration, these quantities are computed from the positions frame by frame:

v⃗ =
∆(x, y)

∆t
, (7)

where v⃗ is the velocity and ∆(x, y) and ∆t are the differences in position and time, respectively, from one frame
to the next. Since the tracked positions are not always perfect, especially for extrapolated players, a smoothing
filter in the form of a rolling median is applied and extreme velocities are clipped.

The acceleration is computed in the same way:

a⃗ =
∆v⃗

∆t
, (8)

where v⃗ is the smoothed velocity. A rolling median filter is also applied to the acceleration, and extreme
accelerations are clipped here too.

3.2 Feature Selection
The data is represented as a fully connected graph with players as nodes and edges linking each player to every
other player. Each node and edge has a set of features chosen to provide the models with the context needed to

1https://skillcorner.crunch.help/en
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learn the relevant attributes of each situation. In accordance with similar work using GNNs [8;9;13], the following
node features are chosen:

• a binary indicator for whether the player is the ball carrier,

• a binary indicator for whether the player is a teammate of the ball carrier,

• a binary indicator for whether the player is a goalkeeper,

• the x component of the player’s position,

• the y component of the player’s position,

• the x component of the player’s velocity,

• the y component of the player’s velocity,

• the x component of the player’s acceleration,

• the y component of the player’s acceleration,

• the player’s speed,

• the distance to the ball,

• the sine of the angle between the player and the ball,

• the cosine of the angle between the player and the ball,

• the distance to the defending team’s goal,

• the sine of the angle between the player and the defending team’s goal,

• the cosine of the angle between the player and the defending team’s goal.

Similarly, two edge features are chosen:

• a binary indicator for whether the two players belong to the same team,

• the distance between the two players.

3.2.1 Feature Normalization and Preprocessing

To avoid biases towards features with larger numerical scales, the features are normalized. For the (x, y)
positions, the maximum values for each match, namely the pitch length and pitch width, are used. The
diagonal of the pitch is used to normalize all distances.

Since there is no fixed maximum value for velocity or acceleration, z-score normalization is used for these
features, with the mean and standard deviation computed over all available data.

3.3 Pass Selection Model
One of the two building blocks of the proposed metric is the pass selection model. The purpose of this model is to
quantify, at any moment when a player has the ball under control, how likely each of that player’s teammates is
to be selected for a pass. To achieve this, the fully connected graph of all players on the pitch immediately before
a pass is used as input, with features as specified above. The model is trained against the label corresponding
to the true intended receiver. Consequently, the model outputs the probability that each player on the pitch,
given that a pass is played, is the intended pass target:

pr = P (Yr = 1 | pass), r ∈ R, (9)

where R is the set of possible receivers and Yr = 1 denotes that r is the intended receiver.

Inspired by Everett et al. [9], the model is designed as shown in Figure 2. The nodes and edges of the input graph
are embedded into hidden dimensions before being passed into two graph attention layers (GAT). To improve
gradient flow, the original node embeddings are concatenated with the output of the GAT layers through a skip
connection and then passed through a small MLP consisting of two dense layers. Before the sigmoid activation
is applied to the logits to obtain the probabilities, the logits of illegal receivers, namely the players on the
defending team and the ball carrier, are masked with large negative values. An example output of the model is
shown in Figure 3.
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Figure 2: The model architecture for both the pass selection model and the expected threat model.

Figure 3: An example output of the pass selection model where the percentages represent each player’s
probability of being targeted by a pass from the ball carrier (number 27).

3.4 Expected Threat Model
The second building block of the metric is the expected threat model. This model aims to quantify how
dangerous each passing option is. In contrast to a standard expected threat model, the proposed model predicts
a receiver-conditional probability that a pass leads to a dangerous shot. By framing the model in this way, the
same input data and model architecture can be used as for the pass selection model. Thus, two separate forward
passes, one through the pass selection model and one through the expected threat model, can be performed for
an input graph containing the footballing context of the situation. The outputs are both the probability that
each player is selected as a pass target and the estimated danger of that option.

What differs between this model and the pass selection model is the target variable. For training the expected
threat model, the target variable is set to 1 if the pass to the player leads to a shot with an xG above 0.1 within
10 seconds, and to 0 otherwise. The model therefore outputs the probability that a pass to each player on the
pitch will lead to a dangerous shot:

xTr = P (Zr = 1 | Yr = 1), r ∈ R, (10)

where Zr = 1 denotes that the pass to receiver r leads to a dangerous shot. Since the label is only known for
one player, the intended receiver, this model becomes semi-supervised. Therefore, the loss is only computed for
this labelled player, while the model learns from many examples to infer predictions for all possible receivers
with unknown labels. An example output of the expected threat model is shown in Figure 4.

3.5 Pass Suppression Value
By combining the output from the pass selection model with the output from the expected threat model, we
define the proposed metric pass suppression value (PSV). As the name suggests, the metric evaluates how much
defenders suppress passing options and weights this suppression by how dangerous each passing option is.

To quantify the suppression of a certain passing option, we follow the idea of Everett et al. [9] and mask the
attention weight from defender i to passing option j:

αij = 0. (11)

The intuition behind this masking, while keeping all other attention weights unchanged and without renormal-
ization, is to obtain a counterfactual pass selection probability where the potential receiver is not influenced

9
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Figure 4: An example output of the expected threat model where the percentages represent the probabilities
that a pass to each player will lead to a dangerous shot.

by the defender in question. The difference between the masked counterfactual probability and the original
probability indicates how much influence the defender has on making the pass selection to each potential re-
ceiver more or less likely. The pass suppression (PS) defender i achieves on passing option j is therefore defined
as

PSij = P (Yj = 1 | pass, αij = 0)− P (Yj = 1 | pass). (12)
A positive difference means that the pass to that player becomes more likely when the defender’s influence is
removed; in other words, the defender suppresses the passing option.

Since not all passing options are equally dangerous, defenders should be rewarded more for suppressing dangerous
options. To achieve this, the pass suppression is multiplied by the output from the expected threat model:

PSVij = PSij · xTj , (13)

where PSVij is the pass suppression value awarded to defender i for passing option j. In each situation, the
defender’s total PSV is calculated by summing the contributions from every possible receiver. This process is
presented in Algorithm 1.

Algorithm 1 The calculation of PSV for all defenders in a situation.
X ← input graph
D ← set of defenders
R← set of possible receivers
m← number of defenders
PSV ← zeros(m) ▷ Initialize PSV for every defender.
p← PassSelectionModel(X)
xT ← ExpectedThreatModel(X)
for i in D do

for j in R do
pcf ← PassSelectionModel(X,mask_source = i,mask_target = j) ▷ Mask attention weight.
PSV [i]← PSV [i] + (pcf [j]− p[j])xT [j]

end for
end for

3.6 Training Setup
For training the models, the data is split into a training set (80%) and a test set (20%). The split is performed
match-wise to ensure that all data from the same match is assigned to the same set and to avoid data leakage.
This results in approximately 67,000 pass situations in the training set and approximately 17,000 in the test
set.

Both models are trained with binary cross-entropy loss and the Adam optimizer with a learning rate of 10−3.
No extensive hyperparameter tuning is performed. Instead, the hyperparameters in Table 1 are selected from
common choices combined with trial and error.

10
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Table 1: Hyperparameters for training the graph models.

Hyperparameter Value
Node hidden dimension 64
Edge hidden dimension 8

Number of heads 16
Batch size 32

3.7 Experiments
In this subsection we present the experiments performed for evaluating the models and the proposed met-
ric.

3.7.1 Model Evaluation

The models are evaluated with different metrics. For the pass selection model, accuracy is of interest, but since
predicting the correct receiver is also a ranking task, the mean reciprocal rank (MRR) and hit rate at 3 and
5 (Hits@3 and Hits@5) are also used. These metrics capture whether incorrect predictions are ranked close to
the true receiver or far away from it. MRR is defined as the average inverse rank of the true label:

MRR =
1

N

N∑
n=1

1

rankn
, (14)

where rankn is the rank of the true receiver in sample n. Thus, MRR = 1 is a perfect result. Hits@3 and Hits@5
measure whether the true label is within the top 3 or top 5 predictions, respectively.

For the expected threat model, AUC is used to measure classification ability, and the Brier score is used to
measure calibration. The AUC ranges from 0 to 1, where 1 is a perfect score and 0.5 corresponds to random
classification. The Brier score captures probability calibration:

Brier = 1

N

N∑
n=1

(fn − on)
2, (15)

where fn is the predicted probability and on is the actual outcome. A perfect Brier score is therefore 0.

To put the evaluation metrics into context, the results from the graph models are compared with a baseline
XGBoost model. Since the XGBoost model requires tabular data, the graph data must be transformed. This is
done by turning each graph into a table with one row for each player and a set of features for that player. To
ensure comparability, these features are chosen to be as close as possible to the node and edge features of the
graph. For the node features, the same features can be used directly in the tabular data. For the edge features,
summaries of the player’s incoming and outgoing edges are used, including the mean, minimum, maximum, and
standard deviation.

3.7.2 Metric Evaluation

This thesis explores the PSV metric through two main questions:

• Can the PSV metric be used as a tool for scouting defenders, especially by distinguishing between two
centre-backs within the same pairing?

• Can the PSV metric be used as a tool for showing examples of good and bad positioning in player feedback?

To address the scouting question, PSV is aggregated for all centre-backs over the entire season and their average
scores are computed. Worse teams generally spend more time defending in a low block and are therefore more
likely to suppress dangerous passing options than teams that press high. To reduce this team-style effect, only
pass situations occurring when the defending team is in a low block are considered. In addition, evaluating a
defender only at the exact moment of a pass gives relatively few observations compared with a full 90-minute
match. Therefore, all frames from the start of the possession to the pass frame are also included. This changes
the number of frames at inference from around 84,000 to over 3,000,000 and moves the metric closer to a
continuous evaluation of player positioning during the match.

The metric’s ability to distinguish between two centre-backs within the same pairing is explored by taking the
difference between the players’ PSV values when they are present in the same situation and aggregating these

11



3 Method Gustav Teglund

differences over the season. This shows which player carries the larger burden in each pairing when it comes to
suppressing passing options.

As an evaluation tool for the metric’s ranking of players with the best average PSV and for differences within
the same pairing, the players’ transfer values are used. The transfer values are obtained from Transfermarkt2 at
the end of the season. The experiments also examine the effect of adding the context provided by the expected
threat model compared with a statistical expected possession value (EPV) grid. The EPV grid provides the
statistical probability that the possession will end in a goal based only on the location on the pitch. Similarly,
the effect of including all frames before the pass is compared with only using the pass frame.

The player feedback question is examined qualitatively by analysing output examples.

3.8 Streamlit Application
As a tool to visualize the results on a player basis, we develop a Streamlit application 3. The application consists
of two tabs: one tab for the season evaluation of Premier League centre-backs and one tab for visualizing ten
output examples.

For the season evaluation, the application allows comparisons of the positioning profiles of different centre-backs
using radar plots. These radar plots are based on four submetrics derived from the PSV metric:

1. PSV: the main metric, as presented in equation 13.

2. Pass suppression: only the suppression of passing options, without scaling the options with threat as in
equation 12.

3. Relative PSV: the PSV divided by the original pass probability, PSV rel
ij =

PSVij

P (Yj=1|pass) .

4. Pair dominance: the average difference in PSV compared to the defender’s centre-back partners.

The radar plots can provide insight into how different centre-backs tend to defend. For example, a player
performing well in pass suppression but not in PSV may indicate a player who suppresses passing options
effectively, but not necessarily the most dangerous ones, either intentionally or as a consequence of suboptimal
positioning.

The relative PSV metric aims to address the limitation of PSV treating, for example, a suppression from 10%
to 8% equally to a suppression from 50% to 48%. However, this comes with the drawback that insignificant
probabilities close to zero may have a disproportionately large impact on the score.

In the second tab, we visualize the model outputs for all possible receivers, together with the metric values for
the centre-backs involved in the situation. The visualized metrics include the outputs from the pass selection
model and the expected threat model, the pass probabilities with the defender’s attention masked, the pass
suppression, the PSV, and the relative PSV.

2https://www.transfermarkt.com/
3https://psvapplication.streamlit.app/

12



4 Results and Discussion Gustav Teglund

4 Results and Discussion
In this section we present and discuss the findings of the experiments.

4.1 Model Performance
The trained models are evaluated on a test set consisting of 20% of the total data. The performance of the pass
selection model is shown in Table 2, along with the performance of the XGBoost model. The accuracy of the
graph model on the test set is 80.6%. This means that the model predicts the actual targeted passing option as
the most likely receiver in 80.6% of the cases, compared with 69.4% for the XGBoost model. The graph model
also clearly outperforms XGBoost on the ranking metrics, which suggests that the relational structure captured
by the graph formulation is valuable for modelling pass selection.

Table 2: The performance of the pass selection model compared with the XGBoost model.

XGBoost Pass selection model
Accuracy 0.694 0.806

MRR 0.819 0.890
Hits@3 0.940 0.974
Hits@5 0.982 0.994

When comparing the expected threat model with the XGBoost model, the differences are smaller (see Table
3). Although the graph model still achieves a slightly better AUC and Brier score than the XGBoost model,
the difference is not large enough to demonstrate a clear performance advantage from using the graph attention
model. One possible explanation is that the added relational context between players is more important when
predicting the pass receiver. For the expected threat model, the position of the receiver and the distance to
goal may already provide much of the information needed to make a good prediction.

Table 3: The performance of the expected threat model compared with the XGBoost model.

XGBoost Expected threat model
AUC 0.784 0.797
Brier 0.0391 0.0388

4.2 Correlation with Transfer Value
To quantitatively evaluate the usefulness of the metric, we examine the correlation between players’ metric values
and their transfer values. Figure 5 shows the four combinations of using statistical EPV or the expected threat
model, and of aggregating only the pass frames or including all frames before the pass. These combinations are
chosen to show the importance of the two main contributions to the metric: the inclusion of all frames before
the pass and usage of a contextual expected threat model unlike the previous approaches of Everett et al. [9]

and Hyunsung et al. [8].

Although transfer value is an indicator of player quality, it is not a direct measure of ability. Factors such as
age and contract length also strongly affect transfer value. Therefore, the correlation coefficient should not be
interpreted as the true and only evaluation of the metric. However, the correlation of r = 0.496 provides a
useful sanity check for the proposed metric.

The plots in Figure 5 also show that the correlation increases substantially when all frames before the pass
are included. This suggests that the extended formulation captures additional information about a player’s
performance that relates better to the player’s market value. For example, a defender may suppress a passing
option early in the player possession and force the ball carrier to turn away from the dangerous option. This
suppression would not be captured if only the moment of the pass were considered.

The same effect is not observed when comparing the expected threat model with the statistical EPV grid. The
additional context from the expected threat model does not appear to provide a substantial improvement in the
metric’s performance. These findings align with the comparison between the expected threat model and the
XGBoost model, where the added complexity and relational information between players seem less important
for capturing the danger of a passing option.
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(a) Statistical EPV and only pass frames. (b) Expected threat and only pass frames.

(c) Statistical EPV and all frames. (d) Expected threat and all frames.

Figure 5: Correlation plots between centre-backs’ PSV averaged over the whole season and their transfer
values. Only defenders who played at least 900 minutes are included. The four subplots correspond to the
combinations of using statistical EPV or contextual expected threat and aggregating only the pass frames or
including all frames before the pass.

When analysing the correlation between the average PSV difference and the difference in transfer value, the
correlation is weaker, but the same pattern regarding the importance of including all frames in the aggregation
is again visible (see Figure 6). The correlation coefficient of r = 0.330 for the proposed metric suggests that it
is possible to distinguish between players in the same pairing. One reason why the correlation is weaker in this
comparative setting may be that the signal that one defender is better than their teammate because they are
worth more is weaker than the signal from individual transfer values.

4.3 Qualitative Results
To further validate the metric, the 10 best and 10 worst performing centre-backs according to average PSV are
presented in Table 4 and Table 5, respectively. Most defenders in the top 10 are players who would widely be
considered among the strongest defenders in the league, such as Gabriel, Saliba, and van Dijk. Similarly, the
defenders in the bottom 10 mainly come from weaker teams that concede many goals.

Finding players from strong teams high in the ranking and players from weaker teams lower in the ranking is
useful as a sanity check for the metric, but it does not provide much additional information beyond what could
be inferred from simple team-statistics like goals conceded. Therefore, the results in Table 6 provide a deeper
view of the metric’s usefulness. The table shows the most one-sided centre-back pairings, defined as the largest
average PSV difference between centre-backs who play together. These results illustrate that, for both strong
and weak teams, the metric can indicate which player suppresses more passing options. From a qualitative
perspective, many of these results are plausible, such as van Dijk dominating his pairings or Saliba ranking
ahead of Kiwior. In the case of van Dijk, the limitations of using transfer value as a measure of ability become
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(a) Statistical EPV and only pass frames. (b) Expected threat and only pass frames.

(c) Statistical EPV and all frames. (d) Expected threat and all frames.

Figure 6: Correlation plots between the average PSV difference in centre-back pairings over the whole season
and the difference in logarithmic transfer values. Only centre-back pairings with at least 300 minutes played
together are included. The four subplots correspond to the combinations of using statistical EPV or contextual
expected threat and aggregating only the pass frames or including all frames before the pass.

Table 4: The top 10 centre-backs ranked by their average PSV over the whole season.

Rank Player Average PSV (10−5) Transfer value (€)
1. Gabriel Magalhaes -5.2 75.0m
2. Lenny Yoro -5.7 55.0m
3. Rúben Dias -6.6 65.0m
4. Virgil van Dijk -6.9 23.0m
5. Josko Gvardiol -7.9 75.0m
6. William Saliba -8.0 80.0m
7. Fabian Schär -9.2 7.0m
8. Ethan Pinnock -9.4 7.0m
9. Nossair Mazraoui -9.4 25.0m
10. Manuel Akanji -9.8 28.0m

clear, since he is widely considered one of the best defenders in the league but does not have a transfer value
that fully reflects this, largely because of his age.

To evaluate the metric’s interpretability, two examples are shown in Figure 7. In Figure 7a, van Dijk is credited
for tightly marking Manchester United’s number 9. In many situations, this is the type of behaviour captured
by the metric, which suggests that the attention masking mechanism often works as intended. However, this
is not always the case. In some examples, such as Figure 7b, defenders are credited for suppressing passing
options that they do not appear to affect as strongly. In Figure 7b, one might expect van Dijk to receive the
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Table 5: The 10 lowest-ranked centre-backs by average PSV over the whole season.

Rank Player Average PSV (10−5) Transfer value (€)
61. Aaron Webster -19.7 11.0m
62. Santiago Bueno -20.2 10.0m
63. Jan Bednarek -20.6 9.0m
64. Igor Julio -21.0 20.0m
65. Marcos Senesi -21.3 22.0m
66. Lewis Dunk -22.4 6.0m
67. Taylor Harwood-Bellis -22.4 22.0m
68. Toti -22.5 22.5m
69. Jack Stephens -23.7 1.5m
70. Craig Dawson -25.4 1.5m

Table 6: The top 10 most one-sided centre-back pairings ranked by their average difference in PSV over the
whole season. The differences in PSV and logarithmic transfer value are calculated by subtracting the value of
player 2 from the value of player 1.

Rank Player 1 Player 2 Average PSV diff. (10−5) Transfer value diff.
1. William Saliba Jakub Kiwior 13.9 +0.46
2. Virgil van Dijk Joe Gomez 12.4 +0.06
3. Sepp van den Berg Nathan Collins 10.4 -0.10
4. Virgil van Dijk Ibrahima Konaté 10.0 -0.42
5. Rúben Dias Abdukodir Khusanov 9.3 +0.27
6. Jan Paul van Hecke Lewis Dunk 9.2 +0.73
7. Fabian Schär Dan Burn 6.6 +0.07
8. Tosin Adarabioyo Levi Colwill 6.3 -0.44
9. Rúben Dias Josko Gvardiol 5.1 -0.06
10. Jan Paul van Hecke Adam Webster 4.9 +0.46

most credit for marking Ipswich’s number 19, but instead he receives the most credit for number 20. This may
be explained by the model predicting number 20 as 31.5% likely to receive the ball, compared with 4.2% for
number 19. When van Dijk’s attention to these two receivers is masked, the probabilities decrease to 19.6%
and 3.6%, respectively, meaning that the absolute suppression of number 20 is still larger although the relative
change is not. Examples like these show the importance of understanding what causes different PSV values and
since the metric is built on graph attention models and an attention masking mechanism, the interpretation of
individual outputs is not always straightforward.

(a) Freeze frame from Liverpool–Manchester United at
timestamp 40:30.

(b) Freeze frame from Ipswich–Liverpool at timestamp
3:16.

Figure 7: The PSV obtained by the player highlighted in yellow (Virgil van Dijk) for all passing options in
two different examples. The PSV values have been multiplied by 100 in both examples.
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5 Conclusions
This thesis has shown how pass suppression value can be constructed and used to evaluate defenders’ ability to
suppress passing options through good positioning. The main contributions of the metric from previous work
are the introduction of the downstream expected threat model that predicts the receiver-conditional probability
that a pass leads to a dangerous shot from the graph data and the extension of evaluating defenders’ positioning
continuously across player possessions.

The results demonstrate the benefit of using a graph attention network for the pass selection model, both in
terms of accuracy and ranking performance. The same benefit is not as apparent for the expected threat model,
where the graph model only slightly outperforms the XGBoost baseline.

The metric has also been validated by studying its correlation with players’ transfer values and by examining
the best and worst performers according to PSV. The correlation analysis shows the importance of not only
aggregating values at the moment of the pass, but also including all frames leading up to the pass. This
change appears to provide better insight into defensive performance. By the same methods, the results suggest
that adding contextual expected threat information instead of relying on a statistical EPV grid has a smaller
effect. Nevertheless, the findings indicate that PSV could be useful as a scouting tool, especially because it can
distinguish between centre-backs who play together and otherwise share many of the same team-level defensive
numbers.

One area that still needs improvement is the interpretability of the metric, which is important if it is to be
used for analysing concrete examples and assigning numerical value to defensive positioning in player feedback.
Although many examples are understandable and the season-level aggregation tends to value stronger defenders
more highly, less interpretable examples show that further work is needed before the metric can be applied
confidently for this purpose. This also highlights a broader limitation of complex models such as graph attention
networks, where individual outputs can be difficult to explain. Therefore, developing methods that improve
explainability is an important direction for future work. Finally, the proposed metric captures only one aspect
of defending. Additional metrics are needed to cover other aspects, such as defending space in behind when
pressing high, in order to provide a more complete picture of a defender’s ability.
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