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ABSTRACT

People have been utilizing dogs in order to assist with various tasks for a years.
The Swedish police are using them for guarding as well as for searching. This study
investigates how artificial intelligence (AI) can be used in the training process of police
dogs. It details an experiment attempting to identify when a dog alerts its handler to a
specific point in a room. This is done by processing video data into keypoints, which are
then fed into an Al model that labels when the dog alerts.

The eventual goal is to construct an Al model that can recognize canine behavior and
based on that, give poiners of how to better facilitate future training. The result suggests
that, although it requires more time and data, it should be possible to accomplish.
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Terms and Definitions

This section will explain and clarify certain concepts and terminology used throughout
the thesis.

Neural network
Neural networks, often shortened as NN, are a series of matrices used to transform
an input into an output. The values of the matrices determine how the input data
will be handled. The output is often called a prediction.

CNN
Short for Convolutional Neural Network. It is a type of neural network used for
spatial awareness. Commonly used to interpret images. A 3D-CNN is a CNN which
also takes the axis of time into consideration.

RNN
Short for Recurrent Neural Network. A type of neural network which allows infor-
mation to be retained between runs. Is the network is run many times it might use
the information of an earlier run to influence the current one.

Detectron2
Developed by facebookresearch, Detectron2 is a program capable of identifying
objects in an image. Although it does identify the keypoints of humans, identifying
those of dogs’ would require additional training.

AwA-Pose
AwA-Pose is a program uploaded GitHub by a user by the name prinik. It will
map out keypoints to various quadrapedal animals, dogs included. A paper has
been written about it[2]. "AwA" is short for "Animals with Attributes".

The vanishing gradient problem
A problem that arises when training a neural network. Once an output/prediction
has been generated, it can be compared to the correct answer to measure how far
off it was. This error is then propagated back through the network in order to
adjust rectify the error. The vanishing gradient problem means that some earlier
parts of the neural network isn’t being rectified appropriately as the error shrinks
the further back it’s propagated.

LSTM
Short of Long Short-Term Memory, LSTMs are a type of RNN meant to address
the vanishing gradient problem. It accomplishes this by introducing a memory cell
capable of long term memory.

Transformer
While not an RNN itself, it is still capable of reading sequential data. This is done
through the use of an attention layer. A layer where all the values of the data
inputted can be measured against one another.
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Machine learning
Machine learning, shortened as ML, is a general term used describing the process
of teaching an neural network to accomplish a given task.

Artificial intelligence
Often shortened as Al artificial interlligence is a broad term describing a learning
algorithm.

"The model"
The term "AI model", or simply "model" is used liberally throughout this thesis
and mostly to the one that is being built to recognise when dogs alert. It has two
variants, an LSTM, and a transformer. They are tested used and independently
and are not used in conjunction with one another.

Raspberry Pi
A Raspberry Pi is a small portable computer. It is a minimal unit with low com-
puting power. They are commonly used for simple tasks, such as light and/or
thermostat control.

Gabor filters
A type of filter applied to an image. It can be used to find the edges of objects.

Datasets

A common term during the development of neural networks. A dataset is a collec-
tion of data, be it images, videos, texts, etc., that are to be used to train a neural
network. Datasets commonly focus on a particular entity, a type of creature, ob-
ject, time of day, it depends on what the dataset is intended for. Datasets are
usually split up into three subsets: training, validation, and testing. The training
set is used to train a fledgling model, after each run, the validation set is used to
verify the progress. Lastly, once a predetermined number of training cycles or other
predefined condition has been reached, the test set is used to determine the overall
quality of the network. It is important that these subsets are kept separate in order
to prevent overfitting.

Overfitting
Overfitting is a term used to describe a model that has, in layman’s terms, mem-
orized a set of data. The model in question will perform very well on that dataset
but will be unable to handle new data. This occurs when a model has been trained
to much a given dataset. Instead of learning the patterns that give an answer, it
just learned what the answers were.

Epoch
An epoch is use during the training process of a fledgling AI model. It refers to one
training cycle. The nascent model will go through the entire train set each cycle. If
too few epoch are used, a model is unlikely to have been trained well. If too many
are used, a model is likely to be overfitted on its datasets.
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Process/pipeline
In this thesis, a process or a pipeline is a series of actions that, once completed,
give a desired output. This differs from an Al model in that a process or a pipeline
might also include the stages of preprocessing as well as the use of other models.

CRISP-DM
A methodology used in data mining, describing general phases which a work might
go through.

Cooking
A term used to describe processing of data, transforming them in a shape more
fitting an upcoming task.

Keypoints

The term keypoints, in this thesis, is used to describe the various point that make
up a "skeleton" of a creature, an example is shown in figure 0.1. This "skeleton"
is not the actual skeleton but is instead a collection of lines (bones) that form the
inflexible part of a creature. They only incorporate the large bones, such as arms,
legs and head, but exclude ribs and toes. The keypoints are the joints connecting
each "bone" together. Using the keypoints, it’s possible to read the posture of a
creature.

Pytorch
A large and widely used library for the programming language Python. Pytorch is
commonly used when creating neural networks.

Loss function
A function used to measure the error of the output a neural network gives.

Optimizer
A functions detailing how a neural networks internal values should change when
presented with an error.

SGD
Short for Stochastic Gradient Descent. An optimizer function.

Binary Cross Entropy loss
Shortened as BCELoss. A loss function used for a binary set of classes.

Sigmoid function
A function that transforms a numerical value into a number between zero and one.
Commonly used after Binary Cross Entropy Loss.

Adam

An optimizer function.



Positional weight
This term refers to a value which represents a uneven distribution of classes in a
dataset. It is used to even the class imbalance by giving a bias to an underrepre-
sented class.

Label
The term "label" is used to refer to the "answers" of a dataset. It is used as the truth
and is goal of what a model should respond with given the labels corresponding
input data. An example would be if an Al is being trained to recognise a number
in a picture, the labels would be the number in that picture, e.g. "3".

Tensor
A tensor is a multi-dimensional matrix of numbers, used in machine learning to
represent data using only numbers.

Sliding window mechanism
A potential technique for an Al model that requires a set input size. A problem
might be having a model only capable of reading three seconds of video at a time
but the desired video is ten seconds long. The sliding window mechanism proposes
that we run multiple sections of the same video through the model individually.
Thereby allowing a model to read the full video in total by first breaking the video
into smaller chunks.

Anaconda
A tool used to install packages for the programming language Python. It possesses
a large library of packages and keeps track of which version of each package requires
which version of another. Thereby simplifying installation of new packages.

GitHub
A website which hosts repositories of code. The code is publicly available and free
to use.

MLLM
Short for Multimodal Large Language Model, an MLLM is a neural network that
deals with language, possessing the added capability of reading more than simple
text. One such media might be images and videos. Meaning that they could be
used to explain what is happening in a given image or summarize a long video.

Lidar
A technology utilizing lasers to measure distance to surrounding objects. Useful
for creating three dimensional representation of a three dimensional object, where
ordinary video only achieves a two dimensional representation.

SVM
Short for Support Vector Machine, it is an algorithm which maps points of data to
then attempt to distinguish them into groups/categories.
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Figure 0.1: An example of where a dog’s keypoints (blue dots) are place, with "bones" in between
(green lines) constructing a representation of the dog’s "skeleton”.

AdaBoost
An algorithm which takes the input of several order algorithms and gives an answer.
Similar to getting opinions from several people and making an educated guess to
the proper course of action.

ResNet-50
A CNN developed at Microsoft Research Asia.

VGG-16
A CNN created at the University of Oxford.

InceptionV3
A CNN made by Google.
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CHAPTER 1

Thesis Introduction

1.1 Background

1.1.1 Police dogs

Wolves have, in some way shape or form, interacted with humans for 12000 to 16000
years. In short, this has caused a gradual shift in their behavior and physique. This
change has caused the species to diverge into one better suited to life among humans|13].

Today’s dogs are utilized for a number of purposes due to their high intellect, hierar-
chical nature, and their acute senses. Their use ranges from tracking, to assisted combat,
to companionship with the police force’s the primary use being as patrol dogs. This
means that they are trained to protect their handler, as well as help them to track and
apprehend perpetrators. Around half of the patrol dogs perform double duty, also being
used to search for narcotics and weapons, while around 20% of their dogs are specialized
for searching.

Their hierarchical nature and intelligence is such an important factor because it al-
lows them to follow direction and be trained. They will see their handler as an authority
figure and both obey and protect them.

1.1.2 Machine learning

Machine learning means to "teach" a computer to perform a given task since they can’t
understand the world natively. Each Al model, that is to say a mathematical system
designed to identify patterns, has a specific purpose, whether it be recognize a numerical
sequence or an image. Al is trained by feeding data to a fledgling model until it "learns"
to recognize the desired patterns. There are several different ways to accomplish this
depending on the task at hand.



Reinforcement learning
Reinforcement leaning is done by rewarding and punishing an Al as it attempts
to perform a task. For example, an Al that is supposed to solve a maze might be
punished when trying to walk into a wall, and rewarded when completing the maze
swiftly.[11]

Unsupervised learning
Unsupervised learning is done by giving the Al input data, then letting it figure
out patterns by itself. It can, for example, categorize various people into groups
depending on their spending habits, or various images depending on the color or
shape of the objects they contain. These groups it creates will be abstract, only
with a simple auto-generated label, e.g. "Class 1", "Class 2", etc.[§]

Supervised learning
Supervised learning is done when you want the Al to sort data into specific, already
known, categories. Each piece of input data also comes with a label describing the
class it’s part it, this way it’s immediately known when the Al gives a faulty answer.
When the Al guesses the class wrong, its weights are recalculated to approximate
the correct answer.[§]

Unsupervised, and supervised learning are more appropriate given the work. Un-
supervised learning could be used to classify various actions the dogs perform whereas
supervised learning could be used for the simpler task of teaching the AI when a dog
alerts. Any of the three could theoretically be used but supervised learning fits most
naturally. Reinforcement learning complicates the process unnecessarily since the Al
simply needs to label out when the dog is alerting in the case of goal one, or find new
and unknown patterns in the case of goal two (sec. 3.1).

1.1.3 Machine learning in video analysis

Video analysis is a complex topic, in simple terms it’s an AI model that reads the pixels
in a series of images in order to extract information from it. Training the model revolves
around feeding it a large number of images so that it learns to recognize patterns. These
patterns can be the simple appearance of certain objects, or more complex things such
as the position of the object or an action an object performs in relation to other objects.
For example, a human who is holding a water bottle to their face is probably drinking
whereas a human in a joggers outfit in a certain pose is probably running.

1.2 Motivation

Police dogs are currently trained and evaluated by certain officers. Since every dog and
every trainer is unique the process itself is somewhat different for each pair but the two
will still live and work together thus creating a unique bond between the two. While this
process won’t change, it’s possible that the inclusion of Al could help in training.



There was an investigation made to examine the noises pigs make in order to garner
information of their moods'. To summarize: they recorded and subsequently analyzed
the sounds pigs make when in different scenarios. Lastly they trained a model to read
the pigs’ emotions from the sounds they made.

With this in mind, the police dog training process might be further optimized if any
unexpected patterns are found.

YOm grisar kunde tala. A documentary of an investigation of how to interpret the vocalizations of
pigs. Link: https://www.svtplay.se/video/KVk332X/om-grisar-kunde-tala
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CHAPTER 2

Related Work

This study aims to, at its core, analyze and categorize the postures of dogs. Similar
studies have already been made and have shown promising results, starting with one done
by Kim and Moon|7]. Their study categorizes a given dog’s posture into seven different
classes, namely "standing", "sitting", "lying with raised head", "lying without raised
head", "walking", "sniffing", and "running". The study by Nolasco et al. categorized
the dogs’ postures into the three classes of "standing", "sitting", and "lying down"[10].
Given the similarity of their works it is very promising that others have managed postures
categorization. Categorization of faces, as done by Littlewort et al.[9] will likely be useful
when it comes to continuing this research as it is not attempted in this work. Time is
important to take into consideration since, unlike simple position classification, knowing
when a dog alerts is highly dependent on preceding behavior.

Regarding the architectures used, CNN has been a popular choice as both Kim and
Moon along with Nolasco et al. used CNN in one way or another. Kim and Moon used an
ensemble model of CNN, LSTM and an CNN-LSTM hybrid whereas Nolasco et al. used
three different CNN implementations, ResNet-50, VGG-16, and InceptionV3. Finally
Littlewort et al. used Gabor filters to extract information from the images, then fed that
into AdaBoost to highlight important features, before feeding those into an SVM. For
reasons discussed in section 5.2 CNN was dismissed while LSTM was utilized, Gabor
filters sound promising since they highlight important parts of an image but were also
dismissed in favor of keypoints rather than images.



CHAPTER 3

Objectives & Expected outcomes

3.1 Objectives

Currently the training of police dogs is done entirely by hand. There aren’t many ways to
change that, nor is there any incentive to, a dog needs a human to coordinate them and
imprint on after all. Al can however be used to assist the humans during their training.
It might help discover patterns in the behavior of certain dogs that people hadn’t noticed
before.

The objective going into this project was to explore the field and to suggest a way
forward should the police be inclined to proceed. That is to say that this will function
as an investigation precursory to a full-scale implementation.

A large portion was experimental, the question at large simply being: "How can video
analysis be used to assist police in the training of police dogs?". This being within the
restrictions of section 3.2.1.

The goal is to investigate if video analysis can be used to classify the behavior dogs
exhibit during scent location testing. Given the abstract nature of the goal smaller sub-
goals are important, the first being to make a model of some kind that can recognize when
a dog alerts their handler to a specific location. The second goal is to let an unsupervised
model categorize the recorded behavior. This will ideally lead to new insight into how
the different (groups of) dogs act and react.

3.1.1 Expected outcomes

Given the large amount of data necessary for the second goal, it is unlikely to be feasible
within this thesis. By the end there should be a model or a pipeline of models that can
analyze a video and indicate when the dog alerts. It should allow for easy analysis of
videos.



3.2 Problem description

The challenges are threefold: to collect usable data, then to analyze and subsequently
categorize said data. The data collection can be done in two ways: finding completed
datasets on the internet, and to record the data personally. There are advantages and
disadvantages to both choices.

Datasets acquired online are often large and are typically assembled with the express
purpose to serve as basis for ML algorithms. This means that the data, in this case
images, are easy to read and contain little clutter. This will allow for easier categorization
but it will also potentially make the eventual model constructed here less suited for less
sanitized data. Such data will inevitably need to be using when model is run in real
world conditions. Sanitation in actual runs won’t be an option because it would not
only mean removing potentially important data, but it would also entail a lot of human
intervention. Such intervention might even eliminate the potential gain from using the
model to begin with.

The second approach is to record the training data ourselves. This approach gives,
by its nature, a lot of control over the data itself, how it’s recorded, how it’s labeled, the
angle its recorded from, the quantities of different types of data, etc. It does however
require a lot of resources to do, if for example, the model needs to recognize dogs of any
breed, only training it on bulldogs would not suffice. It also requires a lot of time, first for
recording the data in question, then for pruning it of poor entries, and then for labeling
it.

3.2.1 Restrictions

This project was confined within the following restrictions:

Confidentiality
This entails that the model has to be run locally, no third party can be permitted
access to any sensitive data.

Data availability
This isn’t a large pre-established project so the data available, say for the purpose
of training, will be procured and used as needed. This means that any model
requiring a large dataset to run is, by necessity, forfeited.

Computing power
For the same reason, the computing power available is also limited. A relatively
strong PC was supplied!.

!The computer used to run programs. Dual-booted with Windows 11 and Manjaro Linux. Link:
https://www.dustin.se/product/5020008892/rog-strix-gl6chr-twr-ci7-14700fk-321tb-4070s
-wllh7tab=specification


https://www.dustin.se/product/5020008892/rog-strix-g16chr-twr-ci7-14700fk-321tb-4070s

CHAPTER 4

Methodology

This chapter will go over the general methodology of the thesis, that is to say which
steps were taken during the research process.

The first and most important thing needed is data. Data in the form of other im-
plementations of similar work, as well as datasets and other functioning and potentially
usable models.

The workflow throughout this thesis has been as follows:

1.

Go through similar works to see if any of them has had success. Based on the
information gathered, construct preliminary models.

Find datasets to work with in order to test potential models before data gathering
takes place. This will provide important insight as to what type of data should
be recorded later. Once a dataset has been found, the preliminary models can be
tested for potential use.

Exploring finished models. The easiest way to get things running was to get an
already complete model up and running. These models have the advantage of large
backings and are therefore highly useful, even with limited training data.

Recording data. This would be done using the Insta360’s InstaX4! cameras in
a prepared environment. The camera positions and battery replacements were
planned out ahead of time to optimize the process.

Constructing a process that can transform the videos into data for a model, then
subsequently get a prediction. The process can be done in many different ways so
a lot of testing needed to be done in order to build a functioning pipeline. This
step would require preprocessing the video into whatever state the desired model
would take, as well as constructing said model.

nsta360 has a series of different cameras. Their InstaX4 model was used in this work. Url: https:
//www.insta360.com/product/insta360-x4
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CHAPTER 5

Experiment

This chapter will detail experimentation. The purpose of this experiment was to
assess a potential way to collect, process, and subsequently categorize data, with the
hopes of successfully finding out when a dog in a given video alerts. Meaning that it
covers the first goal described in section 3.1. It also contains the results the experiment
yielded along with a discussion.

As a whole, the experiment will encompass data collection, how that data is pro-
cessed, as well as training a model using that data. The experiment was performed
in accordance with the CRISP-DM methodology|[14]. CRISP-DM uses six steps: Busi-
ness Understanding, Data Understanding, Data Preparations, Modeling, Evaluation, and
Deployment.

Business Understanding
The idea of Business Understanding is to identify a problem of improvement that
could be made to an existing system and why that should be improved.

There wasn’t a specific problem we set out to solve but instead sought ways to
further improve existing methods. Today dogs are evaluated and trained in the
classical sense. That is to say, it is done using human judgement. Given how much
potential data there is to be used in an environment such as that; as well as the
emergence of Al, an Al application seemed a fitting choice. Although this work is
not necessary for the continued operation of the Police Dog Service, the insights
gained could prove useful for future improvement to the process.

Data Understanding
This means to understand the data that will later be analyzed in the succeeding
steps.

This data varied from images, to videos, to keypoint values. Whatever the form,
the data needs to be understandable and predictable. The images and videos are
rather similar. Since video is simply a stream of images, the same methods used
for treating images can therefore be used to continuously to treat a video.



Data Preparations
Data Preparation means how the data will be processed before it can be used.

Once the dataset has been decided upon it needs to be prepared before it can
be used. This included transforming the data from the initial 360° recordings
into standard videos, along with selecting which videos were appropriate and then
cooking those videos into a format that would best fit that of the chosen model. I
decided to generate keypoints from the videos since it should allow for easy analysis
of a dog’s posture without a computationally expensive video analyzer. To this end
a keypoint analyzer program was used. Detectron2[15] can be used as both an
object detection tool and to map keypoints. Although it does perform rather well
when trying to identify objects, Detectron2 has only been trained on the skeletons
of humans and not dogs. Training personally would require a large amount of time
and data and as such was ruled out. The program AwA-Pose[l|, although it does
both identify objects and maps keypoints to them, it doesn’t perform ideally when
it has to do both. Therefore a mixture of both was chosen, using Detectron2 in
order to crop each image to the relevant object (the dog), and AwA-Pose to extract
the keypoints. Once the data had been pruned 116 videos out of the initial 136 were
usable. The other 20 videos were deemed unfit. Lack of fitness came as a result
of Detectron2 failing to detect the dog at all or only discerning some of it. Such
problems came about when the dog was covered by another object, for example a
hand. The experimental runs where one of the dogs wore one of the cameras were
also excluded in the end. While they posed a new perspective they would only serve
to further complicate the categorization of the initial model. Due to the already
imbalanced dataset, runs without an alert were also removed. While runs without
an alert are also important when running in a highly realistic setting, it does also
somewhat muddle the waters for the preliminary version by further unbalancing
the dataset.

Modeling
Modeling means making the model itself, deciding what kind of model to be used
and why.

Since time would play such an important role the model would need to function
on sequential data. No individual frame is particularly important on its own, the
important part is the context of what is happening around it. Two types of models
were tested: LSTM, and Transformer. Both of these models would allow for a
continuous stream of images. Importantly, although the size of any individual data
frame needs to be predefined, there is no such restriction on the number of frames.
Meaning that, as long as the same number of keypoints are always used, the length
of the video won’t matter. This was a key consideration since the length of the
videos varies greatly and it would be less than ideal to define a long maximum video
length and simply pad out most videos. It would further complicate things if an
extraordinarily long video were to be analyzed. The model would then be unable
to handle it without modification.



Although a split between different subsets in the data would ordinarily be used, no
such split was employed. The data available was meager and any further reduction
would only serve to worsen the model’s training process. Therefore the models were
to be overfitted as a precursory goal.

Evaluation
This means evaluating how well things worked out.

Three evaluation criteria were used in order to gauge the quality of the model.
These metrics were: precision, recall, and F1. They will display a level of success
much clearer than a simple accuracy calculation would provide.

Deployment
Here deployment of the resultant process would be detailed.

Unfortunately, we didn’t get to explore this stage of the process due to complications
in the Evaluation step. It would’ve otherwise contained the deployment process.

The first thing needed is data. Data is necessary both for training and for testing. It
can be both sourced from the internet and gathered by camera. Once the data has been
sourced, it will be run through a model. The model would ideally be trained, validated
and tested on the data. However due to the small amount of data available, it will suffice
to overfit the model by using the entire dataset for training and testing. Meaning that
once the model has been trained, it will be fed the dataset once more to ascertain how
well it performs.

5.1 Data Collection

This section explains how data was sourced, how it was recorded and what considerations
had to be taken while recording.

The necessary data was video recordings of dogs searching and subsequently alerting
their handlers to a specific spot. If datasets of this already exists they are not readily
available thus making manual gathering of data the only course available. To this end,
the police had a cuboid room with metal sheets and canisters, used for training and
testing a dog’s ability to locate a scent. Recording was done using three of Insta360’s
X4 cameras!. These cameras were positioned in various locations throughout the room,
their specific locations differing depending on which test was being run at the time.

5.1.1 Cameras

While using the InstaX4 cameras themselves is a trivial task, consistent and sustainable
use requires preparation. In order to use the cameras properly, it would be necessary
to find the optimal settings before recording starts. The primary settings available were

Insta360 has a series of different cameras. Their InstaX4 model was used in this work. Url: https:
//www.insta360.com/product/insta360-x4
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resolution and frame rate. These settings would directly impact the quality of the video
and all had pros and cons, rapid heating and a shorter battery life being the first and most
obvious downsides to using more powerful settings. The higher the resolution and frame
rate, the more energy is needed, the more energy is being used the hotter the camera
is going to get, and if the camera gets too hot it’s going to shut itself off for safety
reasons. Overheating can be mitigated by using the camera in a windy environment,
either outdoors or close to a ventilation shaft indoors. The second downside to using
more power is a shorter battery life. This would simply mean that the battery would
need to be monitored between shots in order to avoid an unexpected shutdown while
recording.

Since every setting needed to be evaluated individually, there were experiments done
in order to ascertain the ideal settings for the desired environment. This was done by
recording with a given camera until it stopped and then measuring performance. The
reason for which the camera stopped recording was either the battery dying, the storage
running out, or the device overheating. While overheating has to be avoided altogether,
the battery dying and the storage running out are surmountable obstacles. The battery
can swiftly be replaced by another charged one, and the SD card can be switched with
an empty one. The spare battery could be charged while the main one is being used,
just as the content of the spare SD card could be moved to a larger storage unit, in this
case an external SSD, while the main one is being used. As long as the cameras won'’t
overheat from extended use, this technique can be used to record until the external SSD
is filled.

The tests required testing the different resolution and frame rate settings and see
which ones were sustainable in a less than ideal environment. An ideal environment
would be a cool and well ventilated area, outdoors for example. The area tested on was
a relatively small room with no windows or doors open to minimize outside assistance in
cooling.

The ideal settings were found to be 5.7k with 60 fps. These settings should not
overheat the camera while also lasting long enough for a second set of batteries to recharge
while still not fully using the SD cards. Use of a high wattage cable allows the batteries
to charge in 1 hour and 14 minutes which both allows the spare batteries to be recharged
as well as moving the previous recordings from the SD cards to the SSD. According
to the camera’s instructions 5.7k would also perform better in darker environments.
Although such a feature likely wouldn’t be required during the planned test, it does
improve robustness. 5.7k was used even though the images would be shrunk in order to
allow for analysis with a predictable input size. This is because the setting of 5.7k is for
the entire frame, the relevant part of the frame might not be very large and the higher
the resolution is, the higher the resolution of the cropped area will become.

5.1.2 Material Used

There were two types of materials used to facilitate training and testing of dogs during
scent search: steel sheets and canisters.
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Steel sheets

Each sheet was magnetic and had small holes in a grid pattern. There are two variants
of these sheets: a vertical one; and horizontal one. A small canister was placed behind a
hole in order to make that hole smell of a certain scent.

Wall sheet (vertical)
There are two identical wall sheets, shown in figure 5.1a. Each one of these has a
square grid of 28 x 28 small holes.

Floor sheet (horizontal)
There are two different floor sheets, both shown in figure 5.1b: one simple one with
23 x 25 holes; and one with a step added. The step is comprised of three parts:
two vertical parts and a horizontal one on which you step. The vertical parts each
contain 3 x 23 holes, while the horizontal part contains 5 x 23 holes.

Canisters

The canisters are cylinders with a compartment in which a plastic cup can be placed as
shown in figure 5.1c. There are several different cups in which something odorous like
gun parts are placed, although the content itself varies depending on what the dog is
supposed to find. The cups themselves are not visible once placed inside the canister.
This separation of concerns makes the canisters easily reusable without leaving scent
traces on the canister itself after use.

5.1.3 Exercises

There were three different types of exercises done, all of them testing the dogs’ ability to
locate scents. The specific scents used varied from dog to dog, depending on what they
had been trained to find.

Wall

This was done using vertically placed steel sheets. The dog has to find the hole behind
which the scent generator is placed. Two sheets were used simultaneously.

Floor

This was done using horizontally placed steel sheets. Just like with the wall, the dog has
to find the correct hole from among them.

Canisters

A line of six canisters were placed on the floor. One of the canisters contained a cup
holding something scented while the other canisters were empty. The dog would sniff one
after another until the correct one was found.
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(b) Image of the two variants of floor
sheets used, one with a step and one
(a) Image of one of two wall sheet used. without.

(c) Image of four out of the six canis-
ters placed in a straight line.

Figure 5.1: Images of the metal sheets and canisters used.

5.1.4 Limitations

The vertical sheets, due to being vertical, were not fully accessible to all dogs so only the
lower subsection could be used for them. The impact of this limitation was negligible.
Something that’s more difficult to gauge is how the dogs found the spot in question, or
if something distracted them. A likely point of direction and/or misdirection is the scent
of other dogs that searched beforehand. If the scent location is the same from one dog’s
search to another, the latter dog might simply notice where the former had searched the
most and start there directly, thus getting an unfair advantage. If the scent location is
not the same however, this could become a point of misdirection instead.
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5.1.5 Statistics Of Recorded Data

The data comprises videos of four different dogs, spanning three breeds and three different
exercises. Of the four dogs, two were German Shepherds, an overall popular choice among
police dogs, one was a Cocker Spaniel, and the fourth and final one was a Labrador
Retriever. The ratio after having pruned the input data landed at 111185 zeroes and
13558 ones for a ratio of 111185/13558, meaning that there are about eight times as
many zeroes as there are ones.

’ H Wall ‘ Floor ‘ Canister H Total ‘

Emil (German Shepherd) 12 5 10 27
Hjalmar (Labrador Retriever) | 12 9 11 32
Hugo (Cocker Spaniel) 15 6 18 39
Riba (German Shepherd) 9 9 0 18

| Total | 48 [ 29 | 39 | 116 |

Table 5.1: Table of how many times each dog did which exercise after videos were pruned.

5.2 The Model

This section will discuss how the AI model is structured as well as what the pipeline from
video to prediction looks like. This model will take in the video data, processed into a
series of keypoints, and return a prediction on when the dog alerts.

It is going to take in a fixed number of keypoints in a sequence whose length is not
predefined. Furthermore since the input data doesn’t work in a vacuum and instead
relies on the context of earlier movements, a sequential model would make most sense.
Sequential models include:

LSTM
Long Short-Term Memory (LSTM) is a special type of RNN that mitigates the
vanishing gradient problem. They are highly useful when you have a time-series
set of data.

Transformer
A Transformer uses self-attention layers and processes everything in parallel.

A self-attention layer can be summarized as a layer in which, when data is run
through it, various parts of the data is added into other parts. As an example,
there are two text inputs: "My favorite animal is the python" and "My favorite
language is python". The word "python" appears in both texts but holds different
meanings regardless. The self-attention layer will see that the former python is
associated with animals and therefore count it as a snake. The latter appearance
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of the word will instead be associated with language and thereby be connected to
writing and programming instead.

Since everything is being processed in parallel, there is no longer an order to the
input, it uses a positional encoder to add that continuity back into the input. The
encoder adds different values to each index in the matrices. Instead of simply
using incremental values, a sinusoidal function was used in the encoder. The paper
that introduced transformers claimed that a sinusoidal function "may allow the
model to extrapolate to sequence lengths longer than the ones encountered during
training"[12].

3D-CNN
3D-CNN is a three dimensional version of the standard two dimensional CNN. This
means that instead of just taking into consideration the x and y axes it also takes
time into consideration. While initially promising, a 3D-CNN requires a predefined
length of all axes, including time. Since each video would span a different length
of time instead of a constant one, 3D-CNN was not chosen.

The PyTorch library was utilized since it has already made models of LSTM and Trans-
former. The model requires an optimizer and a loss function in order to facilitate training.
Since the model only needs to tell in which frames the dog is alerting in, so called "key
frames", a binary output is enough for classification. The most common loss function for
a binary output is Binary Cross Entropy Loss (BCELoss) along with the Sigmoid func-
tion and, since the Sigmoid function often accompanies BCELoss, PyTorch also made
the loss function BCEWithLogitsLoss. This function has the Sigmoid function baked
into itself and is supposed to be more "numerically stable than using a plain Sigmoid
followed by a BCELoss" according to the function’s own documentation page. As for
the optimizer, Adam was both used by Attention Is All You Need[12| and Dog activity
Recognition Using Convolutional Neural Network|10], and was thus used most through-
out this experiment. The optimizer and loss function SGD and CrossEntropyLoss were
tested as well, albeit without improvement.

Both due to the limited amount of data, as well as to simplify preliminary testing,
there was no distinction between the training and test data. On a run of 1000 epochs
no positive output was generated, presumably since the ratio of key frames to other
frames was so low it still registered it as a positive output. To remedy this potential
fault, positional weights were entered into the loss function in order to give a bias to the
positive output. Although results weren’t improved.

The two models, LSTM and Transformer, were constructed as follows:

LSTM
The LSTM was created simply with two layers: torch.nn.LSTM and torch.nn.Linear.
The LSTM part is the core and had a number of hidden layers; while the Linear
part simply took the output of the last LSTM and returned a single number. Figure
5.2 shows a diagram of the architecture.
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Multiple layers of
f_j%

.—»H LSTM || Linear Prediction

Figure 5.2: Graphic showcasing the architecture of the LSTM implementation. The size of the
keypoints and the size which the "LSTM" layer uses and output is not the same, instead it
s significantly larger in order to introduce more complexity. The "Linear" layer is there to
summarize the "LSTM"s large output size into a binary response.

Multiple layers of

f_)%
I Transformer
encoder

Figure 5.3: Graphic showcasing the architecture of the Transformer implementation. The "Posi-
tional encoder" layer adds positional information to the input data. The "Transformer encoder”
holds a number of hidden layers, although its output size remains the same as the input size.
The "Linear" layer summarizes the "Transformer encoder”s output into a binary value.

Positional

encoder Prediction

Transformer

The transformer consists of three distinct layers to it: a positional encoder, a
torch.nn. TransformerEncoder, and a torch.nn.Linear layer. The positional encoder
is inserted to provide the temporal context that is otherwise lost in a transformer.
The TransformerEncoder is the core and had a number of hidden layers. Only a
TransformerEncoder was used instead of a full Transformer. A full Transformer
takes in its own preceding responses as input which is not necessary in this case as
its answers should not depend on its previous answers. The Linear layer takes the
output of the last Transformer layer and returns a single number. Figure 5.3 shows
a diagram of the architecture.

5.2.1 Labeling

Labels, specified time periods where the dog is alerting, are necessary in order to teach
the model what to look for in each video. These time periods were pointed out by each
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dog’s handler since they would be most familiar with their own dog’s behavior. The labels
could only be roughly generated since there is no exact frame when the dog is starting
to alert, instead it takes a few frames for it to change demeanor after it has noticed the
scent and decided to alert the handler to it. The alert could be said to start when the
dog has noticed the scent; it could be said to be when the dog starts changing demeanor
to alert to it; it could be said to be when the demeanor has noticeably changed. The last
option would most likely be the most suitable to the AI model due to its clarity.

It is also important to keep in mind that there isn’t always a clear-cut way of defining
the duration of the alert; one dog might simply freeze while it’s alerting, making it trivial
to pinpoint when it’s taking place, while another one might instead turn toward its
handler. In the case of the latter it won’t be as obvious when the alert has stopped since
the motion itself is natural. Luckily, since the handlers themselves would indicate when
they are satisfied with/have confirmed the alert, the dog would recognise that particular
sound and react accordingly. The indication was done using a small handheld device that
would make an audible "click" when pressed, notifying the dog that the search was over.
Since the dog would then immediately change demeanor, preparing to leave, it would be
relatively easy to decide when the alert stopped.

5.2.2 The Pipeline

The process of turning the recorded video into a prediction of when a dog alerts requires
several steps in order to perform, figure 5.4 shows this process. That pipeline has the
videos run through Detectron2 in order to crop each frame of the videos around the dog
in frame if any are found, otherwise the frame is dropped. The cropped images are then
run through two processes, keypoint generation (called "AwA-Pose" and "Keypoints per
image" in figure 5.4) as well as label creation.

Keypoints are generated for two reasons: ease of use for further development, as well
as reducing the workload of the computer processing the data. Having solid positional
data for a skeleton of a dog should make it significantly easier to analyze given its lower
complexity, thus easing further potential development. Furthermore, since the number
of keypoints in a dog’s skeleton is lower than the number of pixels used in an image, the
workload needed to train a model with the keypoints as input data is lower than if done
with images. The keypoints are generated using a modified version of AwA-Pose, one
that identifies the keypoints from the given images and generates a json file detailing the
keypoints of every frame analyzed.

The second process which the cropped images are run through is a manual label cre-
ation which, since it necessitates human participation, is time-consuming. The labeling
is performed by looking at images and noting down which frames should be classified as
1 (an alert is taking place) or 0 (no alert is taking place). To speed up the process, only
start and end values are written down to then be expanded upon in the preprocessing
step. The labels are only necessary if the model is still being trained, whereas if simple
classification is the goal, meaning during usage rather than training, labels aren’t needed.
Finally in order to feed the data, both keypoints and labels, into the model they must
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Figure 5.4: Graphic showcasing the process from videos to prediction. "Detectron2", "AwA-
Pose", "Preprocessing”, and "LSTM/Transformer" are automatic processes. "Label creation”
is manually created based on the images Detectron?2 outputs.

first be properly prepared for use. The preprocessor will take the json file with the key-
points, prune it for manually flagged bad videos, format it as tensors and create a pkl file
containing the resultant tensor list. The preprocessing done to the labels will generate
ones and zeroes based on the start and end values given, then generate a list of tensors
in a pkl file. The pkl format was used as they can easily be created and read by python
without first turning the data into text. The pruned keypoints and labels can then be
fed into the LSTM /Transformer for training and subsequent usage.

5.2.3 Training The Model

When a machine is learning it’s important to consider overfitting, if the Al learns the
training data too well, it might just simply learn to respond appropriately to that specific
set of data. Data is ordinarily kept separate in order to avoid, or at least mitigate, this
issue, however given the already small data size an overfitted model would be a good start
and so the entire dataset was used during both training and testing. Furthermore, since
overfitting was a goal, rather than something to be avoided, showing that the model can
indeed learn, the number of epochs during which the model could be trained on wasn’t
constrained, and a standard of 1000 epochs was chosen.

5.3 Other Attempted Methods

Aside from those used in the final pipeline, other programs were also explored.

18



e Slowfast[6]. The idea was that it would analyze a given video in two ways: a skim-
ming overview one, and a more detailed one. The detailed version being employed
when the overview spots something potentially interesting, and the skimming ver-
sion to be employed otherwise. This didn’t pan out however, as it wasn’t very well
made and prone to bugs.

e Detectron2[15] (for keypoint generation). The program in general has the capacity
to create bounding boxes for objects as well as chart out the keypoints of humans.
The existing models however could only detect the bounding boxes of dogs but
not their keypoints thus requiring another program for keypoint generation. The
bounding boxes could however be used to ease the analysis of another program by
cropping the images down to the relevant area, this idea did become part of the
pipeline.

e 3D-CNN. This was first intended to be used to analyze the videos, however it re-
quired a predefined input size and was scrapped in favor of other models, namely
LSTM and transformer. Although the set input size could be worked around by us-
ing a sliding window mechanism, doing so would’ve added an unnecessarily complex
variable layer.

e VideoLLaMA3|4]|[3]. This model can read video directly and as such could’ve po-
tentially analyzed the video on its own. Sadly it required a stronger computer to
run, thus ending the attempt early.

e BitsAndBytes[5]. This was used in an attempt to use the more computationally
expensive model: VideoLLaMA3. It didn’t work out as the memory required was
still too high.

5.4 Tools Used

Since the videos were recorded in Insta360 X4’s 360° mode, their own PC software In-
sta360 Studio? was used to export the videos to an mp4 format, all other tools used were
written in python. Anaconda was used in order to organize which packages were used
and to ensure version matching. The python libraries used in the models and prepro-
cessing are torch, pickle, tqdm, sklearn.metrics.classification_ report, math, numpy, and
json. The codes of both Detectron2 and AwA-Pose were somewhat altered before use in
order to match their outputs to the specific need of the program. Detectron2 would in-
stead return a cropped image of the input instead of one marked with labels of identified
objects, and AwA-Pose would return the keypoints in a json format instead of an image
overlayed with a skeleton. Due to the privacy requirement stated in section 3.2 and the
fact that GitHub doesn’t allow the changing of visibility in a fork, unofficial forks of their
repositories were made and set to private.

2Software used to convert recording made with the InstaX4 cameras into standard video. Version
5.5.2. Url: https://wuw.insta360.com/download/hot-download
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5.5 Results

This section presents what metrics were used to evaluate the performance of the models,
how well the models performed under these metrics, and a discussion regarding the result.

5.5.1 Metrics

The methods used to evaluate the results which the models produced are precision, recall
and F1.

Precision
Precision is measured with:

true positives

(5.1)

true positives + false positives
In other words it’s how many correct positives were made out of all positives pre-
dicted.

Recall
Recall is measured with:

true positives

— - (5.2)
true positives + false negatives
In other words it’s: out of all the positives, how many were labeled as such.
F1 F1 is measured with: o N
ecision X reca
precision X r (5.3)

precision + recall

It is a combination of precision and recall. Due to the nature of the equation it will
react strongly to low scores in either precision or recall.

Accuracy
Accuracy is measured with:

true positives 4 true negatives

5.4
true positives 4 true negatives + false positives + false negatives (54)
In other words it’s how many correct predictions were made out of the all predictions
made.

Accuracy in and of itself is good for measuring how accurate a model is, however it can
also mislead easily. If the data itself is unbalanced then the accuracy might be high
even if the model is poor. If, for example, only 12% of the answers are ones and the
remaining 88% are zeroes, it would still report an accuracy of 88% even if the model
always answered 0 and thereby never predicted a correct 1.

These metrics, with the exception of accuracy, should give a good understanding
of how well the model performs. Measurement was done using the python package
sklearn.metrics.classi fication report.
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5.5.2 Evaluation

The results from the methods precision, recall, and F1 were all zeroes, meaning that
the model failed in identifying an accurate pattern between the inputs provided and the
corresponding labels, instead only outputting 0 or only outputting 1. The deciding factor
for whether it would output 0 or 1 was the precomputed pos weight given to the loss
function torch.nn.BC EWithLogitsLoss to give bias to the underrepresented class of 1
in the dataset in order to balance the predictions overall.

The graphs of figure 5.5 show that the losses during training were largely unchang-
ing throughout the process, implying that the models consistently failed to learn any
meaningful connections between the input data and the labels.

5.5.3 Discussion

Decoding images and generating solid, useful data, while definitely possible, requires a lot
of resources to be serviceable it seems. Given how poorly the model performed it’s evident
that it failed to discover a suitable connection between the input data and the labels.
The bias, instead of balancing the dataset, completely dictated the output, meaning that
the answers given didn’t change much in regards to the actual variable input and was
instead rather constant. When mapping out the keypoints to images, shown in figure 5.6,
it becomes rather clear that the problem stemmed from an issue in AwA-Pose causing the
generated skeleton to become misplaced, thus contaminating the input data. It is likely
that the model would have performed better if the input it received was accurate. That
is, however, only speculation. These results highlight the complexity of video analysis as
even a professionally trained model, with input already cropped to the subject at hand,
had a lot of problems identifying said subject unless the conditions were ideal. In future
endeavors it would be wise to either curate a more tailored keypoint analysis program
or else to restructure the pipeline altogether in order to minimize or sidestep this major
shortcoming.
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Figure 5.5: Graphs showing the losses each model had during training.
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(a) Accurately predicted image of (b) Image of Hjalmar. Inaccurate due
Hjalmar. to obstruction.

(c) Image of Riba. Inaccurate due to (d) Image of Riba. Inaccurate due to
self-obstruction. subject being partially out of frame.

Figure 5.6: Examples of keypoint placements generated by AwA-Pose.
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CHAPTER 6

Proposed Video Analysis
Architecture

In this chapter I will propose a potential way forward, a path one might take in order
to further examine the topic. As I see it, there are two primary ways forward: to rely
on an already established MLLM, backed by a large company/group, or to delve further
into creating a highly specialized model.

6.1 Established visual models

One way to continue would be to put faith in an already established visual analysis model
like VideoLLaMA3. Depending on how astute the chosen model is it might be possible
to simply ask the model what it sees happening and when it happens. I do however
doubt, due to the experimentation performed with finished models (chapter 4), that it
would work at an acceptable level. While such a model might be able to interpret what
is happening in general, it’s likely it won’t understand the finer points and might also
simply make up an alert in a video without one; or miss one in a video with two.

If this route is still chosen, a more powerful computer is generally advised since the
larger and more complex the model is the more power is needed to run it. This comes
in the shape of VRAM and GPU power. In the paper Attention Is All You Need|[12],
they used eight P100’s which, while rather outdated nowadays, are quite powerful. This
could cost quite a bit and, while undoubtedly powerful, it might not be necessary as,
proven in the paper Dog activity Recognition Using Convolutional Neural Network[10], it
is possible to achieve results similar to what is aimed for without the use of such tools.

6.2 Build upon this experimental model

Another method forward is to build upon the code written for this report. In the pa-
per Dog Behavior Recognition Based on Multimodal Data from a Camera and Wearable
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Dewice[7], their own task of categorizing a dog’s actions worked well with a similar ap-
proach. The differences in our approaches are: they are not extracting keypoints to
simplify analysis and are instead just feeding the full data into the model; they are using
a more sophisticated model, comprised of three separate models running in parallel, a so
called "ensemble model"; in addition to a camera, they also record using an accelerom-
eter and a gyroscope fastened to the dog. If this approach is followed it is crucial that
more data is recorded first, the more the better. It is also important for the data to keep
a high quality, there is a saying when it comes to training Al "Garbage in, garbage out”,
meaning that if the input data isn’t good, it can’t be used to build a good model.

It might be that extracting keypoints doesn’t help much and so going the same route
of Kim and Moon|7], skipping AwA-Pose altogether and instead feeding the model full
image data, could be the more prudent choice. The inclusion of Detectron2 is likely still
a good choice as, based on the performance of AwA-Pose, it would likely only grow more
difficult to interpret images full of other objects.

This might very well make things more difficult when attempting the second goal
and running an unsupervised model but it could also be beneficial. The dog handlers
believed that the facial expressions of the dogs were important and unless that would
be included in the skeleton, it won’t be taken into account. It might therefore be worth
specifically recording the faces of the dogs in question, although it does sadly entail a
rather awkward setup since the camera would need to be in front of the dog as it moves
around. It could theoretically be done using a sort of one-way mirror with holes in it to
allow for the scent search. That would allow a set of cameras to be on the other side and
record the dog’s face from a, more or less, second person perspective without disturbing
the activity.

It could also be beneficial to incorporate Gabor filters in a similar vein to Littlewort
et al.[9]. Such tools might prove useful, especially when analyzing the dogs’ expressions.

Multiple angles could be used to provide redundancy, having several cameras record
in parallel. The videos could then be analyzed frame per frame and have an object
recognition system judge what it sees. Based on how confident its output is, a different
camera could be chosen at any given moment.

Additionally, more sensors could be employed. Lidar could be used to map distance
as well as shape which could allow for a more detailed view of what’s going on, especially
if it’s done from multiple angles.

6.3 Recommendation

In order to make a robust system that takes into account the various needs for dogs
I would recommend building a tailor-made model. It would allow the eventual system
to be tailored specifically to the task at hand rather than the generalized approach of
using a large-scale model. Based on the experiments done I recommend starting with a
similar pipeline as in figure 5.4, albeit with AwA-Pose excluded. Instead of extracting
keypoints, the entire image, resultant of Detectron2, could be used in the model (currently
LSTM/Transformer) and as such would retain more information as a whole. This would
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Figure 6.1: Diagram showing how input data should be cropped.

allow the algorithm itself to sift through images and determine what is relevant which
might give data that keypoints alone couldn’t provide, along with skipping the volatile
AwA-Pose layer. The downside of this approach is requiring the algorithm to handle
much larger input data which would in turn require more computing power than simple
keypoint analysis would, which might necessitate powerful, purpose-built GPUs. This
work applied both an LSTM and a Transformer without a noticeable difference in quality
so it’s difficult to recommend one over the other, although their flexible input length in
regards to time still makes them well suited to the task at hand.

The platform itself could be a model that takes in various streams of data, for example,
video from one or several sources; lidar to measure distance to objects; a pedometer; and
a gyroscope.

6.4 Guidelines for collecting and processing new data

The data should be recorded into a standardised format, e.g. mp4, while taking care
that the recordings are as free of obstructions as possible. Any interfering object is likely
to cause confusion and would likely need to be cut out in a later stage, which would
further complicate things as there is no longer a consistent flow of time in the video.
Additionally, if there are multiple recordings taking place at once, cropping would then
require removing potentially useful data in order to secure alignment.

Furthermore it’s important to get a good selection of data since it is likely that the
model will have trouble categorizing different dog breeds both as dogs if training a visual
component. Recordings of rarer breeds should either be made up for with more footage
to artificially balance the data or be outright dismissed to focus on the more common
breeds instead. To simplify the collection process it might make things easier if the data
is recorded with as few modifications as possible, if they’re recorded in the 360° format,
they should be exported with only a choice of angle and no time length modifications.
The timestamps of the original videos should also be stored for later use.
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The mp4 files could then be analysed based on their timestamps and automatically
aligned and cropped accordingly. This should solve the issue of the recordings being
seen as separate instances while it also sidesteps the issue of needing to manually judge
where certain indicators take place and imperfectly crop the video based on that. If more
devices are added to the recording process, the same method should work to line them up
as well. If the sampling rate is different, that also has to be accounted for when cropping.
This will allow all facets of data to be used in conjunction with each other which should,
in theory, be able to give a more accurate model.

A caveat is the predefined length of information that is to be fed into an AI model,
length referring to the x and y axes of the input. If a model is constructed to take in, for
example, three video streams and one audio, it will need the resolution of the video times
three added with the resolution of the audio as input. Any other stream of data also has
to be taken into account accordingly. Therefore a standardised method of recording data
should be used across all sets of data.

6.4.1 Cropping example

It’s important to note that this process ought to be entirely automated as slight differences
could easily obscure important connections in the data. The cropping should happen
based on the timestamps of the files inputted.

’ \ Video 1 \ Video 2 \ Pedometer ‘
Start time | 13:10:30 | 13:11:10 | 13:02:31
Stop time | 13:12:32 | 13:12:53 | 13:15:23
Frequency 60 60 30

Table 6.1: Example input range from two cameras and a pedometer.

Using table 6.1 as an example the data-streams intersect between 13:11:10 and 13:12:32,
meaning that that is where the data should be extracted from. At 60 Hz videos 1 should
last 4920 frames extracted while video 2 has its first 4920 frames extracted. The pe-
dometer’s 30 Hz input should be taken from the 2460 frames from 16179 to 18639. The
precise nature of this highlights the benefits of automating this task.
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CHAPTER 7

Conclusions & Future work

7.1 Conclusions

Before presenting the conclusions it’s important to note that they are not representative
of the opinions or thoughts of the Swedish Police Authority, but are strictly my own.

This work has shown that video analysis is a complicated topic, with many ways of
accomplishing the same goal, none necessarily better than the others. While this work
doesn’t provide a direct solution to the question of how video analysis might be used to
help train police dogs, it does suggest a way to proceed. The largest limiting factor was
data, large quantities of data will always be necessary to train a new model, even more
so for more complicated tasks.

The pretrained Detectron2 model performed rather well since it could, for the most
part, successfully identify the bounding boxes of several different objects; dogs most
importantly. AwA-Pose on the other hand didn’t perform quite as well. While the
keypoint extraction did work rather well when the dog it was attempting to map out was
at the same elevation as the camera and when the dog was in a clearly visible position
(fig. 5.6a), such scenarios were relatively rare. Points of failure were: the dog being
partially out of frame (fig. 5.6d); some object (e.g. hand) obscuring part of the dog (fig.
5.6b); part of the dog obscuring the rest of the dog (fig. 5.6¢).

The final step, the Transformer/LSTM, is difficult to judge in isolation given its input
data, and so the layer might itself have been inadequate or it might simply have been a
shortcoming of the preceding layer.

7.2 Future work

If the restrictions weren’t as stringent (section 3.2.1), other possible paths would open
up. The primary problem was the limited dataset. While a larger dataset would’ve made
it possible to train a model to recognize the keypoints in the images better, it would’ve
also made it possible to train a model that reads the videos directly thus potentially
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eliminating the need for keypoints. Notably each video in the dataset would also require
its own label indicating when the dog is alerting, making preparing the dataset a very
time-consuming process.

There are a few notable improvements if the usage of keypoints is to be kept in the
future. When it comes to pruning the input data for faulty frames, it might’ve been
possible to construct an algorithm that measures how much each keypoint, and indeed
the dog as a whole, has moved in comparison to the last one. Based on the result,
this theoretical pruning algorithm might’ve deemed the action as unlikely and flagged
it for deletion. Furthermore if the keypoints prove reliable it might’ve helped to add
information such as the angles the skeleton held.

Without improvement keypoint extraction turned out to be too demanding a task
and that pinpointing the skeleton from an image, while simple for a human, can easily
go awry for an Al. The inclusion of such a step is therefore ill-advised, especially since it
will also bottleneck potential information not included in the skeleton.

Although the related work, namely that of Kim and Moon|7], indicates that canine
behavioral analysis through video is indeed possible, it remains to be seen how that might
best be achieved. The most prudent course of action going forward would be to gather
data in order to allow further AI development.

An option easier than training a new model from scratch would be using a more
powerful computer to run a powerful existing model, assuming there is a model that is
suited for this kind of analysis.

When it comes to recording other channels of input it could potentially prove useful
to utilize a pedometer as it is an easy way to tell how active the dog is at any given
time. Even though different dogs alert in different ways there is likely a connection
between how much they step and how far they move to whether they are alerting or
not. Furthermore, since the images are cropped before they are analyzed, it could prove
valuable to include where the middle point of the cropped section is related to the original
image since, assuming the camera is stationary, it can know how much the dog moves
while also having the rest of the image filtered out.

Something else that would pose as an interesting addition to the analysis would be
the inclusion of audio since dogs make a multitude of sounds while searching, primarily
sniffing. Categorizing when dogs make certain sounds could further ease detection of
when dogs alert to a spot. It could also help in further research of how the dogs react to
certain situations, e.g. if they can’t find a scent, or if there are other scents that might
distract them.
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