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Abstract

Harsh and unstructured environments such as underground tunnels, forests,

or extraterrestrial terrains pose significant challenges for autonomous vehi-

cle navigation, especially where traditional positioning systems like GNSS

are unreliable and vision or Li DAR-based sensors fail due to poor visibility
conditions.

In such scenarios, radar emerges as a robust alternative, capable of operat-

ing in darkness, fog, or dust. However, radar  -based simultaneous localisation
and mapping (SLAM) faces unique limitations, including its primarily 2D data
output and therefore limited vertical r esolution and usability.

This thesis addresses these challenges by developing a robust radar -based
SLAM framework that enables autonomous navigation in off -road conditions.
The approach leverages a Navtech RAS3 radar in combination with other sen-
sors, and commercial off -the-shelf hardware components. A novel image pro-
cessing method is proposed to create a "2.5 -dimensional stacked terrain
model" using 2D radar data, exploiting a technique referred to as fiterrain -
induced beam steering ©.

The framework integrates sensor fusion algorithms implemented in the r obot
operating system ( ROS), combin ed with an odometry estimationviathe fi Co
servative Filtering for Efficient and Accurate Radar 0 (CFEAR) algorithm .
Preliminary test results, including static, tunnel, and off -road experiments,
demonstrate the technical feasibility of the integrated sensor suite and the
implemented radar -centric SLAM framework. While full consistency in odom-
etry and high -quality mapping were not fully achieved, the system success-
fully performs sensor fusion, angle dependent radar image correction, and
initial odometry estimation.

This work lays the foundation for more advanced and fully autonomous ra-
dar-based navigation systems, particularly in visibility -impaired or GNSS -de-
nied environments. The developed framework serves as a robust baseline for
future iterations focusing on long -term autonomy, improved loop closure,
and higher map fidelity in complex off  -road scenarios.

Keywords SLAM, Radar,lmage Processing, Sensor Fusidayigation, Robotic
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Symbols and abbreviations

Symbols

" g CGX T RSO ®

Rot
SPC

i n ®
SE(N)

TPC

scaling factor for probability of false alarm
offset factor for probability of false alarm
speed of light

frequency

height

sensor sensitivity scaling factor

Huber loss

map of an environment

matched surface points

target scan (current)

keyframe scan (previous)

average

correspondence weight

posterior probability of a robot's trajectory
motion -compensated radar point
probability of detection

probability of false alarm

Point Cloud

individual point within point cloud

range

rotation matrix

signal strength

Source Point Cloud

individual point within  source point cloud
N-dimensional space

standard deviation

time

translation vector

transformation matrix

Target Point Cloud

individual point within target point cloud
signal strength threshold

vertical angle / azimuth angle

angular resolution

set of robot control inputs

robot pose

set of sensor observations

signal intensity



Operators

nx A curl of vector A

A’% derivative with respect to variable t

1 . L : :

o partial derivative with respect to variable t
G sum over index i
AN B dot product of vectors A and B

Abbreviations
2D /3D two dimensional / three dimensional
AHRS Attitude Heading Reference System
BFAR Bounded False Alarm Rate
CFAR Constant False Alarm Rate
CFEAR Conservative Filtering for Efficient and Accurate Radar
CuT Cell Under Test
DRO Doppler-aware Radar Odometry
EKF Extended Kalman Filter
FMCW Frequency Modulated Continuous Wave
FOV Field Of View
GNSS Global Navigation Satellite System
GESTALT Grid-based Estimation of Surface Traversability Applied to Lo-
cal Terrain

HERO Hybrid -Estimate Radar Odometry
ICP Iterative Closest Point
IMU Inertial Measurement Unit
LiDAR Light Detection and Ranging
NDT Normal Distribution and Transform
NDT-OM Normal Distribution and Transform Occupancy Maps
PF Particle Filter
ROS Robot Operating System
SLAM Simultaneous Localisation and Mapping
SVD Singular Value Decomposition
ToF Time of Flight
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1 Introduction

Navigation in off-road environments presents unique challenges, particu-
larly in conditions where traditional positioning systems such as Global Nav-
igation Satellite Systems (GNSS) are unavailable or unreliable. This is partic-
ularly critical for applications in space exploration, such as Lunar or Mars
rovers, as well as terrestrial scenarios where extreme environmental condi-
tions - such as darkness, fog, or dust hinder the effectiveness of vision-based
or LIDAR -based navigation systems.In such cases, radar technology offers a
promising alternative due to its robustness in adverse conditions.

However, many existing methodologies for simultaneous localisation and
mapping (SLAM) optimise for LIDAR or vision -based sensorq1] [2] [3], and
radar-based SLAM presents distinct challenges, particularly in environmen-
tal feature representation and loop closure detection [4] . The inherent limi-
tations of radar, such as a 2D field of view and slow update rates, necessitate
the development of specialised algorithms and frameworks to ensure accu-
rate localisation and environmental mapping. Addressing these challenges is
essential for ensuring consistent and reliable navigation in GNSS-denied sce-
narios.

This thesis aims to develop a robust navigation framework utilising radar -
based SLAM techniques for offroad environments. Specifically, it seeks to
identify suitable target detection mechanisms, implement a functioning
hardware and software setup that enables sufficient data acquisition for pre-
cise odometry estimation, and develop a novel sensoffusion-based radar im-
age processing technique to improve overall system performance in real
world conditions. The overarching goal is to evaluate whether such a radar-
based SLAM framework can operate effectively in harsh and unstructured
environments. To this end, the thesis investigates various radar-based SLAM
techniques, with particular attention to radar -specific challenges such as sen-
sor fusion with an attitude heading reference system (AHRS), effective data
association, and graph optimisation. By implementing and testing a prelimi-
nary framework, the work aims to establish a methodology for enhancing ra-
dar-based localisation and mapping.

In this context, the thesis addresses several research questions: How can a
2D radar sensor be used to estimate odometry reliably in off-road conditions,
including the vertical component ? Is it feasible to extract elevation infor-
mation from a fixed 2D radar by leveraging vehicle pitch and roll dynamics?
How can radar, AHRS, and other sensor data be combined in a computation-
ally efficient sensor fusion framework to improve localisation accuracy? And
finally, what are the limitations and performance character istics of such a
radar-centric SLAM system in realistic test scenarios?
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To explore these questions, the thesis first examines the effectiveness of dif-

ferent radar detection mechanisms, such as
(CFAR)[5]andi Bounded Fal s@FAR)[FH demectiGhaltfuztider
evaluates the AConservative Filtering for

e t r(§F&AR) [6] method as a candidate for radar-based odometry estima-
tion. Through a comprehensive literature review, the suitability of these
methods for application in harsh and complex environments is assessed.

From an engineering perspective, the thesis addresses the problem of gener-

ating-da nfeh.s5 onal stacked t aimengionramodel 0 U s
dar system, particularly in terrains with significant elevation changes. A new

radar image processing methodi s devel oped, taking advant
induced beam steering.o A crucial aspect o

the aim of identifying computationally efficient ways to combine radar and

AHRS data to maintain high localisation accuracy. Testing the framework in
different conditions forms an essential part of the project, as it allows evalu-
ation of the proposed SLAM algorithms and identification of necessary ad-
justments to improve reliability.

Experiments were conducted using commercial off-the-shelf hardware, in-
cluding a Clearpath Husky A200 rover equipped with a Navtech RAS3 radar
sensor, an additional AHRS sensor, and a GNSS sensor for reference. The
focus lies in setting up a combined navigéaion framework using this hardware

to address radar-specific challenges, rather than conducting a comparative
analysis with LiDAR or vision -based SLAM systems.

The thesis is structured as follows. Chapter 2 presents anoverview of the
SLAM problem and reviewsits application in extraterrestrial and other harsh
environments. Chapter 3 considers existing literature on radar-based SLAM
as well as other sensing methodsand the corresponding advantages and chal-
lenges for such environments. It also delves into radar detection mecha-
nisms, data association techniques, and odometry estimation methods.
Chapter 4 is then detailing the methodology of the proposed framework while
chapter 5 outlines the technical implementation. This includes fusion of dif-
ferent sensor measurements, facilitatin g thesefor radar image correction and
ultimately odometry estimation . In chapter 6, the test cases are describe@nd
the results obtained from these experiments are presented Ultimately chap-
ter 7 draws conclusions based on key findingsand ultimately discusses the
contributions made to the field of autonomous navigation and outlines po-
tential directions for future research.
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2 Background

This section provides an overview of SLAM and its application in relevant
environments. It introduces fundamental terms and elaborates on the chal-
lenges addressed within this thesis.

2.1 An introduction to SLAM

Simultaneous Localisation and Mapping (SLAM) is a fundamental technique
in robotics that enables a robot to build a map of an unknown environment
while simultaneously determining its position within that map. This capabil-
ity is crucial for autonomous navig ation, allowing robots to operate in envi-
ronments without prior knowledge or external positioning systems such as-
GNSS[7].

The classicSLAM is typically formulated as a probabilistic problem. The goal

is to estimate the posterior probability of the robot's trajectory and the map
given the observed sensor data and control inputs[8] :

N aha o .
Equation 1. General formulation of the SLAM problem
Here, wrepresents the sequence of robot poses over timed denotes the map

of the environment, ¢ is the set of all sensor observationsand 0 is the set of
all control inputs applied to the robot.

mi i1 e ur
ey - b "
i L i T
KJ — K| —————— - {/— Kf ——————— [ K,
| L | i
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\ %1l ..Et—:lj, | Bt =T
- . - L gl
E e u

Figure 1: Dynamic Bayesian Network of the SLAM process
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The figure above[9] visualises the dependencies of the different variables or
i n o die thedform of a dynamic Bayesian network. White nodes represent
hidden variables (the robot's poseswand the map & ) while blue nodes rep-
resent observed variables (odometry measurementsd and sensor measure-
ments @). The arrows show dependencies between variables. Each robot pose
w depends directly on the previous posew and the odometry measurement
0 . Each sensor measurementt depends on the current posew and the map
a.

The gener al SLAM problem can be categoris
SLAM probl emd and t he[8]AWhieltHe fir§ esthdtepr ob | e mo
the robot's current pose and the map using only the sensor data observed up

to that moment, focusing of the present state of the robot, the second esti-

mates the entire trajectory and the map, i.e., all past poses and the environ-

ment, reconstructing the entire history of robot poses.

A very intuitive way of solving the full SLAM problem is via the so-called
graph-based formulation [9] . Graph SLAM is a smoothing approach that in-
stead optimises the entire trajectory at once. It stores a history of poses and
observations and formulates them as a graph structureas shown inthe figure
below.

®

P

& @

Figure 2: Graph SLAM representation

:+ "

Here, each posewis a node and each measurement from odometry or sen-
sors, becomes an edggor constraint) . These constraintsare described with
an error function 'Q; and aninformation matrix  j and can sometimes con-

flict due to noise. Graph SLAM solves this by minimizing the overall error in
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a global optimization step. Since its first formulation in 1997 Graph SLAM is
gaining popularity recently and is now considered to be astate-of-the-art
technique with respect to speed and accuracy[9] .

Solving the SLAM problem directly is computationally intractable due to the

high dimensionality and the continuous nature of the variables involved.
Therefore, various techniques and algorithms have been developed to obtain
sensor measurements,to extract relevant features and build a precise odom-

etry and map. To categorise thesetechniques and algorithms, on a high level

the SLAM problem can be decoupled into two separate tasks A fernodnot a n d
A b ae k dld].

The front -end converts raw sensor data into models suitable for estimation.
This includes detection and feature extraction methods, covered in section
3.2, as well asdata association including feature tracking (section 3.3) and
loop closure (section 3.6).

The back-end on the other side does not directly depend on sensor input but
rather uses the abstracted data coming from the front-end to optimise the
odometry estimates. Besides Graph SLAM, such optimisation methods in-
clude Extended Kalman Filters (EKF) which linearises nonlinear system
equations around the current estimate to update the mean and covariance of
the state distribution [11]and Particle Filter s(PF) which use a set of weighted
samples (particles) to represent the posterior distribution, allowing for the
approximation of non -Gaussian distributions [12].

SLAM is widely usedin robotics where it enables mobile robots in exploring

and mapping unknown areas. Different operational environments impose
different requirements to the particular SLAM method inuse and ihar s ho
environments remain challenging when it comes accurate SLAM applica-

tions.

2.2 SLAM in harsh environments

I n the context of this thesis the term fAha
visual environments that pose challenges for navigation and mapping sys-

tems. This includes environments of low visibility, for instance due to fog,

heavy rain or dust. Also, dynamic and unstructured terrain with uneven,

shifting or rugged surfaces such as rocky landscapes, sand dunes or icy roads

fall into this category since they complicate localisation and mapping. Envi-

ronments with few distinguishable landmarks, such as deserts, open fields,

or large bodies of water, make feature based SLAM methods less reliable Ul-

timately electromagnetic interference poses an additional challenge, increas-

ing noise levels and degrading sensor accuracy. SLAM systems operating in

13



these conditions must be designed to handle extreme uncertainties, sensor
degradation, and lack of structured reference points.

Additionally, the term refers to environments that may offer reduced or none
GNSS availability at all, such as dense forests, mines or other celestial bodies
such as Moon and Mars. To function reliably in extreme conditions, a SLAM
system must fulfil specific requirements such as:

1. robust perception and sensing capabilities  that resist occlu-
sions and environmental distortions

2. robust data association algorithms that can match features reli-
ably, even when environmental conditions cause sensor noise or miss-
ing data

3. resilience to odometry drift due to high-precision motion estima-
tion without reliance on external references

4. loop closure and global consistency with strong place recogni-
tion mechanisms to close loops in feature-scarce environments

5. computational and energetic efficiency due to limited resources
on board of the vehicle

How different sensing methods perform with respect to such environments
is elaborated in more detail in section 3.1

2.2.1 Space and Planetary Exploration

Mars, Moon and other celestial bodiesare inherently harsh environments. As

of now no satellite-based navigation systems are available for operations on

these bodieseven thoughE SAG s mo o n | i igd&ning tomriplenmeatt i v e
alunar GNSS with limited capabilities within the next decade [13]. Further-

more, the atmospheric conditions pose additional challenges since dustthat

is whirled up by the landers or roversthemselvestakes significantly longer to
settlebackontot he bodyo6s surface due [H40Alsb,ower gr a
dust storms that can engulf the entire planet are not infrequent on Mars [15].

This calls for resilient navigation methods for vehicles operating on these
bodies and while reliable frameworks have already been developed for past
missions the enhancement of navigation performance for future missions to

enable more complex operations remains a relevant research topic.This sec-

tion will give a brief introduction into state -of-art navigation frameworks

used in past missions to provide an idea of the exact issues that are to be
addressedin these conditions. The framework developed within this thesis

could later be compared to existing solutions based on its performance in

similar conditions.
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Mars Rovers mainly relied on stereo vision systems for navigation. Launched
in 2003, NASA's twin rovers, Spirit and Opportunity, used two navigation
cameras and 3D environment information could be extracted by examining
the relative positions of objects in the two panels. Figure 3 [16] depicts the
placement of the two navigation cameras on the rover while Figure 4 [17] is
an exemplary image made with one of the rovers cameras. These cameras are
mounted about 1.2 metres above Marsdé surface with pai
They provided a 45° x 45°field of view; however, they could be rotated to
provide a 360° panoramic view for traverse planning [18]. The best focus of
the navigation cameras lies at a range of 1 meter which is sufficient consider-
ing the very low speed of the rover of around 100 meters per day[18].

Additionally, the rover is equipped with a pair of hazard cameras which are
mounted around 50 cm above Marsod6 surface.
below the horizon and their best focus at 400 mm [18]. Contrary to the nav-

igation cameras they could not be rotated and instead provided a 127° x 127°

field of view for nearby range coverage[18].

Figure 3: Navigation camera placement on NASA's rover Spirit

15



Figure 4: Example of photo me by Opporunity's navigation camera

The applied stereo vision algorithm could precisely model a 3D space map
using the cameras 2D images, typically with an RMS projection error of less
than 0.2 pixels for images of 1024 x 1024 pixel resolution [19].

Cameras are an obvious choice for rover missions on Mars due to the partially
autonomous navigation. While the rover was able to navigate autonomously,
it usually followed a pre-determined path which was planned by the opera-
tors beforehand [18]. Therefore, since humans had to assess the terrain
themselves, cameras simply provided are very familiar presentation of the
environment. For completely autonomous navigation along the pre -planned
path, the nearby range data from the hazard cameras was used by a Grid-
based Estimation of Surface Traversability Applied to Local Terrain (GE-
STALT) software package for autonomous rover navigation [20] . GESTALT
represents the terrain as a grid of evenly spaced cells, each approximately the
size of a rover's wheel. For each of
determined, based on the slope, residual and elevation difference that was
determined for it. The rover was then able to select the best possible path
through the occupancy grid map as shownbelow [18].

16
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Figure 5: GESTALT navigation map showing: (1) camera view with grid su-
perimposed, (2) elevation image, (3) full occupancy grid with obstacles and
possible steering arcs, and (4) ranking of possible heading

Even though Spirit and its twin Opportunity were launched in 2003 already,

the fundamentals of navigation for Marsbé
cantly wever since. Al s o, ESA6s fARosalind
scheduled for 2028 will autonomously navigate using two stereo camera

pairs [21]. The rover is also equipped with an Inertial Measurement Unit

(IMU) to improve its odometry accuracy [22]. The key mobility subsystem

performance requirements are listed in the table below [22] .

Table 1: Mobility system performance requirements of the Rosalind Franklin
rover

Parameter Value

Average Driving Speed 14 m/h (full autonomy)

Range accuracy (from 7m (after 70m traverse)

target)

Heading accuracy 15° (after 70m traverse)

Heading knowledge 5° (after 70m traverse)
I n this context, fdAafter 70 m traverseo mea
with respect to a specific target that was located after moving 70 meters from
this target. Whil e 0 hteeaexbectedidevaationimthacy o0 r ef €
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rover 6s orientation

(yaw angle) afte a tr
actual confidence | eve

r
I in the roverds hea

Such requirements are of extraordinary relevance when it comes to evaluat-
ing the suitability of different sensing methods for Lunar or Mars rovers. As
mentioned above, however, power consumption and particularly for space
missions the weight of the instrum ents is significant as well as it directly af-
fects the cost of a mission. On that regard,[22] provides characteristics of
one camera module of the rover (one pair).

Table 2: Key characteristics and performance measures of the Rosalind
Franklin rover navigation camera

Parameter Value
Overall Dimensions 290 mm x 82 mm x 79 mm
Mass <8009
Power Consumption < 2.0 W (standby)
< 2.5 W (operation)
Temperature Range -120°C to +125°C (storage)
- 50 °C to + 40°C (operation)
Image Resolution 1024 x 1024

A new SLAM sensing method for space missions would have to compete
against such characteristics and every increase in size, weight or power con-
sumption would need to be carefully justified. A brief assessment on how
commercial of-the-shelf (COTS radar systems perform in such a competi-
tion is done in the end of section 3.1.3

Regarding the applicability of the tested SLAM methods within this thesis it

has to be mentioned, that no suitable testing environment that could accu-
rately simulate Lunar or Mars conditions is available. Therefore, every suita-
bility assessment of these mehods with respect to Space Missions can unfor-
tunately only be of a theoretical nature. Later conclusions with respect to
space applications are therefore drawn carefully, and their validity is evalu-
ated with caution.

2.2.2 Other environments

When it comes to terrestrial environments where SLAM applications must

meet the requirements defined in section 2.1, several scenarios are of inter-
est. The following examples are onlyof an exemplary nature but illustrate the

characteristics of so-called challenging environments and the constraints
they impose on SLAM systems.
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Underground mining environments present significant challenges for
SLAM systems. The absence of GNSS signals necessitates reliance on alter-
native localisation methods. Poor lighting conditions, as seen in Figure 6
[23], render visual-based SLAM approaches less effective, while airborne
dust and particulate matter can degrade the performance of LIDAR and cam-
era sensors. The dynamic and uneven terrain, coupled with ongoing excava-
tion activities, further complicates accura te localisation and mapping. Ro-
bust LIDAR solutions have been implemented for these environments [1], yet
radar-based approaches offer additional promise due to their ability to func-
tion in low -visibility conditions, penetrate dust clouds, and provide robust
odometry in dynamic underground environments.

Figure 6: Drone inspection flight in the Kiruna Mine showing visual occlu-
sion due to dust and absence of natural light

Another challenging environment for SLAM is dense forests , where vege-
tation and unstructured terrain create additional complexities. Thick foliage
obstructs cameras and LiDAR, leading to occlusion issues and unreliable
landmark recognition. The unstructured and flexible terrain further compli-
cateslocalisation and mapping. Foliage presents a unique challenge: for cer-
tain machinery, it does not constitute an obstacle requiring avoidance in off -
road operations, yet visual sensors may misinterpret it as a sold barrier. Ra-
dard6s capability to detect objects througt
as it can differentiate between passable areas and true obstacles, unlike tra-
ditional LIDAR or vision -based systems that maymisinterpret it as an im-
passable object This ability makes radar a potential game-changer for forest-
based SLAM applications, where robust feature extraction and terrain adapt-
ability are crucial.
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Indoor environments , particularly unknown spaces with low or no visi-
bility, present significant SLAM challenges. Navigation for firefighters,
search-and-rescue teams, and law enforcement in hazardous areas requires
systems that can operate reliably in smokefilled, dark, or structurally com-
promised buildings. In [24], a radar SLAM solution for indoor navigation is
discussed, emphasizing the need for robust mapping andlocalisation in en-
vironments where human lives may be at risk. Robots designed for such sce-
narios must function in GNSS-denied spaces while rapidly adapting to dy-
namic obstacles andunknown floorplans. The increasing adoption of SLAM
in robotic systems for these applications highlights the importance of high -
accuracy loop closure and feature recognition in confined settings.

Finally, polar regions present a unique challenge due to their nearfeature-
less, snowcovered terrain, as shown below [25], making landmark -based
SLAM particularly difficult. Harsh lighting conditions caused by strong re-
flections may affect visual-based SLAM, while extreme weather events like
blizzards could necessitate a sensing method more robust than LiDAR for
reliable navi gat i on. Radar6s ability to f
sistance to atmospheric distortions make it a viable option for SLAM appli-
cations in these conditions. Additionally, robust IMU /AHRS integration and
loop closure mechanisms become essential to compensate for the lack of dis-
tinct environmental features, ensuring reliable localisation over vast, monot-
onous landscapes.

Figure 7: Near whiteout conditions in an arctic environment

20

unct i

on



2.2.3 Terrain s of complex geometry

Another layer of complexity for SLAM algorithms is diverse terrain geometry.
Particularly mapping of a 3D environment in a global frame (and not just
from the perspective of the vehicle) calls for either advanced 3D sensing
methods or new approaches for utilising 2D measurementsto create near 3D
environments such as thef2.5-dimensinal stacked terrain model ointroduced
in sections 4.1and 4.2 of this thesis.

When it comes to radar, which is the sensing method of interest within this

work, 2D sensing is sufficient for ground vehicles such as cars or roversas
long asthe vehicle operatesin a nearly planar terrain . And even if the envi-
ronment is not plane, as long asonly local path finding over relatively small

distances compared to the sensor range igequired, (i.e. for very slow vehi-
cles) 2D sensing of the environment in a local frame might be satisfactory. In
that case, a radar can be placd at the maximum height at which an obstacle
could still be overrun by the vehicle and path planning could be carried out
on a 2D plane, mapping and avoiding all obstacles that are too high similar
to the path planning processesof Mars rovers described in section 2.2.1. This
is depicted in the left part of Figure 8. If a target on a plane (with no incline

with respect to Earth& surface) does not reach the height of the radar origin
Q , it is climbable for the vehicle and does not need to be detected If the
target would be detected though, it can be marked as an obstacle taavoid,

and the vehiclebs path can be planned

As soon as the vehicle changes its pitctthough, i.e. when it is climbing a hill

with a considerable incline as shown in the centre of Figure 8,t he v e hi
frame is no longer aligned with the global frame orientated alonge a r tsur-0 s

face. For local path planning and odometry this is not an issue as the local
environment from the vehicle & point of view is sufficient to navigate. How-
ever, if the environment should be mapped on a global scale to make it usa-
ble for later operation s with different vehicles for instance, the 2D environ-
ment depiction fromthe v e h i perspedtise is not adequate anymore.
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Figure 8: 2D radar sensing in complex terrain

First, because elevation changes of the vehicle and therefore also the sensor
targets are not depicted in the measurements. Also, since the measurement
plane is tilted now, the sensor only measures the distance of the vehicle to a
certain target on the tilted plane Y. In the global frame, this il r e distance
Q is smaller though, since the vertical angle —of the sensor beammust
be taken into account as follows:

Q weE+— Y

Equation 2: Ratio of global distance to relative distance

Soiftargets measured in the vehicleds fr ame
frame for terrain mapping, the distance distortion 'Q , Which is the dif-
ference between'Y and Q , has to beapplied as a correction factor. As it

is explained in section 4.1and 4.2 later, the technical implementation of this
correction is a key element of this thesis.

Another issue that is addressed in this thesisis the one shown on the right

side of the figure above. While the vehicle can detect obstacles of a relevant

height bigger than "Q | ocally in the vehi taigetds fr ame
that are further away. In the Figure, an obstacle behind a hill will stay below

the sensor beam until the vehicle changes its pitch again.This might occur

quite late, when the distance to the obstacle is already very small For sus-

tainable and long-term path planning amore long-sighted obstacle detection

might therefore be desirable.
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Again, mapping of the environment in a global frame would solve this issue
since the initial pitch change when the vehicle starts to climb the hill, could
be used to scan and map the environment.This idea is implemented within

this thesi-isndawsc did el & amsedions £lrandd.g. f tar-
gets arethen projected with the right correction in the global frame , not only
could their actual height be measured from a longer distance, but also the
slope of that target. This is particularly useful since the height alone is not
decisive when it comes to estimating if an obstacle can beraversed but also
its shape.

While 3D sensing methods already address thedescribed issues of complex
terrain sufficiently, also 2D sensing methodscould be enhanced in a way that
they could be used to tackle the same problems. This would allow the use of
cheaper and less complex sensors
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3 Literature review and related work

The challenges of harsh environments require special approaches to the
SLAM problem with respectto sensors, detection mechanisms, association
and correspondence algorithms, and loop closure. Since not every approach,
method or algorithm is equally suitable for every scenario, a brief overview
of relevant sensing methods, detection and odometry as well ascorrespond-
encealgorithms and loop closure approachesare given in this section.

3.1 Comparison of different sensing methods

Traditionally, SLAM implementations have relied on visual sensors such as
cameras and Light Detection and Ranging (LIDAR) systems. Visual SLAM
utili ses cameras to capture images of the environment, extracting features to
aid in localisation and mapping [26]. LIDAR-based SLAM employs laser
scanners to measure distances to surrounding objects, creating detailed point
clouds that represent the environment's structure [27]. Both methods have
demonstrated significant success in various applications. However, these
sensor modalities are not without limitations. Cameras can be adversely af-
fected by lighting conditions, such as low light or glare, and may struggle with
texturel ess surfaces. LIDAR systems, while providing precise distance meas-
urements, can be hindered by environmental factors like heavy rain, fog, or
dust [28] .

In recent years, radar technology has emerged as a compelling alternative for
SLAM applications. Unlike cameras and LIDAR, radar systems are less sus-
ceptible to adverse weather conditions and lighting variations, making them
suitable for all-weather, day-and-night operations [28]. Radar waves can
penetrate fog, rain, and dust, providing reliable data where optical sensors
might fail. Despite its advantages, radar-based SLAM alsofaces challenges
such as limited resolution, slower update rates, and susceptibility to multi-
path reflections.

Therefore, selecting a specific SLAM technology and sensing method strongly
depends on the unigue requirements of the application and the respective
environment. This section focuses on three primary sensing methods that
have proven effective in SLAM: visual sensors, LIiDAR, and radar.

3.1.1 Visual Sensors (Cameras)
Visual SLAM utili ses cameras as the primary sensor for perceiving and map-
ping an environment. Unlike LiDAR or radar, which rely on actively emitted

signals, whereas Visual SLAM uses passive image datt extract features and
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track movement over time. The system estimates the position of the camera
while simultaneously constructing a 3D map of the surroundings.

A key component of Visual SLAM is the feature-based approach, where dis-
tinct key points such as corners, edges, and textures are detected in consecu-
tive images and tracked to estimate motion and depth.

These features are typically grouped into three levds [26] : low-level (points
and edges), mid-level (planes and blobs), and high-level features (e.g., se-
mantically labelled objects). Feature-based methods such as ORBSLAM
[29] and PTAM [30] extract and match these key points across frames to de-
termine camera motion and reconstruct the scene structure. In contrast, di-
rect SLAM methods such as LSDSLAM [31] analyse pixel intensity varia-
tions across consecutive frames, providing robustlocalisation without explic-
itly extracting key points.

The type of camera used in Visual SLAM significantly affects performance.
Monocular SLAM systems estimate depth through motion parallax, but they
suffer from scale ambiguity, requiring additional constraints such as known
object sizes or additional sensorsto infer depth. Stereo SLAM, as used for the
Mars rovers described in section2.2.1, mitigates this issue by using two cam-
eras to directly compute depth information, providing greater robustness in
real-world scenarios. RGB-D cameras offer depth data along with colour im-
ages, making them highly effective for SLAM in structured environmen ts
with sufficient lighting [26] .

Despite its advantages, Visual SLAM faces several challenges. Poor lighting
conditions, dynamic environments, and texture -less surfaces can reduce
tracking accuracy and lead tolocalisation failures [26]. Compared to LIDAR
and radar, Visual SLAM is more dependent on environmental lighting and
texture-rich surfaces, whereas LIDAR can function in low-light conditions
and radar can penetrate fog, dust, and adverse weather. However, Visual
SLAM provides richer scene understanding and higher-resolution environ-
mental perception compared to radar, while being more lightweight and cost -
effective than LIiDAR.

Visual SLAM has widespread applications in robotics, autonomous naviga-
tion, and augmented reality. Future improvements, particularly through ad-
vances in machine learning and semantic scene understanding, are expected
to enhance its performance further. How ever, it will not be assessed in detail
within this thesis.
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3.1.2 LIDAR

Light Detection and Ranging (LIDAR) is an active remote sensing technology
that measures distances by emitting laser pulses and detecting their reflec-
tions from objects. The time interval between emission and reception, known
as the "time of flight" (ToF), is used to calculate the distance to the object
using Equation 3, similar to radar sensing. By scanning the environment with
laser pulses, LIDAR constructs precise threedimensional point clouds as il-
lustrated in Figure 9 [32].

Figure 9: LIDAR point cloud

LIiDAR systems are charactersed by several key parameters, including wave-
length, field of view, range, resolution, and scanning mechanism. Commonly
used wavelengths are 905 nm and 1550 nm. The 905 nm wavelength is prev-
alent due to its cost-effectiveness and compatibility with silicon -based detec-
tors. However, it has a shorter range and is less eyesafe compared to 1550
nm systems, which offer longer range and improved eye safety but at a higher
cost and complexity [33] . The FOV defines the angular extent the LIDAR can
cover. While radar usually provides only a 2D scan, LIiDAR systems often pro-
vide a 3D scan. A typical LIDAR configuration could provide a 360° horizon-
tal FOV and 30° vertical FOV [34] . The range determines the maximum dis-
tance the LIDAR can accurately measure, varying from a few meters to sev-
eral hundred meters [33]. Resolution is influenced by the number of laser
pulses emitted per second and the sensor's ability to distinguish between two
closely spaced objects. Different LIDAR sensors use varying scanning mech-
anisms, such as mechanical spinning, solidstate, or MEMS-based scanning,
each affecting durability, size, and performance.
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An example of a commercially available LIDAR sensor suitable for SLAM ap-
plications is the Livox Mid -40 [35] . Its key characteristics are listed below as
an example.

Table 3: Key characteristics of the Livox Mid-40 automotive LIDAR sensor

Parameter Value
Overall Dimensions 88 x 69 x 76 mm
Mass 760 g
Power Consumption 10 W (typical)
Temperature Range -20eC to 65e¢C
Detection Range up to 260 m
Angular Precision <0.1°
As can be observed, the sensorb6s charact e

resource-constrained platforms, such as in space applications or other vehi-
cles operating in harsh conditions, the sensor shows similarities to the radar
sensors listed in Table 4 when it comes to dimensions, power consumption,
detection range and angular precision.

LiDAR-based SLAM is widely used in autonomous vehicles, robotics, and
aerial mapping. Comparing LIDAR and radar sensors, tests have shown that
using similar mapping algorithms LIDAR outperforms radar in odometry
precision and produces slightly more accurate maps than a radar[36] . Fur-
thermore, in complex terrains where a vehicle is operating uneven surfaces,
such as hills, the 3D capability of LIDAR offers an advantage compared to the
usual 2D sensing provided by radar. However, harsh environmental condi-
tions such as rain, fog, and dust can degrade LIDAR performance signifi-
cantly while radar sensors remain relatively unaffected [37].

Within the scope of this thesis, LIDAR plays a subordinate role and is primar-
ily used to benchmark radar capabilities.

3.1.3 Radar

Radar determines the distance to objects by transmitting radio waves and
measuring their reflections. A widely used type in SLAM applications is Fre-
guency Modulated Continuous Wave (FMCW) radar, which continuously

transmits a frequency-modulated signal and compares the received reflec-
tion to determine the range Y and, subsequently, the velocity of a target ac-
cording to the equations below [38] .
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Equation 4: FMCW radar distance measurement

Here, & is the speed of light, Yois the time between sending the signal and
receiving its reflection, Y'Qis the frequency difference between sent and re-

ceived signal and— is the frequency shift per unit of time.

The velocity of an object with respect to the sensor can then be determined
by dividing the difference of two range measures by the time between the
measurements.

To obtain a two-dimensional 360 ° view of the surroundings, asexemplarily
shown below [39] [40], the sensor is usually rotating while the speed of the
rotation directly corresponds to the update rate of the view image.

Figure 10: Typical 2D output image of a 360° radar sensor

In such a polar image the targets ae usually displayedin a coordinate system
where the x-axis indicates the range'Y of the target while the y-axis indicates
the azimuth.

Radar systems for SLAM typically operate in the millimetre -wave spectrum
(76-81 GHz) or lower-frequency bands such as 24 GHZ41]. Higher frequen-
cies provide better resolution and finer detail, but they are more susceptible
to attenuation from environmental factors like rain and dust. Lower frequen-
cies, on the other hand, offer greater penetration through obstacles such as
vegetation, making them advantageous in forested or cluttered environments
[42] .
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The update rate of radar systems depends on the rotation speed of the sensor,
typically not exceeding 14 Hz [43]. This makes radar suitable for environ-
ments where the vehicle or robot moves at moderate speeds. However, for
high-speed applications such as autonomous driving at highway speeds, an
update rate on the higher end of this range is required to ensure reattime
responsiveness and accurate mapping.

One major disadvantage of radar-based SLAM is that most commercially
available sensors provide only 2D data rather than full 3D point clouds, lim-
iting their ability to capture vertical structure details. This can be problematic
in environments with signifi cant elevation changes, such as hilly terrains or
multi -level indoor spaces.

Radar sensors tend to be more costeffective than LIDAR sensors, especially
in applications requiring long -range perception. While high-end automotive
radar units can be expensive, they are generally cheaper than highprecision
LIDAR units used in SLAM [44] .

Compared to LIDAR, radar produces sparser point clouds, which can reduce
mapping accuracy. However, radar 0s
tions (e.g., fog, rain, or dust) makes it an attractive alternative in environ-
ments where LIDAR and cameras may sruggle [36] .

With respect to space applications as mentioned in2.2.1, incorporating radar
modules into planetary exploration rovers could offer several advantages
such as enhanced environmental perception due to its penetration capabili-
ties. Comparing the specification of Table 2 to two COTS automotive radar
systems, the Bosch Front Radar Plus and Front Radar Premium [45], the
competitiveness can be assessed.

robust |

Table4: Key characteristics and performance 1

Ra d asensors

Parameter Value 1 Plus Value 1 Premium

Overall Dimensions 56 X 76 x 19 mm 110 x 143 x 30 mm

Mass not specified not specified

Power Consumption ~4W 15w

Temperature Range -40 to 105 °C -40 to 105 °C

Angular Resolution not specified 0.1°

Detection Range 391 metres 302 metres

Field Of View 120° horizontal 120° horizontal
30° vertical 24° vertical

While the general size of commercially available radar modules is smaller
than the camera systems used on the Rosalind Franklin Rover, a key
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constraint in space applications is mass, which is unfortunately not provided
by the manufacturers. Additionally, the significantly higher power consump-
tion of radar modules presents a major drawback for space missions, which
are designed for maximum energy efficiency. Although radar sensors operate
within an acceptable temperature range, their angular resolution becomes a
critical factor when considering their application for obstacle avoidance in
planetary exploration.

The field of view of radar modules is of secondary concern, as sensors can be
mechanically tilted or rotated to achieve comprehensive coverage. However,
a direct comparison of image resolution reveals key differences. The camera
modules on the Mars rovers provide a horizontal image resolution of 1024 x
1024 pixels, translating to an angular resolution of 0.04 4° for a 45° FOV
(Spirit and Opportunity) and 0.063° for a 65° FOV (Rosalind Franklin) ac-
cording to the formula:
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Equation 5: Angular resolution of a camera image

I n contrast, Boschdés Front Radar Premium h
0.1°, making it significantly lower in resolution than Mars rover cameras.
However, radards operating range is nearly

at closer distances (1 meteror less), a much finer resolution could potentially
be achieved.Furthermore, instead of replacing cameras, radar sensors could
serve as longrange detection additions, enhancing hazard awareness by de-
tecting obstacles far beyond the range of traditional cameras. This would al-
low rovers to anticipate upcoming terrain challenges and adjust their naviga-
tion paths accordingly.

As a last aspect to be considered, the feasibility of radar sensors in planetary
exploration must also consider the radiation environment on Mars and the
Moon, which differs significantly from Earth due to the absence of a global
magnetic field and a thinner or non-existent atmosphere. This leads to in-
creased exposure to galactic cosmic rays and solar energetic particlesom-
pared to Earth-based conditions.

Unlike optical systems, radar sensors rely on radio waves in the GHz range,
which are not directly affected by high-energy cosmic radiation. However,
long-term exposure to radiation can degrade electronic components and
semiconductors within radar hardware , potentially leading to increased
noise in signals or failures in sensor components. Radiation-hardened elec-
tronics, shielding, and redundancy strategies would be necessary for long
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duration missions. Historically, radar systems have been successfully de-
ployed in space, including the Apollo Lunar Sounder Experiment , used dur-
ing Apollo 17 to map lunar subsurface structures[46] or the WISDOM Radar
(Rosalind Franklin Rover), designedas a ground penetrating radar in the 0.5
- 3 GHz range, demonstrating that radar technology is viable in planetary
environments [47]. Concluding, while cosmic radiation does not interfere di-
rectly with radar wave propagation, spaceborne radar SLAM systems must
still be designed with radiation-resistant components to ensure longevity and
reliability in extreme space environments. Lastly, radiation caused back-
ground noise might be relevant to the adjustment of different radar detection
methods, described in more detail in section 3.2.

Comparing existing COTS radar sensors to Mars rover cameras is not entirely
fair, as commercial radar modules are designed for automotive applications,
with very different design priorities. For example, operating range is a key
focus in automotive radar development, whereas planetary exploration de-
mands highly energy-efficient solutions with optimise d weight constraints.
While previous research [48] has demonstrated the application of COTS ra-
dar modules on resource-constrained platforms, but their suitability for ex-
traterrestrial environments remains untested. Experiments conducted
within the scope of this thesis will primarily focus on radar SLAM perfor-
mance in terrestrial harsh environments (see 0). Any conclusions drawn
about space applications should therefore be approached with caution, as
they are theoretical assessments rather than empirical validations.

Even though radar has been a subject of various research works in the SLAM
domain it remains less common than LIiDAR and Visual SLAM [36]. With
SLAM becoming more important for harsh environment applications though
[1] [36] [49], a domain where the advantages of radar become more signifi-
cant, interest in this sensing method is increasing. This thesis lays a focus on
radar sensing for off-road SLAM and will assessits applicability , by testing
the general performance and baselining it against other positioning and lo-
calisation methods.

3.2 Detection and Feature Extraction Methods

The computational process of SLAM begins with the interpretation of raw
sensor data. Even though there are similarities in the interpretation and ex-
ploitation of data provided by radar and LIiDAR sensors, this section focuses
on radar, aligning with the primary research objective of this thesis.

The initial steps of data perception (sensing) and interpretation are crucial
as they form the foundation for all subsequent processing stages, including
odometry estimation, data association, and map optimisation. As the
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backbone of SLAM, odometry estimation provides relative estimates of the
robot 6 s mov e me€he guality ofehese estirmies significantly im-
pacts the accuracy and robustness of the SLAM pipeline.

Odometry estimation relies on the ability to extract meaningful features from
sensor data. However, these raw sensor readings are often cluttered with
noise, reflections, and environmental distortions. To mitigate these chal-
lenges, detection mechanisms are employed to preprocess the sensor data,
extracting relevant features while filtering out irrelevant or erroneous read-
ings. According to [50], any radar measurement tested for the presence of a
target falls under one of two hypotheses either (1) the measurement is due
to interference only, or (2) it results from a combination of interference and

a target echo. The decision between these two hypotheses is subject of the
detection algorithm.

Therefore, these algorithms play a pivotal role in shaping the trajectory esti-
mation process. If too many false detections (e.g., noise artifacts or reflec-
tions) are retained, odometry calculations can suffer from drift and inaccu-
racies. Conversely, overlyconservative filtering can lead to loss of critical en-
vironmental features, reducing the number of reliable data points for pose
estimation. Hence, detection mechanisms must balance precision and recall
ensuring robust odometry performance.

Different detection mechanisms are designed to handle varying noise levels
and environmental conditions. In the context of radar SLAM, some of the
most relevant detection methods used are:

f k-strongest : Selects the top Qstrongest reflected signals for each az-
imuth angle and disregards the rest.

1 Fixed -Level thresholding : Applies a predefined threshold to filter
out weak reflections [51].

1 Constant False Alarm Rate (CFAR) : Dynamically adjusts the
threshold based on surrounding noise levels[52] .

1 Bounded False Alarm Rate (BFAR) : Improves upon CFAR by en-
forcing an upper bound on false alarms [5].

The operation, advantages, and limitations of these fundamental detection
mechanisms are outlined in the subsequent sections.

3.2.1 k-strongest

A fskrongesto detector is a simple method f
on their intensity, primarily to reduce computational complexity and sup-
press noise
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Since each radar return has an associated intensity, a common strategy in
cluttered environments is to retain only the strongest ones - those most likely

to correspond to actual targets rather than noise. Specifically, the k-strongest

detector selects the kstrongest intensity reflections from each radar azimuth ,

ignoring all weaker reflections.

For some implementations, such as in[6] , in addition to the parameter ‘Qan
additional parameter @& s introduced which describes a minimum inten-

sity threshold to exclude low-intensity noise. This way it can be ersured that
all reflections are discarded if no target is present.

3.2.2 Fixed-level threshold ing

Fixed-level detectors are among the simplest and most computationally effi-
cient detection mechanisms used in radar-based SLAM. These detectors op-
erate by applying a predefined threshold to the received signal strength, clas-
sifying any reflection above this threshold as a valid detection while ignoring
reflections below the threshold. This method is particularly useful in con-
trolled environments where noise levels are predictable, but it may struggle
in highly dynamic or cluttered environments where noise va riations are sig-
nificant.

The mathematical principle behind a fixed -level detector is based on a simple
thresholding rule [50]:

Y o Y 0O QMO I MDA O Q¢ &
Equation 6: Fixed-level detector signal extraction

Here, Y 0 represents the received signal strength at timedand "YQ

is the predefined threshold level. If the received signal strength meets or ex-
ceeds, the signal is classified as a valid detection; otherwise, it is discarded as
noise. The threshold "YQ is typically chosen based on prior knowledge of
the radar system and its operating environment. It is often set as a multiple
of the expected background noise level as

um ’?’Q ,

Equation 7: Fixed-level detector threshold determination

Where Qs a scaling factor that determines the sensitivity of the detector, and
” is the estimated standard deviation of the background noise. Choosing
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an appropriate "Qis critical; a lower value increases sensitivity but also the
likelihood of false detections, while a higher value reduces false alarms at the
cost of missing weaker reflections.

While fixed-level detectors are simple and computationally efficient, they

have notable limitations. They do not adapt to changing noise conditions,

which can lead to excessive false positives in highnoise environments or

missed detections in low-reflectivity scenarios. Nevertheless, fixedlevel de-

tectors remain a viable option in scenarios where computational efficiency is

prioriti sed over adaptability. This could be the case in a space environment
with a high level of radiation causing elevated background noise. In such

cases, where noise conditions are relatively stable and energy supply is lim-
ited, simple and efficient computation becomes critical.

Fixed-level detectors were used in[28] where only peaks that are greater than
a standard deviation of mean intensity per azimuth were extracted. In [51] all

points exceeding a noise threshold, which was previously learned offline were
kept for the odometry estimation.

3.2.3 Constant False Alarm Rate ( CFAR)

Constant False Alarm Rate (CFAR) detection is an adaptive thresholding
technique used in radar systems to maintain a consistent false alarm proba-
bility in varying noise conditions. Unlike fixed -level detectors, which apply a
static threshold, CFAR dynamically adjusts its threshold based on the local
noise environment. This makes it particularly useful in SLAM applications
where sensor data is affected by varying clutter, reflections, and environmen-
tal noise [5].

CFAR operates by estimating the noise level in the vicinity of aCell Under
Test (CUT) and setting a detection threshold proportionally. This ensures
that targets are detected consistently, even as background noise levels fluc-
tuate. The general mathematical formulation of a CFAR detector is similar to
Equation 7, however, unlike fixed-level detectors, the threshold here is com-
puted individually for each CUT [5].

Equation 8: CFARthreshold determination
While "YQremains the detection threshold, is a scaling factor determined by

the desired probability of false alarm 0 and Qis the estimated noise level
from neighbouring cells.
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To compute &, CFAR uses asliding window approach, where neighbouring

reference cells areanalysedto determine the average noise power.This is il-

lustrated below [5] . The threshold is then adjusted dynamically based on this
estimation. Several CFAR techniques exist, each optimizing detection perfor-
mance under different conditions.
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Figure 11 CFAR sliding window approach

The most basic form, Cell-Averaging CFAR (CACFAR) [52], is computing

the threshold by averaging the noise power of reference cells surrounding the
CUT. While simple and efficient, it assumes a homogeneous noise distribu-
tion, which may not always hold in cluttered environments. The noise level ®
is determined as [5] :
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Equation 9: CA-CFAR noise level

@ are the reference cel | swvbiledisihesnembpro wer me a
of reference cellsused in the estimation. The threshold is then set according

to Equation 8 where wis derived based on statistical models of noise, often

assuming that the noise follows anexponential distribution which is common

in radar applications. For a givenfalse alarm probability 0 , the scaling fac-

tor is [5]:

5
agp 0
Equation 10: Scaling factor in CA-CFAR

This equation ensures that the false alarm probability remains constant de-
spite variations in noise levels.

Instead of averaging, Ordered Statistics CFAR (OSCFAR) sorts the reference

cells and selects a threshold based on a specific order statistic. This improves
detection in non-uniform noise environments but increases computational
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complexity . Greatest-of CFAR (GO-CFAR) and Smallestof CFAR (SO CFAR)
address scenarios where clutter varies asymmetrically. GOCFAR selects the
highest noise estimate, making it conservative in detecting weak targets. SO
CFAR, in contrast, selects the lowest, which can improve sensitivity at the
cost of increased false alams.

3.2.4 Bounded False Alarm Rate ( BFAR)

Bounded False Alarm Rate(BFAR) is a radar target detector designed to en-
hance the detection quality by combining features of both, fixed -level thresh-
olding and CFAR. BFAR merges these twapproaches by applying an affine
transformation - a combination of linear scaling and offset - to the estimated
noise threshold. This method optimise s the threshold selection for reducing

odometry estimation errors. The primary benefits of BFAR are animproved

handling of non-homogeneous radar noise a clearly defined upper bound for
false alarms, which improves operational predictability and asimple training

procedure requiring the learning of just one key parameter[5].

The fundamental equation of CFAR for determining the detection threshold
given in Equation 8 is modified by introducing an additional constraint to

ensure that the false alarm rate remains within predefined bounds, even un-
der varying noise conditions. The adapted threshold computation in BFAR is
given by:

Equation 11 BFAR threshold determination

The introduced parameter is an offset term that ensures the threshold does
not fall below a predefined minimum , similar to fixed -level thresholding.

The strong similarity in the implementation of a CFAR and BFAR detector
are shown below [5] .
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Figure 12: Structure scheme of a BFAR detector

Assuming radar noise is exponentially distributed (common assumption for
radar signals), BFAR's falsealarm probability is given by

A

C

P W Qwn
Equation 12 Probability of false alarm in BFAR

where *  represents the average background noise power leveland is not

directly known but derived from the radar measurements of the reference

cells similar to &in Equation 9.

For @ Ttthis equation simplifies exactly to the classical CACFAR method
where the probability of false alarm is computed as:

0 p O
Equation 13 Probability of false alarm for CFAR

For @ 1, BFAR becomes a fixedlevel detector:

A

0 QN
Equation 14: Probability of false alarm for fixed level thresholding

BFAR thus generalises both detection methods.
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Similarly, the detection probability (probability of correctly detecting a true
radar target) 0 is defined as:

Equation 15 Detection probability for BFAR
Here, "Yis the signal power reflected by the target.

The BFAR mechanism ensures that with increasing noise‘ the detection
threshold adaptively increases, limiting false alarms. As noise decreases, the
threshold lowers, ensuring targets remain detectable, but without surpassing
the set false alarm bound.

The BFAR parameters are typically learned from training datasets, optimiz-
ing for reduced odometry error. The parameter wcan be calculated directly
from the desired upper bound of false alarms 0 using Equation 13setting

~
5

v U

Then, Gis optimise d using data-driven approaches (e.g., grid search) to min-
imi se odometry errors on a training dataset.

In experiments conducted within the scope of [5], BFAR significantly outper-
formed fixed-level thresholding and CA-CFAR detectors when used in radar
odometry tasks. Experiments utili sed the publicly available radar odometry
dat aO«xtforfili Robot Ca r[39R[40} frrtrairding &nd evalua-o
tion arvl| tr e ({l[33] farsgeneralization testing. Parameters
were learned using agrid search method on a training sequence from the Ox-
ford RobotCar dataset after which the optimal parameters for further tests
were selected.

Table 5 and Table 6 summarise the results of the tests performed in [5], in-
cluding a direct comparison to the other detection methods which were elab-
orated before.

Table 5: BFAR and CFEAR-3 performance on Oxford RobotCar Dataset

Method Translation Error (%) Rotation Error (°)
BFAR 1.12 0.38
k-strongest 1.31 0.40
fixed-level 3.11 0.90
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Table 6: BFAR and CFEAR-3 performance on Mulran Dataset

Method Translation Error (%) Rotation Error (°)
BFAR 1.21 0.32
k-strongest 1.62 0.57

BFAR also demonstrated ahigher detection probability 0 and lower false-
alarm probability 0 in noisy scenarios.

Furthermore, repeatability tests assessed how consistently detectors identify
the same landmarks across scans. Whileiked-level detectors achieved higher
repeatability but suffered from redundant detections and k-strongest detec-
tors had stable but relatively lower repeatability due to its conservative na-

ture, BFAR achieved a good balance, with fewer redundant detections, and
maintained higher repeatability than k -strongest detectors.

3.3 Point registration and alignment

Since detection and feature extraction methods return individual sets of
points, commonly referred to as fipoint clouds ¢, for each radar sweep the ve-

hicledbs motion between scans can be

from consecutive radar sweeps.Severalalgorithms for 2D and 3D cases exist
for solving this task. The following sections elaborate on two widely used

esti

m

SLAM al gorithms for paiertatalveu dICGB)siegsnt mePnoti :

andNoff mal Di stri budNDT.n Tr ansf or mo

These registration and alignment algorithms usually need three inputs: A
source point cloud, obtained from the previous radar sweep atthe time 0 p,
a target point cloud from the current radar sweep at the time 0and an initial
guessoft he robot és current pose. Thi s
struments such asan IMU or AHRS.

Taking these inputs, an edimated rotation and translation between the two
point clouds is returned, which represents the estimated motion (rotation
and translation) of the robot between scans.

3.3.1 lIterative Closes Point (ICP)
The Iterative Closest Point (ICP) method, as described in[54], is a funda-
mental algorithm for registering 3D shapes or point clouds. It works itera-

tively to align two sets of points by minimising the distance between corre-
sponding points.
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Given a target point cloud "YO 6 o 1) f&x) b8 o 1} ¢ a source point cloud
"YO & i kb B H f dandaninitial transformation Y, often the identity
transformation , ICP finds the optimal transformation “Y consisting of rota-
tion 'Y and translation o, that minimi ses the alignment error between 0 and
0.

The process can be broken down into six steps:

1. Initialisation

2. Closest Point Matching
For each pointi 1) ©"Y0 ,he closest pointy & "YU & found using the cur-
rent transformation Y

3. Error Metric

Definition of a metric that measures the distance between ") 6and "Y0 .(Sev-
eral metrices can be used for this exemplary the sum of squared distances is
used here:

oY AYI O O/
Equation 16: Sum of squared distances error metric

4. Transformation Update

“Yis solved for a minimisation of ‘O “Y. Singular Value Decomposition (SVD)
can be used to find the optimal 'Y € &nd 0 iby first computing the centroids
of "Y) dand "YO ,® nandi 1), c@spectively. After that the covariance matrix is
computed as

Equation 17: Covariance matrix in ICP

and the SVD of Ois done as
0 Y
while 'Y € i computed as
Y OWY
and 0 ias
01 6N WYEidN @
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Here,Q"Y, and ware allc o matrices (in the case of 3D point clouds). A
more detailed description of their properties and SVD can be found in [55].

5. Iteration

"YO 6 updated with the new transformation “Yas"YO & "Y"YU 6 Steps 2 to
5 are repeated until convergence, meaning the change oD Y in one iteration
remains below a certain threshold.

The output of this process is the final transformation “Yand updated point
cloud "Y0 .4CP converges to a local minimum, which depends on the initial
transformation Y, a good initialisation improves accuracy.

There are several variants of ICP such agoint-to-plane ICP [56], which im-

proves convergence byminimising the distance between a point in the source
cloud and a tangent plane in the target cloud. Generalised ICP [57] general-
ises standard ICP and point-to-plane ICP by incorporating a probabilistic

model for alignment. Robust ICP with Outlier Rejection [58] introduces out-

lier rejection using different point selection and weighting strategies.

ICP is considered to be efficient for small datasets and returns accurate re-
sults if the initial guess is good. However, poor initial guesses may result in
longer convergence times or even complete failure. Additionally, ICP is
known to be sensitive to sensor noise and dynamicenvironments [58] .

3.3.2 Normal Distribution Transform (NDT)

Like ICP, Normal Distribution Transform ( NDT) is an algorithm used to align
two point clouds by finding the optimal transformation (rotation and trans-
lation) between scans. However, instead of directly matching points one -by-
one, NDT first represents points by groups, modelling these groups statisti-
cally asprobability distributions . So instead of dealing with each point sepa-
rately, NDT divides the cartesian space into many small cells or voxels. It
then computes the average position and shape of points inside eactcell, de-
scribed by a Gaussian distribution . By aligning each cell from the source to
the target point cloud, the whole point cloud is align ed. This makes NDT
more robust to noise and slightly less sensitive to a bad initial guess.

While [59] describes the agorithm in detail, t he processis broken down into
3 essential stepsin the following :

1.Division of space into cells (voxels)

A 2D or 3D point cloud 0 & 1) dr) ¢ ) & is split into multiple cubic
cells. The grid sizeis adjustable, smaller grids are increasing accuracywhile
but also slow down the computation.
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2. Computation of statistical representation (Gaussian) for each cell
For each cell with, the meanand the covariance are calculated as follows:

P e
=

Equation 18: Cell mean in NDT

Equation 19: Cell covariance in NDT

0 is the number of points in the cell.
Together, mean* and covariance form a 2D or 3D Gaussian

6o ———0Qan Lo
¢* §8 S

Equation 20: Probability of a point belonging to a Gaussian cell in NDT
where wis any point in that space.
3. Matching two point clouds
When both the target and the source point cloud havebeen mappedas Gauss-
ian cells, the transformation is applied, similar as in the ICP method. NDT
finds the optimal transformation by maximizing how likely the transformed
points are to belong to the target Gaussian distributions. Specifically, it max-

imises the sum of the log-likelihoods (probabilities) ‘Oof transformed source
points in the target cells:

OYE i 1T E&YED O

Equation 21: Error metric in NDT

So, for every source pointfy @transformed using Y& 0 © ] NDT computes
its probability of belonging to a Gaussian in a target cell.
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Optimisation is typically performed using methods like GaussNewton [60] ,
gradient descent [61] or Levenberg-Marquar dt [62] to iteratively update Y € O
and o i

By modelling point distributions instead of individual points, NDT averages
out small variations and becomes more robust to noise than ICP. Also, NDT
has better tolerance against bad initial guesses. The computational power
needed issignificantly higher than for ICP though.

3.4 Odometry estimation

While scan registration and alignment algorithms yield transformations be-

tween consecutive radar scans, these transformations can be used to estimate

the vehiclebs odometry. This section provi
etry estimation algorithms, with a particular focus on the CFEAR algorithm,

which was applied in the context of this thesis.

3.4.1 Conservative Filtering for Efficient and Accurate Radar odome-
try (CFEAR)

CFEAR (Conservative Filtering for Efficient and Accurate Radar Odometry)
is a learning-free radar odometry method designed to estimate incremental
odometry using spinning FMCW radar data [6]. It's primarily intended for
2D radar data from spinning radar sensors, such as the one used within this
thesis (see section5.1.2), that produces a dense 360° rangeintensity image
in polar coordinates.

CFEAR is part of the front-end of the SLAM problem, producing incremental
odometry. It servesas an initial motion estimation method for SLAM, provid-
ing pose estimates for later optimisation and loop-closure steps. The struc-
ture of the CFEAR odometry chain is shown below [6] .

Computing CFEAR Features

( o . 1 i ) Sec. IIL(E,F) Registration
Now, | [ seetmA | Zyk [ SectlA | P' [ SecmiB [P Secmmc || M S x' Pose
Filter per azimuth Polar-to- Motion Compute distance  —dr—3
k-strongest Cartesian | | compensation | surface points PP >

. . %' Velocity

P e
&r.5.| [ See LD Local mapping |
MR .

Recent keyframes

Next iteration

Figure 13: CFEAR odometry structure

Inputs to the odometry chain are aradar sweep, meaning a 360° polar inten-
sity image @ (0 azimuth bins, 0 range-intensity measurements per
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azimuth bin) and the prior motion estimate , meaning the velocity from the
previous iteration to compensate for motion distortion.

The outputs of the chain are the incremental pose estimate  afuh— rep-

resenting the incremental position and orientation in a two-dimensional

space SE(2) and the odometry trajectory which consists of the successive
pose estimates forming the vehicle trajectory. In the following an overview of
the steps of the CFEAR odometry chain is provided.For a detailed descrip-
tion of the mathematical concepts, [6] should be consulted.

As shown in Figure 13, the first step of chain is the feature extraction. Differ-
ent technigques can be implemented as described in section3.2. In [6] a k-
strongest detection was used while in[5] CFEAR was tested using a BFAR
detector.

After filtering the polar radar data and transforming it into the cartesian
space CFEAR performs a motion compensation where radar points are cor-
rected for motion distortion . This is necessary since the vehicle moveduring
the time of the radar sweep. Each point 1] acquired at a time offset of] 0
(relative to midpoint of radar sweep) is corrected using the prior velocity :

Nt 'Y€ on 0
Equation 22: Motion Compensation in CFEAR

Y € 0is the rotation matrix , having a negative sign for—since the rotation is
applied inversely while 0 iaccounts for the translation.

The filtered points are then aggregated into oriented surface points by com-
puting intensity -weighted centroids and covariance matrices within grid
cells. This approach is very similar to the one already described in3.3.2, how-
ever CFEAR works only in the 2D space instead of 3DFollowing, the surface
normals are obtained via eigen-decomposition of covariance.

The core mathematical formulation is incremental pose estimation via regis-

tration of surface points. Instead of aligning just two consecutive scans, as in
3.3.1and 3.3.2, CFEAR aligns a target scarb to multiple previous scans 0
(keyframes). In [6] t hi s appr oac hto-ina n yegidtratiend Thé o n e
pose at the time 0is denoted asw N "Y'Q; and is estimated by registering
current points 0 against the previous set of keyframesd
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w AJCER 0 M ho
Equation 23: CFEAR pose estimation

with the cost function defined as

Q0 ho 00 "Qa M o
N A~

Equation 24: CFEAR cost function

In this function 0 is the set of keyframesthat are considered for matching
against the current scan and 06 is the set of correspondencescomputed be-
tween points of the current surface points set0 and a keyframe 0

0 j is the weight assigned to the correspondence between two matched sur-
face pointsa and &

The sum of square distances between all correspondences is weighted by a
Huber loss function 0 which is applied to the residual function "Qt . The lat-
ter can then either be a Point-to-Point (P2P) distance, Point-to-Line (P2L)
distance or Point-to-Distribution (P2D) distance.

As a final step aLevenberg-Marquardt [62] optim isation approach iteratively
finds the best transformation for w.

As a summary, CFEAR is already a complete&SLAM front -end pipeline, offer-
ing the implementation of various detection algorithms as described in sec-
tion 3.2 and using a registration approach which is similar to the well-estab-
lished algorithms, that were briefly explained in section 3.3.

Tested extensively on public datasets such afOxford Radar RobotCar and
MulRan, CFEAR consistently outperformed existing radar odometry meth-
ods, achieving exceptionally low drift rates. Specifically, CFEAR achieved as
low as 1.09% translational drift on Oxford and 1.50% on MulRan, surpassing
other radar-based odometry solutions and closelyrivalling even lidar-based
methods [6] . It was therefore selected as a suitable candidate for thefront -
end of the navigation framework developed within this thesis.
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3.4.2 Other odometry estimation methods

While CFEAR represents a complete radarbased front-end SLAM pipeline,

several alternative approaches also exist for estimatingar obot 6 s tr aj ecto
incrementally. These methods differ in their underlying representations,

data association strategies, and feature matching techniques, but all serve the

common goal of constructing a consistent sequence of poses from sensor

data.

In [43], an ICP (see section3.3.1) based odometry approachis used, where a
radar scan is divided into submaps before 2D point-to-point ICP is applied.
Submaps are alignedif the ICP algorithm converges and the associated error
metrics fall below predefined thresholds

ANor mal Distribution Tr ans-DMd)r[68] bGid€s upancy |
upon the NDT scan-matching framework (see section 3.3.2) for a full 3D
mapping representation capable of real-time operation in large -scale and dy-
namic environments. Each cell in an NDT-OM contains a Gaussian distribu-
tion estimated from sensor data, a point count, and a probabilistic occupancy
value, enabling the map to represent both occupied and free space. The
method introduces a recursive update strategy that allows new measure-
ments to incrementally refine the mean and covariance of the cell distribu-
tions without storing raw point clouds. Additionally, an occupa ncy update
mechanism based on ray tracing and logodds is incorporated to manage dy-
namically changing environments, such as areas becoming unoccupied over
time. NDT-OM has been shown to perform well in both static and dynamic
environments, particularly whe n combined with dynamic object filtering and
probabilistic updates [64] . While originally developed for LIDAR, NDT -style
methods have also been adapted for radar data, where the lower point density
and measurement uncertainty are compensated by carefulmodelling of sen-
sor noise and filtering of dynamic outliers.

Furthermore, r ecent developments in radar odometry have introduced meth-
ods focused on reattime performance and robustness in challenging condi-
tions. Techniques like DRO (Doppler-aware Radar Odometry) [65] incorpo-
rate Doppler velocity and sensor-specific models to improve scanto-map
alignment, especially in sparse or ambiguous environments. These ap-
proaches enhance traditional ICP frameworks and adapt them to both 3D
and 2D radar data. In parallel, learnin g-based methods such as HER(66]
leverage deep neural networks to learn feature representations and motion
estimation directly from radar intensity data, offering competitive perfor-
mance without requiring ground truth for training, though at the cost of in-
creased data requirements and mocel complexity.
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3.5 Trajectory optimisation

While the front -end of a SLAM system focuses on odometry estimation and
the extraction of relative pose constraints from sensor data, the back-end is
responsi ble for globally optimizing the r
rates all available constraints, including those from odometry and loop clo-
sures, into a unified framework that refines the estimated poses to ensure
consistency across theentire map. As already outlined in section 2.1, com-
mon approaches include the Extended Kalman Filter (EKF), Particle Filter
(PF), and Graph-Based SLAM, each differing in how they represent uncer-
tainty and perform updates. These methods aim to reduce accumulated drift
and reconcile local pose estimates wih global map consistency, enabling ac-
curate long-term navigation and mapping.

Although back-end optimisation is not part of the work performed within this
thesis, some methods are still described in the following, as one of them is
intended to be implemented in future extensions of the framework .

3.5.1 Extended Kalman Filter

The Extended Kalman Filter (EKF) has been one of the earliest and most in-

fluential approaches for solving the SLAM problem [67]. EKF-SLAM repre-

sents both the robotds pose and the positi
single joint state vector, maintaining a full covariance matrix to express the

uncertainty and correlation between all elements of this state. At each time

step, the robot's motion is predicted using a nonlinear motion model, and

this estimate is updated using observations of known landmarks via a non-

linear measurement model. The nonlinearities in both models are addressed

by linearizing them around the current esti mate using Jacobians, a core com-

ponent of the EKF framework.

In theory, EKF-SLAM should provide statistically consistent estimates,
meaning that its uncertainty bounds correctly capture the probability of the
true state. However, [68] demonstrates that in practice, due to the repeated
linearization of nonlinear models and the way correlations are handled, EKF -
SLAM can become inconsistent over time. Specifically, it tends to underesti-
mate uncertainty, leading to overconfident estimates and potential diver-
gence from the true state.

This inconsistency becomes more pronounced as the number of landmarks
increases, which enlarges the state space and increases the likelihood of error
accumulation. Despite these issues, EKFSLAM remains a foundational
method in SLAM research due to its conceptual clarity, probabilistic rigor,
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and suitability for small -scale, structured environments where landmark cor-
respondence can be reliably maintained.

3.5.2 Particle Filter

Particle Filter (PF) approaches[69]t o SLAM represent t
set of discrete hypotheses, or particles, each associated with its own map es-
timate. Rather than maintaining a single joint Gaussian distribution over the
robot and landmark positions as in EKF -SLAM, PF-based methods maintain
multiple potential solutions in parallel, making them more flexible in repre-
senting nonlinear and multimodal posterior distributions. This allows PF -
SLAM methods to handle data association uncertainties and non-Gaussian
noise more robustly.

One of the most well-known implementations of PF -SLAM is FastSLAM, in-
troduced in [70], which decomposes the full SLAM problem into two sub-
problems: estimating the robot trajectory using a patrticle filter, and estimat-
ing the landmark positions using a set of independent Extended Kalman Fil-
ters, one per landmark, conditioned on the trajector y hypothesis. This fac-
torization greatly reduces the computational complexity of SLAM and allows
PF-based systems to scale better in environments with a large number of
landmarks.

Despite their flexibility, PF -based methods also come with limitations. Parti-
cle deprivation can occur when the number of particles is insufficient to cap-
ture the full uncertainty of the system, especially in high -dimensional or
highly dynamic environments [71]. Maintaining a large number of particles
improves robustness but increases computational load. Over time,
resampling steps can also lead to particle impoverishment, where diversity is
lost, affecting the quality of the posterior distribution [72].

3.5.3 Graph SLAM
In Graph-based SLAMthe optimisation process seeks the most likely config-
uration of robot poses by minimising a global nonlinear least-squares error

function defined over the spatial constraints.

As presented in [9], graph optimisation involves minimising the error be-
tween observed and predicted relative transformations. Each edge encodes a
measurement & its predicted counterpart dHu®whw and an information ma-
trix m) representing measurement uncertainty. The error function

0 v a auo
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Equation 25: Graph SLAM error function

defines the deviation between actual and predicted measurements. The over-
all objective is to minimi se the sum of squared errors weighted by their in-
formation matrices:

Equation 26: Graph SLAM trajectory estimate

where wdenotes the full trajectory estimate. This least-squares problem is
solved using iterative optimisation methods such as GaussNewton or Leven-
berg-Marquardt. For 3D applications or to avoid issues related to non-Eu-
clidean spaces (e.g., rotation), theoptimisation can be formulated on a man-
ifold as in[73].

3.6 Loop closure

Loop closure is a critical process in SLAM that enables a robot to recognise
previously visited locations. This recognition allows the system to correct ac-
cumulated drift in its estimated trajectory, ensuring the consistency and ac-
curacy of the constructed map. Since Loop closure mechanisms will not be a
part of this thesis, only a brief overview is given in this section.

In radar -based SLAM loop closure presents unigue challengesRadar point
clouds are often sparser and noisier compared to those from LIiDAR or cam-
eras, complicating feature extraction and matching [74]. Also, the directional
nature of radar scans can result in minimal overlap between current and past
observations, increasing the difficulty of reliable loop detection.

To address these issues, researchers have developed specsdd methodolo-
gies tailored to the characteristics of radar data. In [75] it is proposed to gen-
erate submaps to create denser environmental representations and employ
introspective measures to reject false loop closure detections in featurede-
generate environments. Experiments demonstrate accurate loop closure de-
tection in vari ous settings, improving trajectory estimation by up to 82% in
Absolute Trajectory Error and effectively rejecting false positives in self-sim-
ilar environments.

The ATrust But Ver i fy 0[4] Rrehahees l00P LClasive
detection by combining multiple place -recognition techniques. The method
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integrates tightly coupled place similarity and odometry uncertainty
searches, creates loop descriptors from originshifted scans, and delays loop
selection until after verification. By verifying and selecting the most probable
loop closures postregistration, TBV Radar SLAM achieves a high correct
loop-retrieval rate and demonstrates robustness across various environ-
ments without the need for parameter adjustments .

The implementation of a loop closure detection mechanism to the fram ework
proposed within this thesis would be highly interesting and desirable to im-
prove the fr amevinahekutue. Howebey within #he ssope
of this thesis, it is not considered any further.
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4 Research material and methods

This chapter outlines the fundamental researchideaof cr e &t-ding a 0
mensionalst acked terrain modefFacolitlae-ieagvint en
i nduced beam steeringo.

4.1 Research Idea

The goal of thethesis is to develop and evaluate a radarbased SLAM frame-
work capable of operating reliably in harsh and off-road environments.

Unlike conventional SLAM approaches evaluated on structured, urban da-
tasets such as MulRan[53] and Oxford [39], this work investigates perfor-
mance in environments that introduce strong pitch and roll dynamics, which
are particularly problematic for 2D radar sensors due to their inherently pla-
nar field of view, as already described in section2.2.3.

As such, thethesis proposes a noveluse of the CFEAR odometry framework
by splitting radar scan data into multiple elevation bins (e.g., ground level,

+1 metre, +2 metres), the soc a | | e-dimefmstonabstacked terrain model o,
and running independent odometry computations on each layer. The figure
below provides an illustration of this elevation -based segmentation of radar
data. The radar, mounted on a ground rover, captures varying elevation pro-
files depending on terrain -induced pitch. The data is segmented into vertical
layers (e.g., Level-1 to Level 2) for independent odometry estimation using
the CFEAR pipeline.

CFEAR Level 2

CFEAR Level 1

CFEAR Level 0

CFEAR Level -1

Figure 14: Elevation-based segmentation of radar datai n 2.&-dirfien-
sionalst acked terrain model O

High pitch angles, such as those experienced when ascending or descending
hills of an off -road terrain, result in radar detections that capture objects well
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above or below ground level, and may thus be better interpreted as belonging
to different vertical strata.

This approach would allow, depending on the granularity of the elevation lev-

els, tomapt he rover ds envi rdmensemaltusingeavo-l y t hr ee
dimensional sensor. As outlined in section 2.2, vehicles operating in harsh

environments often facedifficult terrains where the height o f obstacles is cru-

cial for pathfinding . Mapping these obstacles and their corresponding radar

targets on different elevation layers allows to assessf an obstacle ismount-

able for the vehicle. Figure 15gives a more accurate idea of the mathematical

implementation .
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Figure 15: Elevation mapping of targets depending on pitch and beam
length

The virtual height of a target Q , seen from the base of the radar beam,
can be determined using basic trigonometry:

Q iQe— 'Y
Equation 27: target height computation without offset

Here, —is the vertical angle of the radar beam, resulting from pitch and roll
of the rover, while Y is the measuredrange to the radar target. To get the
actual height of the target, an offset has to be taken into account since the
ra d a elevation changes over time Since the elevation layers shall be stati¢
the rover could pass these layers which is why precise knowledge of the
roverand t her eb levatloris necssayrtanap the environment
consistently.
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Q iME— Y 1Q
Equation 28: target height computation without offset

This offset is simply the height of the radar, meaning the origin of the radar
beam "Q , With respect to the altitude of the predefined ground level. De-
pending on the actual height of a target, an algorithm is implemented that
maps the target on the regarding elevation level. Assuming a granularity of 1
meter, every target below 1 m of height is mapped on the ground level, every
target between 1 m and 2 mon the 1-meter level and so on.

However, this approach alone does not account for the imagedistortion when

a these several layers are laid over each tter. As of Equation 2, the range'Y

to a radar target I s me amslthe distance an at he v ehi
global scale is shorter by the amount ofQ 8ro form the 2.5-dimensional

stacked terrain model as in Figure 14, the projection of the sensor data there-

fore has to be further corrected.

Comparing this concept to other 3D radar methods, which are already used

for some radar systemsasi.e. the ones described in section3.1.3 the method

developed in this thesis is most similar to fbeams t e e [76] wigete a single

radar beam is altered in its pitch angle to scan for targets on multiple altitude

levels. However, while beam steering includes the deliberate alternation of

the radar beamds pitch avagésantennadythish r equi |
thesis suggests a fipassiveo forgmdesof beam
the radar beam due to its geometry, the soc al | e d -ifiduced beami n
steeringo.

The experimental data used in this research is collected in reatworld condi-
tions, using a radar-equipped rover operating in both structured and un-
structured environments. Test areas include open urban zones with flat ter-
rain and clear, well-defined landmarks (such as walls), as well as more de-
manding sites, such as tunnel networks with tight passageways and steep el-
evation gradients or forests with uneven terrain and a variety of features with
different radar reflection potential such as trees, grass and foliage. Although
no high-accuracy ground truth is available for some of these environments,
Global Navigation Satellite System (GNSS) data is used as a reference in out-
door areas where signal reception is reliable. In GNSSdenied settings such
as tunnels, qualitative comparisons to prior maps and visual trajectory con-
sistency will serve as validation criteria.
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Sensor data is acquired from a 2D FMCW radar, the Navtech RAS377], an

external AHRS unit [78] and a GNSS receivel[79]. These hardware compo-
nents are described in more detail in section 5.1 Data acquisition and sensor
communication is handled through the Robot Operating System (ROS),

which also facilitates post-processing and sensor fusion. ROS is described in
more detail in section 5.2.1 As part of postprocessing, radar scan subsam-
pling or selective scan omission will be investigated to improve the detecta-

bility of motion changes between frames.

The core framework relies on the CFEAR method using the kstrongest de-
tection strategy (section 3.2.1) but that could also be used with a BFAR de-
tector (section 3.2.4). The implementation leverages existing ROS-compati-

ble modules and builds upon a working single-layer CFEAR odometry imple-
mentation. The proposed multi -layer approach extends this to a vertical scan
decomposition strategy, where each layer is processed sepately before po-
tential fusion into a unified pose estimate. This raises questions around how
to combine odometry estimates from separate elevation bins into a single tra-
jectory, which remains an open challenge that could not ultimately be ad-

dressed within this work unfortunately.

4.2 Technical implementation

To enable radar-based odometry in a vertically structured off -road environ-

ment, the technical implementation focuses on segmenting traditional 2D ra-

dar scans into elevation layers based on the orientation of the rover during
data acquisition. These layersare then processed independently using the
CFEAR odometry framework.

Radar scans typically provide a 2D polar imagein which the y-axis represents
azimuth angles (ranging from 0° to 360°, displayed vertically in the image)
and the x-axis denotes range.Figure 16illustrates a raw radar scan recorded
while the rover experienced a pitch of 10° and a roll of 10° to the right. The
pattern of reflections across azimuth angles varies depending on these an-
gles.

Figure 16: Polar radar scan
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However, when the rover is pitched or rolled, objects detected in the radar
scan are no longer located at the same vertical height. Nevertheless, radar
returns from targets above or below the horizontal scanning plane remain
intermingled in the same image. To compensate for this and assign each ra-
dar return to a corresponding vertical layer, the vertical angle —of each radar
beam must be calculatedas:

— RO @é|i 1 € ab Qe
Equation 29: vertical angle computation

Here| is the azimuth angle, and pitch and roll are measured by the onboard
AHRS.

This implies that e.g. for a pitch angler; "3@ ¢p T the radar beam intersects
the 1m elevation layer at an azimuth | T Jatarange'’Y  u& @ . How-
ever, for azimuth angles between 90° and 270°, the beam does not intersect
the 1m level at all due to the radar& planar rotation and the downward ori-
entation of the beam within that range. In contrast the beam would cross the
negative -1 m elevation layer at an azimuth| p Y mal the same range.

The absolute height of a detected target or scan pixel can be determined us-
ing the calculation outlined in Equation 27. From an implementation per-
spective, this requires each polar radar scan to be selectively filtered such
that only targets falling within the desired altitude range are retained, while
all others are masked out. The resulting modified scans isolate reflections
from specific elevation layers.

Figure 17: Radar scan with pitch of 10

With only the 10° pitch correction applied, forward -facing azimuths produce

prominent reflections, since the beam points steeply upward, striking the 1

m elevation layer nearby. From 90° to 270°, however, the beam dips down

and the 1 m layer is not reached These masked areas appear black in the
scan.
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Figure 18: Radar scan with pitch of 10 and roll of 10

Applying both 10° pitch and 10° roll adjustments shifts the reflection centre
by approximately 45°, confirming that pitch and roll influence which height
bins are intersected at which azimuths.

After generating the elevation layers as described, the image distortion out-

lined in Equation 2 must still be considered. Otherwise, every layer would

only show targets f r onitsdwhfeamewhichastibted per spec
however with respect to the global frame. To depict every radar target in its

actual position in the global frame the pixels of the respective scanmust be

moved on the x-axis by the correction factor Q . Since this offset becomes

larger with an increasing measured range'Y, this means that pixels on the left

side of the image will only be moved slightly while pixels on the right side will

be subject to the largest manipulation.

Following the example of a pitch of 10°, a target at an elevation of 1 meteris
measured at a range'Y of 5.788 metres as ofEquation 27.

The actual distance in a global frame Q then is, following Equation 2,
5.729 metres, leaving a necessary correctionQ of 0.029 metres. Now,
this can either be applied to all pixels on the 1-meter level scan, however this
would leave a larger error for targets that are still mapped on the 1 m level
but are close to reaching the 2m level. Therefore, this correction is calculated
not just for every level but for every single range bin on every level respec-
tively. While this demands significantly more computation power, it allows
the more accurate layered pseudo 3D environment map when laying the
scans on top of each other.

Figure 19shows a direct comparison of an uncorrected and a rangecorrected

scan for a vertical angle of 20° at an azimuth of 0°. While the upper scan

depicts thetargetsi n t he radar 6 s caswimgdhe rargesen f r a me,
parallel to the 10° tilted plane, the lower scan shows the target in a global

frame with range correction applied. It becomes visible that the correction

factor Q is very small for targets in a low range while for higher ranges

it becomes more and more significant.
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Figure 19: Uncorrected radar scan compared to range corrected radar scan

However, two issuesresult from this correction approach that need to be ad-
dressed. The first is that applying this mechanism, the actual detection range
of the radar becomes more restricted. This is illustrated by the right vertical
line in th e figure above which marks the most distant target in the corrected
scan, whereas in the uncorrected scan the farthest target appears at the right
edge Concluding, the image correction algorithm limits the maximum detec-
tion range of the radar, depending on the vertical angle of the beam.

Since the scans inFigure 19are depicting a maximum range of 275 metres on
the x-axis in the radar frame, for a 20° vertical beam angles the maximum
detection range in the global frame becomes258 metres as ofEquation 2. For
even higher angles, this limitation becomes even more significant, ultimately
limiting the global frame range to 0 meters for 90° angles.

The second ishomography related and well known in the domain of com-
putervision.By transforming the image from the
frame in a discrete space,different pixelsi n t he r oareeme@edinfor a me
the same pixelin the global frame. The radar used within this thesis i.e. (sec-

tion 5.1.2) has a maximum range of 275, resolved in 1712ange bins (pixels).
Transforming a scan with a range of 275 meters to 258 meters therefore

means squeezing 1712 pixel into 1606 pixel for the azimuth of the highest

vertical beam angle. This means 106 pixels are assigned twice

This issue cannot be resolved by simply adapting the range resolution in the
CFEAR input, as such an adjustment would affect all azimuths uniformly and
would not account for the azimuth -specific distortion introduced by pitch
and roll, so these manipulated radar scans are fed into the CFEAR algorithm
that generates independent maps and odometies for each elevation layer.
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5 Implementation

This chapter presents the core implementation work carried out during this
thesis, which ultimately became its main focus, as extensive testing and per-
formance benchmarking, as originally envisaged, could not be pursued due
to time constraints. Instead, mo st of the effort was dedicated to the substan-
tial task of designing, integrating, and configuring a fully functional radar -
based SLAM framework from scratch.

The development involved selection and integration of hardware compo-
nents, including the radar sensor, the rover platform, an Attitude and Head-
ing Reference System (AHRS), a GNSS receiver, and an onboard computer.
Making these heterogeneous components communicate and operate reliably
as a unified system required significant engineering effort. Particular atten-
tion was given to configuring sensor synchronisation, ensuring robustness in
outdoor conditions, and laying the groundwork for real -time operation in fu-
ture work.

In parallel, custom software was developed in C++ using the Robot Operating
System (ROS). Two ROS nodes were implemented within the scope of this
thesis, enabling sensor data acquisition, preprocessing, and fusion into the
CFEAR odometry pipeline. These sdtware components form the backbone
of the proposed navigation framework and were critical in achieving reliable
system functionality.

The experimental tests presented in the later sections serve primarily to ver-
ify the correct operation of the complete setup and to demonstrate a working
proof of concept. They lay the foundation for future evaluation campaigns
and more detailed investigations into the system's long-term performance
across different environments.

5.1 Hardware setup

The robotic platform used for this research combines robust commercial
hardware with modular integration components tailored for off -road condi-
tions. At its core lies the Clearpath Husky A200 unmanned ground vehicle
[80] , which serves as the mobile base and provides essential lowevel sens-
ing and communication infrastructure.

The primary perception sensor, a Navtech RAS3 radar, is mounted atop the
Husky. The system is further augmented with an external GNSS receiver and
an onboard computer responsible for computation and data handling. This

hardware architecture reflects the operational constraints of radar -based
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SLAM in off-road environments, where real-time processing is not yet re-
quired, but robust data acquisition and precise synchronisation are essential.

5.1.1 Clearpath Husky A200

The Clearpath Husky A200 is a rugged, alkterrain unmanned ground vehicle
(UGV), extensively employed in robotics research. It features sealed chassis,
skid-steering drive, and modular sensor bays. The figure below [81] shows
the vehicle.

Figure 20: Clearpath Husky A200

The platform is delivered with a top plate that allows the mounting of various
equipment, and a 24V, 20 A sealed leadacid battery which powers both the
rover® motors and any connected sensors. While the vehicle includes inte-
grated wheel encoders for translation feedback, these were found to be im-
precise and were therefore excluded from the odometry estimation. The
Husky is controlled via Bluetooth using a DUAL SHOCK 4 Wireless-Control-
ler [82] .

The Huskyb6s onboard computer runs ROS Noet
tween low-level motor control and higher -level data logging. In this setup,

the onboard computer communicates with an external laptop via Ethernet.

The vehicle is used primarily as a pssive platform for sensor mounting and

data collection. No mechanical modifications were made, aside from the ad-

dition of an external battery, laptop, and sensor payloads.

5.1.2 Navtech RAS3 Radar
The primary sensing modality for this research is the Navtech RAS3 radar
[77], a 360° frequency-modulated continuous wave (FMCW) radar designed

for robust automation applications. The unit is mounted on the front of the

59



Huskyos top pl at e, aligned horizont al

in Figure 21

Figure 21: Navtech RAS3 radar mounted on Husky A200

The RAS3 is considered a stateof-the-art radar, well -suited for harsh envi-
ronments due to its ruggedised design Critical technical specifications are as
follows:

Table 7: Navtech RAS3 radar specifications

Parameter Value

Range Resolution 0.044m/0.175m

Angular Resolution 0.9°

Ranging Distance 75m/270m

Field of View 360° horizontal

Update Rate 4 Hz

Overall dimensions 180 mm diameter, 238 mm height
Weight 3.8 kg

Power Consumption 24 W

Range Resolution and Ranging Distance directly influence each otherin the
settings. The radar displays the measurements in multiple ROS2 message
formats including polar scans as previously shown in Figure 16. The scans
have a width of 1712 pixels (range bins) and a height of 400 pixels. The height
results from the 360° field of view divided by the 0.9° angular resolution. The
width, in turn, is determined by the selected ranging distance divided by the
number of available range bins. In large scale and openenvironment s higher
ranges can be more favourable thanhigh resolutions while in narrow and
more complex terrain a higher resolution might be preferable, reducing the
maximum sensing range. Within this thesis both settings were tested.
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The radar is connected to the external notebook, carried on the Husky rover,
via Gigabit Ethernet and synchronised using NTP. Data acquisition and
driver operation are managed via the Navtech ROS2 driver, which runs on
ROS2 Iron. The radar is used with a custom configuration optimised for off -
road trials. No changes were made to its firmware or internal processing
chain.

The radar is mounted to an aluminium plate using 4 x M8 screws, which in
turn is fixed t o aditcanbdiseen kthedfiguretalmope. It
prominent front -facing position ensures an unobstructed field of view, avoid-
ing interference from other onboard equipment such as antennas, the exter-
nal notebook (mounted at the rear), or an auxiliary battery. However, this
exposed position increases he risk of collision with frontal obstacles, which
must be mitigated through cautious rover operation.

ate

In this setting, the x-axis of the radar (0° azimuth) points directly ahead while
the y-axis (90° azimuth) points to the right. Depending on the range profile

(high resolution & low range or low resolution & high range) the polar scans
that are given out by the radar are flipped on the y-axis, however. This flip-

ping is handled in the processing code (seeAppendix 2), where a correction
is applied to align all scans consistently across different range profiles

Although the internal battery of the Husky A200 is technically sufficient to

power the radar, its degraded condition meant that only fully charged batter-

ies could provide the necessary voltage. During tests exceeding 20 minutes,

the voltage frequently drop ped below the required 12V, causing the radar to

shut down. For that reason, an additional battery, as mentioned before, could

be carried ontherovert o power the radar independent |
internal batteries. As shown in the figure below, the battery extends into the

radaro6s beam height and obstructs the fiel
tween 190° and 210°.
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Figure 22: Rover setup with additional battery

For most tests it was therefore avoided to carry the additional battery on the
rover. Other sensors, such as theAHRS and GNSS sensor as well as the note-
book did not interfere with the radar int their respective positions, if the note-
book screen was snapped shut.

As shown in Table 7, the RAS3 differs significantly from the previously as-
sessed radar systemgTable 4) particularly regarding size and weight. These
factors render it unsuitable for deployment on Lunar or Martian rovers.
Nonetheless, due to its high range and angular resolution and its ruggedised
design, the RAS3 is ideally suited for terrestrial testing and provides an ex-
cellent platform for proof -of-concept development.

5.1.3 AHRS

The AHRS used is the LORD 3DMGX5-25 [78], a miniature, industrial -
grade sensor that integrates a triaxial accelerometer, gyroscope, magnetom-
eter, and pressure altimeter. Its onboard processor applies Kalman filtering
to achieve a roll/pitch accuracy of +0.25°. ROS2 compatibility is ensured
through publicly available drivers. In this thesis, the AHRS is connected di-

rectly to the notebook via USB and publishes its data as ROS2 IMU messages.

The most relevant outputs are the |
tial axes (in units of gravity) and angular velocity (in rad/s) .
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sensor frame

MicroStrain®

3DM-GX5-25"

0° rotation (Euler angles) = North

_ {with device level and in onentation shown)

Figure 23: LORD 3DM-GX5-25 AHRS with inertial frame

To enable seamless sensor fusion, it had to be ensured that the inertial
frame of the AHRS was aligned with that of the RAS3 radar. As shownbe-
low, the device is mounted with two screws such that its x-axis points to the

l eft of the r over-axiswint fomvard This fraane misad ar 6 s X
lignment is compensated for during postprocessing.

Figure 24: AHRS installation on Husky rover

To obtain a precise translation esti mat e,
prior to each test. This is done by averaging the first 100 measurements,

taken while the rover is stationary. Typically, the AHRS would return sensor
measurements as shownbelow.
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Sensor Data @ @
Accel: -0.007891 g 0.01279 g -1.003 g
Gyro -0.001378 rad/s 0.00164  rad/s -0.000022 rad/s

Magnetometer: -0.2292 gauss -0.1034 gauss 0.4186 gauss

Figure 25: AHRS standstill measurements

After this initial averaging, subsequent measurements are only considered
for translation estimation if they differ by more than 100% from the esti-
mated offset. Preliminary tests have shown that even slight manoeuvres of
the rover are sufficient to exceedthis threshold, whereas fluctuations during
standstill remain well below it

5.1.4 GNSS

The GlobalSat BUZ53S4 USB GPS Receiver is a compact, USBowered de-
vice with an integrated active antenna and support for 48-channel concur-
rent tracking. It is compatible with ROS2 and connects directly to the note-
book via USB. As it only supports GPS signals and does naoihclude additional
GNSS constellations such as Galileo or BeiDou, its positioning precision is
limited to the metre level. However, this is sufficient to evaluate the plausi-
bility of radar -based odometry within the same accuracy range. Given this
modest accuracy requirement, the sensor was mounted using hookand-loop
tape, which proved adequate for the task.

5.1.5 Notebook

The notebook used to interface with the RAS3 radar, AHRS, and GNSS re-
ceiver is an HP EliteBook 840 G3 Notebook PC. It is configured with a dual-
boot setup running Ubuntu 22.04 and Ubuntu 20.04. Ubuntu 22.04 is used
for onboard operations during field testi ng, while Ubuntu 20.04 is used for
postprocessing tasks. This separation is required because the RAS3 radar
drivers are optimised for ROS2 on Ubuntu 22.04, whereas the CFEAR odom-
etry software depends on ROS1, which is best supported on Ubuntu 20.04.

After each test, the recorded sensor data is converted from the ROS2 format
used under Ubuntu 22.04 to ROS1 format for use on Ubuntu 20.04. This con-

version enables further processing within the CFEAR framework. Custom

conversion scripts were developed forthis purpose as part of the thesis and
are included in the Appendix .

5.1.6 Battery Pack

To compensate for t haut intewnal batteriesawriegr 6 s wor n
longer test runs, an EcoFlow DELTA 2 battery [83] was occasionally mounted
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to supply external power to both the radar and the notebook. When used, the
battery was placed on the Huskyods t
mately covering azimuth angles between 190° and 210°. Owing to its height
of 281 mm, the battery obstructed the radar beam entirely within this range,
which is why its use was avoided whenever possible.

5.2 Software development

This section outlines the software environment developed and utilised in the
course of this thesis. The implementation of the proposed radar-based SLAM
framework builds upon established robotic software tools, combining both

off-the-shelf and custom-developed components.

At the core of the infrastructure is the Robot Operating System (ROS), which
is used for data acquisition, sensor communication, and post-processing. The
CFEAR library serves as the primary odometry estimation engine, integrated
into the ROS ecosystem.

Two ROS nodes were developed in C++ as part of this thesis, enabling essen-
tial functionalities such as sensor data synchronisation, elevation segmenta-
tion, and communication with the CFEAR pipeline. The source code for these
nodes is included in the appendix. The CFEAR odometry software itself, de-
veloped externally, is only described briefly for completeness.

5.2.1 Robot Operation System

The Robot Operating System (ROS) is an opersource framework that pro-
vides essential tools and libraries for developing, simulating, and deploying
robotic applications [84] . It enables communication between hardware and
software components through a modular, messagebased architecture.

The radar SLAM system operates in a heterogeneous ROS setupThe
onboard computer of the Husky rover runs ROS Noetic, while the notebook
carried on the rover, which interfaces with the radar and other sensors, runs
ROS2 Iron. A ROS2 Humble instance serves as a communication bridge be-
tween these environments. This configuration enables reaktime sensor in-
terfacing during operation while ensuring compatibility for downstream pro-
cessing.Data from the radar, GNSS, andAHRS are recorded individually us-
ing the rosbag library and later synchronised and merged into a unified da-
taset. Network Time Protocol (NTP) synchronisation is used to align
timestamps across all devices.

The ROSbased workflow relies on basic but reliable tools such as rosbag for
recording and playback, and RViz for data visualisation. After recording, the
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sensor messages are republished and modified as needed to ensure compat-
ibility with the CFEAR pipeline. Custom ROS Noetic scripts, described in
more detail in section 5.2.3, are used to modify message formats and merge
streams into a new bag file that is readable by the odometry backend. This
ROS infrastructure supports the complete post-processing flow, from raw
data collection to odometry estimation, but does not yet support real-time
SLAM.

5.2.2 CFEAR Package

Odometry estimation in this thesis is performed using the open-source
CFEAR Radar Odometry library [85] . The library is fully ROS-integrated and
includes a complete processing pipeline that handles radar feature detection,
motion compensation, scan registration, and pose estimation.

This work uses the pipeline in its entirety, running it unmodified for each
radar elevation layer. Radar data are pre-segmented into multiple bags rep-
resenting different vertical slices (e.g., ground, +1 m, +2 m), and the same
CFEAR node is executed independently on each of them. This enables the
evaluation of the impact of pitch -related vertical distortion in radar scans.
Two detection strategiescould be tested with the CFEAR front end: k-strong-
est and BFAR, even though within the scope of this work only the first option
was used Aside from bag preparation and detector selection, no internal
changes are made to the CFEAR library.

The library is built around Eigen and other standard C++ dependencies and
is launched through a ROS node provided in the repository. No additional
wrappers were needed for integration. Since the source code within the li-
brary is not documented no changes  the original code were done.However,
within the launch script, several parameters can be adjusted without modi-
fying the code, such as thek-value for the k-strongest detector or the input
radar scan resolution.

The CFEAR software requires ROS bags as an input, a specific ROS format
for storing message data. These bags typically contain:

1. polar radar scans (as inFigure 16)
2. translation messages that contain information about pose changes
over time
3. Aground trutho coofodgtionalpt es for referenc

Following the computation process described in section 3.4.1, the radar
odometry is estimated from the polar scans and the translation messages.If
ground-truth coordinates are available, an additional odometry estimate is
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derived from them and used as a reference for evaluating the radarbased
odometry.

Since the CFEAR software was optimised for best results on popular public
datasets such as MulRan[53] and Oxford [39], considerable effort in this
thesis was dedicated to developing support software and ROS nodes. These
tools were required to fuse all sensor inputs into a format that mirrors the
ROS bags used in those datasetsHowever, since the datasets in[39] and
[53], employed different sensors, the conversion process was nostrivial and
required several workarounds, which are described in more detail in the fol-
lowing section.

5.2.3 Image processing and data conversion

Since the CFEAR odometry software requires a very specific data input for-
mat (see section5.2.2) a major effort within this thesis was spent on devel-
oping post-processing software to merge the sensor data acquired during
tests into a rosbag readable by the CFEAR softwareThe figure below gives
an idea of the data processing chain, from acquisition to the odometry out-
put.

data acquisition post processing CFEAR odometry leveln

/ ROS2 bag \ ROS1 bag
converts ora
coranens ¥
= =
. .

ROS1 bag radar
odometry
leveln

ground
truth

odometry

2 altiruds n
Ubuntu 22.04 D — N\
Notebaok 3D radar
—_—
odometry
y records combines
ENEsSEs > -
= aggregated 3D odometry
4

Figure 26: Data flow of the navigation framework

Once the testing sequence begins, all three sensors start publishing their re-
spective messageslf GNSS reception is unavailable, the corresponding mes-
sages remain empty. Three types of messages are generated and merged into
a single rosbag.

After the bag is saved ROS bridge [86] is used to convert it from a ROS2
compatible format into a ROS1-compatible one. Then, using the AHRS data,
more specifically the linear acceleration measured at each timestamp, trans-
lation messages are generated. Pitch and roll angles are also computed, along

with the altitude, assuming the roverods
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to an altitude of Q 1. Additionally, the radar scans are modified into
an adapted format, and ground-truth messages are computed from the GNSS
measurements if available. This generation is done with the ROS node at-
tached in Appendix 1.

Particular attention was required to adjust the frame alignment between the
AHRS sensor and the radar, which is rotated by 90° relative to each othe.
Furthermore, the averaging of AHRS measurements(see section5.1.3) to sta-
bilise value fluctuations is hardcoded in the script. At this stage, any adjust-
ments must be made directly in the source code.

In the next step, pitch and roll angles are used to manipulate the radar scans
using Equation 27. The corresponding ROS node(Appendix 2) uses both an-
gles, along with the altitude, to determine the height of each pixel or targe Q.
Depending on the target level, each pixel in the polar scan is either retained
or discarded based on its calculated height. The effect of this filtering is illus-
trated in Figure 16, Figure 17, and Figure 18. At the end of this processing
step, a designated rosbag exists for each altitude levelAll of these bags con-
tain the exact same messagegor translation and ground truth but different
polar radar scans. However, the radar scans in these bags complement each
other, such that their combination reconstructs the original radar scan for
each timestamp.

In addition to elevation filtering, a range correction is applied to transform
radar measurements from the rover's local frame into a global, levelled coor-
dinate frame. This step accounts for the
pitch and roll, which a ffect the perceived range of radar targets. As described
in section 4.2 and Equation 2, this distortion is compensated by computing a
correction offset ‘Q for each range bin based on the vertical angle of the
beam. This offset is subtracted from the measured range to yield a corrected
global position. The ROS node implementing this transformation ( Appendix
2) performs this adjustment individually for each pixel across all elevation
layers, ensuring a reconstruction of the environment in the 2.5-dimensional
stacked terrain model. Without this correction, superimposed elevation lay-
ers would be spatially inconsistent and distorted, particularly at higher beam
angles and longer ranges.

These bags are then independently fed into the CFEAR software and the
odometry is generated as described in section3.4.1 and section 5.2.2. This
way, for every altitude level a separate odometry and map of the environment
is built. These maps are spatially aligned, as the CFEAR software still projects
all target distances onto the Om altitude level. However, the outputs for
higher elevation levels would require additional adjustment to reflect their
true height.
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6 Tests and Results

Three distinct categories of tests were conducted as part of this thesis to val-
idate the proposed radar-based SLAM framework. Each test type was chosen
to reflect specific environmental challenges relevant to off-road navigation
and to assess different asgcts of system performance.

Static tests were carried out in semistructured environments between uni-
versity buildings. These early trials served to verify basic sensor functionality,
data synchronisation, and post-processing pipelines in a controlled setting.

Tunnel tests were performed in a subterranean bunker complex beneath the
campus, featuring narrow, mine -like tunnels with varying geometries. These
experiments evaluated system performance under GNSSdenied conditions
and in environments with constrained v isibility and harsh multipath propa-
gation.

An off-road test took place in a wooded area on campus, introducing varied
elevation profiles, unstructured terrain, and vegetation. These were the most
demanding and representative of the thesis' primary focus - robust naviga-
tion in challenging, real -world off -road environments.

6.1 Static tests

These early tests primarily served as a proof of concept for the radarbased
SLAM framework. Conducted in a semi-controlled campus environment with
flat terrain, straight brick walls, and well -defined structural features, they en-
abled validation of several key components: radar scan plausibility, the range
correction mechanism (section 4.2), and the orientation output of the AHRS.

As shown below, the rover was placed in a fixed position at a premeasured
distance of 15.2 metres from a brick wall, located at an azimuth of 90° relative
to the roverdés forward direction.
combining two radar range resolution setti ngs (see Section5.1.2) with two
different vertical beam angles (0° and 16°).
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Figure 27: Static test setup

The static setup allowed for controlled evaluation of the vertical beam cor-

rection mechanism. Given the 15.2 m wall distance and a vertical tilt of 16°,
Equation 2 predicts a deviation of approximately 0.5 metres in the measured

range due to beam inclination. With a resolution of 70 m across 1712 range
bins, this corresponds to an expected image shift of around 12 pixels.

The figure below confirms that the developed range correction algorithm per-
formed as expected. The lower scan shows the raw radar data (uncorrected),
where the wall appears closer due to beam tilt. The upper scan shows the
same data after correction, with radar targets repositioned into the global
frame. The red line indicates the original (uncorrected) wall measurement at
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15.7 m (384 pixels), while the orange line shows the corrected wall location,
shifted by ~12 pixels as predicted.

Figure 29: Length difference between rover frame measurement and cor-
rected measurement for global frame showing targets at an elevation above
0 metres

In addition, multiple other radar targets across azimuths were corrected con-

sistently, demonstrating that the algorithm works beyond a single direction.

These scans only include targets above 0 m elevation, as the terrairstacking

model was configuredforbi nary segmentation: targets a
below. Figure 29s hows t he el evation |l ayer for O 0
180° and 0° are blacked out accordingly.

Equivalent results were observed for the lower-resolution radar setting (0.16
m per pixel), confirming the robustness of the correction mechanism across
configurations. The AHRS reliably reported pitch and roll, and the applied
correction algorithm produce d consistent, plausible outputs. Based on these
results, the static tests successfully demonstrated the feasibility of elevation
aware radar scan correction as a foundation for stackedterrain modelling.

6.2 Tunell tests

The second set of tests was conducted in the underground tunnel network on
the Aalto campus in Espoo. This environment offered well-defined structural
features, including sharp walls, narrow passages, and varied geometry, mak-
ing it ideal for plausibility ¢ hecks of radar-based odometry and terrain map-
ping. Pre-measured reference points and known tunnel layouts allowed for
rough validation of both the CFEAR-generated odometry and the AHRS
measurements.
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Although GPS reception was theoretically possible in one tunnel segment, the
ground truth path could not be generated due to the incomplete implemen-
tation of the GPS integration before the end of testing.

The tests were initially designed to demonstrate a full 2.5-dimensional odom-
etry,capturing the roveroés position i
stack granularity. However, due to challenges encountered during testing,
this objective could not be achieved. Instead, the trials focused on verifying
the overall functionality of the full data processing chain (Figure 26). This
included validating image correction, multi -sensor data acquisition, syn-
chronisation, format conversion, and compatibility with the CFEAR odome-
try software.

As shown in Figure 30, the unique tunnel environment provided sharply de-
fined radar returns that translated into easily recognisable map features.
Some sections included staircases with inclines of up to 31° and elevation
changes of around 2 metres Figure 31), offering suitable conditions for test-
ing vertical sensitivity and stacked-layer segmentation, as discussed earlier
(e.g. Figure 14).

Figure 30: Rover driving during a tunnel test

These trials also enabled dynamic validation of the AHRS sensor, especially
regarding its roll and pitch outputs under non -static conditions. Further-
more, the physical setup itself was stresstested in more realistic operating
scenarios. Component stability, particularly for those mounted with hook -
and-loop fasteners, and the continuity of electrical power were evaluated.
The internal batteries of the Husky rover proved inadequate for tests
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exceeding ~30 minutes unless the external battery (see Section5.1.6) was
used. However, at inclines exceeding 30°, the mounting of this battery proved
unreliable due to its mass, occasionally detaching during operation. As a re-
sult, preference was given to conducting shorter runs powered solely by the
internal battery.

T e

Figure 31: Inclines in the tunnels

Despite successful data acquisition and file generation, the CFEAR software
revealed limitations in its orientation handling. Figure 32 illustrates a signif-
icant mismatch between the actual rover motion and the estimated map ori-
entation: a real-world 90° turn by the rover resulted in an apparent 90° turn
of the entire environment in the estimated odometry. This suggests that
CFEAR misinterpreted the rotation as environmental movement rather than
rover motion.

Figure 32: Orientation alignment of the CFEAR software
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A likely explanation |ies in the CFEAR pi

tional motion for inferring orientation. The original CFEAR evaluations were
performed using the Oxford and MulRan datasets, both recorded by wheeled
vehicles with large turning ra dii, making pure in -place rotations without for-
ward movement effectively impossible. In contrast, the Husky rover is capa-
ble of rotating on the spot. This may have revealed a limitation of the CFEAR
software: an inability to correctly register orientation changes when minimal
translation is present. Additionally, while the AHRS provides both orienta-
tion and translational data, CFEAR may not yet incorporate orientation data
directly into its estimation pipeline. This requires further investigation,
which was beyond the scope of this thesis due to the undocumented state of
the CFEAR source code.

Because of this issue, the accuracy of the resulting odometry could only be
assessed at a preliminary level. For a total driving distance of approximately
100 metres, an estimated error of ~10 metres was observed. Moreover, the
generated trajectory was mirrored, indicating a misinterpretation of the ra-
dar scan frame- likely a sign that additional calibration is needed in the data
pre-processing script.

Unfortunately, due to time constraints, the data could not be analysed in fur-
ther detail. Consequently, the generation of a full 2.5-dimensional terrain
model using these scans remains a task for future work. However, the data
itself has been retained andcan be used to validate the terrain stacking meth-
odology in post-processing, without the need for additional field tests.

The AHRS data was also assessed independently. As shown iRigure 33, el-
evation profiles generated from the AHRS data matched the expected tunnel
inclines reasonably well. While generally consistent, rapid transitions (such

as the stairs in Figure 31) occasionally produced reduced accuracy in the ori-
entation estimate, likely due to momentary disturbances in the IMU.

Altitude (m)

0.1 =

10 Distance (m)

Figure 33: Elevation profile measured in a tunnel
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In conclusion, although these tunnel tests did not fully demonstrate the in-
tended real-world 2.5D model generation, they successfully validated the key
functional aspects of the system: sensor fusion, data synchronisation, and
processing compatibility with the CFEAR odometry backend. The hardware
setup, aside from the battery mounting, proved robust. Future work may
benefit from improving external power mounting or replacing the worn in-
ternal batteries entirely.

6.3 Offroad test

The final test was conducted in an openair forested environment on the uni-
versity campus, designed to evaluate the robustness of the system in an un-
structured off -road setting. Unlike the previous tunnel environment, the ter-
rain here presented less distinct features, with radar targets including trees,
bushes, and other vegetation all of which vary significantly in radar reflec-
tivity.

This test aimed primarily to assess the plausibility of the CFEAR odometry
output in a natural environment. While previous evaluations (as noted in sec-
tion 3.4.1) relied on urban datasets with structured geometries and well-de-
fined landmarks, this test introduced more irregular and variable features. In
addition, the off -road route incorporated moderate terrain complexity, in-
cluding elevation changes of up to 1 mére and pitch and roll angles that var-
ied dynamically during traversal, as seen in Figure 34 and Figure 35.

Figure 34: Offroad environment on campus
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Due to time constraints, however, the acquired data could not be fully ana-
lysed with regard to stacked-terrain model generation. Instead, this test fo-
cused on two key objectives:

1. Verifying the real -world performance of the full hardware setup in an
unstructured outdoor environment.

2. Testing and validating the integration and conversion pipeline of the
GNSS sensor for use as ground truth input to the CFEAR odometry
software.

A plausible 2D odometry result was expected from both CFEAR and the
GNSS ground track.

7

Eocd)

Figure 35: Diverse environment durlng the offroad test

The GNSS integration was executed successfully: the receiver provided posi-
tion data, which was converted using the algorithm developed in this thesis,
and the resulting message format was correctly interpreted by the CFEAR
backend.

However, as shown in Figure 36, some discrepancies became evident:

1. The mirroring issue previously observed in the tunnel tests reap-
peared in this scenario, indicating a persistent frame transformation
issue in the scan processing pipeline

2. A scale mismatch was also detected. The radar odometry covered ap-
proximately the correct path length (within a ~10% error margin),
whereas the GNSS track measured only about half of the actual trav-
elled distance. This suggests either degraded GNSS receptio (e.g.,
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due to tree cover) or inaccuracies in the coordinate transformation al-
gorithm used to produce the ground truth.

Figure 36: CFEAR radar odometry (in red), GNSS ground truth (in yellow)
and 2D map of the environment

Despite these issues, the radar scan data was rich and continuous, and the
CFEAR software produced a stable odometry estimate. The test also con-
firmed that the GNSS data pipeline, from acquisition to ROS integration to
use within the CFEAR framework, is operational. The limitations observed,
particularly in the accuracy of the GNSS-derived track and radar frame align-
ment, point to clear avenues for future refinement.

Most importantly, this test validated the end -to-end functionality of the sys-
tem in realistic outdoor conditions. While a detailed evaluation of 2.5 -dimen-
sional odometry using the terrain -stacked approach was not yet feasible
within the scope of this thesis, the data collected during this trial is preserved
and suitable for post-hoc testing. Thus, the core hypothesis of this thesis, the
feasibility of generating a 2.5D terrain model using elevation -separated radar
scans, remains technically supported, evenif not yet fully demonstrated.
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7 Conclusion and Outlook

This thesis presents the development and preliminary validation of a radar -
based navigation framework aimed at enabling autonomous operation in
complex, unstructured environments. Although the initial goal of assessing
the quantitative accuracy of radar-based odometry, particularly using the
CFEAR software, in harsh terrain could not be fully achieved due to time con-
straints, a functional proof of concept was successfully realised.

The most significant effort of this work lay in the design, integration, and

configuration of both hardware and software components. Particular empha-

sis was placed on synchronising heterogeneous sensors, setting up a muki
version ROS environment, and creding a robust data acquisition and pro-
cessing pipeline. The resulting system, as outlined inFigure 26, integrates a
Navtech RAS3 radar, an AHRS unit, a GNSS receiver, and supporting com
puting hardware into a cohesive SLAM architecture.

A central contribution of this thesis is the development of two custom ROS

nodes enabling sensor data fusion, format conversion, and scan correction
based on terrain-induced beam steering. These tools lay the foundation for
constructing a 2.5-dimensional stacked terrain model - an innovative ap-
proach to radar mapping that compensates for vertical distortion using ele-

vation-dependent scan filtering. The range correction mechanism was vali-
dated in controlled static tests, demonstrating plausible and consistent re-
sults.

The integration of the CFEAR radar odometry software proved technically
feasi bl e. However, the softwareos
orientation changes without translational motion introduced challenges that
could not be fully resolved within this timeframe. Notably, issues such as mir-

undocum

rored odometry outputs and miheapotgdmmerdo-or i e

tations were identified but remain open problems for future debugging and
refinement.

Experimental tests confirmed the overall functionality and robustness of the
system, especially in controlled static and tunnel environments. Off -road tri-

als further demonstrated the systembs abil

conditions. The GNSS sesor was successfully integrated and delivered plau-
sible ground truth data, albeit with accuracy limitations. Although a full 2.5D
terrain reconstruction could not yet be realised, the collected data provides a
valuable basis for conducting such work posthoc without the need for addi-
tional field trials.

In terms of future work, several directions are promising:
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1 Refinement of the CFEAR integration, particularly resolving scan mir-
roring and improving robustness to rotational motion.

1 Enhanced ground truth acquisition , either via multi -constellation
GNSS or integrating LIDAR or camera data, recognising that the latter
would increase system complexity.

1 Stacked terrain model construction using the already acquired eleva-
tion -filtered scan data to generate layered 2D maps and merge them
into a coherent 2.5D representation.

1 Visualisation tools for depicting elevation -coded odometry trails to
support interpretation and debugging.

f Validation in space-analogue environments, following successful con-
firmation of the systemobasedterraimabi | ity i

From a space systems perspective, this work contributes to the understand-
ing of how commercial radar sensors and software can be adapted for plane-
tary rover navigation. The literature review showed that radar is feasible for
Moon and Mars scenarios in terms of hardware dimensions and ruggedisa-
tion, and the implementation of terrain -induced beam steering offers a path
towards reducing the need for complex mechanical adjustments.

In conclusion, this thesis delivers a solid technical foundation for future re-

search on radar-based SLAM in unstructured and off-road environments.
The framework developed here is partially functional, thoroughly docu-

mented, and already generating usable esults. It establishes the methodo-
logical and technical groundwork for implementing a 2.5D stacked terrain

model using terrain induced beam steering, bringing radar SLAM one step
closer to robust planetary navigation.
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Appendix 171 Rosbag Conversion Node

main(

) input_bag path = argv[1];

output b ath = input bag path.

, out ba
in P ath,
out_b t path,

Time 1
metry

imu_initi

nion g_fi:
setRPY(0, 8, M

initial rotation
Quaternion q_initial
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