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Abstract

Serverless computing, particularly Function-as-a-Service (FaaS), is widely
adopted for its automatic scaling, event-driven execution, and pay-per-use
pricing. However, performance, scalability, and developer experience vary
between providers, making it difficult to choose the most suitable platform.

This thesis compares three leading FaaS providers: AWS Lambda, Google
Cloud Functions, and Azure Functions. The goal is to evaluate their
performance under different workloads, analyze pricing models, and assess
developer usability. The problem is relevant due to the ongoing evolution of
serverless platforms, which creates a need for new practical evaluations.

The study uses the open-source Serverless Benchmark Suite (SeBS) to
run two real-world workloads: a dynamic HTML generator and an image
thumbnailer. Each application is tested under cold and warm conditions,
with varying concurrency levels. Metrics such as response time, performance
variability, and invocation errors are collected. In parallel, documentation
quality, console usability, and pricing models are evaluated.

Results show that AWS Lambda delivers the most consistent performance
with low variability, making it a strong choice for predictable workloads.
Azure Functions has the lowest warm invocation latency but shows more
fluctuation. Google Cloud Functions performs well on cold starts but degrades
under high load. Cost comparisons reveal that while all providers offer
generous free tiers, their billing models differ in ways that can affect long-
term cost. These findings help teams choose a serverless platform based on
workload characteristics, cost sensitivity, and tolerance for latency variation.

Keywords

Serverless Computing, Function-as-a-Service, Cloud Benchmarking, AWS
Lambda, Google Cloud Functions, Azure Functions, Performance Evaluation,
Cold Start Latency



ii | Abstract



Sammanfattning | iii

Sammanfattning

Serverlös databehandling, även känt som Function-as-a-Service (FaaS), har
blivit ett populärt val tack vare automatisk skalning, händelsestyrd exekvering
och prissättning baserad på faktisk användning. Trots detta varierar prestanda,
skalbarhet och utvecklarupplevelse mellan olika leverantörer, vilket gör det
svårt att välja den mest lämpliga plattformen.

Denna uppsats jämför tre ledande FaaS-leverantörer: AWS Lambda,
Google Cloud Functions och Azure Functions. Målet är att utvärdera deras
prestanda under olika arbetsbelastningar, analysera prissättningsmodeller och
bedöma användarvänlighet. Problemet är relevant på grund av den pågående
utvecklingen inom serverlösa plattformar, vilket skapar behov av nya praktiska
utvärderingar.

Studien använder open-source verktyget Serverless Benchmark Suite
(SeBS) för att köra två realistiska applikationer: en dynamisk HTML-
generator och en bildförminskare. Varje applikation testas under kalla och
varma trafikförhållanden, med olika nivåer av parallella anrop. Mätvärden
som svarstid, prestandavariation och anropsfel samlas in. Parallellt utvärderas
dokumentationens kvalitet, användargränssnittets funktionalitet och prismo-
deller.

Resultaten visar att AWS Lambda levererar den mest konsekventa
prestandan med låg variation, vilket gör den till ett starkt alternativ för
förutsägbara arbetslaster. Azure Functions har lägst svarstid vid varma anrop
men uppvisar större variation. Google Cloud Functions presterar bra vid kalla
starter men tappar i prestanda under hög belastning. Kostnadsjämförelsen
visar att även om alla leverantörer erbjuder generösa gratisnivåer, skiljer
sig deras prissättningsmodeller på sätt som kan påverka den långsiktiga
kostnaden. Dessa resultat hjälper utvecklingsteam att välja rätt serverlös
plattform baserat på arbetslastens egenskaper, kostnadskänslighet och tolerans
för svarstidsvariationer.

Nyckelord

Serverlös Databehandling, Funktion-som-en-tjänst, Molnjämförelse, AWS
Lambda, Google Cloud Functions, Azure Functions, Prestandautvärdering,
Kallstartslatens
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Chapter 1

Introduction

Cloud services have seen significant growth over the past decade, largely due
to decreasing costs and reduced maintenance requirements. Companies such
as Amazon Web Services (AWS) [1], Google Cloud Platform (GCP) [2], and
Microsoft Azure [3] provide a wide range of cloud-based offerings, from
databases to cloud functions [4].

Serverless computing is one of the most recent developments in cloud
architecture, with Function-as-a-Service (FaaS) as the most common service
model. FaaS allows applications to be deployed as small, event-driven
components with minimal infrastructure management. It benefits from the
core characteristics of the serverless paradigm, including automatic scaling
from zero to any level of demand (often called elasticity) and a pay-per-use
pricing structure [5].

This thesis compares the FaaS offerings of AWS Lambda, Cloud Run
Functions, and Azure Functions. It focuses on key performance metrics such
as cold-start latency, response time, and concurrency handling. In addition,
the study compares these services from a developer’s perspective, taking into
account usability, available tools, and overall developer experience.

1.1 Cloud Computing

Cloud computing has transformed the technology field, providing computing
resources and services delivered over the internet. This shift away from
traditional Information Technology (IT) infrastructure has led to significant
improvements in operational efficiency while minimizing capital costs. Well-
known service models such as Infrastructure-as-a-Service (IaaS), Platform-as-
a-Service (PaaS), and Software-as-a-Service (SaaS) have appeared, offering
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users the flexibility to choose their level of engagement with IT resources
[5, 6].

The market for cloud computing continues to grow, with serverless
computing set to capture a substantial share due to its potential for cost savings
and operational efficiency [5].

1.2 Problem

Although serverless platforms provide many advantages, such as automatic
scaling and less operational effort, their performance and developer experience
can still vary.

Cold start is a common challenge that heavily affects the latency of the
application. A cold start occurs when the function is not ready to be executed
and needs to be loaded when triggered by an event. Cloud providers try to
reduce the impact by offering features and documentation to developers [7, 8,
9].

Despite these efforts, performance-related issues such as cold starts
continue to raise concerns when evaluating serverless platforms. As a
result, developers and organizations face uncertainty when choosing between
providers. It becomes difficult to determine how they compare in real-world
conditions, what trade-offs are involved, and which platform is best suited for
specific use cases [10]. Furthermore, previous benchmarks may no longer
reflect the current state of these platforms due to continuous updates and
improvements, as illustrated by the recent transition from Google Cloud
Functions to Cloud Run Functions [2].

1.3 Motivation

This project addresses this problem by providing an up-to-date evaluation of
three leading serverless platforms, focusing on both performance and usability.
To guide the study, the following research questions have been formulated:

1. How do AWS Lambda, Google Cloud Functions, and Azure Functions
compare in terms of performance, scalability, and pricing structures
when evaluated under similar workload conditions?

2. What strengths and weaknesses does each platform exhibit in terms
of usability, available tools, documentation, and overall developer
experience?
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These questions reflect the project’s aim to assess the current state of
serverless platforms and to identify relevant trade-offs for organizations
adopting these technologies. By examining both technical performance and
developer experience, the study provides insights into how these platforms
behave under realistic and controlled conditions.

The purpose of the project is to contribute to the understanding of
both academic and industry of serverless computing. Through reproducible
experiments and the use of open-source benchmarking tools, the project
explores key trends, practical considerations, and platform-specific behaviors.
Additionally, it offers participants the opportunity to gain hands-on experience
with modern serverless tools and cloud services.

1.3.1 Scientific and Engineering Issues

Conducting a fair and meaningful comparison involves several technical
challenges:

• Benchmark Design: Ensuring fair and consistent tests between
providers requires controlling factors such as function size, runtime,
region, and invocation patterns

• Cold Start Measurement: Detecting and isolating cold starts from
warm invocations reliably

• Handling Load and Concurrency: Generating sufficient load to
observe concurrency behavior and response time patterns

• Evaluation of Developer Experience: Assessing factors beyond
performance, such as documentation quality, developer tools, pricing
transparency, and user interface design

Carefully addressing these challenges is essential to maintain the validity and
reliability of the results and to ensure that comparisons reflect realistic use
cases and developer needs.

1.4 Research methodology

Performance differences between cloud service providers are evaluated using
a open source benchmarking tool. The selection of tools depends on their
suitability, available features, and findings from the pre-study phase.
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1.4.1 Performance Experiments

To assess performance, two cloud functions are deployed, one single-step with
no dependencies on external services and another multi-step function that
relies on external dependencies. An open source benchmarking tool is used
to invoke the functions multiple times under controlled conditions to capture
performance-related data.

The experiments capture metrics such as cold-start latency, execution time,
and cost. This setup enables an evaluation of how function size and complexity
impact performance across different providers. The functions are based on
predefined workloads from the selected benchmarking tools, with possible
modifications to fit the scope of the study.

Benchmarking tools are limited to open-source solutions to ensure
transparency and reproducibility. The data collected is analyzed and compared
both across platforms and against provider claims, as well as existing academic
and industry research.

1.4.2 Evaluation of Abstract Features

In addition to quantitative benchmarking, less measurable aspects such as
usability and developer experience are evaluated. Key comparative values
include:

• Accessibility and quality of documentation

• Availability of free educational resources and tutorials

• User interface and navigation within the provider console

• Free-tier offerings and usage limitations

These abstract factors are assessed through hands-on exploration and scored
based on predefined criteria.

1.5 Delimitations

The project is limited to comparing AWS Lambda, Google Cloud Functions,
and Azure Functions, excluding smaller providers or niche providers.
It focuses primarily on simple serverless functions rather than complex
workflows or integrations.
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Although scalability is recognized as an important metric, it is not
extensively analyzed due to time and resource constraints. The tests are
conducted primarily under free-tier conditions and on entry-level memory
allocation, which may introduce performance limitations and should be
considered when interpreting the results.

1.6 Structure of the thesis

The structure of the thesis is as follows:

• Chapter 2 presents relevant background information about cloud
computing, performance evaluation, and available benchmarking tools

• Chapter 3 describes the final methodology, including the selection of
benchmarking tools, the definition of key performance metrics, and the
evaluation criteria for abstract features used in the comparison of the
platforms

• Chapter 4 presents the results of the experiments and comparisons and
discussion of the results, including reflections on their implications and
limitations

• Chapter 5 summarizes the conclusions of the thesis and suggests
possible directions for future work
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Chapter 2

Background

This chapter presents cloud computing models, examines serverless com-
puting and FaaS (including pricing, performance, and use-cases), describes
the major providers, and reviews existing benchmarks and comparisons to
highlight the gaps this thesis addresses.

2.1 Cloud Computing Models

The key characteristics of cloud computing include virtualization of hardware
and software resources, efficient provisioning of computing power, isolation
between services, on-demand scalability (often called elasticity), and
geographic distribution of services [6]. From these features, the core service
models have arisen: IaaS, PaaS, and SaaS [4, 6]. These models enable
organizations to choose the level of control and customization that best fits
their requirements. Table 2.1 summarizes the respective responsibilities of
the provider and the user.

Additionally, the rise of Container-as-a-Service (CaaS), along with
Backend-as-a-Service (BaaS) and FaaS, demonstrates the ongoing evolution
of cloud services, allowing more fine-tuned solutions for complex, event-
driven architectures [5].
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Table 2.1: Comparison of cloud service models

Model Provider manages User manages
IaaS Hardware Operating system, middle-

ware, runtime, application
software, data

PaaS Hardware, operating system,
middleware, runtime

Application software, data

SaaS Hardware, operating system,
middleware, runtime, appli-
cation software

User settings, data

2.2 Cloud Providers

Before examining the serverless computing model in detail, it is important
to identify the major cloud providers that offer these services. Although
numerous vendors operate in the cloud computing space, AWS, GCP, and
Azure are the most prominent and widely adopted in the context of serverless
computing [11, 12]. A brief overview of each provider and their serverless
option is presented in the following subsections.

Table 2.2: Summary of non-deprecated (May 2025), available runtimes for
AWS Lambda, Google Cloud Functions, and Azure Function

Runtime AWS Lambda Google Cloud Functions Azure Function
Node.js 18, 20, 22 18, 20, 22 20, 22
Python 3.9/10/11/12/13 3.8/9/10/11/12/13 3.9/10/11/12
Go a 1.20/21/22b/23b –
Java 8,11,17,21 11,17,21 8,11,17,21
.NET 8, 9 6, 8 8, 9
Ruby 3.2/3/4 3.2/3/4c –
PHP – 8.1/2/34c –
PowerShell – – 7.4
a AWS uses OS-only runtime for Go
b Only available in Cloud Functions 2nd gen
c Preview only



Background | 9

Table 2.3: Summary of pricing models for AWS lambda (eu-central-1),
Google cloud functions (1st and 2nd gen), and Azure functions (consumtion
plan, North Europe) as of May 2025

Provider 1M Requests Memory Cost CPU Cost

AWS (x64) $0.20
$0.00001667 (first 6B GB-s)
$0.000015 (next 9B)
$0.00001333 (after 15B)

Included

GCP (1st gen) $0.20 $0.0000025 (Tier 1 GB-s)
$0.0000035 (Tier 2 GB-s)

$0.0000100 (Tier 1 GHz-s)
$0.0000140 (Tier 2 GHz-s)

GCP (2nd gen) $0.20 $0.0000025 (Tier 1 GiB-s)
$0.0000035 (Tier 2 GiB-s)

$0.000024 (Tier 1 vCPU-s)
$0.0000336 (Tier 2 vCPU-s)

Azure $0.20 $0.000016 per GB-s Included

Table 2.4: Free tier offerings for AWS Lambda (eu-central-1), Google Cloud
Functions (1st and 2nd gen), and Azure Functions (consumption plan, North
Europe) as of May 2025

Provider Free Requests Free Memory Usage Free CPU Usage
AWS 1M 400000 GB-s Included
GCP (1st gen) 2M 400000 GB-s 200000 GHz-s
GCP (2nd gen) 2M 360000 GiB-s 180000 GHz-s
Azure 1M 400000 GB-s Included

2.2.1 Amazon Web Services

AWS is one of the major cloud providers and, according to AWS, the largest
and most widely used cloud service. It provides services worldwide to millions
of users, offering cloud computing, storage, databases, analytics, machine
learning, and more [13].

Lambda is AWS serverless computing offering that is offered worldwide
and has server regions on all continents. Europe consists of eight regions.
Functions can also be deployed in multiple regions. AWS Lambda supports
multiple languages and runtimes, listed in Table 2.2 [14].

2.2.1.1 Price Model

Pricing for AWS lambda is calculated from number of request and duration
cost per month. Duration cost refers to Gigabyte Second (GB-s) of execution
and increases based on the allocated memory for the function. The price model
also depend on the server architecture, the total duration, server location, and
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Figure 2.1: AWS X-Ray timeline showing initialization and invocation phases
of a Lambda function during a SeBS benchmark run.

add-ons such as ephemeral storage and provisioned concurrency. A summary
of the cost as well as whats included for free is listed in Table 2.3 and Table 2.4
[15].

Additionally AWS lambda is a part of the AWS Compute Savings Plan,
allowing more flexible pricing. The reduce in cost depends on the length of
the agreement and the monthly consistent traffic [16].

2.2.1.2 AWS Logging and Monitoring

In AWS, logging and monitoring are essential to understanding how your
applications behave in real time and over time. When running a Lambda
function, AWS automatically captures certain metrics such as invocation
count, duration, and errors through Amazon CloudWatch. These logs can be
accessed and analyzed to identify performance issues or failures [17].

For deeper visibility, AWS provides AWS X-Ray, which is especially useful
for tracking requests across distributed systems. When X-Ray is enabled for a
Lambda function, it collects trace data for each request and shows how long
each part of the execution takes. This includes any external services that the
function calls. X-Ray visualizes this trace as a timeline to spot bottlenecks,
errors, and latencies. It works by recording segments for each component
involved in a request and linking them to a complete trace [18]. In one sample
benchmark, X-Ray is enabled to capture these traces, and Figure 2.1 shows
a sample X-Ray timeline that illustrates how the Lambda function performed
during invocation. This adds important context beyond basic metrics, making
it easier to understand the internal behavior of the function.

The X-Ray timeline show the full invocation of the Lambda function over a
duration of approximately 7.4 seconds. The trace shows that the function spent
around 1.58 seconds on initialization (cold start), followed by 5.66 seconds on
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execution. A small overhead segment is also recorded, indicating minimal
setup or teardown beyond the main logic.

2.2.2 Google Cloud Platform

GCP is another of the major cloud providers and provide their service to over
900 partners. GCP offers services that cover the entire data lifecycle and is
designed with a strong focus on artificial intelligence from the ground up [19].

Cloud Run functions is GCP’s latest serverless computing offering but still
offer support for Cloud function 1st generation. Cloud functions availability
across the globe depends on what gen of Cloud function that is used. The 2nd
gen is available across 42 regions while the 1st gen is limited to 23 regions and
their corresponding supported runtimes are listed in Table 2.2 [20].

2.2.2.1 Price Model

The price model for the first gen and second gen differs. Furthermore, GCP
divides the price models into two tiers depending on the server region. Cloud
functions 1st gen charges based on similar principles as AWS Lambda, with
the main factors being the number of requests and the compute time. However,
the compute time is calculated with GB-s for the compute time of the allocated
memory and Gigahertz Second (GHz-s) for the execution time for the Central
Processing Unit (CPU), ie, allocating more memory or a faster CPU costs more
per used second [21].

Google Cloud combined the first-gen Cloud function with their Cloud Run
service in 2025, and the pricing options are therefore changed. The billing
time for the 2nd generation is processed in the same way, but is referred to
as request-based billing in their cost model. Units of measurements are also
updated to Gibibyte Second (GiB-s) for memory utilization and virtual CPU
(vCPU) per second for processing power [22].

Additionally GCP divides the price models into two tiers depending on the
server region for both generations. A cost summary of the two tiers alongside
the free monthly usage in the two generations are summarized in Table 2.3 and
Table 2.4 [21, 22].

The deployment of functions requires additional resources that are billed
separately. Additional required services include Cloud Build, Artifact
Registry or Container Registry, and Cloud Storage. The billing models for
these services are listed separately in GCP’s documentation.
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Figure 2.2: GCP Trace Explorer showing duration and breakdown of a Cloud
Function invocation.

2.2.2.2 GCP Logging and Monitoring

GCP also provides a set of tools for logging and monitoring. For Cloud Run
(formerly Cloud Functions), Cloud Logging captures logs of each function
invocation, including request and error details [23], while Cloud Monitoring
collects metrics such as execution time, memory usage, and invocation count,
which can be shown in custom dashboards [24]. The most relevant tool for
analyzing individual requests is Cloud Trace, specifically Trace Explorer,
which provides a detailed view of how requests propagate through your
services. When Cloud Trace is enabled, each function call produces a trace
with timestamps and latency data for different parts of the execution [25],
similar to AWS X-Ray. Trace Explorer can be used to examine specific
spans within a trace, spot slow sections, and understand the full request path.
Although cold starts aren’t explicitly labeled, they can be identified through log
entries or custom logging. These tools support troubleshooting, performance
tracking, and understanding the behavior of serverless functions in Google
Cloud.

Figure 2.2 shows a trace of a GCP function invocation captured using the
Trace Explorer. The total execution time is approximately 17.2 seconds, and
the trace displays spans that represent different stages of the execution of the
function. The timeline shows when the function started, how long it ran, and
confirms that it completed successfully with an HTTP 200 status. The selected
invocation is a cold start, as indicated by the unusually high latency visible
in the “Select a trace” panel, but this is not explicitly shown in the “Trace
details” section, showing a limitation in identifying cold starts directly from
the trace view.
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2.2.3 Micosoft Azure

Azure is Microsoft cloud platform that offer an extensive list of cloud
capabilities. According to Microsoft, they offer their services most globally
among the providers and have datacenter across 60 regions. Azure is built for
enterprises and claims to be the industry leader in AI services [26].

Azure functions is Microsoft’s serverless and is divided into three billing
plans: consumption, flex consumption, and premium with different price
models and functionalities. The consumption plan is available in 59 out of its
62 regions globally with South Africa West, China East and Indonesia Central
being excluded [27]. The supported languages include Java, Python, C#, and
Javascript. For available runtime version see Table 2.2 [28].

2.2.3.1 Price Model

Consumption can be considered the base level with the least amount of tools
and control, leaving Azure to handle resource utilization based on demand.
The flex consumption plan allows the user to pre-allocate resources alongside
the on demand model. The premium plan offers greater performance, and
no cold starts since this models allows for continuous ready and pre-warm
instances.

The consumption plan is the most comparable to the standard offerings of
AWS and GCP. The estimated prices by Azure for the consumption plan is
listed in 2.3 and 2.4 shows what is included without cost each month [29].

2.2.3.2 Azure Logging and Monitoring

Azure provides several tools for logging and monitoring through Azure
Monitor, which helps to collect, analyze, and act on activity and performance
data from your applications and infrastructure [30]. For serverless applications
such as Azure Functions, the most useful tool is Application Insights.
It automatically tracks requests, responses, dependencies, exceptions, and
execution times. Each function invocation is logged with a timestamp and
duration, and the trace of the full execution can be viewed. Application
Insights also includes features like Live Metrics for real-time monitoring and
Transaction Search for analyzing individual calls [31]. In some cases, such as
cold starts, warm-up behavior can be detected by looking at system-level logs
that appear before the actual request is processed. These logs may include
host startup, environment initialization, or configuration details. Although
cold starts are not explicitly labeled, this pattern makes them easy to identify.
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Figure 2.3: Application Insights log view showing a single Azure Function
invocation distributed across multiple trace logs. Note: The “View timeline”
and “Traces & events” are separate tabs in the UI. To show the contents of
both simultaneously, the “Traces & events” tab was Photoshopped into the
screenshot taken while the “View timeline” tab was active.

Together, these tools give developers clear insight into how their functions run
and where improvements can be made.

Figure 2.3 shows an end-to-end transaction recorded by Application
Insights in Azure. The selected Azure Function invocation has a total response
time of 2.6 seconds and completed successfully with an Hyper Text Transfer
Protocol (HTTP) 200 status. The trace includes logs for request initiation,
function execution, and HTTP calls made by the function. It also includes
system-level logs, such as host startup and configuration options. Application
Insights breaks the full invocation into multiple trace entries, allowing detailed
inspection of each step in the execution flow.

2.3 Serverless Computing

Serverless computing, mainly characterized by the FaaS model, abstracts the
complexities associated with managing server infrastructure, enabling devel-
opers to focus solely on writing code. It provides a scalable, infrastructure-
free environment in which resources are automatically managed. Serverless
computing has become particularly appealing because users are billed only
for the execution time of their functions rather than pre-allocated resources,
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leading to increased flexibility and cost-effectiveness. As a result, businesses
can rapidly develop and deploy new functionalities while reducing operational
overhead [5].

2.3.1 Function-as-a-Service

FaaS is one of the most widely adopted models within serverless computing.
It enables developers to write individual functions that respond to specific
events, such as HTTP requests, database updates, or message queue triggers.
Applications using FaaS are typically broken down into small isolated
functions performing a single action. The functions run in an isolated
environment and benefit from automatic scaling of the serverless paradigm
[32, 5, 11].

2.3.2 Price Structure

One of the significant advantages of cloud computing is its consumption-
based pricing model, allowing organizations to pay solely for the resources
utilized. This model not only minimizes capital costs but also shifts the
financial responsibility from owning infrastructure to consuming services on
a per-use basis. However, this shift introduces its challenges, particularly in
cost predictability and resource management as variable workloads can lead
to changes in expenses [5, 33].

2.3.3 Cold Start

A notable challenge of serverless computing is the cold start phenomenon,
where a function experiences latency during its first invocation due to resource
allocation and environment setup. This delay can compromise application
performance, especially in scenarios where immediate responsiveness is
essential to the user experience. Addressing cold start challenges is an
active research area, as minimizing these latencies is crucial for maintaining
application efficiency [5].

2.3.4 Automatic Scaling

Scalability, also known as elasticity, is a key concept in serverless computing.
It allows applications to automatically scale up or down in response to
incoming demand without manual intervention. This is enabled by the cloud
provider’s ability to allocate or de-allocate resources dynamically, ensuring
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that performance remains stable even during traffic spikes or low-usage periods
[5, 6].

2.3.5 Use Cases

Serverless computing, particularly the FaaS model, is especially useful for
web applications, mobile apps, and Internet-of-things (IoT) backends due to
its event-driven design. Beyond lightweight workloads, serverless is also
applicable to high-computation tasks such as data processing, batch jobs,
and real-time analytics, where automatic scaling and parallel execution are
advantageous [11, 34, 32].

2.4 Serverless Benchmarking Suite

A study on performance difference between AWS, GCP and Azure was made
in 2021. The authors of the study created Serverless Benchmarking Suite
(SeBS), an open source benchmarking tool with an extensive tool-set to
stress test multiple providers within one application. It is an open source
benchmarking tool, with interfaces ready for AWS, GCP and Azure, and
multiple applications that simulate real world workloads for FaaS [35].

2.4.1 Benchmark Applications

SeBS provides five categories of applications: micro-benchmarks, web
applications, media, utility, and scientific. Each category includes multiple
applications representing different types of workloads. SeBS also allows users
to define and integrate their own benchmarking applications using provided
templates. Below are brief descriptions of the applications used in this thesis.

• Web Application - dynamic-html
The dynamic-html application dynamically generates Hypertext
Markup Language (HTML) content from predefined templates. This
function simulates the backend logic of modern server-rendered web
applications, such as dashboards, admin panels, or content delivery
systems. This benchmark application captures the typical use
case of lightweight, synchronous functions with minimal resource
consumption. It can be used to evaluate latency for cold and warm
invocations, CPU runtime for basic computation.
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Figure 2.4: Dynamic HTML Application Workflow

Implementation Details:

– Receives an HTTP request, typically including parameters or user
data

– Loads a static template using Jinja2 (Python) or Mustache
(Node.js)

– Injects dynamic content (e.g., name, time, or sample dataset) into
the template

– Renders and returns the final HTML string as the HTTP response

• Multimedia - Thumbnailer
The thumbnailer function resizes an input image to create a
thumbnail version (typically 128 × 128 pixels). This reflects real-
world use cases such as image gallery previews, user avatars, or social
media thumbnails. This workload combines Input/Output (I/O) and
CPU demands, typical in media processing pipelines. It can be used
to evaluate cold and warm start differences for compute-heavy tasks,
resource scaling (e.g., memory, CPU burst), file read/write latency in
persistent object storage, and image codec performance on serverless
runtimes.

Figure 2.5: Multimedia Thumbnailer Application Workflow

Implementation Details:

– Accepts an image file or a reference to a cloud storage location

– Downloads the image from storage

– Decodes the image using Pillow (Python) or Sharp (Node.js)
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– Resizes and re-encodes it with a specified compression ratio
– Uploads the resulting thumbnail to a target storage location

2.4.2 Perf-Cost Experiment

The Perf-Cost experiment measures the performance and estimated cost of
serverless function invocations under different scenarios. SeBS runs each
function multiple times using four types of tests, cold, warm, burst, and
sequential. Cold tests measure the latency when a function starts from
scratch (cold start), while warm tests measure repeated invocations on already
initialized containers. Burst and sequential tests help analyze platforms that
handle multiple invocations in a single environment. For each run, SeBS
collects timing data such as execution time, connection time, and total latency.
On AWS, billing time is also recorded. The results are saved in JavaScript
Object Notation (JSON) and Comma Separated Values (CSV) format, with
additional processing to fetch billing information from cloud logs. SeBS
automatically filters out unwanted results, for example, if a cold start happens
during a warm test, it repeats the experiment until enough valid samples
are collected. This method enables comparison of function behavior across
platforms and memory sizes in a fair and consistent way.

2.5 Related Work

"Quantifying Cloud Performance and Dependability: Taxonomy, Metric
Design, and Emerging Challenges" [36] addresses inconsistencies and lack
of clearly defined metrics for performance in cloud computing. The study
proposes a set of formal definitions with mathematical foundations to ensure
that performance and dependability metrics are objectively defined and
comparable. It focuses on four main characteristics of cloud systems:
elasticity, performance, availability, and operational risk. It also discusses a
hierarchical level of the metrics for the different layers of a cloud computing
services. The lowest level includes traditional performance metrics such
as throughput and utilization. Infrastructure-level metrics cover aspects
like performance variability and elasticity. The top two layers, policy and
managerial decision metrics, are more related to cost and service quality.
This thesis, which focuses on performance testing in serverless environments,
the cloud infrastructural and performance-related metrics provided in the
paper are particularly relevant to ensure consistent and fair evaluations across
providers [36].
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The work by Golec et al. [10] focuses on the challenges of cold starts
in serverless computing. It provides a clear definition of what a cold start
is, how it impacts performance, and the current approaches used to mitigate
it. The study also outlines key factors influencing quality of service, including
latency, throughput, user experience, cost, scalability, and resource utilization.
This work is highly relevant to this study, as cold starts are a significant factor
affecting performance. Understanding their causes and effects is essential for
accurate evaluation [10].

FaaSdom: A Benchmark Suite for Serverless Computing, presents
a benchmarking framework developed in 2020 to evaluate serverless
performance across major cloud providers. The study tested several key
performance metrics, including latency, cold start duration, throughput, and
CPU execution time. It also assessed overall cost and usability for serverless
offerings from AWS, GCP, Azure, and IBM. The results showed that AWS
generally delivered the best performance across most scenarios. Additionally,
AWS provided the most accurate monitoring services, most predictable cost
structure, and the highest usability score among the platforms evaluated [37].

Rui Deng’s master’s thesis benchmarks a real-world serverless application
for image processing across AWS and Azure, using distributed tracing and
detailed performance measurements. The study evaluates both cold and warm
start latencies and highlights the consistent performance of AWS and Azure’s
higher variability. [38].
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Chapter 3

Research Method

This chapter describes the methodology used to benchmark and compare
serverless cloud platforms. It covers the tools, configurations, and
performance tests used in the study, as well as how the results were analyzed
and evaluated.

3.1 Research Process

The research method involves using SeBS to systematically measure and
evaluate the performance of major cloud providers: AWS Lambda, Google
Cloud Functions, and Azure Functions. SeBS is selected because of its
detailed documentation, comprehensive set of realistic workloads, ongoing
updates, and active community support from developers, which ensures
relevance and reliability. Unlike other tools such as FaaSdom, which also
provides extensive features, SeBS benefits from active maintenance and a
stronger developer ecosystem that regularly updates and enhances the suite’s
capabilities [35, 37].

The benchmarking approach involves the execution of predefined work-
loads that simulate typical cloud applications. These workloads are designed
to stress-test the FaaS platforms and assess a variety of performance
dimensions such as latency and resource consumption under different
configurations. Additionally, the research includes a comparative analysis of
pricing models provided by each cloud vendor.
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3.2 Provider Comparison

The benchmarking experiments involve deploying the same set of functions
across all three providers in nearby regions. Platform comparisons are
evaluated based on the cost model, documentation, and overall developer
experience.

Among these metrics, cost is evaluated mainly using the documentation of
each provider and compared against each other. The main aspects considered
include the clarity of the pricing model, the amount of traffic and services
included at no cost, and the availability and clarity of cost management tools
such as cost logging.

In addition, the documentation of the providers is evaluated. Important
aspects for comparison include general navigation, contextual clarity, and the
availability of practical code examples.

Finally, the provider user interfaces are compared. For this, our experience
during testing carries significant weight. The comparison covers the effort
required to deploy functions and locate allocated resources, the overall
intuitiveness and ease of navigation of the user interface, and the availability
of guided workflows for new users.

3.2.1 Performance Evaluation

To compare the performance of the providers, this study uses two workloads,
dynamic-html and thumbnailer, from SeBS. These were selected to
evaluate multiple aspects of performance, including latency, concurrency
handling and runtime differences. The experiments use the SeBS application
perf-cost to collect performance data for analysis. Seven test configurations
are defined for the experiments, and a summary of their settings is provided
in Table 3.1. Each test configuration executes the application with a fixed
128MB memory allocation to maintain comparable benchmarking conditions.
The configuration files used in the experiments are available on GitHub.

Latency is evaluated across multiple cold and warm test scenarios.
Configuration 1 through 5 focus on the dynamic-HTML workload, which
is a single-step application with minimal dependencies on external services.
Configuration 6 and 7 focus on a more computationally demanding task using a
multi-step application, the thumbnailer application. Most configurations
measures latency for both cold and warm invocation, with the exception of
configuration 5. This particular setup utilizes the burst option in perf-cost to
simulate a burst of traffic to test how sudden loads affect the performance.

https://github.com/ziamohseni/benchmark-configs-II142X
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Table 3.1: Summary of configurations for experiments

Config application Runtime Iterations Input Concurrency Experiment Settings
1 dynamic-html Python 3.11 250 Largeb 50 perf-cost: warm, coldd

2 dynamic-html Node.js 20a 250 Largeb 50 perf-cost: warm, coldd

3 dynamic-html Python 3.11 50 Largeb 1 perf-cost: warm, coldd

4 dynamic-html Python 3.11 125 Largeb 25 perf-cost: warm, coldd

5 dynamic-html Python 3.11 250 Largeb 50 perf-cost: burst
6 thumbnailer Python 3.11 250 Largec 50 perf-cost: warm, coldd

7 thumbnailer Node.js 20 250 Largec 50 perf-cost: warm, coldd

a AWS runs on Node.js 16.
b The application generates 100.000 random numbers
c Original photo size is 1.6 MB to 4.0 MB
d Azure only runs the warm invocation test

Scalability is evaluated based on the providers concurrency handling by
running the same application, with identical input and runtime, under different
concurrency limits. Configuration 1, 3, and 4 (Table 3.1) are designed for this
purpose, with concurrency set to 50, 1, and 25 respectively. These experiments
tests how well each provider handles simultaneous invocations and how the
concurrency handling overall affects the latency of the application.

To assess performance differences between runtimes, benchmarks are also
conducted using both Python and Node.js. Configuration 1, 2, 6, and 7 are
used for this comparison. These cover both the dynamic-HTML workload
and the more demanding thumbnailer application.

3.2.2 Regions and Test Setup

For accurate results in latency measurements, the functions are deployed
in regions that are geographically close to each other to minimize latency
differences. Although the providers do not offer servers in the same country,
the selected regions are located in neighboring countries. The chosen region
for AWS is eu-central-1, located in Frankfurt Germany. For Azure, the
selected region is europewest, located in the Netherlands. While GCP
offers a server region in the Netherlands, it is classified as a tier 2 region, which
comes with higher cost. Therefore, the region europe-west1, located in
Belgium, is used for GCP.

According to the SeBS documentation, the application performs best on
Linux using a bash terminal. Based on this, all experiments are conducted on
the same system, using Windows Subsystem for Linux (WSL) from Sweden.
The specific version of Linux used is Ubuntu 22.04.5 LTS.
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3.3 Reliability and Validity Evaluation Tech-
niques

To ensure reliability and validity of the results, techniques recommended
in Quantifying Cloud Performance and Dependability: Taxonomy, Metric
Design, and Emerging Challenges [36] are applied. These include repeating
measurements, capturing multiple data points to reflect both average and
peak performance, and applying statistical analysis tools. These methods
help ensure that test results are reliable and repeatable, making it possible to
compare different providers fairly [36].

3.4 Data Analysis Technique

For data analysis, statistical methods such as mean values, median, and
standard deviation are used to evaluate the performance metrics collected
from the benchmarks. This helps to understand performance variations and
identify significant differences between the evaluated serverless platforms.
The analysis also includes data visualization through graphs and charts,
making it easier to interpret the results and draw conclusions from the
experiments.

3.5 Framework for Evaluation

The chosen benchmarking methods align with established best practices
outlined in Quantifying Cloud Performance and Dependability [37]. It
specifically addresses critical properties of cloud services such as performance
isolation, scalability, and elasticity by systematically evaluating performance
under realistic workloads. These approaches are scientifically validated,
widely recognized, and practically proven for performance comparisons of
modern cloud computing systems [36].
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Chapter 4

Results and Discussion

This chapter presents the performance results from four benchmark appli-
cations executed on AWS Lambda, Google Cloud Functions, and Azure
Functions. The focus is on evaluating cold start latency, warm invocation
performance, and burst behavior across different platforms and runtimes.
Each section includes measurements and observed patterns, followed by a
discussion interpreting the outcomes.

4.1 Dynamic-HTML Latency

The results of test configuration 1 (Table 3.1) running the dynamic-HTML
application are presented in Table 4.1. For cold invocations, GCP reported
the lowest latency in both mean and median, with a median of approximately
13 seconds and a standard deviation of approximately 3 seconds. AWS
exhibited higher latency, with a median of roughly 16 seconds and a slightly
lower standard deviation compared to GCP. No cold start measurements were
obtained for Azure, as cold start enforcement could not be reliably applied at
the required scale.

For warm invocations, the pattern between AWS and GCP remains similar,
with GCP achieving slightly lower latency but exhibiting higher variance.
Notably, GCP’s warm median is approximately 1.4 seconds longer than its cold
median. Azure performs well in warm invocations, showing the lowest median
latency at approximately 13.7 seconds but the highest standard deviation.

Figure 4.1 provides a visual representation of all invocations, making the
differences in latency variance between providers clearly observable. The
plot highlights AWS’s slightly higher latency with tighter dispersion, Azure’s
lower median latency with larger variance, and GCP’s tighter spread but slower
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Table 4.1: Measured Response Time (ms) - Configuration 1, Dynamic-HTML

Provider Invocation Mean Median Std. Deviation
AWS Cold 16142.298 16382.045 2889.917
Azure Cold - - -
GCP Cold 12592.310 13157.554 3188.305
AWS Warm 15031.661 15116.292 1884.643
Azure Warm 12947.676 13709.584 3541.069
GCP Warm 14732.353 14788.623 2468.231

warm response times compared to cold performance.

4.1.1 Discussion

The latency results for the web application reveal notable differences between
the providers. GCP performs particularly well on cold starts, standing out as
the best among the providers in this regard. However, its warm invocation
times are unexpectedly longer, suggesting either an additional bottleneck
within the system or the possibility that the cold start reporting is inaccurate.
Since a cold start requires initialization, it would typically be expected to
take longer than a ready (warm) instance. A possible explanation might be
that, under heavy concurrent load on warm instances, the load balancer and
automatic scaling mechanisms become the main bottlenecks, and the extra
time during initialization helps the queue.

AWS delivers the most consistent and reliable performance, with the lowest
variability observed in the tests, making it the platform that offers the most
predictable behavior in general. Azure, meanwhile, demonstrated the best
response times for warm invocations and showed less variance compared to
GCP.

These findings suggest that an application’s specific needs may matter
more than raw execution speed when selecting a provider. A web application
with periods of low activity, where cold starts are more likely, and a focus on
response time, could benefit from GCP Cloud Functions. An application that
needs more predictable response times and low variation is likely to fit better
with AWS Lambda. As the tests did not capture cold start data for Azure, its
cold start performance remains unclear. However, Azure showed the fastest
overall response times, and for end users, the inability to force cold starts is
a minor issue, since most systems aim to avoid them. For applications where
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Figure 4.1: Client Response Time per Invocation by Provider - Configuration
1, Dynamic-HTML (Cold and Warm Invocations)

predictability is less critical, Azure Functions may offer significant advantages.

4.2 Thumbnailer Latency

Test configuration 6 (Table 3.1) applies the same parameters as in Section 4.1
but evaluated the thumbnailer application. The measured response times
are presented in Table 4.1, demonstrating notably different performance
characteristics compared to the web application. Cold starts had a substantially
greater impact on latency, with AWS showing an almost seven-fold increase
and GCP an approximately eight-fold increase, as illustrated in Figure 4.2. As
in the previous test, enforcing cold starts is not feasible for Azure.

For warm invocations, response times are significantly lower compared
to those reported in Section 4.1, with AWS and Azure exhibiting the lowest
latencies. GCP shows latency nearly double that of AWS and Azure, although
its variance is comparable to Azure. Figure 4.1 illustrates the notably reduced
latency and variance observed under warm conditions.

4.2.1 Discussion

Compared to the earlier web application results (Section 4.1), cold starts have a
noticeably greater impact on the thumbnailer application. Both AWS and GCP
experience substantial increases in response times during cold starts relative
to warm starts. Unfortunately, the cold start effects cannot be measured for
Azure, but between AWS and GCP, AWS performed noticeably better.
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Table 4.2: Measured Response Time (ms) - Configuration 6, Thumbnailer

Provider Invocation Mean Median Std. Deviation
AWS Cold 8605.004 8093.381 1197.541
Azure Cold - - -
GCP Cold 20441.663 19555.395 5426.585
AWS Warm 1763.486 1197.383 1168.756
Azure Warm 1700.844 1186.609 1494.952
GCP Warm 3197.488 2318.926 1425.261

Figure 4.2: Client Response Time per Invocation by Provider - Configuration
6, Thumbnailer (Cold and Warm Invocations)

Even under warm conditions, GCP consistently showed higher response
times despite similar variance levels. This suggests a persistent performance
gap that may be linked to I/O handling or resource constraints rather than
random fluctuations.

The thumbnailer application performs I/O-intensive operations, including
downloading and uploading images to storage. Since GCP did not show
comparable under performance in the web application test, this suggests either
inefficiencies in GCP’s I/O handling with storage or the presence of another
system bottleneck. It is also relevant that the memory allocation is fixed at
128 MB for AWS and GCP, while Azure dynamically adjusts its memory. The
performance drop seen in GCP may be due to less efficient memory or resource
management compared to AWS.
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4.3 Concurrency Handling

To assess the impact of concurrent requests on provider performance,
Configurations 1, 3, and 4 (Table 3.1) are executed with 50, 1, and 25
simultaneous requests, respectively, on the dynamic-HTML application. The
outcomes are shown in Figure 4.3. All providers exhibit a similar pattern,
with latency increasing as the number of concurrent requests rises. As in the
previous section, only warm invocation measurements are available for Azure.

Both cold and warm invocations display similar behavior, with generally
lower latency observed at lower concurrency levels and warm invocations
performing slightly faster than cold. The previously reported result from
Section 4.1, where GCP showed lower latency for cold invocations, remains
applicable at a concurrency of 25, but does not hold when the concurrency is
reduced to one, as indicated by the orange and purple blocks in Figure 4.3b.

It is also notable that AWS consistently demonstrates slightly higher
latency but lower variance compared to the other two platforms, indicating
more stable performance despite slower response times. At a concurrency
of one, all providers exhibit very low variance; however, this configuration
includes fewer test iterations due to the extended benchmark duration required
for sequential execution.

4.3.1 Discussion

The concurrency experiments clearly show that all three platforms experience
increased latency as the number of concurrent requests grows. This behavior
is expected, but the degree of increase and the consistency of performance
vary between providers.

AWS displays the most stable and predictable performance across all
concurrency levels. Although it does not achieve the lowest latency, as shown
in Figure 4.3, it handled higher loads with relatively small variation between
requests. Even at 50 concurrent cold or warm invocations, AWS maintained
a tight distribution, indicating that its scaling mechanisms are well tuned to
handle bursts of traffic in a controlled way. This makes AWS a strong candidate
for applications where consistent performance is more important than raw
speed, especially under variable or high loads.

GCP performs well at low concurrency, particularly during cold starts,
where its latency was the lowest among the three, as shown in Figure 4.3.
However, this advantage does not hold as concurrency increases. At 25
and especially 50 concurrent invocations, GCP’s latency rises sharply and
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(a) AWS (b) GCP (c) Azure

Figure 4.3: Provider Execution Time under Varying Concurrency Levels -
Configurations 1, 3, and 4

becomes highly variable. The warm invocation results show a similar pattern.
This suggests that GCP’s scalability is weaker under pressure, likely due to
slower provisioning of resources or limitations in how it distributes concurrent
execution across instances. The platform’s good cold start performance at low
concurrency does not hold up well when the load increases, making it less
reliable at scale.

Azure show the best warm performance at low concurrency, with the fastest
response times of all providers at a concurrency level of one, as shown in
Figure 4.3. As the load increases to 25 and 50 warm invocations, the latency
rises as expected, and the variation in response times increases. While Azure’s
cold start performance cannot not be measured in this experiment, the warm
results suggest that it scales reasonably well, but with less consistency than
AWS. Its dynamic resource allocation appears to offer some flexibility under
load, though it may also introduce variability that affects predictability.

In summary, all providers scale their functions in response to higher
concurrency but not equally well. AWS provides the most consistent
scalability, handling more simultaneous requests with minimal impact on
latency variation. GCP scales less effectively and becomes increasingly
unpredictable at higher loads, while Azure falls in between, with solid
performance at smaller scales but signs of slowdown as concurrency increases.
Applications expecting large or unpredictable traffic spikes benefit most from
the stable scaling behavior demonstrated by AWS.
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(a) Dynamic-HTML (b) Thumbnailer

Figure 4.4: Runtime Comparison Results - Median Execution Times for Warm
Invocations on Python and Node.js

4.4 Python and Node.js Comparison

The runtimes Python and Node.js are tested on both the dynamic-HTML and
thumbnailer applications using configurations 1, 2, 6, and 7 (Table 3.1). For
dynamic-HTML (configurations 1 and 2), all providers show a decrease in
latency between 35% and 41% when using Node.js instead of Python, as
shown in Figure 4.4a.

In contrast, the runtime comparison for the thumbnailer application
(configurations 6 and 7), shown in Figure 4.4b, reveals that AWS achieves
better performance using Python over Node.js, while GCP shows an increase
in execution time of approximately 2.3 times when running on Node.js. Azure
follows a similar pattern to AWS, with slightly increased latency on Node.js,
approximately 27% higher compared to Python.

4.4.1 Discussion

The results of the provider comparisons demonstrate that performance
depends significantly on both the type of application and the chosen runtime.
For the web application dynamic-HTML, all providers exhibit consistent
performance, with Node.js executing substantially faster than Python. With
no notable differences between providers, this is likely due to the runtime and
associated libraries on each platform.

In contrast, the thumbnailer application produces a different outcome.
This more complex application, which involves additional services, performs
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better on Python compared to Node.js. GCP performs considerably worse
on this type of application, as also shown in Section 4.2. Furthermore,
GCP’s performance degrades even further when executing the thumbnailer
application on Node.js. AWS and Azure, by comparison, show similar
performance, with both running slightly better on Python than on Node.js and
performing notably better than GCP overall.

4.5 Performance Under Burst Load

In the burst workload for the dynamic HTML benchmark, configuration 5
(Table 3.1), AWS handles the load smoothly with no invocation errors and
delivers consistent performance, with a mean latency of around 17 seconds.
GCP completes the test with minor issues and shows a faster mean latency
(≈12.3 seconds), but with higher variability. Azure also completes the test
without any errors and reports the lowest mean latency (≈11.5 seconds),
although the results are slightly more variable than AWS. Overall, AWS stands
out for stability, GCP for speed with some trade-offs, and Azure for fast
execution with acceptable variability.

4.6 Provider Comparison - Non Performance

The providers offer very similar cost models mentioned in Table 2.3 and
Table 2.4 in Section 2.2. Based on the test setup, no charges are incurred
beyond the free tier. It is worth noting that Azure allocated approximately 400
MB of memory during the tests running the dynamic-html application, which
is more than the 128 MB necessary for AWS and GCP. GCP also displays
inconsistencies and failures when handling 50 concurrent requests at 128 MB,
suggesting that it requires 256 MB to run the same application reliably. This
additional memory would affect the total cost for applications running more
frequently than the setup used in this evaluation.

There are also key differences in the cost models. For example, GCP
includes twice as many free requests as AWS and Azure. Additionally, GCP’s
pricing separates CPU usage and memory allocation, applying an extra charge
for CPU but offering significantly lower memory costs.
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4.6.1 Documentation and ease of use

When comparing the official documentation of AWS Lambda, Google Cloud
Functions, and Azure Functions, all three providers offer good technical
coverage, but they differ in how easy they are for beginners to follow.

AWS Lambda provides the most beginner-friendly start. The console-
based tutorial for creating a function is simple and works well for new users.
It primarily focuses on Python and Node.js and gives clear examples directly
in the browser. Other languages are supported but require additional steps that
may not be as easy to follow for newcomers [39].

Google Cloud Functions (now part of Cloud Run functions) offers the
widest language support with solid examples in Node.js, Python, Go, Java, and
more. However, it requires a longer setup process, including enabling billing
and APIs, which may feel overwhelming to users new to cloud platforms. The
documentation is detailed, but the amount of information can make it harder
to get started quickly [40].

Azure Functions organizes its documentation using programming lan-
guage and tools (Command Line Interface (CLI), portal, Visual Studio Code).
Each tutorial is clear and covers both local development and cloud deployment.
While the wide range of options may initially seem overwhelming, the steps
are easy to follow once a method is selected [41].

4.6.2 Console Usability and Resource Visibility

Each cloud provider offers a web-based management interface to interact
with services: the AWS Management Console, Google Cloud Console, and
Microsoft Azure Portal. From a beginner’s perspective, the usability of these
consoles and how clearly they present resources across regions or projects can
vary significantly.

• AWS Console: The AWS console is organized around regions. Before
using or viewing a service, the user must select a region from a drop-
down menu. All deployed services, such as Lambda functions, are
scoped to that region. This design can be confusing at first, especially
when resources seem to disappear if the wrong region is selected. While
AWS offers a tool called Resource Explorer to list global resources, it
must be configured manually, which adds complexity for new users. On
the other hand, billing and usage data are aggregated globally, making it
easier to track overall costs regardless of region. Once a user gets used
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to the region-based layout, the console becomes quite functional, though
the large number of services and options can feel overwhelming at first.

• GCP Console: GCP uses a project-based structure. Resources are
grouped under projects, and the user can switch between projects
using a dropdown menu. Unlike AWS, services like Cloud Run
Functions (formerly Cloud Functions) show all functions across all
regions within a project by default, which improves visibility and
simplifies management. GCP also offers detailed metrics directly in the
function view, including execution time and billing duration per request,
which are more transparent than AWS’s equivalent. However, before
using many services, the user is required to manually enable them, which
can be an extra step that may interrupt the workflow. Overall, the console
is clean, modern, and highly beginner-friendly.

• Azure Console (Azure Portal): Azure’s portal is subscription-based. All
resources deployed under a subscription are shown in a unified view,
regardless of region, without requiring additional configuration. This
makes resource discovery easier than on AWS. However, the interface
itself is more complex to navigate. Services are listed under many
submenus, and managing a simple resource like a serverless function
can involve multiple tabs and configuration pages. For beginners, Azure
may feel harder to learn due to its depth and slightly less intuitive layout.
Despite this, the portal provides a powerful and centralized interface
once users become familiar with its structure.

For more experienced users, all three platforms also support advanced
tools beyond the console. These include command-line interfaces (AWS CLI,
Google Cloud CLI, Azure CLI), infrastructure-as-code frameworks (like AWS
CloudFormation, Google Cloud Deployment Manager, and Azure Bicep),
and Software Development Kit (SDK) in multiple programming languages.
These tools allow for automation, large-scale management, and integration
into Continuous Integration och Continuous Deployment/Delivery (CI/CD)
pipelines, and are essential for managing production-grade systems.

4.7 Anomalies in the Logs

During the execution of benchmarks, several irregularities are observed in
the logs. These include invocation errors, service unavailability, cold-start
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Table 4.3: Summary of anomalies and invocation errors during benchmark
experiments

Provider Success Errors Notes
AWS 7 0 No issues
Azure 7 0 No issues
GCP 7 12 Mixed cold/warm starts, timeouts, retries

inconsistencies, and execution instability. While all experiments complete
successfully, the reliability and behavior vary across providers.

No errors or anomalies are found in the AWS logs. All seven experiments
run successfully without any timeouts, cold-start issues, or failed invocations.
The logs indicate consistent and stable performance from start to finish.

Azure successfully completes all experiments without any invocation
errors. All functions execute as expected, including under burst load
conditions. However, since Azure does not provide direct control over cold
start enforcement, it is not possible to fully verify whether all invocations are
served by cold or warm containers in the relevant experiments.

GCP exhibits the most irregularities. The logs showed 12 invocation
errors, including timeouts and service unavailability. Another issue is the
mixing of cold and warm invocations. During the warm-invocation phase,
some calls unexpectedly triggered new instances (cold starts) or fail entirely.
The logs display "Invocation ... is cold!" or "The service is unavailable.". This
indicates that the function did not reuse a warm container as expected. As a
result, SeBS must execute more invocations than needed and filter out the cold
or failed ones to get the correct number of warm samples.

A similar issue occurs in the cold-start phase. Some invocations are
mistakenly handled by containers that had already been used. The benchmark
tool log "Invocation ... is not cold!". To fix this, the function must be
redeployed multiple times to force fresh cold starts.

These irregularities indicate that GCP struggles with consistent container
reuse and reliable execution. The process is more error-prone and unstable
compared to AWS and Azure.

4.8 Validity of the Results

To assess the credibility and external validity of the findings presented in this
chapter, the observed results are compared with the results of two established
studies in the field of serverless benchmarking.
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First, the results align closely with those reported by Rui Deng in their
master’s thesis titled “Benchmarking of Serverless Application Performance
Across Cloud Providers” [38]. Their work benchmarks a real-world
thumbnail generation application across AWS and Azure, using detailed
distributed tracing and realistic workloads. Deng found that AWS Lambda
consistently delivered more stable and predictable performance across cold
and warm invocations, while Azure showed greater latency variability.
These conclusions match our observations in both the dynamic-HTML
and thumbnailer application results, particularly regarding AWS’s consistent
behavior under varying workloads and Azure’s faster but more variable warm
performance.

Second, the results are consistent with those published in the SeBS
benchmark framework paper, “SeBS: A Serverless Benchmark Suite for
Function-as-a-Service Computing” [35]. SeBS compares multiple real-world
serverless applications across AWS, GCP, and Azure. Similarly to this
study, SeBS highlights the performance variability of cold starts on GCP, the
generally stable execution times on AWS, and the implementation differences
that impact Azure’s cold start behavior.
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Chapter 5

Conclusions and Future work

This chapter concludes the thesis by summarizing key findings, discussing
limitations, and proposing areas for future research.

5.1 Conclusions

In this thesis, AWS Lambda, Azure Functions, and Google Cloud Run
Functions are compared to evaluate their performance, cost, and scalability
under similar workloads. The usability and developer experience of each
platform are also examined.

Regarding performance and scalability, AWS demonstrates the most
stable and consistent behavior. It handles various workloads, including
high concurrency, with minimal variation and no invocation errors. This
makes AWS a reliable choice for applications where predictable behavior
is important. Azure achieves the lowest latency during warm invocations
and delivers solid overall performance, though with slightly higher variance.
While Azure’s cold start performance cannot be measured directly, its warm
results are promising. GCP performs the worst overall. Although it shows low
latency during some cold starts, its behavior is inconsistent, it displays more
errors, and it does not scale well under pressure.

In terms of pricing, all three providers charge $0.20 per one million
requests. AWS and Azure use a straightforward pricing model based on
memory usage over time, and CPU is included in the price. GCP separates
memory and CPU costs, making its pricing more difficult to calculate.
Although the cost per-unit of GCP is lower, it needs more memory to run the
same workloads, which can make it more expensive in practice.

To answer the first research question, AWS demonstrates the most reliable
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and scalable performance, Azure performs best in terms of speed, and GCP
falls behind due to instability. For the second question, all platforms provide
solid tools and documentation, but the overall developer experience varies.
AWS offers greater control and is easy to get started with, Azure provides
a balanced experience. GCP is less preferred due to a more complex setup
process and a more complicated price model.

In conclusion, the best platform depends on the application’s specific
requirements. For applications where stability and consistent performance are
critical, AWS is a strong choice. If latency is the primary concern, Azure may
be preferable. While GCP performs well in some scenarios, its performance
stability in this benchmark was less consistent than AWS or Azure under high
concurrency. There is no universal best platform, each has strengths that align
with different needs.

5.2 Limitations

Several factors limit this study. A key challenge was the black box nature of
serverless systems. Each provider implements its service differently, making it
difficult to determine what the reported execution times from the logs include
and to isolate performance tests. This work relies on end-to-end response
time, which allows external factors such as routers and network bandwidth to
influence the results. Furthermore, it was not possible to deploy the functions
in the exact same region, possibly affecting the overall latency.

Another challenge was the use of an open-source benchmarking tool,
whose complexity required considerable time to understand and operate. As a
result, creating custom applications and test scenarios proved difficult, leading
to the use of provided tests. Additionally, the choice to use SeBS required us to
use Google Cloud Functions Gen 1, since the new version is not yet supported,
and adding another FaaS system to the suite was beyond the scope of the study.

One of the most challenging aspects of the work was managing the scope
of the benchmark. The initial goal was to evaluate various performance
metrics, multiple elements of developer experience, and perform a detailed
cost analysis across the three providers. However, as the study progressed, it
became clear that the dataset would be too large to analyze within the available
time frame. This required a reduction in the number of aspects compared.
Despite this, a substantial amount of data was collected, providing multiple
comparison points. The analysis therefore focuses on identifying general
trends rather than fine-grained results for specific aspects.



Conclusions and Future work | 39

5.3 Future work

There are several areas that could be explored further. One is Azure’s cold
start behavior, which could not be properly measured due to limited control
over instance state. Gaining a better understanding of why Azure treats this as
a black box may help clarify its real-world performance.

Another area is memory handling in GCP. The same application that runs
without issues using 128 MB on AWS causes memory errors on GCP and
requires more memory on Azure. Investigating how each platform manages
memory and why these differences exist would provide valuable insights.

Lastly, the scalability tests in this work focus on concurrency, but future
work could examine other aspects of scalability, such as function startup time
under continuous load or how each platform behaves over longer periods with
traffic spikes.
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