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Abstract

Data security and privacy have become more important than ever. The need for data
integrity is also becoming more relevant. Supporting these requirements while also
outsourcing computing to cloud services is challenging, but there are different ways to
meet these requirements such as data encryption. Combining Trusted Execution
Environments (TEE) with Homomorphic Encryption (HE) can provide enhanced data
confidentiality as well as data integrity. Intel TDX is a newly released TEE, and little is
known about combining Fully Homomorphic Encryption with Intel TDX. This study
examines the performance of Intel TDX compared to a regular virtual machine (VM)
implementations and examines what trade-offs must be made when prioritizing between
execution rate and security. To investigate this, experiments were conducted using the
different environments. A Fully Homomorphic Encryption (FHE) benchmark program
with two different parameter sets was used to measure its execution time. The analysis
involved plots, regression analysis and a Pareto front plot. The sample times ranged
between approximately 9 — 89 seconds. TDX and VM environments were observed to
be similar in execution time, with no environment consistently being faster. A linear
relationship was found, predicting execution time vs lattice dimension. The regression
analysis showed an impressive R? value of 0.99, while the Pareto front analysis showed
the optimal parameter set when considering execution rate and estimated security level
for our data.

Keywords

Benchmark, Confidentiality, Homomorphic Encryption, Integrity, Intel TDX, Trusted
Execution Environment
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Key Concepts

Term Definition

AMD SEV Advanced Micro Devices Secure Encrypted Virtualization
CPU Central Processing Unit

Error Theoretical randomness added in LWE to ensure hardness

Experimental Error

Variation often considered unavoidable

FHE

Fully Homomorphic Encryption

HE Homomorphic Encryption

IQR Interquartile Range

Lattice A grid of points formed by linear combinations of basis vectors

LWE Learning With Errors

Malleability Encrypted data can be modified to produce a predictable
change in the decrypted output

Noise Practical version of error that builds up during computations

RAM Random Access Memory

Security Level

A measure for system security

SGX

Software Guard Extension

TDX Trusted Domain Extension

TEE Trusted Execution Environment

TFHE Fully Homomorphic Encryption over the Torus

Vector Tuple of numbers representing magnitude and direction

We define confidentiality as

“Preserving authorized restrictions on information access and disclosure, including

means for protecting personal privacy and proprietary information. A loss of
confidentiality is the unauthorized disclosure of information.” (Stallings, 2023, p. 795)

We define integrity as

“The property that data has not been changed, destroyed, or lost in an unauthorized or
accidental matter.” (Stallings, 2023, p. 795)
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1. Introduction

Data security and privacy are critical concerns for services that manage sensitive
information. A breach of confidentiality could have severe consequences for the trust of
companies or the privacy of individuals. In a world where cyber security threats continue
to increase the potential impacts of leakage of sensitive data can be detrimental
(Novikava, 2024). The need for data integrity is also becoming more relevant. According
to data from European Union (2023), the use of cloud infrastructure is growing and the
technology of remote trusted execution needs to continue to evolve to meet the need for
data privacy, confidentiality and integrity.

Data can be vulnerable at various phases: in transit, at rest and during processing. While
in transit, data is particularly vulnerable, making it essential to implement strong
protection mechanisms during this phase. One effective method for securing data both in
transit and at rest is traditional encryption such as the Advanced Encryption Standard
(AES) (National Institute of Standards and Technology, 2023). This ensures that the
privacy of the information is preserved (Rivest, Ronald et al., 1978). By using traditional
encryption methods information is protected during transit and at rest, but critically, not
during processing. This is where homomorphic encryption (HE) schemes can help.

With HE it is possible to encrypt data, transmit it, and then let untrusted parties run
calculations on that data. The results remain encrypted. They are then sent back to the
sender that can decrypt them with their private key. This implies that if an attacker had
access to the server, the attacker still has to break the cryptographic scheme in order to
access the information (Kun, 2025).

Fully Homomorphic Encryption (FHE) is a type of HE that allows for many types of
operations on the encrypted data. Up until recently FHE has been seen as impractically
slow and not really useful in practice (Klemsa, 2023). Recent advancements have
nevertheless made HE useful in practice. One example is phone number verification
(Kaufeldt, 2025).

A strong FHE scheme can be a solution to the confidentiality problem of data processing.
However, the data can still be subject to tampering, since FHE schemes are malleable
which means an attacker might not know what information is hidden in the encrypted
data, but the attacker can still change the data. This introduces a new problem in FHE
schemes. To address this, trusted execution environments (TEE) can be used. Essentially,
TEEs provide secure environments for running processes or entire operating systems.
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This provides the integrity missing from the FHE schemes and allows for safer
processing of data (Sunde Singh, 2020).

Although TEEs can protect sensitive information to some degree, they are not foolproof,
and they have been found to be vulnerable to certain attacks. To ensure data security
during processing on remote servers, additional measures are therefore needed (Schliiter
et al., 2024). One promising approach for improving the security of TEEs is to combine it
with FHE (Sunde Singh, 2020). For corporations and organizations to be sure this is the
right direction for them, they need data. This data can be in the form of benchmarks to
guide them when they are doubtful if FHE and TEEs are right for them (Scicoding,
2024).

1.1. Problem Statement & Purpose

Intel’s Trusted Domain Extension (TDX) (Intel, 2023a) is a recently released TEE
technology that enables confidential computing in virtualized settings, making it highly
relevant for secure computing applications in cloud environments. Despite the increasing
interest in technologies like TEE and FHE, no prior work has evaluated the performance
of FHE running within a TDX environment. This lack of evaluation limits our
understanding of the practical performance of FHE workloads on TDX, especially how
execution time scales with security. Security can be adjusted by varying the lattice
dimension of the Learning With Errors (LWE) problem. As FHE and TEE each have
limitations, their combination may offer a solution for secure computation, provided the
performance trade-offs are viable.

The purpose of this thesis is to benchmark FHE execution times, focusing on Intel’s
TDX. It addresses the identified knowledge gap by conducting the first experimental
benchmark of FHE on TDX, comparing it to native and a similar virtualized environment.
The study provides insight into the trade-offs, overhead, and feasibility of using TDX for
secure, cryptographic applications.

1.2. Research Questions

Research Question 1 (RQ1):
How does running a Fully Homomorphic Encryption (FHE) benchmark program
within Intel’s Trust Domain Extension (TDX) affect execution time as the Learning

With Errors (LWE) lattice dimension parameter is varied?

Research Question 2 (RQ2):
What trade-offs must be made when prioritizing between security level and

execution rate when running an FHE workload within Intel TDX?
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2. Theory

In this chapter, we discuss relevant previous work to build an understanding of the
theoretical aspects of TEE and HE.

2.1. Literature Search

The search engines we used were Summon and Google Scholar. We found Summon to be
the most effective at discovering articles and books. With Summon, it is also possible to
easily find peer-reviewed articles.

String Filter Resource Results Gathered
(FHE) AND (Param®*) Peer Review, Summon @ 44 Bergerat et al.
Journal Article
(Trusted Execution Book/E-book, Summon | 1 Shepherd and
Environments) Max 1 year Markantonakis
(TEE) AND All Types, Since | Google 94 Coppolino et.
(Benchmark) AND 2025 Scholar al.
(TDX)
(TEE) AND (TDX) From the last 3 Summon | 14 Coppolino et.
years al.
Schliiter et. al.
Shepherd and
Markantonakis

The most effective method used for finding relevant literature was to use the papers
already discovered and review the referenced literature. It was also effective to use older
papers and find relevant articles citing them. Starting with the thesis of Gentry (2009), we
worked our way forward to get an understanding of the evolution of FHE and popular
research areas. For vendor-specific information such as information on Intel TDX, we
looked at their website to discover any information or whitepapers relevant for the thesis.

2.2. Literature Review

In his PhD thesis, Gentry (2009) first showed that fully homomorphic encryption was
possible. The thesis explains the background of FHE, some theoretical applications as
well as a thorough mathematical background. The thesis remains a foundational work in
the field of FHE. The thesis shows that it is theoretically possible since any
implementation based on Gentry (2009) would be extremely slow and inefficient. In later
work, Gentry and others optimized this and made FHE more useful in practice (Gentry et
al., 2013; Gentry & Halevi, 2011).

Gentry et al. (2013) present a technique for building LWE based FHE schemes while also
developing a new FHE scheme as proof of concept. The scheme is claimed to be
asymptotically faster than previous LWE-based schemes and can execute homomorphic
operations without needing the user’s public key.
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TFHE (Fast Fully Homomorphic Encryption over the Torus) is a library for fully
homomorphic encryption over the torus written in C/C++, with the latest version being
based on the paper of Chillotti et al. (2020). The main contribution is achieving fast
bootstrapping for Boolean gates. The paper also provides concrete parameter sets for 80-
and 128-bit estimated security that was used by Sunde Singh (2020).

Coppolino et al. (2024) describes some different implementations of trusted execution
environments, most notably and relevant to this thesis, Intel TDX. Their paper explains
the strengths and weaknesses of two distinct types of TEEs, process- and VM-based. One
finding from the paper is that process-based TEEs, such as Intel SGX, have higher
resource usage overall. Regarding deployment cost, SGX are the most expensive,
followed by TDX and then AMD-SEV being cheapest. Coppolino et al. (2024) further
describes Intel’s process-based TEE, SGX, as having several drawbacks relating to
memory constraints and restrictions on programming. The restrictions made some
programs impossible to adapt to SGX. Process-based based TEEs are generally more
secure than VM-based TEEs like TDX. When it comes to memory intensive workloads,
VM-based TEEs outperform process-based TEEs. Coppolino et al. praise VM-based
TEEs for offering security benefits with minimal increase in Central Processor Unit
(CPU) utilization in most of the cases tested.

Schliiter et al. (2024) shows that trusted execution environments can be hacked and might
therefore not protect the integrity of the computation completely. They demonstrate a tool
and attack method that allows for an authentication bypass on AMD SEV-SNP and Intel
TDX environments using interrupts. The interrupts are delivered from the host OS to the
guest Confidential Virtual Machines (CVM) and can then change how OpenSSH and
Sudo works, bypassing authentication. In addition, the paper also proposes some potential
ways to defend against the attacks demonstrated. Intel was informed of the attacks and
patched TDX.

In his master’s thesis, Sunde Singh (2020), investigated and developed a proof of concept
combining FHE and trusted execution environments using the Rust programming
language and Intel SGX. Rust was used for its memory safe properties. The
confidentiality is provided by FHE, while integrity is provided by the trusted execution
environment. This allows for untrusted servers to run computations on confidential data
in a way that can guarantee the integrity of the operations. TFHE-rs library is not actively
being worked on as the latest update to it was in 2022. Nevertheless, the library has
undergone performance enhancing updates and should prove to be faster than the original
version used in his master’s thesis (Sunde Singh, 2022). This master thesis has some
flaws regarding reproducibility; the methodology was not clear throughout. The mean and
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standard deviations were computed from the 25 runs conducted of the experiments. This
number of 25 was not motivated and is seemingly arbitrary.

Brenna et al. (2022), builds on Sunde Singh (2020). It summarizes the results of the
thesis. The most important finding is that using Intel SGX resulted in better results
compared to not using Intel SGX. This was not expected, since using SGX should result
in some overhead that slows down the calculation. This is valid if the memory usage does
not exceed the limits of SGX. The reasons for better performance with SGX compared to
no SGX could be due to how the memory allocator works, since several types of memory
allocators were evaluated. Running the benchmark with SGX meant using dlmalloc as a
memory allocator, which is faster than the default allocator in Linux, libc’s malloc
(Brenna et al., 2022).

Albrecht et al. (2015) provides a module for SageMath which can be used to estimate the
security of various LWE types with different parameters. It does this by estimating the
difficulty of a lattice reduction attack. While this module is 10 years old at this point, it is
still being actively updated, and the code is easy to use since the library is well-
documented. It is also being cited in recent papers, highlighting its relevance. A later
paper by Albrecht et al. (2018) focuses on improving the SageMath module and applying
the module on real schemes.

Bergerat et al. (2023) highlights the difficulty of finding optimal cryptographic
parameters. The difficulty comes from the fact that they need to provide the desired
security while also being efficient. The paper shows that the best way to work with TFHE
is by using smaller integers, splitting up a larger ciphertext into multiple smaller
ciphertexts with a size of at most 5 bits. The authors introduce a framework that can
translate between circuits and an FHE graph as well as find the optimal parameters in
some specific cases.

Armknecht et al. (2015) describes and explains some terminology concerning FHE. The
paper also discusses some of the existing applications of HE and its usefulness and
explains briefly some different schemes. The aim of the paper is to provide a better
understanding of the field of FHE with a broad approach by simplifying and structuring
definitions. While being almost 10 years old and not peer-reviewed, we decided to

include it here to help clarify terms and concepts of FHE.

2.3. Yao’s Millionaires Problem

Yao’s millionaires problem (Yao, 1982) is a classical computational task used to motivate
secure multi-party computations. The problem considers two millionaires that are both
secretive with their wealth. They wish to know which one is wealthier without disclosing
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their wealth to anyone. Yao (1982) describes a solution to this problem in the form of a
protocol that required two parties to send circuits to each other. Gentry (2009) came up
with a more effective solution for solving this problem with homomorphic encryption,
and without the need for circuits.

Jakobsson & Yung (1996) discussed a variant of Yao’s problem that they dubbed the
socialist millionaire problem. Two millionaires want to compare their wealth to see if
they have an equal amount. The problem then is evaluating whether a = b instead of the
original a > b where a is the wealth of millionaire A, and b is the wealth of millionaire
B.

In a master thesis, Sunde Singh (2020) combined Yao’s millionaires problem and the
socialist millionaire problem into one, called the fused millionaire problem. The problem
examines three cases to figure out which is true: a < b, a > b, or a = b. This determines
the order of the millionaires’ wealth. The fused millionaire problem was designed to
increase the computational load on the TFHE-rs library during the experiments
conducted.

2.4. Homomorphic Encryption
2.4.1. Mathematical Background

One important concept to understand homomorphic encryption is the algebraic structure
of groups. A group consists of a set and a binary operation, where certain axioms are
satisfied. The satisfiability of the axioms leads to the definition of a group as a set G that
is closed under a binary operation *. This means that when taking any two elements from
the set G and applying the binary operation * to them, the result will always be an
element of G. In other words, (a * b) € G foralla,b € G

The “homomorphic” in homomorphic encryption comes from abstract algebra. A
homomorphism is a structure preserving map, or function, between two algebraic
structures, for example between two groups. The definition of homomorphism is closely
related to that of homomorphic encryption. It follows; A map @ of a group G into some
other group G’ is a homomorphism if

(ab)® = (a®)(bD)
where x@ is the image of element x under the map @ (Fraleigh, 1982).

2.4.2. Homomorphic Encryption

Homomorphic Encryption (HE) is a type of encryption that allows for calculations to be
done on ciphertexts. It follows that data remains confidential while processed. If only
confidentiality is required a non-HE scheme like AES can be used but no processing can
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be done without unencrypting the data, breaching the confidentiality (Armknecht et al.,
2015).

Consider a simple HE system with an encryption function E, plaintext values a, b €
LZg = {0,1,2,3,...,q — 1}, and modulus q € Z. Let @ be a binary operation on two

ciphertexts. Under these conditions, homomorphic addition is possible if:
E(a) @ E(b) = E(a+ b) mod q

The limitation of this HE system is that it is only true if E(a + b) < q. If E(a + b) < q
is false, then the result will wrap around the modulus resulting in loss of information
(Sunde Singh, 2020).

One major issue with homomorphic encryption in general is the lack of integrity, coming
from the fact that HE is inherently malleable. It is impossible to distinguish between a
valid result and one that has been altered maliciously, since in both cases the result will
decrypt to some value that is plausible (Sunde Singh, 2020). A simple example could be
if a server is processing two homomorphically encrypted numbers. If they are to be added
together and some malicious actor on the server alters the process making the addition
happen multiple times, then the result will still decrypt to a number. The user of the data
has no way of knowing if the result has been subject to tampering.

2.4.3. Lattices and Noise

To understand homomorphic encryption, it is important to be aware of lattices. A lattice
is a mathematical structure used in HE cryptography that have their own set of
mathematical problems (Albrecht et al., 2015). Stallings (2023) defines a lattice L as the
set of all linear combinations of integer coefficients x; and real number vectors b; of
length n, where n is the dimension of the lattice:

m
L :{inbi|xi €7,b; € R"

i=1

The Learning with Errors (LWE) problem is a challenging problem with some similarities
to the Discrete Logarithm Problem used by the Diffie-Hellman key exchange (Stallings,
2023). LWE is based on lattices and consists of defining the basis vector A, some secret
coefficient s, and the point in space where the basis vector multiplied by the secret vector
points to t: A - s = t. This is not secure or difficult to solve, however. The difficulty
comes with the introduction of some error e to the equation:

A-s+e=t'



Benchmarking Fully Homomorphic Encryption in Trusted Execution Environments

Now, t’ is not a point in the lattice, but instead a point near t. If the error is small enough,
it is still possible to find t. If the error becomes too large, then the vector will point to the
incorrect point on the lattice and information will be lost (Paar et al., 2024).

More generally in HE, the term noise is commonly used in place of error. A small noise
parameter is attached to the ciphertext when it is encrypted, and as operations are
performed, the total noise accumulates. Decryption is successful if the total noise is less
than some threshold. If the noise grows too large, the ciphertext can no longer be
decrypted (Gentry, 2009).

2.4.4. Fully Homomorphic Encryption

While HE is a blanket term describing the general concept, Fully Homomorphic
Encryption (FHE) is a more focused term that was an unsolved problem for many years.
In 2009, Gentry offered a solution to the open FHE problem. In his thesis, he introduced
bootstrapping, a technique to reduce noise and ensures the ciphertext can be decrypted. A
non FHE scheme has less operational depth and can only manage a finite number of
operations until the ciphertext is not able to be decrypted. With bootstrapping this is less
of a problem, since the technique allows for the reduction of noise, making FHE possible
(Gentry, 2009).

FHE allows computations on encrypted data. Given the encrypted ciphertexts ¢y ... ¢y, it
is possible to compute a ciphertext that decrypts to f(my, ..., m;,), where my, ..., m,, are
plaintexts and f is any function. This contrasts with schemes possessing partially
homomorphic properties like ElGamal, where the function f is restricted to certain
operations (Armknecht et al., 2015; Gentry, 2009).

2.5. Lattice Estimator

The SageMath Python module by Albrecht (2015) called lattice-estimator' estimates the
security of LWE variants by simulating attacks against the lattice with lattice reduction.
These attacks include the primal-uSVP (Unique Shortest Vector Problem) (See Albrecht
(2015) and the references therein) that aims to find the secret vector, or private key, by
first solving the shortest vector problem. It is the problem of finding the shortest non-zero
vector in a lattice. The uSVP is a variant of this where a gap is guaranteed in the length of
the shortest and the second shortest vector. This ensures that the shortest vector is unique.
The output of these simulations includes the total number of low-level arithmetic
operations, or word operations, which is approximately measured by the number of CPU
cycles. This value is referred to as “rop” and is denoted as 2% where A is the estimated
security level in bits (Albrecht et al., 2018).

1 https://github.com/malb/lattice-estimator/blob/main/README.rst
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The module! also uses lattice reduction that is a process to transform the basis of a lattice
to a new basis that is shorter and has angles that are nearly 90° to each other. This makes
the lattice problems easier to solve. Among the algorithms used for lattice reduction is the
Block Korkine-Zolotarev (BKZ) algorithm, which is known to be one of the fastest
algorithms for this process (Chillotti et al., 2020).

The lattice estimator is available on GitHub where it is licensed under the LGPLv3+
license (Free Software Foundation, 2007).

2.6. Trusted Execution Environments

Trusted Execution Environments (TEE) are a way to achieve secure computing,
especially when the hardware is not under direct control, such as cloud environments.
Encryption of memory is one capability of TEEs, hiding both the code and the data being
processed from the rest of the host computer (Coppolino et al., 2024). Without any TEE,
it can be difficult to separate the owner of the hardware and the owner of the data and
programs being run on the computer. The owner of the cloud infrastructure has full access
to the hardware, and therefore also have access to the programs and data being processed.
TEEs have the power to separate the owner of the infrastructure from the code and data
(Intel, 2023a).

There are two fundamentally different approaches to a TEE: process-based and virtual-
machine-based. Process-based means that only one process is being run securely,
compared to a virtual-machine-based TEE (VM-based TEE) which is an entire virtual
machine. A process-based TEE works by having one part running on the untrusted zone
of the system, and one part running in a trusted zone. This can work for some workloads
but can be limiting for complex workloads with many different processes. If instead an
entire virtual machine can be made secure, it would make the process of running complex
programs confidentially, on untrusted hardware, more seamless. That is what a VM-based
TEE is, and one example is Intel Trust Domain Extensions (TDX) (Shepherd &
Markantonakis, 2024).

Intel TDX works by having a secure virtual machine containing all confidential data and
processes. The term trust domain is used to describe such a virtual machine running on an
untrusted host operating system and utilizing an untrusted hypervisor. The hardware does
not need to be trusted, instead the authenticity can be verified using remote attestation
(Shepherd & Markantonakis, 2024). Remote attestation is a service provided by a third
party to help verify the configuration and integrity of the trust domain (Intel, 2023a). This
is necessary since a trust domain is launched by an untrusted host that otherwise might
knowingly launch a vulnerable operating system (Shepherd & Markantonakis, 2024).
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According to a report by Intel, (2023b), TDX running on an Intel Xeon 4™ generation
CPU performs approximately 5% worse than a regular virtual machine with the same
resources. They also state that the performance of Intel TDX depends on the workload.
The test methodology Intel used are CPU/memory and input/output intense workloads.

Intel Software Guard Extensions (SGX) is a process-based TEE. It uses protected areas
called enclaves to run the applications. An enclave is restricted in some ways, for
example it cannot make direct system calls. Within an enclave-based application there are
two components: the enclave and an untrusted component without any protections. These
components communicate with each other. The enclave runs functions that need to be
securely run, and when a system call is needed the enclave makes a call to the untrusted
component that makes the call for the enclave (Shepherd & Markantonakis, 2024).

2.7. TFHE-rs

TFHE-rs is an HE library written in Rust by Sunde Singh, (2020). It is based on the
TFHE (Fast Fully Homomorphic Encryption over the Torus) library by Chillotti et al.,
(2020) that was built on ideas from Gentry et al., (2013). TFHE is based on lattices and
the Ring Learning with Errors (RLWE) problem, an improvement over LWE. There
exists another library named TFHE-rs being actively developed by the company Zama
(Zama, 2025). The library by Sunde has nothing to do with it.

The torus representation being used for the TFHE-rs library is the quotient group T =
R/Z, corresponding to the real numbers modulo 1. The values are represented within the
interval [0,1), meaning a range 0 — 1 excluding 1, with arithmetic operations performed
modulo 1 (Chillotti et al., 2020).

TFHE-rs supports two different parameter sets offering security levels estimated to
around 80 and 128 bits. 80 bit security is not considered to be secure anymore (Barker,
2020), while 128 bit security is considered safe to use until 2090. Compared to keys for
symmetric encryption like AES where the security is measured by the key length, for
LWE it is just an estimate. The estimate is based on the different parameters used in the
key generation process (Brenna et al., 2022). The parameters used by TFHE-rs library are
based on the same two parameter sets from the original TFHE library by Chillotti et al.
(2020).

The library by Sunde was latest updated 2022 to improve the performance of the library
(Sunde Singh, 2022). It was updated on GitHub where it is licensed under the Apache
License. This makes it freely available for any purpose, including modification and
redistribution (Apache License, 2004).
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2.8. Statistical Tools
2.8.1. Linear Regression

Linear regression is performed to analyse some linear relationship between two variables
(Boslaugh, 2013). One way of fitting a line to some datapoints is by using the Ordinary

Least Squares (OLS) method. The OLS method finds a line that minimizes the sum of the
squares of the difference between the observed values and values predicted by the model.

2.8.2. T-test

A t-test is a statistical test used to determine if there is a statistically significant difference
between two datasets (Oates et al., 2022). The test evaluates a null hypothesis, which
assumes any difference between the means is due to chance, against an alternative
hypothesis. The alternative hypothesis assumes that any difference between the means is
real and not due to chance. The outcome of the test is a test statistic denoted as t. This
statistic measures how large the difference is between the means, relative to the variation
in the data. In some cases, an estimation of the degrees of freedom must be calculated.
This value depends on number of samples and influences the t-distribution used to
calculate the p-value (Boslaugh, 2013).

Depending on the outcome of the test, which is the resulting p-value, we can be confident
to some level of certainty that there is or is not a statistically significant difference
between the two sample means. If the p-value is below a threshold, such as 0.05, it means
that it is unlikely to get the observations given that the null hypothesis is true. Therefore,
the null hypothesis can be refuted if the p-value is low, while if the p-value is over a
threshold, then the null hypothesis cannot be refuted (Boslaugh, 2013).

2.9. Pareto Front

For finding optimal parameters in problems involving multiple objectives, a Pareto front
can be used. This is a tool for multiobjective optimization, where the goal is not to find a
single best solution, but instead to find a set of solutions. Each solution on the Pareto
front, known as a Pareto-optimal solution, is considered optimal in a sense that there is no
other solution that is more optimal in all parameters at the same time. The exact solution
selected will then be based on the allowed trade-offs that can be accepted (Collette &
Siarry, 2004).
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3. Methodology

In this chapter the methodology used for the study is outlined. We start with a brief
overview of the research strategy, the experimental design, and the configuration of the
hardware running the experiments. Next, the methods of analysis will be described.
Finally, the chapter presents a justification for some of the choices made as well as some
discussion on the validity of the chosen methodology.

3.1. Research Strategy

For this thesis, we are using an experiments research strategy since addressing our
research question requires us to investigate how a single factor affected execution time.
According to Oates et al., (2022), the purpose of an experiment is to investigate cause and
effect relationships, which is commonly done by identifying how predictor variables
affect a response variable (Tamhane & Dunlop, 2000). By isolating factors and
conducting experiments before and after a factor is changed, the effect can be measured
(Oates et al., 2022). For this thesis, this meant changing variable values such as the lattice
dimension and running our program both with and without TEE.

3.2. Experiment Variables

To determine the variables that needed to be changed to achieve the different desired
security levels the lattice-estimator described in 2.2 was used (Albrecht et al., 2015). With
this tool it was easier to visualize and determine what variables made the biggest
difference in security.

The selected variables to use for the experiments are the following:
e Execution time for measuring performance
e LWE dimension, adjusted for security level
e TEE/VM/Native, for testing in different running environments
e The estimated security level (1), as calculated by the lattice-estimator (Albrecht
et al., 2015).

VM and Native environments were chosen to be tested for the ability to differentiate
between what contributes to the execution time. Considering TDX is also run in a VM,
the VM without TDX has the same image and virtual hardware as the TDX VM.

3.3. Benchmarking Methodology

Micro-benchmarking involves varying single parameters in isolation to determine what
impact the parameter has on the result (Liu & Ozsu, 2009). For our benchmarking
program, we conducted experiments with different cryptographic parameters. Another
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changing variable was the environment on which the benchmarking program was run,
either within a TEE or natively on the base operating system.

To maximize the probability that any measured change was due to the independent
variable, some precautions needed to take place. The server was controlled before any
experiment took place, looking for anything that might have an impact on the outcome.
CPU temperature needed to be roughly the same before each experiment. Any non-vital
processes were exited. We still expected experimental error to occur and affect the
results. Experimental error is variability not explained by known factors. According to
Box et al. (2005), some experimental error is inevitable. Variables not under the authors
control will contribute to slight variations in experiments with identical setup. Our
methodology considers this and performs multiple runs of each experiment to reduce the
risk of experimental error impacting the result (Box et al., 2005).

3.4. Experimental Procedure

Initial testing with the lattice-estimator (Albrecht et al., 2015) showed that the biggest
difference in security levels was caused by the lattice dimension n as shown in Figure 1.
Figure 1 was generated by Sagemath code using the lattice-estimator. Other parameters
like modulus size and standard deviation for noise were also assessed. The modulus
showed the least significance, although the importance of it grew when the lattice
dimensions grew. The parameter for noise level showed more significance than the
modulus. Again, this did not measure up to the significance of the lattice dimensions. We
used the tool to get an approximation of how LWE behaves as the parameters change.
While TFHE is based on LWE, it adds upon it and might behave slightly different in
practice.

200 Security Estimate vs Dimension (n)

175 ~

150 ~

125 1

100 1

75 1

Security Estimate (&)

25 1

200 400 B00 BO0
Dimension {n)

Figure 1: Estimated security level vs lattice dimension.
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3.5. Experiment Plan

To answer the research questions, the experiments were designed to detect patterns in the
relationship between execution time and lattice dimension. We varied the lattice
dimension in intervals of 50 between 100 and 800 inclusive. Each experiment was run 30
times for it to be viable to use the Z-distribution. This gave us greater certainty in our
estimates (Lantz, 2020). For isolating variables relating to the performance impact of
Intel TDX, additional experiments were conducted in a standard virtual machine
environment, as well as on native hardware. This approach enables a clear comparison of
the overhead introduced by Intel TDX relative to a VM and native execution.

The hypothesis based on the research question and previous research including Intel’s
claims (Intel, 2023b):

The execution time will be slower within Intel TDX

compared to a regular virtual machine.

The table below describes the experiments conducted with the parameter sets used. The
LWE dimension variable n is not included considering this is the independent variable
subject to change (Oates et al., 2022). These parameter names come from the TFHE-rs
library. The parameters BK_STDEV, BK L and BK_BG_BIT relate to the bootstrapping
key while KS_STDEYV relate to another key called the key switching key.

Parameter Set KS_STDEV BK_STDEV BK L BK BG_BIT

El| 244-107° | 7.18-1075 2 10
E2 2-15 2-15 3 7

The groups of experiments conducted were:

Natively (without Intel TDX or VM)
e NON-EI: 100 — 800 lattice dimensions with an interval of 50. Other parameters
unchanged, from the E1 parameter set.
e NON-E2: 100 — 800 lattice dimensions with an interval of 50. Other parameters
unchanged, from the E2 parameter set.

With Intel TDX
e TDX-E1: 100 — 800 lattice dimensions with an interval of 50. Other parameters
unchanged, from the E1 parameter set.
e TDX-E2: 100 — 800 lattice dimensions with an interval of 50. Other parameters
unchanged, from the E2 parameter set.
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With VM
e VM-EL: 100 — 800 lattice dimensions with an interval of 50. Other parameters
unchanged, from the E1 parameter set.
e VM-E2: 100 — 800 lattice dimensions with an interval of 50. Other parameters
unchanged, from the E2 parameter set.

3.6. Data Processing

The output text from our benchmark program contained information on how many runs
the program executed, average times, and some raw data. Three different timings were
reported by the program: the time for comparison check of the original Yao's (1982)
millionaire problem, the comparison time for the Jakobsson & Yung's (1996) socialist
millionaire problem, and the total time, i.e. the fused millionaire problem (Sunde Singh,
2020). This data was then saved to text files for further analysis. For the data analysis, we
only looked at the total time, the combination of Yao’s millionaire problem and
Jakobsson & Yung’s socialist millionaire problem. If some external factor causes some
slowdown, this is less of a concern since the impact is proportionally smaller when the
total time is longer.

The text files were processed after extraction from the server into two JSON files with a
top-level key of native, tdx or vm, a key of the lattice dimension and finally the values.
See Appendix H for a visual example of the JSON structure. The data was moved to this
format for ease of use in the analysis.

3.7. Statistical & Data Analysis

Quantitative data analysis was performed for this thesis. This follows from the
quantitative data generated by the experiments. The data generated was in the form of
ratio data, meaning it had a true zero point and consistent intervals between values. A
quantitative data analysis strives to draw conclusions from analysing patterns in data,
according to Oates et. al., (2022). One way of doing quantitative analysis is by generating
graphs describing the data. The data can also be analysed using statistical tools, such as t-
test. We used the Welch’s t-test, since we could not assume anything about what the
variance would be of the execution times. A Student t-test would require the variances to
be similar for an accurate result.

A straightforward way to compare two data sets is by measuring the central tendency,
using the mean and median. The mean takes all values into account, but potential outliers
can influence the result. The median is less sensitive to extreme values and can in cases
with lots of outliers provide a better measurement than the mean (Boslaugh, 2013). We
decided to use both measurements since we did not know from the start how the results
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would be distributed. With the number of runs being 30 for each experiment, the impact
of outliers on the mean would be small, thus making the mean a reasonable choice.

To get a better understanding of how the results from the experiments was distributed we
measured the interquartile range (IQR). This is a more sophisticated way used instead of
only measuring the distance between the largest and smallest measurement, since IQR is
less influenced by outliers. It measures the range of the middle 50% of the values
(Boslaugh, 2013). We visualize this information using boxplots and present some of them
in the Results section and all of them in Appendix I.

Regression analysis was performed for the E1 and E2 experiments to gain a better
understanding of the relationship between lattice dimensions and execution time. This
also allowed for an analysis of the slope and intercept. This analysis gave a difference in
percent, which can be interpreted as the performance overhead of TDX compared to a
regular VM. The linear model can also be used to analyse the linearity of the execution
time.

To gain understanding of the execution time when conducting the analysis, we also
investigated the standard deviation of the different experiments. This helped explain some
of the results with a bit more depth and is also valuable information when investigating
some of the outliers in the data. The standard deviations were calculated with the NumPy
module std where the parameter ddof was set to 1 (NumPy, n.d).

To answer RQ2 more specifically we utilized the lattice estimator to evaluate the A
parameter. With this data we created a pareto front to assess the trade-off in execution
rate one must make when choosing a security level. This helped support the analysis of
this data in a more concrete way.

The visualizations were created using a Jupyter notebook. The Python library NumPy
was used to calculate the statistical properties, and the library Matplotlib was used for
creating the plots.

3.8. Method Discussion
3.8.1. Validity & Verification

With experiments it is important to consider the internal and external validity. This thesis
strives for good internal validity, meaning that the changes in the dependent variable are
due to altering the independent variable (Oates et al., 2022). Some potential threats to the
validity come from using a server owned by someone else and with other people having
access to it. External factors that could have an impact on the result were measured to
give indications on the validity of the experiment. One factor being the CPU temperature.
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The highest observed CPU temperature was 70 degrees Celsius, meaning no thermal
throttling occurred. The CPU temperature was measured using the script found in
Appendix D. According to the specification sheet, the Intel CPU used for the benchmark
has a max safe temperature of 99 degrees Celsius (Intel, n.d.). This is one factor that
could have had a significant impact, had it occurred. Another external factor that we tried
to minimize is interference from concurrently running processes. While this was
impossible to completely remove, no process requiring a significant number of resources
was run simultaneously as the experiments. A more difficult factor was controlling the
unknown variables causing experimental error. We did not implement any measurement
to find out if the operating system behaviour impacts the execution time of the
experiments.

External validity refers to the generalization possibilities. For good external validity the
result must not depend on specific circumstances, and the test cases need to be
representative (Oates et al., 2022). This can be difficult to achieve using
microbenchmarks because microbenchmarks by design are supposed to only depend on
one variable. This contrasts with real world examples and workloads that will depend on
many different variables. In practice, this means microbenchmarks can provide specific
and precise insights into the impact of specific parameters but might be difficult to
generalize to conditions more likely to be found in real circumstances.

3.8.2. Delimitations

All our experiments ran without having the TEE attestation feature enabled. There are
two main reasons for this:
1. Remote attestation does not affect performance of the workloads. Enabling
remote attestation only affects the initial setup.
2. Remote attestation has a strong dependency on third party services provided by
vendors. This means the time it takes for remote attestation to confirm the

environment is secure depends on external factors that are impossible to control.

Taking these two considerations into account, we decided it would not be worth to
introduce more complexity into the experiment that Intel TDX would bring.

3.8.3. Limitations

Because of one limitation in the TFHE-rs library used, the experiments conducted could
not exceed a lattice dimension above 800 when utilizing intervals of 50. The program
would crash beyond this point. Nevertheless, a range of dimensions between 100 and 800
is still significant and this was thus not seen as a problem.
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Each experiment was run 30 times. While the program runs single threaded, it would
theoretically be possible to utilize multiple CPU cores and run multiple experiments at
the same time. We decided against doing this as it could cause more variation in the
results when experiments would impact other experiments running simultaneously and
cause more heat.

We only use Intel TDX because it is a newly released technology that we were able to
access. This implies that the results might not be generalizable to other types of TEEs
because that would require experiments performed with those environments. Sunde Singh
(2020) investigated Intel SGX, and we hope more types will be investigated in the future.
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4. Implementation

In this chapter we describe the implementation of the experiments as well as the analysis
where Python code was used.

4.1. Server Configuration
4.1.1. Hardware Specification

The University in Tromse (UiT) granted us access to a server that all tests were executed
on. The operating system and hardware specifications:

Operating System | Ubuntu 24.04.2 LTS
Kernel | GNU/Linux 6.8.0
CPU | INTEL(R) XEON(R) GOLD 6526Y
16C/32T
2.8 GHz, boost up to 3.9 GHz
37.5M Cache
RAM | 123 Gi

4.1.2. Software Environment

The server was running Ubuntu 24.04.2 LTS with the GNU/Linux 6.8.0 kernel. On top of
this the Intel TDX virtual machine was running Ubuntu 24.04 LTS (Noble Numbat)
release [20250403] (Ubuntu, 2025). The links to the Ubuntu image can be found in
Appendix A.

The TDX virtual machine was set up with 16 GB Random Access Memory (RAM) and 8
virtual CPU (vCPU) cores and according to the instructions provided by Ubuntu on
GitHub (Canonical, 2025). The regular virtual machine was set up in a comparable way,
the allocated resources (RAM, CPU cores) being the same. Building and compilation of
the benchmark program used the following versions:

Type Version ID (hash) Date

Rustc | Package 1.85.0 4d91deded 2025-02-17
manager

cargo | Compiler 1.85.0 d73d2caf9 2024-12-31

4.2. Benchmark program and the TFHE-rs library

4.2.1. TFHE-rs

Our experiment code uses the TFHE-rs implementation by Sunde Singh (2020). The
experiment code uses some predefined circuits from the library. The circuits are found in
the circuits.rs file. The circuits then use logic gates found in the gates.rs file. The
encryption.rs file provides functions for encryption and decryption of ciphertexts, and
functions for generating encryption keys. Numerics.rs provides functions for encoding
and decoding values into torus-representations. Polynomial.rs, lwe.rs, tlwe.rs and tgsw.rs
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provides functions for internal use in the library and are not expected to be used by
outside users of the library (Sunde Singh, 2020).

We modified the library to support the different parameters we assessed. The actual
function of the program was not altered, only the parameter structs in one of the files.
This allowed the experiment program to use the defined struct for testing.

4.2.2. Benchmark Program

There are at least two libraries named TFHE-rs at this moment, the more well known of
these are Zama’s TFHE-rs library. This library is still maintained by the developers and
expanded upon (Zama, 2025). The other TFHE-rs library is Isak Sunde Singh’s library
that was the product of his master’s thesis (Sunde Singh, 2020). The Zama library is more
extensive and complex; more recourses would be required to make the necessary

modifications needed for the experiments.

The TFHE-rs library by Sunde Singh, (2020) was used for the benchmark program. Our
experiment code was also from Sunde but heavily modified by us for easier use and
increased flexibility. The original experiment code compares two unsigned integers
according to the Yao fused millionaire problem (See Appendix F). Each integer is
mapped to a vector of Boolean values. Then, each element in the vector is then encrypted
using some secret key. The secret key is generated by using the selected cryptographic
parameters. There is also a cloud key generated in the same process that is used by the
server running the circuits for bootstrapping.

The experiment program then enters the comparison circuits that are modelled after Yao’s
fused millionaire problem. This is being run 30 times to get an average time taken. To
verify the decryption process, the results are then decrypted using the same secret keys
used for encryption and it is possible to see if the values are equal or if some value is
greater than the other. Since the only homomorphic circuits being run are comparisons of
two numbers, there is no noise accumulation. This suggests that the execution time of the
program does not depend on the level of noise.

The circuits are built up using logic gates, which are defined in the gates.rs file. The logic
gates accept LweSamples as parameters, and the number of samples depends on the type
of logic gate. A LweSample is a structure containing the ciphertext and is the structure
which the gates transform. It contains the following 3 variables:

e Vector of coefficients, each coefficient being a 32 bit integer

e 64 bit floating point number for average noise of sample

e 32 bit integer representing a value in R mod 1
The timing is performed by the timing module from the built in, standard crate. This
provides an accurate way of measuring the time it takes to execute some lines of code. It
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should be accurate down to nanoseconds (Rust, n.d.). The time is started before calling
the function to measure, and the time is then stopped after the function call has been
completed.

Our modified code follows the same overall structure but implements quality of life
improvements. We removed the need to recompile the program for changing the number
of iterations or changing the output file location. We also improved the logging during
the experiments (See Appendix E). The program is single threaded. This means all work
was performed using one CPU core. While this is not ideal for real world situations,
introducing concurrency would lead to increased complexity and nondeterminism that
interfere with the resulting measurements.

The benchmark program was designed to output timing results as text files, with each
entry structured in the following format:

[(Socialist millionaire problem time, Yao’s millionaire problem time, total time), ...]
Example: [(56.243417, 28.066546, 84.309963), (56.226857, 28.057925, 84.284782), ...]

This structure corresponds to a Python list of tuples, making integration with the
statistical analysis straightforward. A dedicated Python function was developed to
automate the extraction of the data (See Appendix G). The data from all experiments
using the same parameter set (E1 or E2) were aggregated into a single JSON file. The
JSON file could then be used as input for visualization functions.

4.2.3. Development Environment

The development environment used for the library and experiment code utilized Visual
Studio Code on Windows 11. Compiling the Rust program for running on Linux was
done using a DevContainer based on Ubuntu 24.04. This approach ensured a simple and
repeatable setup, ensuring that each experiment was compiled under identical conditions.
Every program was compiled with the --release flag set to get increased performance
from the optimizations that comes with it. In total two programs were compiled
corresponding to the experiment parameters of E1 and E2 described in section 3.7.1.

4.3. Virtualization with QEMU/KVM

Both the Intel TDX virtual machine and the regular virtual machine used QEMU/KVM
for system emulation. QEMU, in combination with KVM, enables virtual machines to run
efficiently on a host operating system (QEMU, n.d.). The startup configurations were as
similar as possible regarding CPU core count and allocated RAM. The same base cloud
image was used for both configurations. Basic settings such as user account and password
for SSH access were injected using a seed image. The full launch configuration script can
be found in Appendix B. The launch configuration used for the Intel TDX VM can be
found in Appendix C.
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5. Results
5.1. Combined Results

Figures 2 — 4 show the execution time as line plots. Each figure depicts one environment
with both E1 and E2 parameter times. This is to show the difference between the E1 and
E2 parameter sets. The sample mean time in seconds is shown on the y-axis and lattice
dimension on the x-axis. Each environment is presented in a separate plot.

Execution Time Breakdown by Lattice Dimension, E1 and E2 Experiment Set (Native)
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Figure 2: Execution time of both NON-E1 and NON-E? for each lattice dimension.

Execution Time Breakdown by Lattice Dimension, E1 and E2 Experiment Set (TDX)
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Figure 3: Execution time of both TDX-E1 and TDX-E2 for each lattice dimension.
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Execution Time Breakdown by Lattice Dimension, E1 and E2 Experiment Set (VM)
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Figure 4: Execution time of both VM-E1 and VM-E?2 for each lattice dimension.

5.2. Combined Results Across Environments
5.2.1. Parameter Set E1

Figure 5 shows the mean execution time for all environments with the E1 parameters.

Total Execution Time in TDX, VM and Native environments with E1 parameters
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Figure 5: Sample mean execution times experiments with E1 parameters; NON-E1, VM-E1 and TDX-E1.
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The heatmap in Figure 6 shows the sample standard deviation of each experiment. The y-
axis shows the environment, and the x-axis shows what lattice dimension the experiment
utilized. These standard deviations were run with the E1 parameters.

Standard Deviation Heatmap (E1 Parameters)
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Figure 6: Sample standard deviation across all environments.

Figures 7 and 8 show the IQR of the E1 parameter set of lattice dimension 100 and 800,
respectively.

Boxplot of E1 using n=100
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Figure 7: IOR of the E1 parameters with a lattice dimension of 100.
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Boxplot of E1 using n=800
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Figure 8: IQOR of the E1 parameter with a lattice dimension of 100.
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5.2.2. Parameter Set E2

Figure 9 shows the mean execution time for all environments with the E2 parameters.
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Figure 9: Environments sample mean execution times experiments with E2 parameters; NON-E2, VM-E2 and
TDX-E2.

The heatmap in Figure 10 shows the standard deviation of each experiment. The y-axis
shows the environment, and the x-axis shows what lattice dimension the experiment
utilized. These standard deviations were run with the E2 parameters.

Standard Deviation Heatmap (E2 Parameters)
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Figure 10: Heatmap of the standard deviation across all the environments.
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Figures 11 and 12 shows the IQR of the E2 parameter sets of lattice dimension 100 and
800, respectively. Boxplots for all dimensions are in Appendix 1.

Boxplot of E2 using n=100
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Figure 11: IQR of the E2 parameter with a lattice dimension of 100.

Boxplot of E2 using n=800
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Figure 12: IQR of the E2 parameter with a lattice dimension of §00.
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6. Analysis

This chapter discusses the experimental results we obtained from our benchmark, as
described in the previous chapter and aims to analyse them.

6.1. Variability of Execution Times

By the studying the standard deviation, median and the IQR we can observe that TDX
seems to have a higher variability compared to VM, with native execution having the
least variation. This suggests that native gives more stable results with less outliers. The
heatmaps showing all standard deviation measurements from all E1 and E2 results
suggests that it has the least amount of standard deviation.

TDX and VM environments has higher variability, indicating that there are more
overhead impacting the total execution time. At some lattice dimensions the standard
deviation is higher than what would be expected considering the standard deviation from
nearby dimensions, but this could be due to outliers. The E2 experiments further shows
that TDX has higher variability compared to VM, with the same trend also noticeably
with the E1 experiments but weaker.

6.2. Regression Line Fitting
The following table presents the linear equations from the OLS regression analysis of the

E1 experiments for all environments.

Environment Equation R?
Native |y = 0.0930x — 0.3037 0.99

VM| y = 0.0990x — 0.2099 0.99

TDX | y = 0.0983x — 0.1884 0.99

The slope of the VM and TDX regression lines are similar, the intercept of these two
equations is also similar. For all these equations, the R? value is extremely high which
implies that the equations are descriptive of reality.
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Figure 13 shows the sample means of the E1 experiment for all environments, as well as
the resulting line from the regression analysis.
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Figure 13: OLS lines of the environments of the E1 parameter experiments.

The following table presents the linear equations from the OLS regression analysis of the
E2 experiments for all environments.

Environment Equation R?
Native | y = 0.1272x — 0.3518 0.99

VM| y = 0.1360x — 0.5501 0.99

TDX | y = 0.1354x — 0.2923 0.99

The slope of VM and TDX linear equations are close to identical, with VM having a

slightly lower intercept. The R? value is extremely high for E2 as well, again suggesting

the equation is a very good fit.
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Figure 14 shows the sample means of the E2 experiment for all environments, as well as
the resulting line from the regression analysis.
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Figure 14: OLS lines of the environments of the E2 parameter experiments.

6.3. T-test
The plots below show the results of a t-test used to assess whether the performance
difference between TDX and VM is statistically significant.
e A grey cross indicates no significant difference at the 95% confidence level.
e A blue circle indicates that TDX is significantly faster.
e A red square indicates that VM is significantly faster.

The results from the t-test visualized in Figures 15 and 16 suggests that using TDX is
faster in most circumstances when using the E1 parameter set. VM is faster under most
circumstances when using the E2 parameter set. Most of the time the result is statistically
significant enough to refute the null hypothesis. It can also be noted that for both E1 and
E2 atn = 200 and n = 350 the results are not statistically significant. This could be due
to chance, or there is something occurring with the execution time that affects the sample
mean or standard deviation. The standard deviations used for this analysis is visible in

Figures 6 and 12.
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Figure 15: T-test p-values for each lattice dimension conducted with E1 parameter experiments.
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Figure 16. T-test p-values for each lattice dimension conducted with E2 parameter experiments.

6.4. Sample Mean with Security Estimate

Figure 17 describes the security estimate corresponding to the sample mean execution
time of that experiment. This is calculated with the lattice-estimator of (Albrecht et al.,
2015) combined with the results from the experiments. The plot includes all experiments
with the E2 parameter experiments depicted as a lighter colour to easier differentiate them
from their E1 counterparts.

Clear lines can be seen from this scatterplot that closely follows the same pattern as

Figures 5 and 9. The initial data points seem highly irregular before stabilizing after the
estimated security level of A = 60.
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Execution Time vs. Estimated Security (E1 and E2 parameters)
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Figure 17: Sample means for execution rate with their estimated security level.

Figure 18 plots the execution rate in relation to the estimated security level for TDX. The
30
sample mean’

The focus of Figure 18 is that TDX since native and VM closely resembles TDX and
would be redundant to add when analysing the rate of execution.

rate was calculated with the number of runs divided with the sample mean

We can also tell from Figure 18 that the reduction in execution rate is high up to
approximately A = 60. After this point the rate stabilizes and there is less of a trade-off
required in execution rate compared to security level. At approximately A = 110 the
trade-off becomes negligible. This is due to the higher total time, making the relative cost
increment less than with a lower total time.
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Figure 18: Execution rate vs the estimated security level of TDX.

Figure 19 shows the calculated Pareto front when trying to maximize the objectives being
execution rate and security level. Each point on the Pareto front is guaranteed to be the
most optimal solution considering the objectives: no other point will have both objectives
being more optimal. The circular marks are on the Pareto front, and the colour signifies
which parameter set was used. Most of the points from E1 parameter set are on the Pareto
front, except for 3 points between A-values between 120 and 140.
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7. Discussion

In this chapter, we discuss the analysis of the results from the previous chapter.

7.1. Performance Overhead and Variability with Intel TDX

Our analysis suggests that Intel TDX introduces some overhead compared to native
execution, and that a comparable VM also introduces a similar overhead. This overhead
impacts the execution time as measured in this study. We expected a clearer difference in
execution time between TDX and VM, but as the analysis shows, using TDX is not
always significantly slower. It does however introduce more variability than a virtual
machine. The reasons for this lack of clear difference in results could be due to flaws in
the methodology. The experiment design might not be able to single out the variables in

such a way that it removes enough random variables for a clear result.

This is somewhat consistent with the results by Sunde Singh, (2020), where he found that
using the TEE Intel SGX was faster compared to not using it. The process-based TEE of
Intel SGX is not directly comparable with the VM-based Intel TDX. However, it suggests
that it is reasonable for a TEE to be faster than a comparable non-TEE environment under
some circumstances. This could be due to optimizations.

The regression analysis of E1 supports this, TDX seems to be performing better most of
the time, if only slightly. This would refute the hypothesis originally stated in the
methodology chapter:

The execution time will be slower within Intel TDX compared to a

regular virtual machine.

7.2. Nonlinearity when n > 650

As the results show, the relationship between execution time and lattice dimension is
clearly linear up to n = 650, after which the behaviour becomes irregular. The execution
time unexpectedly decreases as the lattice dimension approaches n = 750, before
increasing again. This can be seen in Figures 5 and 8, for both E1 and E2 experiments.
We do not know why it suddenly performs faster with higher dimension. This could be
due to the inner workings of the TFHE-rs library or due to how the parameters work
together as the lattice dimension increases above a certain threshold. Due to the
irregularities, we decided to perform the linear regression between n = 100 and n =
650 instead of n = 100 and n = 800.
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7.3. Linear Model

The reason for an extremely high R? value when using OLS can be a small sample size,
but in our case the sample size is 30 which should be sufficiently large for a stable result.
The scatterplot in Figure 13 follows the line diagrams in Figures 11 and 12 very closely.
This means that lattice dimension and execution time are closely related to each other and
can be accurately predicted with the proposed equations.

7.4. Estimated Security Level vs Execution Rate Trade-offs

Considering the execution rate and the stability of the results, after A = 60 the execution
rate starts to flatten out. This is considered a very low security level and would not be
fitting for most applications, since it is below A = 80 which is not considered safe
anymore (Barker, 2020).

Security level A = 110 is seemingly a point after which the execution rate does not
noticeably increase, a higher A value do not result in a significant trade-off after this
point. This is interesting considering the security level of A = 110 is approaching A =
128 which is safe until 2090 (Brenna et al., 2022). That would mean that if A = 110 is
feasible to use in an application, the jump to be considered safe is not significant.

The reason for the lower trade-off at higher security levels come from the relatively
minor increase in execution time. When the execution time already is at 70+ seconds, an
additional 5 seconds for additional security is less noticeable compared to if the execution
time is at 15 seconds for lower security. Adding 5 seconds for an equal security

enhancement increases time by 30%, making it more noticeable.

We found the difference in execution time between low security and high security to be
substantial. The quickest sample means observed, and the slowest sample means
observed differ by approximately 80 seconds. This indicates a significant trade-off when
selecting higher security parameters in TFHE-rs.

The significant difference between E1 and E2 was the size of the key switching and
bootstrapping keys standard deviation in TFHE-rs. E1 has the larger standard deviation
values compared to E2. The Pareto front would indicate that a higher standard deviation
corresponds to higher security and execution rate. While other parameters also differ
between the E1 and E2 sets, the standard deviation variables differ the most. We
hypothesize that they are the primary contributors to the difference in the performance.

7.5. Generalizability
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The results are not directly generalizable to cloud environments with more complex
orchestration with multiple tenants and potentially noisy neighbours. However, it is
useful in providing a lower bound overhead estimation. The results are also applicable to
scenarios where the hardware is owned and a TEE might be considered for further
security enhancements, despite not being strictly necessary.

We used Intel Xeon 5" generation CPU, while Intel used 4™ generation Xeon for their
performance claims. This could mean that some performance enhancements are present in
their newer models and might be the reason as to why TDX are close to VM performance,
or even faster. The results can help inform decisions about the balancing of performance
vs security when considering either running FHE workloads in regular virtual machines
vs TDX. The enhanced security benefits of TDX can unfortunately not be quantified with

our experiments in the same way lattice dimension can concretely be estimated.

7.6. Ethical Considerations

Due to the nature of the study’s methodology, experimenting with execution times and
evaluating security estimates, few ethical considerations have been necessary. The
considerations that have been made relate to the source code of TFHE-rs by Sunde Singh
(2020) and the lattice estimator by (Albrecht et al., 2015). TFHE-rs is licensed under the
Apache 2.0 license and the lattice estimator is licensed under the LGPLv3+ license.
These considerations have been made to ensure we do not violate any license related

laws.

7.7. Critical Reflection

An alternative approach to our experiments would be reducing the number of lattice
dimensions evaluated and instead use the time to get more observations for each
experiment, instead of the selected 30 runs. Even though 30 runs were sufficient to get a
stable linear relationship, the impact of outliers could have been smaller. This is an
important consideration when performing experiments in an environment where many
different variables impact the results, such as a server with other processes running. The
setup of the virtual machine can also be criticized, since it is difficult to get a setup
identical to the TDX setup, just without the TDX part. We tried to make it as close as
possible but are aware that there are other factors that also could have impacted the
results. This is especially relevant since we did not see one environment being
consistently different from the other.

Another viable strategy for finding out what impact Intel TDX has could be a more
qualitative approach in the form of a case study. This could involve finding the perceived
performance by a user of a system and then adding Intel TDX. While this could measure
how users perceive a system, it would be subjective and would also require a userbase
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and an actual program. Another factor is that the differences can be small and not be
possible for a user to identify.
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8. Conclusions

In this chapter, we provide answers to the research questions and discuss possible future

research areas.
Research Question 1 (RQ1):

How does running a Fully Homomorphic Encryption (FHE) benchmark program
within Intel’s Trust Domain Extension (TDX) affect execution time as the Learning

With Errors (LWE) lattice dimension parameter is varied?

When running an FHE benchmark within Intel TDX, a performance overhead of
approximately 5—6% is introduced compared to native execution. A similar overhead is
observed in a regular VM, meaning the slowdown cannot be attributed to TDX alone.
Interestingly, TDX consistently performs slightly better than the VM in some
experiments, contradicting our initial hypothesis that TDX would be slower.

The linear model describing the relationship between lattice dimension and execution
time shows an R? value of 0.99. This indicates a great fit and confirms that execution
time is highly predictable within the tested lattice dimension range of 100 — 650.

Research Question 2 (RQ2):

What trade-offs must be made when prioritizing between security level and

execution rate when running a FHE workload within Intel TDX?

When running FHE workloads within Intel TDX, lower security levels such as A = 60
offer fast execution but may be too weak for most applications. For security levels higher
than A = 110, execution rate is rather constant. Since A = 128 is considered secure until
2090, moving from A = 110 to A = 128 offers a strong security gain with only a
negligible performance degradation in terms of execution rate.

Higher standard deviation values correspond to higher performance and execution rates.
However, there are few cases where a higher standard deviation performs worse than a

parameter set with a lower standard deviation.

8.1. Future Research

Intel TDX, and VM-based TEEs are a recent technology, necessitating more research to
understand the possible use of FHE and TEE. Our results have showed some interesting
patterns that can be investigated further. It can be studied more in depth how the
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execution rate changes above a lattice dimension of n = 800, since higher security levels
will be needed in the future.

An investigation into why the execution time drops consistently when lattice dimensions
reach n = 750 would be interesting. Is it because of limitations in the TFHE-rs library?
Or is there something else that happens with the underlying software or hardware that can
compute it more efficiently?

It would be interesting to study how other FHE schemes like behave under similar
conditions. And how the trade-off in security level and execution rate compares to the
results found in this work. This could provide a deeper understanding of FHE schemes
and would prompt a more in-depth discussion surrounding the differences between these
schemes.

This study has focused on only one implementation of TEE, Intel TDX. The TEE AMD
SEV could be studied as it behaves when running an FHE workload. Since AMD SEV
has been around for longer, it might be more optimized and therefore better.
Alternatively, it might be slower due to older technology. It is also of interest since
Schliiter et al. (2024) mentions the deployment cost of AMD SEV to be cheaper than
Intel TDX. It would be useful information to understand the trade-offs considering the
performance overhead compared to the deployment costs. Understanding how to weigh
the deployment cost against acceptable performance can be useful for use cases targeting
a low cost.

More factors such as memory usage could be investigated. This study was limited in
scope and only measured the execution time as it depends on a select few independent
variables. When benchmarking computer programs, memory usage can be an interesting
way to gain insights into the performance of a program. This could result in findings
about how to optimize environments specifically for FHE usage. Comparing the memory
usage of different FHE schemes could also provide helpful insights.
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Appendices

Appendix A: Ubuntu Image URLs

Operating Systems for virtual machines:
https://cloud-images.ubuntu.com/releases/noble/release/ubuntu-24.04-server-cloudimg-amd64.img

URL to exact release used:
https://cloud-images.ubuntu.com/releases/releases/24.04/release-20250403/ubuntu-24.04-server-

cloudimg-amd64.img

Appendix B: VM Initiation

#!/bin/bash
CLOUD_IMG="ubuntu-24.04-server-cloudimg-amd64.img"
SEED_IMG="seed.img"

VM_NAME="regular-vm"

PID FILE="/tmp/${VM_NAME}.pid"

SSH_PORT=2222

gemu-system-x86_64 \
-accel kvm \
-m 16G \
-smp 8 \
-name ${VM_NAME},process=${VM_NAME}, debug-threads=on \
-cpu host \
-machine g35,kernel_irqchip=split,hpet=off \
-nographic -daemonize \
-nodefaults \
-device virtio-net-pci,netdev=nic@_reg \
-netdev user,id=nic@_reg,hostfwd=tcp::${SSH_PORT}-:22 \
-drive file=${CLOUD_IMG},if=none,id=virtio-diske \
-device virtio-blk-pci,drive=virtio-diske \
-drive file=${SEED IMG}, format=raw,if=virtio \
-pidfile ${PID FILE}


https://cloud-images.ubuntu.com/releases/noble/release/ubuntu-24.04-server-cloudimg-amd64.img
https://cloud-images.ubuntu.com/releases/releases/24.04/release-20250403/ubuntu-24.04-server-cloudimg-amd64.img
https://cloud-images.ubuntu.com/releases/releases/24.04/release-20250403/ubuntu-24.04-server-cloudimg-amd64.img

Appendix C: TDX Initiation

gemu-system-x86_64 -D $LOGFILE \

-accel kvm \

-m 16G -smp 8 \

-name
${PROCESS_NAME}, process=${PROCESS_NAME}, debug-threads=on \

-cpu host \

-object '{"qom-type":"tdx-
guest","id":"tdx", "quote-generation-socket":{"type": "vsock",
"cid":"2","port":"4050"}}"' \

-machine g35,kernel_irqchip=split,confidential-
guest-support=tdx,hpet=off \

-bios ${TDVF_FIRMWARE} \

-nographic -daemonize \

-nodefaults \

-device virtio-net-pci,netdev=nic@ _td -netdev
user,id=nic@_td,hostfwd=tcp::${SSH PORT}-:22 \

-drive file=${TD_IMG},if=none,id=virtio-disko \

-device virtio-blk-pci,drive=virtio-diske \

${QUOTE_VSOCK_ARGS} \

-pidfile /tmp/tdx-demo-td-pid.pid

Appendix D: Temperature Logging Script

#!/usr/bin/env bash
LOG_FILE="cpu_temp.log"

while true; do
echo "$(date) - CPU Temperature:" >> "$LOG_FILE"
cat "/sys/class/thermal/thermal_zone@/temp" >> "$LOG_FILE"
echo "---------mi - " >> "$LOG_FILE"
sleep 300 # 5 minutes
done

Appendix E: Modified Benchmarking Program

use std::array;
use std::env;
use std::fs::File;



std::io::Write;

std::time::{Instant, SystemTime, UNIX_ EPOCH};
tfhe::circuits::{compare, eq, to_bits};

tfhe::{Parameters, SecuritylLevel, decrypt, encrypt, generate_keys};

use
use
use
use

fn encode(x: u32) -> Vec<bool> {
x.to_be_bytes()

Jiter()
.map(|byte| to_bits(*byte).to_vec())
.flatten()
.collect()
}
fn main() {
let args: Vec<String> = env::args().collect();
if args.len() != 3 {
eprintln!("Usage: {} <savefile> <trials>", args[0]);
return;
}
let mut savefile = args[1].clone();
if lsavefile.ends_with('/"') {
savefile.push('/"');
}
let trials: usize = args[2].parse().expect("Invalid number of
trials");

let params_array = [

Parameters::with(SecuritylLevel::Bit_n_100),
Parameters::with(SecuritylLevel::Bit_n_1590),
Parameters::with(SecuritylLevel::Bit_n_200),
Parameters::with(SecuritylLevel::Bit_n_250),
Parameters::with(Securitylevel::Bit_n_300),
Parameters::with(SecuritylLevel::Bit n_3590),
Parameters::with(SecuritylLevel::Bit_n_400),
Parameters::with(SecuritylLevel::Bit_n_450),
Parameters::with(SecurityLevel::Bit n_500),
Parameters::with(SecuritylLevel::Bit _n 550),
Parameters::with(SecuritylLevel::Bit_n_600),
Parameters::with(SecuritylLevel::Bit_n_650),
Parameters::with(SecuritylLevel::Bit n_700),



Parameters::with(SecuritylLevel::Bit_n_750),
Parameters::with(SecuritylLevel::Bit _n_800),

15

for params in &params_array {
let (secret_key, cloud_key) = generate_keys(&params);

const A: u32
const B: u32

123_456_789;
987_654_321;

let a_bits
let b_bits

encode(A);
encode(B);

let encrypted_a: Vec< > = a_bits
.into_iter()
.map(|bit| encrypt(bit, &secret_key))
.collect();

let encrypted_b: Vec<_> = b_bits
.into_iter()
.map(|bit| encrypt(bit, &secret_key))
.collect();

let mut elapsed_times = vec![];
for run in 0..trials {
println!(
"Starting run {} of {} ({:.2} %)",
run,
trials,
(run as f64 / trials as f64) * 100 f64
)
println!("Starting compare circuit A <= B.");
let start = Instant::now();
println! ("Starting timer now");
let encrypted_comparison = compare(&encrypted a[..],
&encrypted b[..], &cloud key);
println! ("Encrypted comparison");
let elapsed_comparison = start.elapsed();
println!(
"Time spent in comparison circuit {} us. Starting equality
circuit A = B.",
elapsed_comparison.as_micros()

)5



let start = Instant::now();
let encrypted_equal = eq(&encrypted a[..], &encrypted b[..],
&cloud _key);
let elapsed_equality = start.elapsed();
println!(
"Time spent in eq circuit {} ps",
elapsed _equality.as micros()
)
elapsed_times.push((
elapsed_comparison.as_micros() as f64 / 1_000_000.0,
elapsed_equality.as_micros() as f64 / 1_000 _000.0,
(elapsed_comparison + elapsed _equality).as micros() as f64
/ 1 000 000.0,

))s

let comparison = decrypt(&encrypted_comparison, &secret_key);
let equal = decrypt(&encrypted equal, &secret_key);
if equal {
println!("A and B are equall");
} else if comparison {
println!("A is less than B!");
} else {
println! ("B is greater than A");

}
println!(

"Completed run ({:.2} %)",

((run + 1) as f64 / trials as f64) * 100_f64
)

let average_comparison: f64 =
elapsed_times.iter().map(|x| x.@ as f64).sum::<f64>() /
(elapsed_times.len() as f64);
let average equality: f64 =
elapsed_times.iter().map(|x| x.1 as f64).sum::<f64>() /
(elapsed_times.len() as f64);
let average: f64 =
elapsed_times.iter().map(|x| x.2 as f64).sum::<f64>() /
(elapsed_times.len() as f64);

println!(



"Completed {} runs with bit security {}, average values are:

trials, params.params_desc
)
println! ("{},{},{}", average_comparison, average equality,
average);
println! ("All values: {:?}", elapsed_times);

let start = SystemTime::now();

let since_the_epoch = start
.duration_since(UNIX_EPOCH)
.expect("Time went backwards");

let datetime = since_the_epoch.as_secs();

let filename

format! ("{}{}{}.txt", savefile, datetime,
params.params_desc);

let mut file
file");
writeln!(file, "Completed {} runs, average values are:", trials)
.expect("Unable to write to file");
writeln!(
file,
AR

average comparison, average equality, average

File::create(&filename).expect("Unable to create

)

.expect("Unable to write to file");
writeln!(file, "{:?}", elapsed times).expect("Unable to write to
file");

println! ("Results written to {}", filename);

Appendix F: Original Benchmarking Program

use std::time::Instant;
use tfhe::circuits::{as_bits, compare, eq};
use tfhe::{decrypt, encrypt, generate_keys, Parameters, SecuritylLevel};

/// Encodes a value as a vector of booleans, for easy use.
fn encode(x: u32) -> Vec<bool> {
x.to_be_bytes()
Jiter()



// We cannot just write "~ .map(as_bits)® here because of
// https://github.com/rust-lang/rust/issues/25725

// which is less pretty.

.map( |byte| as_bits(*byte).to _vec())

.flatten()
.collect()
}
fn main() {
let params = Parameters::with(SecuritylLevel::Bit128);
let (secret_key, cloud_key) = generate_keys(&params);
// Their actual wealth is irrelevant.
// The only thing that matters is the number of bits required to
encode
// their wealth. This is because the number of bits greatly affect the
// performance of the computation.
// As such we use 32-bit unsigned integers, which puts stress on our
system
// and should be able to accurately represent the wealth of a
millionaire

// down to the nearest integer, in some monetary unit, e.g. USD.
const A: u32 = 123 456_789;
const B: u32 987 _654 321;

// Encode each of the wealths into a vector of boolean values
let a_bits = encode(A);
let b_bits = encode(B);

// Encrypt each element of the vectors individually and collect them
// to a vector of ciphertexts. Up until and including this part
// 1is performed by a trusted party.
let encrypted_a: Vec<_ > = a_bits

.into_iter()

.map(|bit| encrypt(bit, &secret_key))

.collect();
let encrypted b: Vec< > = b_bits

.into_iter()

.map(|bit| encrypt(bit, &secret_key))

.collect();

// The computations performed from here are performed on a third-party



// using SGX.

// Only timing this part as it is the only part required to run within

SGX.
// Encryption, decryption and result assertions are part of the user
// domain.
let mut elapsed times = vec![];

let
for

trials = 25;
run in 0..trials {
println!(
“Starting run {} of {} ({:.2} %)",
run,
trials,
(run as fe64 / trials as f64) * 100 fe64
)
println! ("Starting compare circuit A <= B.");
let start = Instant::now();
let encrypted_comparison = compare(&encrypted_al..],

&encrypted_b[..], &cloud_key);

circuit A = B.",

let elapsed_comparison = start.elapsed();
println!(
"Time spent in comparison circuit {} ps. Starting equality

elapsed_comparison.as_micros()
)s
let start = Instant::now();
let encrypted equal = eq(&encrypted a[..], &encrypted b[..],

&cloud key);

trusted

let elapsed_equality = start.elapsed();
println!(
"Time spent in eq circuit {} ps",
elapsed_equality.as_micros()
)s
elapsed_times.push((
elapsed_comparison.as micros(),
elapsed _equality.as _micros(),
(elapsed_comparison + elapsed_equality).as_micros(),

))s

// From here on out, we are decrypting and checking the results

on



// parties.
let comparison = decrypt(&encrypted_comparison, &secret_key);
let equal = decrypt(&encrypted_equal, &secret_key);
if equal {
println!("A and B are equall!");
} else if comparison {
println!("A is less than B!");
} else {
println! ("B is greater than A");

}
println!(

“"Completed run ({:.2} %)",

((run + 1) as f64 / trials as f64) * 100 f64
)

let average comparison: f64 =
elapsed_times.iter().map(|x| x.0 as f64).sum::<f64>() /
(elapsed_times.len() as f64);
let average_equality: f64 =
elapsed_times.iter().map(|x| x.1 as f64).sum::<f64>() /
(elapsed_times.len() as f64);
let average: f64 =
elapsed_times.iter().map(|x| x.2 as f64).sum::<f64>() /
(elapsed_times.len() as f64);

println!("Completed {} runs, average values are:", trials);
println! ("{},{},{}", average comparison, average equality, average);
println! ("All values: {:?}", elapsed_times);

Appendix G: GetData method

import os
import re

def getData(dir_path, filename_pattern):
average = {}
for file in os.listdir(dir_path):
match = filename_pattern.search(file)



if match:
testname = match.group(l)
file path = os.path.join(dir_path, file)

with open(file_path, 'r') as f:
lines = f.readlines()
if len(lines) > 1:
average[testname] = lines[1].strip()
return average

Appendix H: JSON structure with example data

{
"native": {
"100": [5.21, 5.25, 5.24, 5.20, 5.20],
"150": [9.17, 9.16, 9.16, 9.15, 9.17],

"750": [12.11, 12.15, 12.14, 12.20, 12.15],
"800": [14.17, 14.16, 14.16, 14.15, 14.17],

s

"vm": {
"100": [6.01, 6.03, 6.00, 6.05, 6.02],
"150": [10.12, 10.10, 10.14, 10.15, 10.13],
"750": [13.21, 13.25, 13.24, 13.20, 13.20],
"goo": [15.17, 15.16, 15.16, 15.15, 15.17],

s

"tdx": {
"100": [8.45, 8.47, 8.44, 8.48, 8.46],
"150": [13.27, 13.30, 13.28, 13.25, 13.29],
"750": [13.21, 13.25, 13.24, 13.20, 13.20],
"goo": [15.17, 15.16, 15.16, 15.15, 15.17],

}



Appendix |: Boxplots
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