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Abstract

Through the growing trend of online courses and digital learning tools, quantitative educational 
research is steadily evolving. The field of learning analytics, as it is called, is especially suitable 
for computer science education, as many programming environments are capable of logging 
fine-grained user data. Learning to program is often considered a difficult task, but those who 
persevere through the challenge may serve as a guiding light in improving computer science 
education. As such, the goal of this thesis is to identify those who have improved the most in an 
introductory programming course using learning analytics. For this, two methods were explored: 
analysing programming behaviour using error quotient, a previously established metric within 
learning analytics in computer science education, and analysing the residuals of a machine 
learning model trained on accumulative student activity throughout different periods of the 
course. Both methods showed clear distinction of students, and both provided different sets of 
students who stood out from the rest in their progression. However, further analysis and 
interviews with the teacher and students themselves are necessary to confirm the validity of the 
results.
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1 Introduction

The recent decades has seen an increase in the use of digital learning tools in edu-
cational environments, virtual simulations, integrated development environments
(IDE), learning management systems (LMS), and more. As a consequence, mas-
sive amounts of data are generated by students during learning which is collected
using logging software built into these tools. Data that can be used to generate
information, which in turn can help guide teachers, institutions and students in
making decisions related to learning, teaching, and administration[1]. The use
of data analysis to leverage traditional educational research is known as learning
analytics, and a subfield where this can be applied naturally is computer science
education (CSEd), because of the tools normally involved in programming — such
as IDEs — being capable of logging user data.
Learning to program is often considered a difficult task; understandably, a reoc-
curring aim of learning analytics in CSEd has been to identify struggling students
in introductory programming courses, as well as to predict student performance[1,
2, 3, 4, 5]. The goal of such research is to provide insight into student needs and
targeted teaching to those at the ends of the learner spectrum[6, p.42]. Not all stu-
dents struggle throughout their entire introductory programming course, however.
And while some might stay ahead the entire course, attributed to their previous
experience or natural talent, there ought to be those who make the transition be-
tween struggle and understanding. This may be considered the most interesting
case, as it serves as an indicator of the effectiveness of the various teaching methods
employed. Furthermore, it can help educators assess what approaches are working
well and where adjustments may be needed. This leads to the main question of
this thesis: Using various learning analytics, how can we identify the students who
have improved the most?

The remainder of this thesis is broken up into the following chapters: Related
work is presented in chapter 2, serving as continuation of the introduction to the
field of learning analytics. Chapter 3 further provides a theoretical background
for this thesis. Chapter 4 describes the context of the data used for this study,
and methods for analysis. In this thesis we explore two metrics of performance in
CSEd and how they can be used show improvement: Error Quotient — Jadud’s
measure of student performance based on error patterns [2] — and the modelling
and prediction of students performance relative to their peers. Chapter 5 presents
the results of the analyses, which is then discussed in Chapter 6. Lastly, chapter
7 concludes the report.
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2 Related Work

The field of learning analytics in computer science education has long studied dif-
ferent ways to measure and predict student performance in programming courses.
Identifying metrics with strong correlation to student performance directly relates
to identifying those who have improved the most, as these should ideally reflect
the more drastic changes to student performance. Studies on predicting perfor-
mance is also of interest as we will be looking to the predictions made by machine
learning models, and how they relate to the actual values, for a measure of student
performance.

2.1 Time-on-task for predicting student performance

The paper ”Time-on-Task Metrics for Predicting Performance” by Juho Leinonen,
Francisco Enrique Vicente Castro, and Arto Hellas explores the relationship be-
tween two metrics of time-on-task—coarse-grained and fine-grained—and student
performance in an introductory programming course[5].

The course required no previous experience, lasted 7 weeks and utilised a many-
small-exercises approach, for a total of 147 exercises. Coarse-grained time-on-task
was defined as the time elapsed between the first keystroke and the first submission
of the exercise. Fine-grained time-on-task was defined as the sum of latencies
between keystrokes until the first submission of the exercise with all breaks of ten
minutes and longer removed.

Correlation was calculated separately for individual weeks of the course and
over the whole course. The predictive power of each metric on three different
machine learning models was measured: Random forest, logistic regression, and
majority classifier as a baseline. The features used as predictors were exercise-
specific times-on-task with min-max normalisation, for a total of 147 features.
The variable being predicted was a binary value representing whether half the
points of the final exam, which was a requirement to pass, were achieved. A
nested cross-validation method was applied, with the inner loop splitting the data
into k folds for tuning hyperparameters, separate from the outer loop’s k-fold
split. The hyperparameter tuning optimised accuracy, and used grid-search. The
number of features were greater than the number of students or predictions, so
the twelve best features were selected using the SelectKBest feature selection from
scikit-learn with chi-squared scoring.

Comparing the Pearson correlation coefficients between the weekly metrics
showed a statistically significant (p-value = 1.6e−26) but weak (r = 0.35) correla-
tion between fine-grained time-on-task and weekly exercise points, but no statisti-
cally significant correlation for coarse-grained time-on-task. Additionally, coarse-
grained and fine-grained time-on-task were only weakly correlated, suggesting that
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they measure different things. For the prediction task, models trained on coarse-
grained time-on-task performed worse than those trained on fine-grained time-on-
task, with the logistic regression being on par with the baseline majority vote
accuracy. The models trained on fine-grained data saw an accuracy of 0.93 and
0.91 (random forest and logistic regression respectively) compared to the base-
line accuracy of 0.78 for the majority vote classifier. This improvement over the
coarse-grained time-on-task suggests that a fine-grained time-on-task is preferable
for predicting student performance. The authors also highlight the problem of
using time-on-task as an umbrella term when comparing with different studies,
and suggests that their fine-grained time-on-task metric should be referred to as
”time-in-IDE” and coarse-grained time-on-task as ”work-span”.

2.2 Comparing different error measures

In a study titled ”Comparison of Three Programming Error Measures for Explain-
ing Variability in CS1 Grades”, Valdemar Švábenskỳ et al. evaluate the effective-
ness of three different programming error measures — Error Count, Jadud’s Error
Quotient, and Repeated Error Density — in predicting student performance in
an introductory Java course [7]. 280 students completed 8 homework assignments
(though only 6 could be used for the study), accounting for 60% of their grade,
and 2 exams accounting for 22% (the remaining 18% based on attendance, code
reviews, and online quizzes not studied in this paper). A snapshot was taken of the
student code after each 10 minute period of inactivity following a coding session.
Each snapshot was compiled to identify compiler errors and then run against a
suite of unit tests to identify runtime errors. The three error measures were then
calculated based on the results. Because EQ and RED were originally only con-
sidered for compiler errors, each measure was split in two: one for just compiler
errors and one for both runtime errors and compiler errors. The study’s findings
suggest that Jadud’s Error Quotient is the most effective metric in explaining
the variability in exam grades, especially when combined with both compiler and
runtime errors. Compiler errors were shown to be significant predictors of grades
in an initial exam focused on basic programming, whereas runtime errors gained
predictive importance in a subsequent exam covering more complex topics.

3 Learning Analytics

Learning analytics is a broad field which stems from educational research and data
analysis. It may be defined as the measurement, collection, and analysis of data
from students and their context, for purposes of understanding and optimising
learning and the environments in which it occurs[8]. When it comes to contempo-
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rary online environments, everything from time and search queries to key presses
can be tracked, and this extends to online learning. To quantify and model stu-
dent behaviour in educational environments based on such data, some metrics have
been developed, two of which will be discussed below.

3.1 Error quotient (EQ)

Error quotient is a common metric in learning analytics in CSEd used to describe
a student’s programming session, based on repeat errors[6]. EQ was introduced
in 2006 by Matthew C. Jadud who found a tendency among weaker performing
students in an object-first Java course to struggle with syntax errors, generating
sequences of compilations (of Java code) with the same lines being edited and
multiple errors being reported in the same part of the code[2]. The EQ scoring
algorithm was developed based on this insight, and is as follows[2]:
Given a session of n compilation events e1, ..., en pertaining to an individual stu-
dent:

Collate Order the events into consecutive pairs, e.g. (e1, e2), (e2, e3), ..., (en−1, en).

Calculate Score each pair according to the algorithm in Figure 1.

Normalise Divide the score assigned to each pair by 11 (the maximum value
possible for each pair).

Average Sum the scores and divide by the number of pairs. This average is taken
as the error quotient (EQ) for the session

This algorithm yields a number (0 −→ 1) which characterises how much a student
struggles with syntax errors while programming. At the extremes, a session scoring
a perfect EQ of 0.0 means that a student always managed to fix any errors before
the next compilation; it does not mean, however, that the student avoided errors
altogether — though it is possible. An EQ of 1.0, on the other hand, would imply
that every single compilation during that session resulted in an error of the same
type. Note, that the algorithm presented here is not the complete algorithm as
presented in Jadud’s original thesis[9]. It featured, in addition to the penalties seen
in Figure 1, penalties for repeated edit and error locations. There were two reasons
for leaving these penalties out. Firstly; in his thesis, Jadud found — through a
coarse parameter space search — that removing these penalties provided better
spread of student EQ, making it easier to differentiate between individuals in his
dataset. Secondly, the dataset used for our study did not feature the information
needed to determine these penalties.
When using EQ as a metric of student performance there are some things to take
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Figure 1: The Error Quotient (EQ) algorithm

into consideration, such as some special cases; for example, some students tend
to rerun their program multiple times without editing when it does not work —
forcing multiple errors at the same location and driving up EQ — for no apparent
reason. Ideally, students will see an decrease in EQ over time as they improve,
especially as they get better at debugging their code which should result in less
repeat errors.

3.2 Time-on-task

Time-on-task is the time spent actively engaged in a task, instead of the overall
time including breaks and unrelated work, and is considered as one of the most
important contributors to student learning and achievement[10]. Time-on-task
has been frequently studied in education research since before modern learning
management systems and analytics but the challenge of accurately measuring
and estimating time-on-task remains. Aside from log data commonly available
in contemporary learning tools, time-on-task has been measured through student
self-reports, (periodical) observations, and video recordings and eye movement
data[10, 5]. Depending on the granularity of the log data available it may be
difficult to finely calculate time-on-task, so an estimate can made using a cut-off
for breaks. Due to the varying tools used for data collection, there is no agreed-
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upon method of computing time-on-task. Instead, it is up to the researchers to be
transparent about how time-on-task is computed for their context.

4 Methodology

This section describes the context and ethicality of the studied dataset, the data-
preprocessing steps taken, how a Random-forest regressor and Linear regression
model were trained and their predictions analysed, and finally how EQ was calcu-
lated and analysed.

4.1 Context and data

Data was gathered from a introductory programming course (CS1) at a upper sec-
ondary school in Sweden. The course uses the Carnegie Mellon University (CMU)
CS academy curriculum[11], which teaches introductory programming concepts
along with implementation of basic graphical user interfaces in Python. The stu-
dents use an online learning platform, providing relevant reading material and
a built-in IDE for writing and testing code. Additionally, the online learning
platform collects data about each student’s programming sessions; each error (in-
cluding the type of error), file edit, program run, grading result, and more, is
logged and timestamped. Students can run the entire program, interpreted seg-
ments in a console, or run an auto-grader which provides feedback if the solution
is right or wrong. The course is divided into units, each with a few learning goals
(see Table 1), consisting of a multitude of exercises. For each exercise completed
the student is rewarded 1 to 3 point, depending on its difficulty. Each unit also
contains optional creative tasks worth 30 points; however, the data used in this
study lacked information to determine the completion of such exercises, and their
rewards were thus not counted. The students are expected to work in class for
about an hour, two times per week, with breaks during holidays. The course runs
for the entire school year, and the recommended pace is to do units 1 through 7
the first semester, and 8 through 12 the second semester. The data used for this
study was gathered before the end of the course, however, and spans only from
2023-08-28 until 2024-03-07.

4.1.1 Ethics

The data used for this study comes from the 130 students in the course who
consented for their data to be anonymised and used for research. The rest — if
any — were discarded. This anonymisation was performed by the upper-secondary
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Unit Description
1 Intro to python graphics
2 Functions, mouse events, shapes
3 if/else, mouse motion
4 else if, key press, methods
5 Compound and nested conditionals
6 Basic animation
7 Local variables & for loops
8 Math, random values, nested loops
9 Types, strings, while loops
10 Lists and return values
11 2D lists, games
12 Final project

Table 1: Short description of each unit

school, and in accordance with Swedish law and university regulations [12]. The
results from this paper will not — and have not — affected the students’ grades.

4.2 Data preparation

The dataset, featuring all events of all 130 students for the specified time period,
had to be cleaned and prepared for analysis. The data, stored in the comma
separated values (csv) format, was loaded from the csv file and processed as a
dataframe of the Pandas library in Python[13]. To start, all students with no
exercises completed were removed, leaving 127 students. Events pertaining to
exercises, as opposed to other sections of the learning platform such as notes
or settings, featured an exercise identifier, with no telling of the actual exercise
name or unit. Therefore, an additional dataset (provided by CMU) containing
a mapping of exercise identifiers to additional exercise information was merged
with the initial dataset on the available exercise identifiers. Any additional data
preparation, cleaning, or feature engineering are done separately for different parts
of the analysis and will be described below, as necessary.

4.2.1 Calculating EQ

Python, used for the entirety of the course, is an interpreted language; all errors
are reported at runtime, and while there is a just-in-time compiler, it can only
pick up on syntactical errors. It is difficult to assess whether an error reported at
runtime in Python would have been caught at compile-time by the Java compiler,
the language used in Jadud’s initial study on EQ. Thus, we make the decision
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to include all error types when calculating EQ, an approach previously taken by
other studies featuring EQ in a Python context[6, 4].

Additional data processing to the steps mentioned in 4.2 were necessary for the
calculation of EQ. Firstly, the data was filtered to only include run and error
events. For this study, only the work done on named exercises were of interest;
any supplementary work were discarded. All error events were paired with the
preceding run event. If the run event was not related to a specific exercise, it and
the following error were removed. In some cases, students could repeatedly log the
same runtime error, without having to rerun their code, as a product of Python
being an interpreted language. These were also removed, counting just the first
error as the result of the preceding run event. Next, all errors were once again
paired with the preceding run event; the run event removed, leaving just the error
in its stead. The remaining events, comprised of just successful and unsuccessful
runs (i.e all compilation events, for the purpose of EQ), were then grouped by
unit and ordered into consecutive pairs. These pairs were then scored according
to the steps described in 3.1. Penalties were removed for events between different
sessions, defined as being more than 30 minutes apart. The result is an average
error quotient for all the student’s sessions in that unit, but for brevity it will
simply be called the error quotient.

The error quotients were analysed using Python with various libraries (matplotlib,
seaborn, numpy). To start, an average of each unit ( (excluding students without
an EQ for that unit) was calculated using pandas.DataFrame.mean. The error
quotients were then centred (by subtracting the average) to account for varying
difficulties between units. A line was then fitted, using least squares linear fit from
numpy.polyfit, to the centred error quotients in order to find the degree of which
each student improved.

4.2.2 Calculating Time-on-task

Time-on-task For this study, we define time-on-task as the accumulation of all
active minutes, meaning every minute where an event — excluding those deemed
irrelevant to the task at hand — is registered counts towards the total time. This
is similar to the fine-grained time-on-task defined in related works[10, 5], in that
we account for breaks during work. The break-threshold of one minute could be
seen as a reasonable cutoff for the precision available.
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4.3 Model training and prediction

For machine learning tasks, scikit-learn was used due to familiarity with the tool.
The Python libraries Matplotlib and Seaborn were used to graph the results. To
begin, the entire dataset, sorted by timestamp, was split into three time periods:
from summer until fall break (2023-08-21 to 2023-10-29), fall break until new
year’s eve (2023-10-30 to 2023-12-31), and from new year’s day until the end of
the available data (2024-01-01 to 2024-03-07). Students who were not present in
all three datasets were removed, leaving 109 students. Their accumulative event
counts and time-on-task were then calculated for each time period, as well as
the combination of period 2 and 3. The event types of interest and their uses
within this project are shown in table 6. With no grades present in the dataset,
accumulative points were the target value to be predicted; therefore, two regression
models, Random forest (RF) regressor with 100 trees and linear regression (LR),
were chosen. In order to get as a fair prediction as possible for each student, a leave-
one-out method was employed. This meant that, for each partition of data (period
1, 2, 3, 2 & 3), the models were trained on 108 students’ data, before predicting
the remaining student’s score, repeating the processes for all 109 students.

5 Results

5.1 Machine learning results

Figures 2 and 3 show the predictions of the RF and LR models, respectively, with
the diagonal line representing exact predictions. Lower accuracy for the highest
points is to be expected, as they are outliers in the dataset. Table 2 shows the
scoring of the two models, for each period, using different metrics: coefficient of
determination (denoted r2), for the predicted v.s true values; mean absolute error
(MAE), which the sum of absolute errors divided by the sample size; and root
mean square error (RMSE), which is the average difference between the predicted
and actual values. Despite the scores favouring the linear regression model in
period 1 (and slightly in period 2), RF regression was chosen for the rest of the
analysis, for brevity and due to lack of time.

The dots closest to the line are the students who were predicted close to their
actual amount of points based on their event counts and time-on-task. In a sense,
the residuals (the difference in true and predicted values) describe the students’
performance relative to their effort; a dot above the identity line represents an
overperforming student, while a dot below the line represents an underperforming
student. An example of each type is shown in table 3, including an average (as
in performing as expected) student. In table 4 we see that the same student that
underperformed period 1 later performed as expected by their perceived effort for
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Metric LR 1 LR 2 LR 3 LR 2+3 RF 1 RF 2 RF 3 RF 2+3

r2 0.679 0.194 -0.253 0.374 0.535 0.148 0.463 0.379
MAE 18.573 9.857 12.473 17.405 21.731 9.633 9.290 16.092
RMSE 26.173 13.018 24.070 25.784 31.495 13.383 15.760 25.676

Table 2: Scores for linear regression (LR) and random forest (RF) regressor models
trained on periods 1,2, and 3, as well as the combined periods 2 & 3. (with leave-one-out
cross-validation)
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10003972 10 325 303 4043 80 50 3784 409 14 0 343 2736 285 164
10003974 0 34 193 1873 59 69 1729 166 0 0 233 1159 115 115
10003983 3 8 350 5013 53 46 1005 394 2795 3 718 3466 81 199

Table 3: Overview of an overperforming (3972), average (3974), and underperforming
(3983) student’s accumulative data for period 1. Points and predicted points at the end
for comparison (not used in training). Predictions are from the random forest regressor
model.

period 3.

While each period’s prediction on its own shows how the students performed
relative to their perceived effort, how they change over time is what may tell us
about improvement. Because of the uneven distribution of points across periods,
we normalise using min-max normalisation for each period. The result is also
split into six groups of 19 or 18 students each to avoid a cluttered graph. Figure
4 shows the normalised predictions of period 3 and how the predictions moved
between period 1 to 2 (light grey, dotted lines), and period 2 to 3 (dark grey,
dashed lines). Movement perpendicular to the identity line represent an increase
in performance. An example of this can be seen in the third plot, where one line
cuts right across going from period 2 to 3; they went from scoring less than half of
they were predicted in period 2, to scoring much higher than they were predicted
in period 3. Multiple such lines can be seen across the six plots, each to varying
degrees. By calculating the distance travelled perpendicular to the identity line,
each student is assigned a degree of improvement from period 1 to 3, which let us
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Figure 2: True v.s actual values of the dependent variable (points) from a RF-regression
model plotted for each period. Note that time periods 2 and 3 have substantially lower
points on average than time period 1, and the scales have been halved to better show
the spread.

Figure 3: True v.s actual values of the dependent variable (points) from a LR model
plotted for each period.

select those who have improved the most, as shown in Figure 5a.
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10003972 2 69 53 857 26 18 866 111 0 0 154 908 50 44
10003974 3 12 42 348 43 31 417 81 0 0 128 431 19 18
10003983 2 27 82 736 25 25 740 109 101 0 142 622 24 26

Table 4: Overview of the same three students as in table 3, but with accumulative
data from period 3. Points and predicted points at the end for comparison (not used in
training). Predictions are from the random forest regressor model.

Figure 4: Movement of normalised predictions and points. In periods 2 and 3 many
students got close to zero points, with the exception of a few, but the relative difference
between the smallest and largest values are greater than in period 1 (see Figure 2).
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(a) top 10 (b) bottom 10

Figure 5: The top (left) and bottom (right) 10 students in Figure 4 by improvement,
defined as movement perpendicular to the identity line from period 1 to period 3 pre-
dictions.
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5.2 EQ analysis

(a) EQ lines (b) EQ spread per unit

Figure 6: Left: All Error quotient lines, with the average in red. Right: Spread of error
quotient each unit. Note the lack of error quotients past unit 9, which is to be expected
with almost three months left of the course.

First, to reiterate: by error quotient for any unit we mean the average error
quotient for all sessions pertaining to that unit. In Figure 6 we see the lines formed
by each student’s EQ over each unit, as well as the spread of EQ values.

Figures 7 and 8 show the five best and worst students as determined by their
EQ trend lines. Because of the decreasing volatility when fitting a line over larger
number of units, two cut-offs were tried. First, a cut-off of four units, which meant
that any students without an EQ for any of the first four units were excluded.
Secondly, a cut-off of eight units, to account only for the students who were not
too far behind, having finished at least the recommended units of the first semester.
A more in depth description of the of the coefficients for the lines are provided in
5.
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Figure 7: EQ per unit for the five best (in green) and worst (in red) slopes when
fitted with linear regression. Students without an EQ in any of the first four units are
excluded.

Figure 8: EQ per unit for the five best (in green) and worst (in red) slopes when
fitted with linear regression. Students without an EQ in any of the first eight units are
excluded.
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4+ units 8+ units
count 118.000000 86.000000
mean 0.001450 0.002618
std 0.021233 0.011708
min -0.102220 -0.030021
25% -0.004355 -0.003001
50% 0.002841 0.002806
75% 0.011294 0.010553
max 0.071035 0.037213

Table 5: Count, mean, standard deviation, and min and max values for the slopes when
counting students active in 4+ units and 8+ units, respectively.

Figure 9 shows the error quotients for units 1 to 10 for the students of the top
ten most improved (according to 5a). And figure 10 shows the error quotients for
the least improved students (according to 5b). Note that an EQ of 0.0 does not
mean that the student got no errors for the entirety of the unit, but rather that
they always managed to fix any errors before running again.
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Figure 9: EQ per unit for students in the top 10 most improved of 5a. Average of all
students included.

Figure 10: EQ per unit for students in the bottom 10 least improved of 5b. Average
of all students included.
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6 Discussion

The performance of the models, while not perfect, shows that there is potential in
using machine learning to predict student outcome, specifically using accumula-
tive event counts and total time-on-task. This aligns with the previous study[5] on
predicting performance based on just time-on-task, though the machine learning
tasks differ (classification v.s regression). It is not obvious whether the largest
movements up and perpendicular to the identity line in Figure 4 accurately repre-
sents the most improved. While the scales are different each period, the normalised
scores can tell us the degree of which the models over- or underpredicted the stu-
dent’s points each period. Take for example the student 10003983 in Figure 5a
and Table 3, which we considered the most improved: in period 1 they were pre-
dicted 2.45 times more points than they actually achieved, likely due to having a
relatively high activity in terms of time-on-task; they made an effort to learn, but
did not achieve the points to show for it. In period 3 however, their score would
come to reflect their effort. There is no definitive answer to who truly are the
most improved, but interviewing the students themselves, as well as the teacher
who taught the course, could provide some much needed supplementary informa-
tion, though this could still largely be influenced by subjective views. There is also
the issue of not knowing how much points students gained from the much larger
creative tasks, and whether it could make up for the lack of points in periods 2 and
3. Some students might have simply been more effective with their work, avoiding
the smaller repetitive exercises in favour of the creative tasks. Others chose to pri-
oritise the smaller exercises and in turn artificially appear more productive to our
analysis, considering work done in either case adds to the accumulative features
of the models. Further data exploration is needed to confirm, but it could be an
explanation for the downward trend across the three periods.

There is a potential flaw in the methodology of using a per-unit EQ measure-
ment. One student could work ahead — if allowed by the teacher — by doing the
bare minimum of exercises to pass each unit. But because they did less repetition
each unit than a student who chose to do every exercise, their average EQ for
that unit would naturally be higher than the other’s. An alternative to EQ per
unit would be to look at EQ over time, for example a per-week average EQ. But a
per-week average EQ has the potential drawback of students not always working in
sync, some finishing at a lower unit than others. And because there is an inherent
variation in difficulty between units, judging by the average EQ in Figure 6, some
will appear to decrease their EQ over time while others end up increasing towards
the end.
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6.1 Threats to validity

Plagiarism is a serious concern in programming courses, as it can compromise any
study concerned with student performance, especially given that the data used
for this study was collected when generative AI was mature and accessible. CS
academy, the online learning platform used from which the data was gathered,
disallows copy-and-pasting text — including text from a third party — into the
IDE. However, this can easily be circumvented by any student willing to cheat by
copying from others. One method of detecting plagiarism in this case could be to
look for repeat file edits — disregarding any helpful notes or even testing the code
— followed by a successful run and grading of the larger creative exercises. But
due to time limitations this was not explored any further.

7 Conclusion and Future Work

In this thesis, we explored two methods of identifying student improvement: change
in error quotient, a metric of student performance proposed by Jadud [2], and by
studying the predictions of a machine learning model in contrast to the actual
scores. This was done in the context of an introductory programming course at an
upper secondary school, without access final grades or grades of any specific unit
in the course. The results show some signs of improvement among students, and
we were able to pick out a group via each method which stood out as the most
improved of the class. However, a follow-up interview with either the teacher or
the students themselves is necessary to gauge the effectiveness of each method.
Furthermore, these methods need to be tested on complete data to capture the
students’ progression from start to finish, and repeated for multiple courses of
varying complexity and age groups.
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A CS academy events

Event types Used in Description

run code exercise ToT, EQ, ML Run the entire code of a graded exercise
compile error ToT, EQ, ML (Syntax-) Error when running code
runtime error ToT, EQ, ML Error when running code
file edit ToT, ML Interacting with the editor
run code inline ToT, ML Certain notes contain a Python interpreter
run code sandbox ToT, ML Running code not tied to any exercise
run code shell ToT, ML Running code in the shell inside exercise view
notes correct ToT, ML Correct answer to quiz
notes incorrect ToT, ML Incorrect answer to quiz
autograde incorrect ToT, ML Failing exercise unit tests
pageview ToT Opening any new page
window focus ToT Focusing the same or different view
autograde correct ToT Passing exercise unit tests
login ToT Successful login
autograde error ML Error in unit tests

Table 6: All events types registered at least once in the dataset and what they were
used for, along with a short description of when or where they register. ToT is short for
time-on-task. ML means that the accumulative event count of that type was used for
the machine learning tasks.

.
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