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Abstract

Given the prompt “a guitar rock band playing in an arena”, a text-to-music
(TTM) model trained on those concepts should synthesize audio that sounds
like electric guitars in an arena. However, if a prompt references concepts that
the TTM model has not been trained on, e.g., “me playing guitar in my living
room”, the audio it synthesizes will likely not match. This work investigates
how to expand the concept vocabulary of an existing TTM model without
compromising the fidelity of concepts on which it has already been trained.
Using relatively short recordings typifying specific concepts, we apply a simple
gradient-based approach called textual inversion (TI) to create new “words”
using a TTM model’s embedding space that targets those concepts. These
can then be used in prompts to condition the music generation with text and
audio. We apply this technique to the TTM model MusicGen and measure
its reconstruction and editability quality using CLAP scores. Additionally,
we conduct a subjective listening study to compare TI with MusicGen and
AudioLDM. These experiments show that TI can effectively expand the concept
vocabulary of a pretrained TTM model, and thus make it personalized and
more controllable.



Sammanfattning

Givet texten “ett gitarrrockband som spelar i en arena” borde en text-till-musik
(TTM) modell som trédnats pa dessa koncept syntetisera ljud som liter som
elgitarrer i en arena. Nér en text refererar till koncept som TTM-modellen inte
har trénats p4, t.ex. “jag spelar gitarr i mitt vardagsrum”, kommer ljudet den
syntetiserar troligen inte staimma. Det hir arbetet undersoker hur man utokar
ordforradet for en befintlig TTM-modell utan att forstora begrepp den redan
har trinats pi. Genom att anvinda relativt korta inspelningar som kdnnetecknar
specifika koncept, tillampar vi en enkel gradientbaserad metod som kallas
textual inversion (TI) for att skapa nya “ord” med hjilp av en TTM-modells
inbdddningsrum som riktar sig mot dessa koncept. Dessa kan sedan anvindas
for att konditionera musikgenereringen med bade text och ljud. Vi tillampar
denna teknik pd TTM-modellen MusicGen och miter dess rekonstruktion- och
redigerbarhets-kvalitet med hjidlp av CLAP-poéng. Dessutom genomfor vi en
subjektiv lyssningsstudie for att jamfora TI med MusicGen och AudioLDM.
Dessa experiment visar att TI effektivt kan utoka ordforradet hos en fortranad
TTM-modell, och darmed gors modellen personlig och mer kontrollerbar.
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Chapter 1

Introduction

Text-to-music (TTM) models have received significant attention with the emer-
gence of large-scale pretrained models such as MusicGen [ 1]], MusicLM [?2],
AudioLDM [3]], Modsai [4], Stable Audio [5]], and JEN-1 [6]. These models
are able to synthesize plausible music audio from text prompts, offering a
wide range of applications from music composition and music production to
on-demand music synthesis of text sources as a novelty. However, the ability
to control and personalize a TTM model remains a challenging task, particu-
larly when attempting to express ideas that do not clearly relate to its concept
vocabulary. If the model has not learned a particular concept in a prompt then
it will not produce a relevant output. How might the concept vocabulary of
an existing TTM model be increased, thus personalizing it and increasing its
controllability?

Textual inversion (TI) is a simple gradient-based method that has been
applied to expand the concept vocabulary of pretrained text-to-image models
[7]. By providing a small set of images, a model can be taught new “words”
without affecting the concepts on which it has already been trained. It should
be emphasized that TI does not change the original parameters of a model, but
rather adds new parameters to its embedding layer and trains only those. This
is attractive as it circumvents risks of catastrophic forgetting 8], and means
that resource-constrained environments do not need to juggle multiple sets
of model weights — which is a practical challenge in terms of memory and
disk space usage within a multi-tenant application deployment. What is most
interesting with TI, however, is the ability to control a pretrained model through
multimodal prompts. In other words, by inputting examples of a desired audio
a person could guide a TTM model to generate music that integrates, e.g., their
personal playing styles and preferences. Arguably such control is more akin to
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how musicians communicate with each other in social contexts such as band
rehearsal, or when working with a producer in a recording studio.

1.1 Related work

There are multiple ways one may be able to increase the controllability of TTM
generation, ranging from finetuning the whole model [9], to adding adapter
layers with feature matching losses [10, |11], to zero-shot editing techniques
[12]. Music ControlNet [10]] trains adapter layers to control predetermined mu-
sical attributes by feature extraction. Diffusion Inference-Time T-Optimization
(DITTO) [11] optimises the input instead of model parameters. By optimizing
initial noise to the reverse diffusion process, DITTO aims to control pretrained
models at test time. Both approaches facilitate control over low-level musical
attributes like dynamics, melody, and structure estimates by a differentiable fea-
ture matching loss. They are thus complementary to TI, in which no particular
feature extraction is assumed. Manor et al. [12] presents two zero-shot editing
techniques for audio signals, which leverages denoising diffusion probabilistic
model (DDPM) inversion on pretrained diffusion models. They consider text-
based control for editing audio, and try to discover semantically meaningful
editing directions in an unsupervised way. Results indicate musically interesting
modifications such as instrument-specific control and melody improvisation.

It is also interesting to relate this work with another approach to controlling
sound synthesis using an audio reference: corpus-based concatenative synthesis
[13]], or audio mosaicking [14}|15]. In that approach one seeks to synthesize
a target audio signal using segments (or “units”) of audio selected from a
typically large corpus of sampled sounds. The algorithm selects each unit
using a defined distance between features, e.g., Euclidean distance between
Mel-frequency cepstral coefficients. These units are then sequenced together
to form a sound that approximates the target in some way. In the case of neural
synthesis, we can see the tokens of an audio model as corresponding to the
units of sound learned from training data, and distance being computed in the
embedding space of the model informed by context through autoregression.
As opposed to the concatenative approach, the neural approach enables a much
more malleable and expressive approach.

These initiatives underscore a growing interest in leveraging pretrained
models and adjusting existing systems rather than starting from scratch per
model development project.
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1.2 Contribution

In this work, we explore TI as a means to control and personalize by audio
reference a specific TTM model: MusicGen [1]], a language-model approach to
music generation. DreamSound [9] also consider the personalization of TTM
models using TI, but by latent diffusion models — specifically AudioLDM
[3]. They conclude that TI does not sound as good as tuning the entire model
[16]]. This is corroborated by emerging best practices in online communities
focused on using text-to-image models [17], where a commonly held belief
is that tuning the whole model attains higher quality. However, tuning the
entire model comes with a high computational cost, and requires one model
per concept in the vocabulary, which can be avoided with TI. We thus look at
how well TI can perform for controlling and personalizing a language-model
approach to TTM.

In we go through TI and how it can be applied to TTM. We
detail an application with a pretrained MusicGen model and perform several
experiments with it. In we compare TI applied to MusicGen with
examples created by AudioLDM, discuss results in and present future

directions in [chapter



Chapter 2
Method

We now go through how TI can be applied to a language-model approach for
TTM, then we detail how we finetune MusicGen to personalize it and make it
more controllable. Finally, we outline the evaluation design.

2.1 Textual inversion with MusicGen

MusicGen [1] is a language-model approach to TTM generation that consists
of three parts: an audio model A, a text encoder 7" and a music model M. First,
A converts audio into a token sequence by an autoencoder called EnCodec [[18]].
Second, T produces another token sequence from textual descriptions of the
music with an encoder-decoder model called TS [[19]. Finally, the audio tokens
are autoregressively modelled by M, conditioned on the text tokens. We now
go through these in more detail.

EnCodec is a convolutional autoencoder that translates a time-domain signal
into a low frame-rate discrete representation with a Residual Vector Quantized
Variational Autoencoder (RVQ-VAE). Consider a length- NV digital audio signal,
represented as a vector x € R”". EnCodec uniformly partitions z into .S
segments and encodes each segment as a length-K vector in {1,..., W}X,
where K is the number of size-WW codebooks. The output of EnCodec is thus
a matrix A(z) € {1,..., W}**¥ that form K token sequences of length S.
After training EnCodec, its sequences are provided to M which is trained like
a large-language model (LLM) [20] with two extra details. First, M receives
A(z) by a delay interleaving pattern [1]] that respects causality. Second, M is
input-conditioned on a matrix C' € R¥*? with D being the dimensionality of
the transformer decoder, and L being the number of text tokens. This involves
a linear projection of the TS text embeddings to D, after which cross-attention
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g audio model
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ing text encoder music model

Text embeddlngs

Figure 2.1: Overview of how we apply textual inversion for personalizing
text-to-music generation with MusicGen. The audio concept S is optimized
to minimize the music model’s next-token prediction. The text and audio
embeddings are combined by X which denotes cross-attention. The target audio
tokens are shifted left-to-right by o and masked to formulate an autoregressive
training setup. All parameters are kept fixed during finetuning except for the
concept embeddings.

with the audio tokens is applied.

Now consider a new text token, denoted S*, that represents a concept which
we want to introduce to MusicGen. Figure [2.1]shows the procedure to adapt
MusicGen to this new concept using TI. We create synthetic prompts using
the concept with neutral text prompts, such as “A recording of a S*”, or “The
sound of S*”. These are linked with an audio reference x of the target concept.
TI involves gradient descent optimization of new parameters added to the
embedding matrix of 7" using these text-audio pairs.

Denote the new parameters as v. Given y as neutral text involving S*, the
original TI optimization [[7] was defined for latent diffusion models as

v* = argmin E. g (z)y,e~A (0,1t [||e —eg(z, t, T(y; ))||§] 2.1

v

where the diffusion model ¢y is ﬁxedE] In the case of a language-model approach
like MusicGen [1]] the optimization instead becomes minimizing the categorical
cross-entropy between left-to-right shifted audio tokens as

v* = argmin Y _ Ci(o(A(x)), M(A(z), T(y;v))) 2.2)

v k=1

where (), is cross-entropy loss for the k:th codebook in the RVQ-VAE. It is
important to note that o shifts the audio tokens A(x) by one position to the

ISee Luo et. al [21] for full details on latent diffusion models.
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right, and applies causal masks by a delay pattern for codebook interleaving
[1]]. This is what constitutes the autoregressive nature of the model.

Available MusicGen parameters were trained on ~20K hours of music
from a private dataset of 10K music tracks and Shutterstock / PondS music data
[1]. It would be useful to have more information about the dataset, to explore
in-distribution vs. out-of-distribution concepts and generalization capabilities.
As we know that vocals were not included, we explore differences between
instrumental and vocal concepts in experiments.

2.2 Finetuning details

There are pretrained MusicGen models available with different sizes and input
conditioning. We use the 3.3-billion parameter model without melody condi-
tioning. The motivation for this choice is that the melody-conditioned models
prepend text tokens to the audio token sequence, rather than performing cross-
attention at each step. In preliminary experiments we found that prepending
leads to ineffective control.

We create ten concept tokens in the TS tokenizer by appending new ids after
its 32100 tokens. Each token corresponds to one row in the text embedding
weight matrix of 7" with values initialized by sampling from a multivariate
Gaussian distribution. The parameters of this distribution are set to the em-
pirical mean and variance of the pretrained T5-base model’s text embeddings
(the same trained TS5 that was used in MusicGen pretraining). With a TS5 en-
coder embedding size of 768, and ten embeddings to represent the concept, the
number of trainable parameters is thus 7680 weights, which embed 240 ms of
digital audio at 32 kHz.

The concept parameters are then finetuned with equation as the loss
function, with two-second audio clips forming minibatches of 100 audio tokens
per example. The text was synthesised with a set of 31 neutral text prompts,
with a padding token and length truncation at 512 tokens. With a RTX 3090
the finetuning takes approximately 10 minutes per concept using 1000 steps
and a batch size of 32. We use the AdamW optimizer [22] with a learning rate
warm-up and exponential decay annealing schedule of

- {zt_l X oy if < 10 03

Ly X7y else

with v = 0.99, 5, = 0.9, B2 = 0.999 and L1 weight decay of 0.01. After
training we use an exponential moving average of the concept embeddings with
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a weight decay of 0.95 [23]]. It is important to note that only the embeddings
of the new concept are optimized, and the rest of the model parameters are
kept fixed. However, the loss function is still computed by going through
MusicGen one forward pass and backpropagating gradients to the new TS5
encoder embeddings.

At test-time we sample half of the concept tokens to balance the influence
strength of the new concept in a prompt. If every concept token is used, the
surrounding tokens are ignored in the output. Thus to make sampling be
invariant to the TS positional embedding we randomly shuffle them in each
synthetic text during training. We also regularize the cosine similarity of the
new concept embeddings with repeatedly sampled TS5 embeddings, with the
rationale being that a new concept should be orthogonal to the concepts already
trained into the model, and should not share characteristics with most text
tokens, e.g. “Newspaper” or “Sandwich”.

2.3 Evaluation design

We use the demo audio/text examples from DreamSound [9] to conduct two
comparisons, one in terms of offline metrics with CLAP scores [24], and one
in terms of a listening study.

2.3.1 CLAP scores

As offline metric we compute the average pairwise audio distance between a
finetuned concept’s audio output and its reference audio. We also compute
the distance between text prompts and the resulting audio. These distances
are specifically contrastive language audio pretraining (CLAP) scores that we
produce by running data through a jointly optimized text and audio encoder
to produce text embeddings £ and audio embeddings F®. These encoders
were pretrained by Wu et. al [24] with a contrastive learning paradigm over
audio/text pairs from Audioset[25] and LAION-Audio-630k[24] and the cost
function

Z( exp (E*- E!/T) 4 log Ac;xp(Ef -E%/T) )
L =1 eXp(Ea Et/T) Zj:1 exp(£ - E]a/T)
(2.4)
where 7 is a learnable temperature parameter for scaling the loss[26]]. The two
terms consider the audio-to-text logits and the text-to-audio logits respectively.
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N is the number of training examples and the model is trained iteratively by
stochastic mini-batch gradient descent.

By computing the distance d(E*, E') € R between the resulting embed-
dings, we get a data-driven notion of agreement between text and audio, or
audio and audio depending on input type. In this work we calculate d as the co-
sine similarity between the audio and text embedding vectors (and equivalently
for audio and audio embeddings) as

1 N a _Et
CLAP = — St 2.5
N 2 [EE] ()

where i denotes audio/text pairs (z;,y;). This involves upsampling from 32
kHz (used by EnCodec [18]]) to 48 kHz, which is the CLAP audio encoder’s
expected sample rate. We rely on librosa [27] for audio resampling.

2.3.2 Subijective listening study

To complement CLAP scores, we ask subjects to rate which audio best match
a multimodal description. Listeners are invited to an online survey written
in jsPsych [28]], populated with reconstruction and editability examples. Re-
construction refers to how well the model generate an output that is similar to
the reference audio, and is produced by a neutral text prompt from training.
Editability, on the other hand, refers to the prompt fidelity with compositional
prompts on the form “90s techno track with a S*”.

Each subject receives ten stimuli in sequence and is asked to interpret the
description, and then to select the output from TI with MusicGen or Dream-
Sound. We tabulate the number of times each system output is selected and
compute the proportions. Each subject is also offered to skip when they cannot
decide, and “Neither” when they perceive both outputs as too dissimilar to the
description. As descriptions we rely on the neutral prompt “A recording of a
S*” as well as the editability prompts from DreamSound (see Tab. [A.2). We
use the neutral prompt for evaluating reconstruction. All audio stimuli is mono
mixed, volume normalized to -24 dB LUFS, trimmed to ten seconds duration
and sampled at 32 kHz.

2.3.3 Out-of-distribution concepts

After training, we ask a simple question: do the finetuned text embeddings
end up close to words we would use to describe the concept? By inspecting
the text token positions in the T5 encoder embedding space we observe that
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concepts included in the pretraining have semantically related neighbors at
times. We visually inspect the concept embedding centroid and its neighboring
text embeddings ranked by cosine similarity for shared structures.
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Results

We now present the results of the experiments, starting with the evaluation
using CLAP scores, then the listening study and finally differences between
in-distribution and out-of-distribution concepts.

3.1 CLAP scores

The results are shown in table[3.1] It seems that the average test scores are com-
parable. Reconstruction appears to be higher for AudioLDM and DreamSound
than textual inversion with MusicGen. The editability score is somewhat higher
for MusicGen than for AudioLDM, indicating that text and audio matches
somewhat better.

Figure [3.1]shows there are overlapping distributions for the included test
concepts (see appendix [A.2]for a complete list of included test concepts). In
terms of central tendency, spread, and distribution we mostly observe similari-

CLAP (text) CLAP (audio)

AudioLDM  0.228 0.677
MusicGen 0.252 0.531
DreamSound 0.206 0.626
Ours 0.213 0.475

Table 3.1: (top) Comparison of CLAP scores between AudioLDM and Music-
Gen finetuned with TI. (bottom) CLAP scores for DreamSound (i.e. AudioLDM
2 with DreamBooth), and our system. Note that DreamSound tunes all model
parameters while T1 does not.

10
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1.0
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CLAP

0.0

-0.5

[ AudioLDM DreamSound
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-1.0
Reconstruction Editability Reconstruction Editability

Figure 3.1: (left) Comparison of CLAP scores for TI applied to AudioLDM
and MusicGen. Reconstruction is the average pairwise cosine similarity be-
tween CLAP [24] audio embeddings of reference and reconstruction audio
excerpts. Editability is the average pairwise cosine similarity between CLAP
text embeddings of editability text prompts and the system audio output. (right)
Comparison of CLAP scores between DreamSound [9] and our system. Note
that DreamSound finetunes the entire latent diffusion model per concept. The
interior lines show quartiles of the data per group, with dashed being the median
and dotted being 25% and 75% percentiles. CLAP scores are in [-1.0, 1.0] as
we define it by cosine similarity (as per Eq. [2.5).

ties, while we hear clear differences in audio characteristics between systems
in listening tests, indicating limitations of CLAP scores.

3.2 Subjective listening study

There were 26 people who participated in the study, and everyone compared
audio outputs for ten prompts. Proportions are shown in table 3.2/ and indicate
that they generally found the audio output of MusicGen to match the description
best when it comes to editability, and DreamSound for reconstruction. The
participants were sourced manually with varying degrees of music experience,
including professional music producers, music information retrieval researchers,
and casual music listeners.

3.3 Out-of-distribution concepts

To understand effects of out-of-distribution concepts, this can be explored
by looking at the training convergence grouped by instrumental and vocals
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Editability Reconstruction
DreamSound 41.3% 49.4%
MusicGen 44.2% 37.8%
Neither 14.4% 10.9%
Undecided 0.0% 1.9%

Table 3.2: Results from the listening study for comparing textual inversion
with DreamSound and MusicGen. Participants were asked to choose which
system audio output they thought best matched a given multimodal text/audio
description. Reconstruction refers to the neutral prompt “A recording of a S*”
while editability refers to compositional prompts like “A disco song with a S*”.

Convergence
50 —— instrumental
' vocals
n 4.5
wn
o)
—
4.0 \—\M
3.5
0 100 200 300 400 500
Step

Figure 3.2: Training loss over parameter update steps when finetuning. Con-

cepts are grouped by instrumentation.
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(a) Concept sitar. We note that MusicGen is able to synthesise sitar and thus has probably
been trained on it. After finetuning, the nearest neighbors appear semantically relevant.
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(b) Concept Eminem. MusicGen is unable to synthesise rap as pretraining did not include
vocals, hence neighbors are unrelated. However, after finetuning we are still able to retrieve
speech sounds, albeit with unintelligible lyrics.

Figure 3.3: Nearest neighbor text tokens, embeddings and similarity scores for
finetuned concepts.
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concepts. For instrumental concepts, the training loss is on average noticeably
lower than for vocals. The results are shown in figure [3.2] In figure [3.3] we
present two examples, one result for rap vocals and one for a solo instrument.
For concepts that are not included in the pretraining, like vocals, they tend to
have unrelated neighbors, while for solo instruments that were in the pretraining
the neighbors appear semantically related.
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Discussion

Participants in the listening study remarked that MusicGen appears to provide
more varied output sequences that do not follow the description’s audio dynam-
ics and melody precisely. This is possibly due to how its prediction is formed
autoregressively, while AudioLDM iteratively refines the entire ten second
sequence by its reverse diffusion process. Thus the diffusion approach is more
strictly following the reference audio structure. Whether this is a desirable
property of a TTM control mechanism depends on the intended application but
we believe both modes could become complementary for music creation. Since
we have heard musical examples during experiments that blend a finetuned
concept in a genre prompt convincingly, it would be interesting to understand
particularly when TI with a TTM model based on a language-model approach
works well or not. Extending this investigation to include additional test con-
cepts of different types of instruments and styles, relying on more test subjects
for improved statistical analysis, and investigating other TTM models such as
MusicLM [2]] would be highly valuable.

It is noteworthy that pretrained models for MusicGen were made publicly
available as creating such a model is prohibitively expensive, and exploration
would otherwise be inaccessible to many researchers. Other TTM models
remain unavailable to the public and there is no standard way of running them
so considerable work is involved in order to include multiple models in stud-
ies. While we cannot freely access private models, we encourage the research
community to collaborate on a shared reconstruction/editability dataset for
subject-driven music generation, and to start comparing approaches for con-
trolling and personalizing TTM models in a standardized manner for easy
comparison. With that said, we know that automatically judging perceived
quality of machine generated music is challenging. As our goal is to correlate

15
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well with human enjoyment of music creation, we need to acknowledge that
the metrics and concepts used in this work are not necessarily the ones that
should be optimized fully on leaderboards. It remains important to be mind-
ful of eventual limitations of what information they convey. The underlying
encoders for CLAP scores were trained on specific music and language data
from specific data sources [24], and the test example concepts were taken from
DreamSound’s[9] demo page rather than an open benchmark dataset. Despite
this, the subjective assessment seem promising and we recommend readers to
listen to jaudio examples.


https://tunecraft.github.io

Chapter 5

Conclusion

In this work, we have explored the application of TI to expand the concept
vocabulary of an existing TTM model, thus making it more controllable and
personalized. Other work [9]] explored TI with the latent diffusion model
AudioLDM and determined results sound better when the entire model is
finetuned. However, when we apply T1 to the language-model approach of
MusicGen [1], we produce audio results that are convincing, yet involve far less
computational complexity and storage requirementsﬂ While the quantitative
measurements of editability and reconstruction show results comparable to
AudioLDM, we recommend interacting with the system and listening to demo
outputs, as subjective listening studies indicate applying TI with autoregressive
TTM models demonstrate musical outputs that seem worth exploring further.

5.1 Future work

Early on, we experimented with training more parts of MusicGen but found
the practical downsides of duplicating billions of parameters to be expensive.
However, considering the ongoing best practice in text-to-image personalization
that DreamBooth [16] achieves higher quality output when restricted to a given
concept than [7], it would be interesting to see if the same holds for MusicGen,
especially considering findings in DreamSound [9]]. We still argue that the
flexibility of TI, where the same model can be used with multiple concept
tokens, is an attractive upside to pursue however. In future work, we are curious
to explore how other audio codecs such as DAC [29] would sound instead of
EnCodec [18]].

A few word embeddings are only tens of kilobytes.

17
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Another interesting finding during this work is that MusicGen appear able
to generate audio that sounds like filtered vocals. This is unexpected since that
TTM model was not trained with such concepts, yet we are able to reconstruct
audio with hints of speech sounds. After experiments with finetuning vocal
concepts into MusicGen, the quality of the output audio sound as if the original
training data were processed with source separation (e.g., Demucs [30]) where
the vocals were removed. This shows the limitations of TI in light of tuning
the entire model, but also presents creative opportunities for “remixing” the
latent space of a TTM model. This finding also presents an additional angle to
explore on whether input optimization such as TI could be used to investigate
private training data? It would be interesting to see if TI could be applied to
successfully infer what private training data went into a pretrained model. This
could be a helpful tool for avoiding data leakage when evaluating or adapting
closed-data models, and for understanding what suitable uses a privately trained
model has. On the other hand, this could introduce privacy concerns as well
if the same methodology were applied to retrieve training data examples of
specific audio recordings.

Primarily however, with more work on controlling music generation systems,
and particularly around steering by audio reference, one can aim to facilitate a
more natural and intuitive interaction with TTM models. This is particularly
important in the context of music, where the creative steps are often highly
iterative in nature. The ability to communicate through musical examples
constitute a major part of the creative process, just as well as textual instructions
[1,[2, 3,5, 4,|6] and fine-grained audio edits [[10, (11} 31,32, 33]]. We are thus
curious to see how people will interact with this application of TI to MusicGen.

5.2 Ethics statement

While a major benefit of understanding model finetuning relates to reducing
energy consumption of foundation models, there are dangers to consider such
as misuse and harm. Specifically for this work, improved control and personal-
ization of TTM models are intended to support personal music playing styles
and more creative control, but dangers include style theft and unintended algo-
rithmic effects on music culture. As music is a cultural artifact and practice, it
is important that the development of such systems is done with considerations
of the values of the music practices involved. When using data-driven designs
with music data, there will always be such limitations and suitable uses to con-
sider. Whether for analysis or synthesis, the practical effects of academic and
industry research on developing models are not well understood and should be
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continuously discussed with societal stakeholders. Future work is encouraged
to research these matters as models are created, modified, and used.
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Appendix A
Appendix

In table [A.T| we show the text templates used when constructing text prompts
for finetuning in a concept, and in table [A.2] we list all concepts involved in
experiments.
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Prompt

a small S* audio recording
a cropped recording of a S*
a cool S* audio recording

a clean S* audio

the sound of a S*

the sound of S*

the recording of a S*

the S* recording

my S* recording

high quality S* audio

a synthesized S* rendition
a synthesized S* audio

a rendition of the S*

a recording of one S*
arecording of a S*

a nice S* audio recording

a loud recording of a S*

a high-quality S* recording
a high-quality S* audio

a good S* audio recording
a distorted S* audio

a dark S* audio recording

a cropped recording of the S*
a cool S* audio

a close-up recording of the S*
a close-up recording of a S*
a clean S* recording

a clean S* audio

a clean S* audio recording
a bright S* audio recording
a S* recording

Table A.1: List of neutral text templates used for textual inversion.
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Concept Prompt

bond A rock song with a S* bass riff

chant An industrial gabber techno song with a S*
eminem A heavy metal song with a S*

morricone A drum’n’bass song with a S*

beethoven A techno song with a S*

radiohead A drum’n’bass beat with S* in the background
rickroll A techno track with S*

sitar A rock song with a S*

vader A recording of S* in heavy metal style

oud A disco song with a S*

saxophone A recording of a S* song with a hip hop drum beat accompaniment
eminem A recording of a S* song with a jazz drum beat accompaniment
amen A jazz song with a S*

hiphop A recording of a S* in a cathedral

amen A recording of S*

eminem A recording of S*

epirus A recording of S*

hiphop A recording of S*

oud A recording of S*

apologies  70s reggae with a S* and drums

baba 90s techno with a S*

betty 90s techno with a S*

billie 2010s modern deep house with a S* bass line
box 80s synthwave with S* and driving drums
crazyfrog ~ 90s techno with a S*

donna 2010s lo-fi hip-hop with S*

guitar lo-fi beats with a S* and drums

hendrix 70s reggae with a S* and piano

mozart 1940s jazz band with S*

panther Swing rockabilly with electric guitars and S*
paranoid 80s heavy metal with S*

rockyou modern hip-hop with S*

satisfaction  60s rock with S*

seinfeld 80s hip-hop with S* and 808 drums

smoke 80s heavy metal with S*

spirit 90s smooth jazz with S*

sweet 80s synthwave with S* and driving drums
terminator  90s techno with S*

wedding 50s country song with a S* and pedal steel
whistle 50s country song with a S* and pedal steel
whitney 2010s modern deep house with a S* bass line
yoyo lo-fi beats with S*

Table A.2: List of test music concepts used in experiments.
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