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Abstract
This study evaluates the Radial Basis Function Partition of Unity Method (RBF-PUM) for its
robustness and suitability for solving PDEs in option pricing. The robustness was tested by
examining the relative error behavior across its input parameters. To increase accuracy and to
reduce computational time, three modifications were tested. These changes consisted of
changing the node layout to use clustered Halton nodes, least squares projection as
preprocessing, and adding linear polynomials. The study shows that RBF-PUM achieves robust
results, suggesting its applicability to other option pricing problems. Furthermore, using a Halton
node layout proved to be beneficial for the accuracy when using a smaller amount of nodes.
The original implementation was less accurate, but more stable as the amount of nodes
increased. Least squares projections and added polynomials offered minor accuracy gains but
increased computation time, often making the trade-off unfavorable.
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1 Introduction

The use of options as financial derivatives can be traced back to 600 BC, when the Greek
philosopher Thales of Miletus anticipated a bountiful olive harvest. Expecting high future
demand, Thales secured the right to rent every local olive press during the harvest season at
a significantly lower price, thanks to the low off-season demand. When the harvest arrived
and the demand for olive presses soared, Thales exercised his right to rent them at the pre-
agreed, cheaper rate, which made him rich almost immediately [14].

While being a convenient way to mitigate risk when trading in combination with other fi-
nancial assets such as stocks, problems arise when valuing options analytically due to certain
market dynamics [1]. Conveniently, the value of an option can, under certain circumstances,
be described as a partial differential equation (PDE), which in turn can be solved using a
numerical method. These PDEs can, however, turn out to be very computationally inten-
sive when working with multiple underlying assets at the same time, since each asset adds
another dimension to the PDE.

There are multiple numerical methods that have been implemented to solve certain problems
in option pricing, one of which is the Radial Basis Function Partition of Unity method (RBF-
PUM). RBF-PUM has proven to be highly efficient for solving partial differential equations
in higher dimensions, even outperforming other deterministic methods in solving several-
dimension option pricing problems that depend on spatial discretization [10, 19]. Other
than problems in option pricing, RBF-PUMs capacity to solve other multidimensional PDE
has been researched [3, 7], making it attractive to be able to use in other areas, such as ice
sheet modelling [4].

One application of RBF-PUM is to solve the Black-Scholes equation, which in turn models
the arithmetic basket options price on three concurrent assets. While the method in its
current state achieves accurate solutions, it does so for a specific strike and underlying asset
price, which is done by choosing very specific values for its initial parameters. Hence, it is
uncertain whether the result behaves well for other initial parameters, as well as for other
combinations of strike and underlying asset prices.

Currently, because the method achieves low errors via very specific parameter combinations,
we also do not know whether said combinations use robust values for these parameters. If
errors show significant shifts with minor parameter adjustments, it signifies a lack of robust-
ness in that region. Conversely, when errors start converging or demonstrate predictable
behavior, we recognize those values as robust for the respective parameter. The issue with
using non-robust values for the method arises when solving other kinds of financial problems
with the same method. For example, if we optimize the solution for a given strike price K1,
we still might need to adjust the parameters when solving for K2. If the initial optimized
solution uses non-robust values, the new solution might be incorrect.

This study aims to investigate where each parameter becomes robust, and to modify the
implementation in order to minimize the error and computation time that comes with using
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these values. By using these focus points, the aim of the thesis is to determine the validity
of the method for solving numerical problems in option pricing, as well as optimizing it in
terms of accuracy and efficiency.

While there are a plethora of option problems to model and lots of numerical methods to
solve with, this study will solely focus on the MATLAB implementation of RBF-PUM for
solving arithmetic European basket put options on three assets. Furthermore, it will not try
to improve the method in areas such as resource management or parallelization.

The main contributions of this thesis consist of presenting the areas for which the method
achieves results that are sensible (i.e., robust) in subsection 3.2, as well as changes to the
implementation in an effort to increase the accuracy of said results. These implementation
changes are:

1. Changing the node layout to use Halton nodes

2. Performing least squares projection of the payoff onto the node points

3. Adding a low order polynomial to the approximation
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2 Background

In this section, the mathematical and financial terms needed to understand this thesis are
presented.

2.1 Options

An option is a financial contract granting the holder the privilege, without imposing an obli-
gation, to purchase or sell an underlying asset at a predetermined price during a specified
maturity period [2]. Options are often used when hedging, the process of minimizing risk
when trading assets [12]. There are several kinds of options, some of which will now be
discussed.

A call option grants the buyer the entitlement to purchase (or “call for”) the stock from the
writer at a predetermined price, while a Put option bestows upon the buyer the authority
to sell at a predetermined price. This predetermined price is commonly referred to as the
strike price. Depending on the type of option that is traded, the payoff that the buyer will
retrieve from it varies. For a call option, the payoff will be max(S - K, 0) where S is the
stock price and K is the strike price. This means that if the stock price has gone up and is
more expensive than the strike price, the buyer has essentially gained the difference between
them. Should the stock price end up lower, the option wouldn’t be exercised, and the payoff
would be 0. In contrast, a put option would model the payoff as max(K - S, 0), since they
are selling the asset at a higher price than the market value [12].

American and European options are distinguished by the time at which the buyer can choose
to exercise the option. The underlying asset can be bought or sold at any time before the
time of maturity for the option. European options, on the other hand, can only be exercised
on the date of maturity [12].

One type of option is a basket option, which allows investors to operate on several concurrent
underlying assets, rather than just one. Instead of being tied to the performance of a single
asset, basket options derive their value from the collective performance of several assets,
which can be grouped based on a specific theme, sector, index, or strategy [17]. For example,
the option used in this thesis assesses its value by calculating the mean of three underlying
assets.

2.2 The Black-Scholes Model

The Black-Scholes model is a mathematical model used in order to price options while trying
to capture certain market dynamics. The model consists of the Black-Scholes equation, which
describes the price of an option as a function of underlying stock prices and time [1]. The
multidimensional Black-Scholes equation can be described as:

∂u

∂t
− Lu = 0, s ∈ Ω ⊆ Rd

+, t ∈ (0, T ], (1)
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where u is the value of the option, s = (s1, s2, ..., sd) are the spot prices for the d underlying
assets, Ω is the domain, t is the backward time to maturity and T is the maturity time for
the option. The spatial operator L takes the form:

L =
1

2

d∑
i=1

d∑
j=1

ρijσiσjsisj
∂2

∂si∂sj
+

d∑
i=1

rsi
∂

∂si
− r, (2)

where ρ is the constant correlation, σ defines the volatility and r is the risk-free interest rate.

The Black-Scholes model states that the value of an option at the time of maturity, i.e., the
final value, is equal to the payoff function. Payoff functions vary depending on the problem,
and for our problem the payoff is defined as:

Φ(s) = max

{
K − 1

d

d∑
i=1

si, 0

}
, (3)

where K is the strike price and si is the value of the underlying asset. Hence, the value of the
option at the time of maturity u(s, T ) should equal to Φ(s). However, the implementation
utilizes backwards time for its time discretization. As a result, we instead get an initial
condition of:

u(s, 0) = Φ(s). (4)

The model parameters used in the numerical experiments will be set as follows:

σi = 0.2, K = 40, seval = [K, K, K], T = 1, r = 0.06, ρ = 0.25, uref = 1.22309,

where uref is an exact reference solution computed separately via a Monte-Carlo method,
seval is the point we evaluate the function at, smin = 0 and smax = 4Kd are the minimum and
maximum values for each underlying asset, and d = 3 is the dimension we are working in.
However, in order to work with numbers of a smaller magnitude, we rescale the maximum
value for each underlying asset such that smax = 1. Thus, all variables dependent on s will
need to be rescaled as well by the same factor (i.e., 4Kd). Therefore, we get:

K = 40/4Kd = 40/(4 ∗ 40 ∗ 3) = 1/12.

Consequently, we rescale the solution in order to retrieve the relative error as:

er =
|usol − uref |

|umax|
, umax = 40.

At last, we obtain the square domain Ω to confine the nodes, which we define as:

Ω := [smin, smax]
3 = [0, 1]3, (5)
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which is truncated by the following condition:

3∑
i=1

si ≤ smax,

which in turn confines the node domain into a simplex, which we will denote as Ω̂. We
enforce the following boundary conditions for the European put option as:

u(s, T ) = max(K exp−rT −1

d

d∑
i=1

si, 0), s → ∞ (6)

u(0, t) = 0, t ∈ (0, T ], s → 0. (7)

2.3 Radial Basis Function Methods

In this section, RBF approximations and methods are introduced to explain a fundamental
part of the numerical method to be improved upon. Consider the scenario where one wants
to approximate a function f(x⃗) inside a d-dimensional domain Ω ⊆ Rd

+. Given N nodes
x⃗1, . . . , x⃗N ∈ Ω, the RBF approximation of the function f(x⃗) is given by:

u(x⃗, ε) =
N∑
j=1

λjϕ(∥x⃗− x⃗j∥, ε), x⃗ ∈ Ω. (8)

Where u(x⃗, ε) is the RBF interpolant, λj are unknown coefficients, ∥·∥ is the Euclidean norm,
ε is the shape parameter which determines the flatness of the RBF, and ϕ(r) is a real-valued
radial basis function. The value of the RBF, in turn, is determined only by the distance
from its center point and the shape parameter [15]. The numerical method researched in
this project utilizes an RBF known as the multiquadric basis function, given by:

ϕ(r, ε) =
√
1 + ε2r2. (9)

Now we need to solve for λ since they’re still unknown, the result of which we will use to
approximate the function at other points. This in turn gives:

u(x⃗) = f(x⃗j), j = 1, . . . , N, (10)

which can be described as a system of linear equations

Aλ = f, (11)

where Aij = ϕ(∥x⃗i − x⃗j∥, ε), λ = [λ1, . . . , λN ]
T , f = [f(x⃗1), . . . , f(x⃗N)

T ].

The RBF method used in this thesis is the Radial Basis Function Partition of Unity Method,
or RBF-PUM. This specific method is a localized RBF method, meaning that it divides the
domain into overlapping subdomains and computes local RBF approximations within them.
By combining each local approximation, a global approximation can in turn be retrieved,
which keeps the matrix A sparse and the computational effort low. More details on the
partitioning of the domain is given in [16].
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2.4 Time Discretisation

When solving the system of linear equations, we use a standard ODE solver, where we
define discrete times tn for n = 0, . . . ,M , where M is the amount of time steps. For the
time stepping scheme, we utilize the second order backward differentiation formula (BDF-2),
which is a linear multistep method that approximates derivates using already computed time
steps. The BDF-2 scheme can, in turn, be described as [6, 16]:

(E − βn
0L)u1

I = u0
I , (12)

(E − βn
0L)un

I = βn
1 u

n−1
I − βn

2 u
n−2
I , n = 2, . . . ,M, (13)

where E is the identity operator, un
I is the solution in the interior, and L is the spatial

operator. Additionally, we have BDF-2 coefficients of the form:

βn
0 = kn 1 + ωn

1 + 2ωn

, βn
1 =

(1 + ωn)
2

1 + 2ωn

, βn
2 =

ω2
n

1 + 2ωn

, (14)

where ωn = kn/kn−1, n = 2, . . . ,M . Lastly, we enforce the boundary conditions from Eq (6)
and Eq (7) as

un
B = fn

B, n = 1, . . . ,M, (15)

at every time step, where fn
B is the asymptotic solution. This results in the following system

of equations: (
EI − β0LII −β0LIB

0 EB

)(
un
I

un
B

)
=

(
fn
I

fn
B

)
, (16)

where

fn
I = βn

1 u
n−1
I − βn

2 u
n−2
I . (17)

2.5 Related Works

BENCHOP (The BENCHmarking project in Option Pricing) is a project which aims to
provide a set of benchmark problems to be used to compare a plethora of methods and
potentially lay ground for future development of methods in option pricing. The types of
methods compared in BENCHOP (besides RBFs) include finite-differences (FD), Monte
Carlo (MC) and Fourier methods [19].

By testing newly developed methods against the same framework, one can get a better idea
about Its efficiency and correctness, since it can be compared to other methods that have
been tested on the same problems. As said in the article: “In this way, we can contribute
to a more uniform and comparable evaluation of the relative strengths and weaknesses of
proposed methods.”
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RBF methods have garnered significant attention in various scientific areas due to their
flexibility and high accuracy in approximating multivariate functions. Besides RBF-PUM,
several other RBF methods have been developed and were successfully applied in diverse
fields.

Early applications of RBF methods utilized a global approach, rather than a localized one.
This essentially meant that the method used a single global interpolant. This method was
particularly effective for smooth and relatively small datasets, as well as being simple to
implement. However, it often suffered from high computational cost and poor numerical
stability for large datasets due to the dense and ill-conditioned system of equations that had
to be solved. Hence, the focus has shifted towards localized methods, given that they reduce
the computational burden immensely [5, 8, 10, 11, 18, 19]. Another example localized RBF
method is RBF-FD, which utilizes RBF generated finite differences in order to solve PDEs
(for detailed descriptions, see [9, 10]), and it has been extensively compared to RBF-PUM
[9, 10, 19].
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3 Method

In this chapter, a high level program description for the method is given. Furthermore, the
method for finding robust values is presented, along with each new change to the method
and its desired effect.

3.1 Program Description

The method starts off by setting up the necessary parameters and matrices as described in
subsection 2.2, followed by setting up the domain and node layout that will be used for the
RBF approximations. The nodes consist of a number of three-dimensional points that make
up a simplex, where each axis corresponds to each of the stock prices, as seen in Figure 1.
The nodes are then partitioned into a certain amount of patches. These patches are then
given weights via a Wendland’s function, the process for which is described in [16]. Following
this, the program iterates through each patch to compute the local RBF interpolant. These
are then added to an evaluation matrix used for retrieving the final approximation. It then
moves on to set up for the time-stepping by generating the BDF-2 coefficients. Incomplete
LU factors of the coefficient matrix are then computed as a preconditioner for the GMRES-
solver. The program then proceeds to solve the system of equations. Lastly, the result is
multiplied with an evaluation matrix to retrieve the solution at the point (K,K,K). For
later reference, a more perspicuous version of this description is given in Algorithm 1.

Figure 1: Node layout for uniformly distributed nodes.

3.2 Parameter Study

This section aims to introduce and describe the input parameters utilized by the method.
Furthermore, it will describe the method that will be used to pinpoint the values at which
each parameter becomes robust.
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Algorithm 1 Option pricing by RBF-PUM

1: Set up params and matrices
2: Set up node points for the approximation (the simplex)
3: Construct weights for each patch
4: Construct differentiation matrix via the following for loop
5: for each patch from 1 to P do :
6: Compute distances between local nodes in a patch
7: Compute local differentiation matrices
8: Insert the local differential operator into the global differential operator in the position

specified by the node set indexing
9: end for
10: Initialise u0 = Payoff
11: Compute incomplete LU factors as preconditioners, iL and iU
12: for each time step from 1 to M do :
13: Solve u with GMRES
14: Update time step
15: Enforce boundary condition
16: Set u0 = u
17: end for
18: Multiply solution with evaluation matrix to retrieve global interpolant

In order to utilize the method, four additional input parameters besides those given by sub-
section 2.2 are used. These parameters are N , np, M , and ε. N is the amount of points per
dimension used in the domain. Given that the implementation is used to solve problems in
3D where the domain is a simplex, the total amount of nodes in the domain becomes roughly
N3/6. The second parameter, np, corresponds to the amount of patches per dimension used
to construct the local RBF interpolants across the domain. Lastly, M is the amount of time
steps used when solving the system of equations with gmres, and ε is the shape parameter,
as described in subsection 2.3.

To identify how the error behaves for various values of the parameters, each parameter needs
to be investigated as to identify the point where the error starts behaving sensibly. As stated
in the introduction, if errors show significant shifts with minor parameter adjustments, it
signifies a lack of robustness in that region. Conversely, when errors begin to converge or
demonstrate predictable behavior, we recognize those values as robust for the respective pa-
rameter.

The method of identifying the areas where the parameters become robust will consist of
plotting the error across different parameter combinations. This will be done by tracking
error trends while altering one parameter at a time, while keeping the others fixed. To do
this, a lower and upper bound for each parameter is needed in order to define a span of
values to test against. These bounds should be the minimum and maximum sensible values
for each parameter (i.e., the minimum value for which the method provides a result, as well
as the maximum value that isn’t unnecessarily large). When the spans of each parameter

10



are determined, the median of the span is set as the fixed value for that parameter. This
fixed value will then be used when plotting the error while varying another parameter.

3.3 Defining Spans and Fixed Values

Finding the lower and upper bounds for M and ε is quite simple. After some testing, the
method remains executable when setting M to most positive, non-zero integers, and ε to
any value larger than 0. The lower bound for M was found to be 2, and the lower bound for
ε is set to 1. The upper bound for M is then set to 30 as an initial estimate to test against.
As for the upper bound of ε, it’s interesting to look at a large span, since the RBF matrices
get more sparse as ε grows. Therefore, the upper bound is set to 100. The fixed values are
then chosen as 15 for M , and 50 for ε.

Defining spans for N and np is more cumbersome. In order for the method to work correctly,
there needs to be enough nodes in each patch. A good benchmark of how the method will
work as a result of the amount of nodes per patch can be observed by the sequence given by
cumsum(cumsum(1:10)), namely 1, 4, 10, 20, 35, 56, 84, 120, 165, 220. This sequence describes
the amount of points needed to construct a polynomial of a certain degree. This can be
observed in the RBF interpolants, which behave as polynomials of a certain degree depending
on the amount of points they are constructed on. For example, in order for the interpolant
to behave as a 1st degree polynomial it would need 4 points, a fifth degree polynomial would
require 56 points, and so on. This means that as the nodes per patch (NPP) approaches 1,
the polynomial degree becomes smaller, which results in a worse approximation. Therefore,
we want our approximation to approximate at least a 3rd degree polynomial, i.e., 20 nodes
within each patch (lower bound). For the upper bound, the limit is set to a 9th degree
polynomial, meaning at most 220 NPP. The fixed value then becomes 84. The amount of
NPP will be roughly:

NPP = (N/np)3, (18)

which means that, if np is fixed, the amount of nodes needed per axis becomes:

N = ceil(np ∗ NPP1/3), (19)

where ”ceil” refers to the MATLAB function ceil, which rounds a number to the nearest
integer greater than or equal to the given element. This means that, when testing, each
value in the NPP span, np will have to be fixed in order to retrieve N . Therefore, several
error plots of NPP will be made, with varying values of np. Lastly, the span of values for
np will be defined as [2, 7], with a fixed value of 4. In Table 1, the spans that will be used
in the parameter study are presented.

3.4 Halton Nodes

In the original implementation, the method utilizes uniformly distributed node points when
setting up the point domain. This approach is both simple and effective, resulting in the
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Parameter Span Fixed value

M [2, 30] 15

ε [1, 100] 50

NPP [20,220] 84

np [2,7] 4

N Computed via eq 19 18

Table 1: Table of spans for each parameter

differentiation matrix being sparse, and the result being accurate. However, confining the
node points to given lines in the domain-space gets somewhat problematic as dimensions
increase, since there is an increasing amount of space not being accounted for. This, in turn,
can make the approximation worse. In order to overcome this, the points are now generated
from a quasirandom number sequence, specifically a Halton sequence.

A quasirandom number sequence means that the sequence itself is deterministic, but appears
to be random. These sequences are often used in numerical methods since they cover the
area of interest evenly. Furthermore, since the points are no longer uniformly distributed,
the points can be clustered to create denser areas of points where the approximation becomes
worse. This is also relevant for the method, since the derivatives of the option price becomes
discontinuous when approaching the strike price. Hence, the usage of Halton nodes aims
to increase the accuracy due to an increased coverage throughout the domain, as well by
allowing the points to be clustered towards the point where the approximation becomes
worse.

3.4.1 Clustering

Consider the N×3 matrix s = (s1, s2, s3), where each column correspond to each underlying
asset, and N is the amount of points per axis. The points are clustered towards the discon-
tinuity (i.e., at the strike price K), meaning that the points should be clustered along the
diagonal direction. To do this, we transform s into a new vector p = (p1, p2, p3), by setting:

p1 = s1 + s2 + s3

p2 = s1 − s2

p3 = 0.5s1 + 0.5s2 − s3,

which can be constructed as p = sT , where:

T =

1 1 0.5

1 −1 0.5

1 0 −1

 ,

and the inverse transformation becomes s = pT−1. Now that the points are transformed,
the clustering can be applied. This is done via sinh-clustering, the algorithm which for a
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specific coordinate pi is done via the following steps:

ξmin = asinh((pmin
i −Q)/ℓ),

ξmax = asinh((pmax
i −Q)/ℓ),

ξ = ξ + (pi − pmin
i )

ξmax − ξmin

pmax
i − pmin

i

,

p̃i = Q+ ℓsinh(ξ),

where Q is the particular point to cluster towards, and ℓ is the amount of clustering. An
important note to consider is that pmin

i , pmax
i and Q all change depending on which p

coordinate is used. For example, we have that 0 ≤ p1 ≤ 4Kd, which means that the
discontinuity will occur at p1 = Kd, meaning that Q = Kd. For p2,3, we get −smax ≤
p2,3 ≤ smax, meaning that Q should equal to zero. This also means that, for this specific
transformation, clustering should be applied for either p1 or p2,3. After the points have
been clustered for a specific coordinate pi, the unchanged coordinates have to be rescaled
similarly. This is done as:

scale = poldi /pi

pj = scale ∗ pj,

where poldi is the pi vector before clustering, and pj is an unclustered vector. Lastly, the
coordinates are transformed back into s via s = pT−1[13]. The result of the clustering can
be observed in Figure 2.

Figure 2: Halton node layouts. Left: Without clustering, Right: With clustering.

3.4.2 Matrix Sparsity

Since the method operates on a large amount of nodes, it is important for the differentiation
matrix to be sparse in order to reduce computation time via GMRES. As seen on the left in
Figure 3, the original method achieves a good sparse structure. However, the usage of Halton
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nodes makes the matrix substantially more unstructured, making the method a lot slower.
To circumvent this, the matrix was reordered by using the MATLAB function symrcm, which
returns a symmetric reverse Cuthill-McKee ordering of a matrix. The result of the reordering
can be observed to the right in Figure 3.

Figure 3: Left: Sparsity pattern for uniformly distributed nodes, Middle: Sparsity pattern
for Halton nodes before reordering, Right: After reordering Halton nodes, where nz is the
amount of zeroes in the matrix.

3.5 Least-Squares Projection

An issue with the Eq (1) arises when approaching the strike point K, since each derivative
as well as the payoff becomes discontinuous in that area. To circumvent this, least squares
projection of the payoff is implemented, since it has in similar cases shown to reduce the
oscillations stemming from the discontinuity [20].

The application of least squares is done as a pre-processing step before doing the time
stepping to solve the system of equations. Normally, before starting to solve the system of
equations from Eq (16), we only need to represent the initial condition from Eq (4) with a
RBF approximation for all nodes in the domain X (i.e., X = (x1, . . . , xn)

T , x ∈ Ω̂). This is
done by evaluating the initial condition on X, where the values in turn become Φ̃(X). For
least squares, on the other hand, we also want to evaluate it at points Y , which are more
than the X points. Then we obtain the approximation on X as follows:

Φ(Y ) = Als(A
−1Φ̃(X)),

which we then solve for Φ̃(X). Now, Φ̃(X) will be used as the new initial condition for the
PDE solver. This process is performed within each patch, in order to keep matrices sparse.

3.6 Adding Linear Polynomials

As previously stated, the derivatives become increasingly discontinuous when approaching
the strike price, making approximations worse. However, for patches that are far from the
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strike price, the solution is almost linear. This could entail that by adding a linear polyno-
mial to those patches, we would get a solution that is good enough even without the RBF
approximation. Hence, the solver would need less effort to extract the solution as a whole.

To add a linear polynomial to an RBF interpolant derived from Eq (8), we will modify said
equation such that:

u(x⃗, ε) =
N∑
j=1

λjϕ(∥x⃗− x⃗j∥, ε) + β0 + β1x1 + β2x2 + β3x3,

where βi are coefficients. Additionally, we enforce constraints by setting

N∑
j=1

λj = 0,
N∑
j=1

λjx⃗j = 0,

in order to obscure the polynomial data from the RBF. This means that, when constructing
approximations and derivatives, the matrices will contain 4 extra columns. Hence, each local
RBF interpolant computed within each patch will contain said polynomial. This modifica-
tion, however, varies depending on the type of the matrix being modified. The interpolation
matrix, A0, is modified as in Listing 1, where polyMat is a function for constructing the
matrix P that is concatenated to A0 (implementation given in Listing 2 in the Appendix).

P = polyMat(x,pdeg);

np = size(P,2);

A0 = [A0 P;P’ zeros(np)];

Listing 1: Adding a polynomial of degree pdeg to the interpolation matrix A0

After adding the polynomial to A0, the remaining matrices that compute derivatives or
function values were modified via the function in Listing 3 in the Appendix.
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4 Results

In this section, the results from the parameter study and method comparison before and
after changing the implementation will be presented.

4.1 Parameter Study

This section presents the areas where each parameter becomes robust for each span given in
section 3.3.

In Figure 4, one can observe the error trends for varying values of NPP, for multiple values of
np where N is computed via Eq (19). By observation, the solutions start steadily decreasing
at NPP ≥ 84, where np ≥ 4. Therefore, we conclude that the method is robust in terms of
NPP.
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Figure 4: Error for varying values of NPP, ε = 50, M = 15

In Figure 5, the error plots for varying values of M and ε are given. The accuracy while
varying M is optimal at the start, but increases quickly before stabilizing at about M = 6,
without any drastic fluctuations. Therefore, we conclude that the method is robust for
M ≥ 6.

The error for ε begins by being > 1015 for ε = 1, indicating that the RBF matrix probably
is severely ill-conditioned. Afterward, it proceeds to decrease rapidly. For ε ≥ 3, a trend
occurs where the accuracy steadily varies. Hence, the method is robust for ε as well. By
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Figure 5: Error plots of time steps M and shape parameter ε. N = 18, np = 4 (NPP = 84)

observing the results, one can deduce that the method becomes robust when parameters are
selected to lie within specific ranges, which indicates that the method could be applicable
to other financial problems besides the one presented in this thesis. However, it is worth
noting that the areas where each parameter becomes robust, as well as the optimal value for
each parameter, heavily depends on the other fixed parameters, most notably N and np. In
Figure 6, one can observe the difference in robustness and accuracy for epsilon when using
different robust values for N and np. Hence, it is important to verify whether the other
parameters are within the area where the result becomes robust, as well as if they actually
achieve the best accuracy after choosing N and np.
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Figure 6: Error plots of time steps M and shape parameter ε. N = 22, np = 5 (NPP = 84)
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4.2 Numerical Results

In this section, the numerical results will be presented. In order to differentiate between
separate implementations, a labelling convention is used, given in Table 4.2. These labels will
in turn describe each specific implementation. For example, if an implementation is labelled
as “UNI”, it corresponds to the original, unchanged implementation, whereas “UNIPT”
refers to the original implementation but with added polynomials. Conversely, “HNLS”,
refers to using Halton nodes for the node layout, along with using the Least-squares pre-
processing, etc.

Label Meaning

UNI Uniformly Distributed node layout

HN Halton node layout

LS Least-Squares preprocessing

PT Added polynomial terms

Table 2: Labelling conventions for the implementations.

Each implementation was tested in terms of the accuracy, as well as the computational time,
for certain benchmark values of N with np = 4. The accuracy was tested by measuring the
error for varying values of N with fixed np, instead of specific values of NPP. This is done in
order to get a more detailed view of the error trends via a larger N span. Three figures were
made in total for np = {2, 4, 6}, in order to visualize how each method behaves for varying
values of N . Furthermore, we set M = 15, and ε = 20. The choice of setting a lower value
for ε from the one given in Table 3.3 was to minimize the error for each method, since they
all benefitted from ε being smaller.

The results from these tests can be seen in Figures 7, 8 and 9. The optimal solutions from
Figure 7 are also given in Table 3, along with the amount of time to compute them. To ob-
tain a general overview of the execution speed of each implementation, timings were recorded
for small, medium, and large values of N with np = 4. These results are presented in Table 4.

By observing Figure 7, 8 and 9, implementaions using the Halton node layout seem to achieve
the best results unless N is too large. Both polynomial implementations with Halton nodes
end up with relative errors being > 104 in Figure 7, which indicates that they do not work,
and in turn are not robust in that region. The solution when using a uniformly distributed
node layout start off being worse, but gets more accurate by increasing N .
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Figure 7: Error plots for all methods, np = 4, M = 15, ε = 20.

Method Relative error Time (s)

UNI 1.56× 10−4 1.89

UNILS 2.05× 10−4 2.28

UNIPT 1.96× 10−4 2.61

UNILSPT 1.65× 10−4 2.79

HN 4.05× 10−5 0.21

HNLS 2.67× 10−5 5.44

HNPT 3.92× 10−5 0.27

HNLSPT 1.00× 10−4 0.10

Table 3: Best solutions derived from Figure 7, and the times to compute them. The smallest
error and fastest time to compute are marked in bold.
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Figure 8: Error plots for all methods, np = 2, M = 15, ε = 20.

Time (s)

Method N = 11 N = 19 N = 25

UNI 0.0404 0.4602 2.4209

UNILS 0.0480 0.5225 2.9071

UNIPT 0.0646 0.6190 3.5782

UNILSPT 0.0647 0.6599 3.8458

HN 0.0343 0.6645 5.0211

HNLS 0.0378 0.7139 5.4423

HNPT 0.0509 0.8750 6.4384

HNLSPT 0.0545 0.9006 6.8631

Table 4: Time benchmarks where the optimal time for each N is marked in bold, np = 4,
M = 15, ε = 20.
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Figure 9: Error plots for all methods for np = 6. Top: N = [17, 37], Bottom: N = [17, 30],
M = 15, ε = 20 for both.
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As for how the shape parameter affects the error following each implementation, Figure 10
shows big gaps in the accuracies at ε = 1 when using UNI as the node layout. The error
for each implementation varies slightly after that point. For HN, however, the choice of
implementation seem to matter more, especially when using added polynomials, since those
implementations seemingly become non-robust in some areas. This means that the node
layout affects the error with respect to ε heavily, as well as the type of implementation if
HN is used. The effect of M on the error will not be investigated further, since Figure 5 and
Figure 6 show the lack of change in error even after changing the parameters.
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Figure 10: Loglog plots of the error for UNI and HN while varying ε, np = 4.

Ultimately, HNLS achieved the best solution er = 2.67 × 10−5 (N = 25, np = 4, M = 15)
in 5.44 seconds. HN had the fastest computation time at 0.0343 seconds (N = 11, np =
4, M = 15), achieving an error of er = 0.0035.
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5 Discussion

Here, the results will be discussed in order to answer the focus questions of the thesis.

As stated in the evaluation of the parameter study, one can conclude that the method be-
comes robust when setting the parameters to robust values, since the error behaves in an
expected manner. This implies that the method could be used for other financial problems
besides the one in this thesis, as well as for solving PDEs in general. However, this cannot
be said with absolute certainty. Since other problems used to compute option prices have
different model parameters, it is not guaranteed that this method will work properly until it
is tested for those problems. It would also be worth testing the accuracy for more evaluation
points.

In terms of improvement from the original implementation, least squares pre-processing or
polynomials either results in the solution being worse or similar to the implementations with-
out them, as seen in Figures 7, 8 and 9, as well as Table 3. In some cases, however, least
squares seem to perform better, but it also takes longer to compute its solutions in compari-
son to the base UNI and HN implementations. As for implementations with polynomials, it
could be that there already are enough points in each patch to approximate a good enough
polynomial. This can be observed in Figure 7 and Table 3, where HNPT achieves a better
solution than HN when N is small, which could be attributed to the polynomials making up
for the decrease in points in patches far away from the strike stemming from the clustering.
When N increases, however, the error gets progressively worse, as seen in Figure 9, even
spiking above 1010, indicating that they do not work and are not robust in those areas. Also,
no convergence is achieved for the PT implementations when using an increased amount
of patches, which might mean that we do not operate on a sufficient amount of nodes per
dimension. Since the total amount of nodes increases as N3, however, the computational
cost of achieving convergence might be too substantial. This rules out least squares and
polynomials as viable options to integrate into the numerical method, at least when using
these parameters. When using Halton nodes, the method was able to achieve better accuracy
than when using uniform nodes for smaller values of N . This proves to be beneficial due to
HN still being fast in these areas. The rapidly increasing times to compute for HN as seen in
Table 4 could be attributed to the fact that the differentiation matrix is still not structured
enough even after reordering, making the time to compute the incomplete LU-factorizations
quite substantial. The increase in accuracy can largely be attributed to the fact that we
always have a point at the discontinuity due to the clustering. The decreasing accuracy for
larger values of N could entail that the matrices for HN become too ill-conditioned. Hence,
given the results in Tables 4 and 3, the usage of a Halton node layout is affordable in terms
of time to compute as long as N is not too large. In such cases, the trade-off between the
increase in accuracy and the time to compute should be analyzed further.

Overall, the basic HN implementation seems to be the preferable option. The other imple-
mentations either end up with errors above 104 (Figures 7 and 9), need too large of an N (as
with HNLS in Figure 7) to achieve a good solution, or achieves roughly the same accuracy at
best. Furthermore, the basic HN is the fastest of the HN implementations, given the results
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in Table 3. These attributes of HN could possibly be attributed to the clustering towards
the discontinuity, which allows for accurate solutions even when N is small, which in turn
allows for faster computational times.

One could argue, however, that the somewhat erratic behavior observed when varying ε
undermines the validity of using Halton nodes as the node layout. In contrast, the UNI-
implementations exhibit more stable errors, allowing for the use of arbitrary ε values and
simplifying the process of finding optimal solutions. However, the ultimate goal is to also
achieve a specified error tolerance. Since no formula exists to derive an optimal ε, it must be
determined manually, often through trial and error. Hence, although UNI-implementations
facilitate finding a suitable ε value, they do not guarantee an optimal solution. A thorough
study of error behavior with varying ε is still necessary. This fact is also worth considering
when observing the results from Figure 7, since ε = 20 is most likely not the most optimal
value for each of the different implementations. Several parameter studies would be needed
in order to properly value each of them.

24



6 Conclusion

In this study, the Radial Basis Function Partition of Unity Method has been investigated
in order to determine whether it is a robust method suitable for solving PDEs numerically,
specifically for option pricing. By performing a parameter study, we have shown that the
method does in fact achieve robust results in terms of the input parameters, which implies
that the method could be applicable to other problems in option pricing besides the one
covered in this thesis. This does not guarantee, however, that the same input parameters
will retrieve as good of a solution for other said problems. The original uniformly distributed
node layout was replaced with nodes generated from a Halton sequence, where the nodes
were clustered towards the strike point. Moreover, least squares projections were added as
a pre-processing function in each patch in order to reduce the oscillations stemming from
the strike point discontinuity. Lastly, linear polynomials were added to the local RBF ap-
proximations to achieve a good polynomial approximation in patches far from the strike
point. In conclusion, the usage of a Halton node layout seems to be quite beneficial. The
lowest error was found when using Halton nodes with least squares (er = 2.67 × 10−5),
and the fastest computation time was achieved using the base Halton node implementation
(0.0343 seconds). It provides the best accuracy when operating on fewer nodes, whereas
the original, unchanged implementation performs better overall when the nodes increase.
Furthermore, added polynomials and least squares pre-processing do achieve slightly bet-
ter results in some cases, but since they increase the time needed to compute the solutions,
the trade-off between accuracy and time taken proves they might not be worth implementing.

6.1 Future Work

Moving forward, it would be of interest to perform further testing with additional reference
values in order to better understand how the method behaves throughout the domain. Ex-
panding upon the parameter study with additional fixed values could also be valuable to
observe the impact each parameter has on the error even further. Lastly, certain parts of
the program consist of costly matrix operations which significantly add to the computation
time, especially when using a larger amount of nodes. Hence, it could prove beneficial to
investigate whether parallelization of these operations is possible, in order to improve the
overall efficiency of the program.
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7 Appendix

function P = polyMat(xc ,pdeg ,diff)

if (pdeg >=0)

nd = size(xc ,2);

nc = size(xc ,1);

%

% First , we get the powers for the columns of the matrix

%

pow = polyPow(pdeg ,nd);

%

% Then we construct base matrices for each dimension

%

pmat = zeros(nc,nd ,pdeg +1);

pmat(:,:,1) = 1;

for k=2: pdeg+1

pmat(:,:,k) = pmat(:,:,k-1).*xc;

end

%

% Then build P

%

P = ones(nc,size(pow ,1));

for d=1:nd

if (nargin ==3)

if(diff(d) >0)

%

% Recompute the powers according to derivatives , and compute the coeff

%

coeff = pow(:,d);

for m=2: diff(d)

% If we pass zero , the coefficient becomes zero

coeff = coeff .*(pow(:,d)-m+1);

end

pow(:,d) = pow(:,d) - diff(d);

pow(:,d) = max(0,pow(:,d)); % just to avoid computing negative powers

P = P.* repmat(coeff (:) ’,nc ,1);

end

end

P = P.* reshape(pmat(:,d,pow(:,d)+1),size(P));

end

else

P = zeros(size(xc ,1) ,0);

end

Listing 2: Function for constructing polynomial matrices.
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function A = AddPolyterm(A,A0 ,pdeg ,x,dim ,derived_var ,type)

[m,n] = size(A);

% Matrix for specifying the variable being derived , as well as the degree.

% Example: deriv (1) corresponds to x,

% deriv (2) corresponds to y, etc.

% Conversely , deriv (1) = 1 means variable x is derived to the first degree.

deriv = zeros(1,dim);

% If there ’s no derivative

if type==lower(’0’)

P = polyMat(x,pdeg);

% Add points to matrix and retrieve interpolant

A = [A P]/A0;

% Rescale to original dimensions

A = A(1:m,1:n);

else

% Cases for derivatives.

switch type

% First order derivative

case ’1’

deriv(derived_var)=1;

% Second order derivative

case ’2’

deriv(derived_var)=2;

% Mixed derivative

case ’m2’

deriv(derived_var (1)) = 1;

deriv(derived_var (2)) = 1;

end

P = polyMat(x,pdeg ,deriv);

A = [A P]/A0;

A = A(:,1:n);

end

end

Listing 3: Function for adding polynomial terms to differentiation- or function matrices.
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