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Abstract

The rapid advancement of autonomous vehicles underscores the need for im-
proved pedestrian detection systems to enhance road safety. Traditional GPUs
accelerate the detection process but can be prohibitively expensive and slow
for widespread deployment. This study investigates the performance of GPUs
equipped with Tensor Cores, which can accelerate matrix multiplication oper-
ations in pedestrian detection systems but may also introduce precision loss.
Focusing on speed, precision, recall, and mean Average Precision, the impact
of Tensor Cores on a YOLOvV8 model was evaluated using the Caltech pedes-
trian dataset. Tests were conducted on both high-end NVIDIA A100 and more
affordable NVIDIA RTX 3070 GPUs, with and without Tensor Cores acti-
vated.

The results revealed a noteworthy 11.8% improvement in inference speed on
the RTX 3070 with Tensor Cores activated, whereas performance enhance-
ment on the A100 was less pronounced. Notably, enabling Tensor Cores did
not lead to significant precision loss on either GPU model, with both exhibit-
ing a decrease in precision of less than one percent, which is negligible. How-
ever, an 8.9% decrease in recall was observed on the A100, while the RTX
3070 experienced a 3% decrease. These findings underscore the need for
careful optimisation when implementing Tensor Cores to balance speed en-
hancements with detection accuracy. Furthermore, this research raises ethical
considerations regarding the acceptable trade-off between precision loss and
speed improvement. It underscores the advantages and challenges of integrat-
ing advanced GPU technologies into autonomous vehicles, highlighting the
essential need to balance enhanced performance with reliable operation.

Keywords

YOLOVS, Tensor Cores, GPU acceleration, pedestrian detection



Sammanfattning

Den snabba utvecklingen av autonoma fordon kriver forbittrade fotgingarde-
tekteringssystem for att oka trafiksdkerheten. Traditionella grafikprocessorer
kan accelerera detektionsprocessen men ér ofta for dyra och langsamma for att
anvindas i stor skala. Denna studie undersoker prestandan hos grafikprocesso-
rer med Tensor-kdrnor, som kan snabba upp matrismultiplikation for fotgdng-
ardetektion men dven potentiellt minska precisionen. Med fokus pa hastighet,
precision, aterkallelse och mAP utvirderades effekten av Tensor-kdrnor pé en
YOLOv8-modell med hjélp av Caltechs fotgdngardataset. Tester genomfordes
pa bade hogpresterande NVIDIA A100 GPU och mer prisvirda NVIDIA RTX
3070 GPU, bade med och utan aktiverade Tensor-kérnor.

Resultaten visade att Tensor-kdrnor forbittrade detektionshastigheten pd RTX
3070 GPU:n med 11.8%, medan detektionshastigheten pd A100 var mindre
uttalad. I synnerhet ledde anvindningen av Tensor-kédrnor inte till ndgon be-
tydande precisionforlust pa ndgon av GPU-modellerna, dir bada visade en
minskning av precisionen med mindre dn en procent, vilket dr forsumbart.
Dock observerades en minskning pa 8.9% i aterkallelse pA A100, medan RTX
3070 upplevde en minskning pa 3%. Dessa resultat understryker behovet av
noggrann optimering vid implementering av Tensor-kérnor for att balansera
hastighetsforbittringar med detektionsnoggrannhet. Dessutom vicker denna
forskning etiska dverviganden kring det acceptabla avvigandet mellan preci-
sionforlust och hastighetsforbittring. Den belyser fordelarna och utmaningar-
na med att integrera avancerade GPU-teknologier i autonoma fordon och be-
tonar det vasentliga behovet av att balansera forbéttrad prestanda med pélitlig
drift.

Nyckelord

YOLOVS, Tensor-kdrnor, GPU-acceleration, fotgingardetektion
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Chapter 1

Introduction

Vehicles have become irreplaceable in today’s society. Their widespread
presence, however, contributes to significant challenges, notably the sub-
stantial number of deaths and injuries from road traffic collisions [1]. As a
result, enhancing vehicle safety has become a priority, spurring competition
among companies like Tesla, Waymo, and Toyota in the emerging market of
autonomous vehicles (AVs). These AVs integrate advanced deep learning
technologies to achieve autonomy, with object detection being central to this
technological evolution [2]. This capability is critical for the accurate identi-
fication of vehicles, obstacles, and pedestrians—the latter being a particularly
high-risk category of road users. According to the European Commission,
17% of pedestrian accidents result in fatalities, underscoring the need for rapid
and precise pedestrian detection systems [3]].

The YOLO (You Only Look Once) model, particularly in its latest iteration,
YOLOVS, has emerged as a key tool for real-time detection in autonomous
vehicles, known for its speed and efficiency in recognising pedestrians among
other objects [4]]. Despite its strengths, YOLOVS, like its predecessors, re-
quires substantial computational power, particularly in complex driving sce-
narios where both rapid and precise object detection are crucial [S].

Historically, GPUs have been foundational in handling the demanding com-
putations of deep learning operations in AVs [6]. However, as object detec-
tion models like YOLOvVS evolve in complexity, these traditional GPUs are
increasingly challenged by the growing demands on processing power and
efficiency. In response, NVIDIA has pioneered the development of Tensor
Cores, a new generation of GPU computing units that enhance processing ca-
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pabilities [7]. These cores employ mixed precision in matrix calculations to
significantly boost processing speeds and efficiency, effectively addressing the
computational bottlenecks commonly encountered with standard GPUs. How-
ever, while this advancement presents substantial benefits in terms of perfor-
mance, it also introduces potential compromises in computational accuracy
due to the mixed precision approach, which could influence the precision of
outcomes in deep learning models [8]. This advancement thus underscores
a critical trade-off between enhanced performance and the integrity of com-
putational results, presenting a key consideration in the deployment of these
technologies in safety-critical applications like autonomous driving.

This thesis examines the effect of Tensor Cores on the YOLOVS object de-
tection model’s performance in pedestrian detection, focusing on how they
impact detection performance and speed compared to standard GPU compu-
tations. By investigating whether Tensor Cores can improve object detection
in a way that renders self-driving cars both faster and safer, this study aims to
contribute to the broader goal of advancing AV technology.

1.1 Research Questions

The challenge remains to enhance the computation speed of real-time ob-
ject detection while preserving precision and recall. The research questions
are:

1. How do Tensor Cores influence the precision, recall, and mean average
precision of the YOLOvV8 model in detecting pedestrians, compared to
traditional GPU computation?

2. How do Tensor Cores influence the time efficiency of the YOLOVS
model in detecting pedestrians, compared to traditional GPU computa-
tion?

1.2 Scope

This report focuses on an object detection model that analyses still frames
extracted from daytime urban traffic videos, thus not accounting for varied
driving scenarios such as different weather conditions or nighttime driving.
Furthermore, the analysis is performed using an NVIDIA A100 GPU and an
NVIDIA RTX 3070, which may be different from GPUs used in actual au-
tonomous vehicles.
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Background

2.1 Deep Neural Networks

Object detection is a critical process within the field of computer vision that
focuses on enabling machines to interpret and make sense of the visual world
[9]]. This technology is not only pivotal for recognising the types of objects
present in an image or video but also crucial for accurately determining their
presence, location, and scale within a scene [9]].

Deep neural networks (DNNs) form the cornerstone of modern object detec-
tion systems, providing the capability to identify and localise objects within
images [10]. At its core, a DNN is a sophisticated structure consisting of
multiple layers of interconnected processing units—neurons—that mimic the
neural architectures found in the human brain. Through extensive training on
large datasets, DNNs learn to discern and extract features from images that are
critical for identifying various objects [[10]]. These features could range from
simple edges and textures to more complex patterns specific to particular ob-
jects. Once trained, DNNs can use these learned features to predict both the
presence of objects and their precise locations within new, unseen images. In
the context of object detection, these predictions are typically represented by
labels indicating the object’s class and bounding boxes, which are rectangular
overlays that precisely outline the objects within the image.

Convolutional Neural Networks (CNNs), a subset of deep neural networks, are
the predominant method used for object detection. A CNN is a specific type of
artificial neural network that makes use of convolutions instead of vector op-
erations [[11]. CNNs are particularly effective for image processing tasks due
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to the convolution layers’ ability to automatically and adaptively learn spatial
hierarchies of features from images through their convolutional layers. These
layers apply filters that capture various aspects of the image, such as edges
and textures, and build up to more complex features in deeper layers of the
network, making CNNs exceptionally effective at identifying and classifying
different objects within an image [12].

2.2 YOLO

2.2.1 Initial Model

Among various object detection models, the You Only Look Once (YOLO)
framework is notable for running in real-time and being significantly faster
than other convolutional neural networks in terms of detection and time pre-
diction [4]]. The initial YOLO model, built by Joseph Redmon and Santosh
Divvala in 2016, revolutionised object detection with its approach to accom-
plishing detection in a single neural network pass [13]. This streamlined pro-
cess eliminated the two-step process where regions potentially containing ob-
jects are first identified and then classified, and instead accomplished both of
these tasks in one stage. Additionally, YOLO simplified the output method by
utilising a single regression model to predict both the presence and locations
of objects [13]]. These integrations enabled faster processing speeds and re-
duced the complexity of object detection tasks. The architecture of the original
YOLO network is shown in Figure and contains 24 convolutional layers
and 2 fully connected layers [4]].
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Figure 2.1: Structure of the initial YOLO model [4].
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The YOLO model takes in images in size 640 x 640 pixels. An image that
is a different size is resized by the model [4]. At a high level, the YOLO
model works by taking the image and first dividing it into a square grid, as
shown in Figure [2.2] For each grid cell, the model predicts bounding boxes
and assigns confidence scores. These scores indicate both the likelihood that
a bounding box contains an object and the perceived accuracy of the bounding
box’s predictions [4]. Furthermore, the probability that a cell contains a class
given that there is an object in the cell is calculated i.e. P(Class|Object),
and is represented as a map in Figure [2.2] Together, the bounding boxes and
probability map are used to make the final detection.
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Figure 2.2: How the YOLO model makes its predictions .

2.2.2 YOLOvS

The latest iteration of the You Only Look Once (YOLO) series, YOLOVS,
was unveiled in 2023 and represents a significant advancement in object de-
tection technology. Developed by Ultralytics, YOLOvVS builds upon the foun-
dational innovations of previous versions while integrating several architec-
tural enhancements aimed at improving accuracy, speed, and model robustness

(13).

The YOLOvS8 model is composed of three primary components: the back-
bone, the neck, and the head . The backbone, or feature extractor, plays a
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critical role in capturing and interpreting meaningful features from the input
image. It is based on the CSPDarknet53 framework, which is a convolutional
neural network that is designed for multi-scale feature extraction across five
distinct levels, which contribute to the model’s ability to detect small and large
objects with high precision [15]. Each convolutional layer used for feature
extraction involves substantial amounts of time-consuming matrix multiplica-
tions [16]. The neck serves as a bridge between the backbone and the head. It
utilises a Feature Pyramid Network (FPN) that fuses feature maps from differ-
ent stages of the backbone, as shown in Figure 2.3][13]]. This is to ensure that
the model is capable of detection across different object sizes and resolutions.
The neck also reduces the resolution of resources, which speeds up computa-
tion, although this may sometimes compromise the model’s quality. The final
component, the head, has the role of generating the network’s outputs includ-
ing bounding boxes, confidence scores and class predictions [13]]. The head’s
tasks are matrix-intensive as each convolutional layer maps numerous input
features to outputs [17].

Figure 2.3: YOLOvVS8’s three main components: the backbone, neck and head.
Adapted from [[18]].

When using the YOLOvV8 model, it is optional to either train a model from
scratch or use an existing pre-trained model. The pre-trained models have been
trained on the Common Objects in Context (COCO) dataset, which contains
250,000 instances of people [[19]. This pre-training has proven to be instru-
mental in enhancing the model’s ability to generalise across a wide range of
object classes while maintaining a high frame rate.

YOLOVS offers a range of models categorised by size: N (nano), S (small), M



CHAPTER 2. BACKGROUND 7

(medium), L (large), and X (extra-large). Each larger model incorporates more
complex and broader networks, featuring additional layers and filters for more
feature extraction [20]. The nano model is the smallest and quickest, whereas
the extra-large model is the largest and slowest but also the most precise. De-
spite these differences in scale and complexity, the fundamental architecture
of these models remains consistent across all sizes.

2.3 Performance Metrics

2.3.1 Precision, Recall and mAP

The YOLO model can be evaluated through several performance metrics that
are essential for a quantitative measure of how well the model performs [21].
The key metric used for assessing the performance of an object detection
model is mean average precision (mAP). This metric relies on both precision
and recall, which are fundamental metrics that measure the model’s perfor-
mance in identifying true positives and negatives. A true positive occurs when
the model correctly identifies the presence of a class, whereas a false positive is
when the model incorrectly signals the presence of a class that is not present
in the predicted location. Together, these contribute to the total number of
objects detected by the system. When the model fails to detect a class that
is present, the instance is a false negative, while a true negative is when the
model accurately predicts the absence of a class when it is not present. True
negatives are typically not considered in object detection tasks as they are not
a relevant metric [22]].

The precision in a model is a measure of how accurate the positive predictions
are [[13]]. In the context of pedestrian detection, precision refers to the propor-
tion of actual pedestrians correctly identified by the model (true positives) out
of all detections labelled as pedestrians. High precision indicates that when the
model identifies an object as a pedestrian, it is likely to be correct. Precision
is calculated with the following formula:

L True Positive
Precision =

True Positive + False Positive

On the other hand, recall measures the ability of the model to correctly iden-
tify actual positives [13]]. It is the proportion of correctly identified pedestri-
ans among all actual pedestrians in the dataset. A high recall indicates that



8 CHAPTER 2. BACKGROUND

the model is very effective at detecting all actual pedestrians and has a mini-
mal amount of missed detections. The following formula is used to calculate
recall:

Recall — True Positive

True Positive + False Negative

Improving recall, such as by identifying more objects, can lead to an increase
in false positives, thereby reducing precision. The Average Precision (AP)
metric addresses this trade-off by plotting precision against recall at various
confidence thresholds to form a precision-recall curve. For models dealing
with multiple classes, the AP is calculated using the area under the curve for
each class separately and then averaged across all categories to compute the
mAP. This approach provides a detailed and comprehensive evaluation by in-
dividually assessing each category, thereby offering an overall picture of the
model’s effectiveness in accurately detecting and classifying different objects
[13]].

After an object detection model makes prediction boxes, the mAP metric
utilises Intersection over union (IoU) to assesses the accuracy of these bound-
ing boxes by comparing how closely they align with the actual objects [13]].
The IoU is calculated as the ratio of the intersection and the union of the
prediction and ground truth bounding boxes. A lower IoU value corresponds
to a lower overlap in the bounding box with the object, signifying that a higher
score with a lower IoU value does not necessarily indicate good accuracy.
[13]] In the context of mAP calculations, mAP50 refers to the mean average
precision value at an IoU threshold of 0.50, indicating moderate localisation
accuracy, whereas mAP50-95 averages the mAP scores across a range from
0.50 to 0.95 (in increments of 0.05), providing a more comprehensive evalu-
ation of how well the model locates and identifies objects across higher IoU
thresholds.
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2.3.2 Inference Time

For evaluating the speed of a real-time object detection model like YOLO,
a crucial metric is inference time [21]]. Inference time refers to the duration
the model takes to process a single image and it is usually given in millisec-
onds (ms). The inference time can also be converted to Frames Per Second
(FPS) which measures how many images the model can process per second.
If inference time is given in milliseconds, the FPS can be calculated with the
following formula:

1000

FPS = -
Inference Time (ms)

2.4 GPU Acceleration

GPUs have become integral in accelerating machine learning models, partic-
ularly because the parallel nature of machine learning algorithms aligns well
with the architecture of GPUs [23]]. Although GPUs typically have lower clock
speeds compared to CPUs, they compensate with a much larger number of
compute units, traditionally known as CUDA cores in NVIDIA GPUs. This
configuration allows GPUs to execute significantly more floating-point opera-
tions per second, greatly enhancing their computational throughput under op-
timal conditions [24]]. Specifically, deep learning tasks such as matrix multi-
plications, convolutions, and activation functions benefit from GPUs. These
tasks are distributed across the numerous CUDA cores using advanced paral-
lelisation techniques, thus speeding up the processing of deep neural networks
and convolutional neural networks. This acceleration is crucial for training and
deploying large-scale models efficiently [24]].

2.5 Tensor Cores

2.5.1 Fused Multiply-Add

Tensor Cores are specialised hardware units first introduced with NVIDIA’s
Volta architecture in 2017, specifically designed to accelerate General Ma-
trix Multiplications (GEMMs) fundamental to deep learning processes [25].
There are two key ways matrix operations are accelerated: Fused Multiply-
Add (FMA) and by using mixed precision. The cores optimise performance
by executing multiple Fused Multiply-Add operations concurrently. An FMA
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operation combines multiplication and addition in a single step in the form of
a + (bxc), which is critical step for the calculation of GEMMs.

In the context of neural networks, GEMMs are crucial as they are required
for computing the output of each layer. This computation can be expressed

as
Act(W -a+ B)

W represents the weights of the node, B denotes the biases, and Act is the acti-
vation function applied to the input. Effective calculation of these operations is
essential for the training and inference phases of deep neural networks.

With the introduction of the Ampere architecture, especially evident in the
A100 GPU, the performance capabilities for executing matrix operations have
been substantially enhanced. The A100 is designed to execute up to 1024
Fused Multiply-Add (FMA) operations simultaneously per clock cycle, mark-
ing a significant improvement over previous architectures [25]. This enhance-
ment not only accelerates the training of neural networks by reducing the time
required for matrix calculations but also boosts the efficiency of inferencing
by processing more data in parallel. This can be observed in Figure[2.4]

NVIDIA V100 FP32 NVIDIA A100 Tensor Core TF32 with Sparsity

Figure 2.4: Figure from NVIDIA’s Ampere Whitepaper depicting tensor core opera-
tions on the Ampere architecture in comparison with with the preceding Volta archi-

tecture [@]
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2.5.2 Mixed Precision

Tensor Cores are integrated into GPUs alongside traditional CUDA cores
but are also particularly optimised for high-throughput using mixed-precision
computing [25]]. In the Volta architecture, mixed precision is used for calcu-
lating GEMMs and involves using half-precision (FP16) for FMA operations,
followed by a single rounding operation to return results to full precision
(FP32) [26]. This means that a mix of both lower and full precision will be
used in matrix operations. This approach allows the GPU to execute matrix
operations more rapidly, thereby increasing throughput, and reducing memory
usage and energy consumption [25]. In one study, employing mixed precision
techniques amplified the performance of a Tesla V100 GPU by sevenfold
compared to single precision usage, and tripled its performance compared to
half-precision utilisation [26].

Mixed-precision techniques are designed to optimise computational resources
by reducing the precision where it has minimal impact on the final outcome
[27]. This is particularly advantageous in deep learning applications where
the precision requirements can vary between different stages of neural net-
work processing. For instance, lower precision can be employed during cer-
tain phases of training to speed up computations without a substantial impact
on the precision of the model.

The introduction of TF32 with the Ampere architecture blends the 8-bit expo-
nent of full-precision (FP32) with the 10-bit mantissa of half-precision (FP16),
offering the range of FP32 and the precision suited for machine learning tasks
seen in FP16. This TF32 format handles operations by taking FP32 inputs and
producing outputs in FP32 [28]].

2.5.3 Precision Loss

The faster computation caused by mixed precision does have a drawback,
namely precision loss. The reduction in precision when decreasing to half-
precision can lead to accumulative errors that can propagate through the net-
work, potentially leading to model divergence during training [29]. Models
that only utilise CUDA cores do not engage in mixed precision and thus avoid
potential precision loss associated with such computations [30]. This distinc-
tion is crucial for applications where maximum precision is vital.
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2.6 Related Works

Numerous studies have explored the performance of various iterations and en-
hancements of the YOLO model on the Caltech pedestrian detection dataset,
which is the same dataset used in this study. Ghari et al. [31] investigated
the performance of a fine-tuned YOLOVS model for pedestrian detection on
the Caltech dataset. Their study, conducted on an RTX 3090 GPU over 600
epochs with 3000 images, achieved a pedestrian detection rate of 70 frames
per second, equivalent to an inference time of 14.4 ms, along with a mAP50
value of 91.8%. In a separate study, Boyuan and Mugqing [32] evaluated the
precision and speed of an enhanced YOLOv4 model for pedestrian detection
using the same Caltech pedestrian dataset. Their findings demonstrated note-
worthy results, with the enhanced model achieving an average precision (AP)
of 84.7% and a speed of 36.4 FPS, while the standard YOLOv4 model achieved
an AP of 83.4% and FPS of 36.6. These experiments were conducted using
an NVIDIA TITAN Xp GPU.

Another study focused on YOLO’s performance in low-computing-resource
environments. Zhou [33]] developed an improved YOLOv4 pedestrian detec-
tion model specifically for edge GPUs with limited computing power. Tested
on the WiderPerson pedestrian dataset, the model achieved an AP of 58.3%
and a speed of 31 FPS. The study concluded that the model’s detection accu-
racy was not satisfactory, suggesting future work should prioritise enhancing
pedestrian detection accuracy on GPUs with low computing power.

Several studies have highlighted the speed improvements achieved by Tensor
Cores on various deep learning models. Mishra et al. [34] demonstrated that
Tensor Cores accelerate sparse neural networks in the Ampere GPU architec-
ture, delivering twice the throughput of dense models while maintaining ac-
curacy across various machine learning workloads, including object detection
tasks. Additionally, Al Ghadani et al. [35] explored the impact of Tensor Core
acceleration on a YOLOv3 model on embedded NVIDIA hardware, achiev-
ing a 3.5x performance gain, albeit by halving precision further for optimised
performance on a robot platform for object detection.

The exploration of testing Tensor Cores with the YOLO model represents a
novel and uncharted territory. However, a study by Shin et al. [36] delves
into the effects of employing various optimised deep learning frameworks for
object detection tasks using the YOLOv4 model. The study evaluates perfor-
mance metrics such as latency, power consumption, and resource utilisation
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across CPUs and GPUs, comparing frameworks like TensorFlow, TensorFlow-
TensorRT, and TensorRT when running on CUDA and Tensor Cores. A key
finding from the research is that the most efficient computational outcomes
were achieved when utilising Tensor Cores.

Unlike previous studies that primarily focus on enhancing the performance of
object detection by improving the standard YOLO model, our study uniquely
investigates the impact of underlying hardware technology, specifically the use
of Tensor Cores. This approach differs from the work by Shin et al., which
involves implementing and optimising YOLO on embedded devices using a
range of techniques such as TensorRT, without isolating the impact of indi-
vidual hardware features like Tensor Cores. Our study presents a controlled
comparison to isolate the effects of Tensor Cores by enabling and disabling
them during tests on two distinct GPU architectures. Additionally, while Shin
et al.’s research utilised a dataset containing general objects, our study focuses
specifically on pedestrian detection. This specific focus allows us to examine
the impact of Tensor Cores on the real-world application of pedestrian detec-
tion systems in autonomous vehicles.



Chapter 3

Methods

This section outlines the methodology used to evaluate the performance of
the YOLOvVS8 model, structured into three main areas: software and hardware
setup, experimental procedure, and data collection. Initially, the software con-
figuration is discussed, highlighting the execution of the YOLOvV8 model and
the activation of Tensor Cores. This is followed by a detailed review of the
hardware environments utilised. The experimental setup is then outlined, de-
scribing the training, validation, testing and evaluation phases. Finally, the
data collection and preprocessing process is examined, particularly the use of
the Caltech pedestrian detection dataset.

3.1 Software and Hardware Setup

3.1.1 System Configuration

The experimental setup involved two distinct systems to compare the perfor-
mance of the YOLOv8 model using different GPU capabilities. The first sys-
tem utilised a Google Cloud Deep Learning VM equipped with an NVIDIA
A100 SXM4 40 GB Tensor Core GPU, featuring 6,912 CUDA cores and 432
Tensor Cores [25]. This system was supported by 12 vCPU cores, 85 GB
RAM, and operated on a Debian 10 based system. All experiments on this
setup were conducted using CUDA Version 12.1 and Pytorch version 2.2, with
JupyterLab as the platform for executing code.

The second system was a locally configured PC that housed an NVIDIA RTX
3070 GPU, which includes 5,888 CUDA cores and 184 Tensor Cores [37].

14
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This system was built around an i5 13600k processor with 32 GB RAM and
ran on Ubuntu 20.04. Similar to the cloud system, it was configured with
CUDA Version 12.1 and Pytorch version 2.2, utilising JupyterLab for devel-
opment and testing. This dual-system approach facilitated a thorough eval-
uation of the YOLOv8 model’s performance across different hardware envi-
ronments, highlighting the variations in cost-effectiveness and computational
efficiency.

3.1.2 Ultralytics Framework

Both systems utilised the Ultralytics Python package, which is integral for de-
ploying and testing YOLOvV8 models. This package offers essential functions
such as frain() for model training and the val() function for performance val-
idation. The train() function not only trains the model on labelled images
but also concurrently fine-tunes its hyperparameters for optimal performance
[38]. The use of val() facilitates efficient evaluation as it not only automates
the generation of evaluation metrics but also provides graphs of the training
process. It provides precision, recall, mAP50, and inference time as well as
prediction results on select images. Moreover, the val() function can double
as a tool for testing the trained model on the set of test images as it does not
alter any parameters of the model [39].

3.2 Experimental Procedure

3.2.1 Training and Validation

The experiment was structured into two main stages, training and testing, each
critical for evaluating the performance of the YOLOv8 model under different
hardware settings. Initially, a base model, specified by the “YOLOv8n.yaml’
configuration, was loaded and trained on the standard A100 GPU without Ten-
sor Cores enabled. This base model is the standard nano model designed for
high performance [13]. This pre-trained configuration of the model that had
been trained on the COCO dataset was used in order to greatly decrease the
total training time. The training phase then involved running the model for
100 epochs using the frain() function provided by the Ultralytics framework.
During this period, the model underwent continuous evaluation and hyper-
parameter tuning to optimise performance, which is crucial for adapting the
model to the specific characteristics of the training data. The initial settings
consisted of the default configuration for *YOLOvS8n’, comprising 100 epochs
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with Stochastic Gradient Descent as the optimiser, set at a learning rate of 0.01
and a momentum of 0.9.

Following the training phase, the model was subjected to a validation phase
to assess its generalisation capability. This involved loading the trained model
and applying the val() function to the set of validation images. This process
helped in assessing the model’s performance on new, unseen data, providing
insights into determining the optimal number of epochs and identifying when
training could be considered satisfactory.

After completing the training and validation steps for the A100 without Tensor
Cores, the process was replicated three more times. First, the training and vali-
dation were repeated for the A100 with Tensor Cores activated. Then, the same
steps were undertaken for the RTX 3070, both with and without Tensor Cores
enabled. To enable the Tensor Core-enabled GPU settings, Automatic Mixed
Precision (AMP) was activated in the PyTorch backend of YOLOv8 which
enables Tensor Core usage as well as TensorFloat32 usage in the model.

3.2.2 Testing and Evaluation

Following the training phase, the models underwent testing on the set of testing
images. This process mirrored the validation step, where the model’s perfor-
mance was assessed using the val() function but on the testing set. Each GPU
underwent this evaluation process twice: once with Automatic Mixed Preci-
sion enabled, and once with it disabled.

The performance of the YOLOv8 model with and without Tensor Cores was
then evaluated using the metrics provided by the val() function in the Ultra-
lytics framework. For measuring the performance of pedestrian detection, the
metrics used were precision, recall, mAP50 and mAP50-95. For measuring
the speed of the model, the average inference time per image across the test-
ing dataset was used, which was then converted to frames per second. The
function also generated images to visually depict the placement of bounding
boxes. Additionally, mAP values for each epoch were provided by the valida-
tion function and this data was used to create mAP-epoch graphs.

Verification of Tensor Core utilisation was conducted using NVIDIA’s NSight
Systems profiler, which provided insights into the utilisation of both Tensor
Cores and CUDA cores. This tool is instrumental in comprehending GPU ac-
tivity, thereby enabling the assessment of Tensor Core effects and potential
variations in results across different hardware configurations. The verification
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entailed analysing the GPU’s operations and calculating the percentage of op-
erations that engaged the Tensor Cores (tensorops) from the total operations
that were run on the GPU. Furthermore, GPU memory usage statistics were
also obtained from the Nsight systems data, and the average value for the dura-
tion of the profiling session was used to get an overall metric for GPU memory
usage.

3.3 Data Collection

3.3.1 Original Dataset

The Caltech pedestrian detection dataset was selected for this experiment due
to its extensive size, diversity and challenging scenarios, featuring approxi-
mately 250,000 frames from 10 hours of urban driving footage in Los Angeles,
annotated with over 350,000 pedestrians [40]. The dataset’s complexity, with
pedestrians varying widely in pose and scale, made it a realistic real-world re-
source for testing detection algorithms [31]. Images in the dataset are provided
in 640x480 pixel resolution and stored in SEQ format, with corresponding an-
notations in VBB files. In Figure[3.1] sample images from the dataset contain-
ing pedestrians are shown, illustrating some of the environments in which the
images are taken.

The dataset is divided into training and testing sets. The training set com-
prises 67,000 positive images, containing 192,000 instances of pedestrians,
and 61,000 negative images, which contain no pedestrians. The testing set
includes 65,000 positive images with 155,000 pedestrians, and 56,000 nega-
tive images. In the dataset organisation, sets O through 5 are designated for
training, while sets 6 through 10 are used for testing.

The dataset contains 2 classes of pedestrians: *person’ and ’people’. The "per-
son’ class represents pedestrians that have individually distinguishable features
in contrast to the ’people’ class representing groups of people with less distin-
guishable individual features. The ’people’ class was not used as the number of
“people’ instances was quite low and not relevant to the aim of the study.
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Figure 3.1: Sample images from the Caltech dataset showing pedestrians.

3.3.2 Extracted Dataset

From the original dataset, a subset of 38,244 images were extracted to ensure
a large enough dataset that could be experimented on in a reasonable time.
Out of these images, 36,035 contained pedestrians while the remaining 2,209
were background images without any pedestrians, as shown in Table 3.1} The
non pedestrian images were included as per Ultralytics’ recommendations of
keeping less than 10% background images in each set in order to prevent false
positives from being detected [41]]. The percentage of background images is
5.8%, 9.5%, and 3.7% for the training, validation and testing sets, respec-
tively.

The images were divided into training and testing splits with a split of 80%,
and 20% respectively. The division, often termed the 80/20 split, derives its
rationale from Pareto’s Law, which states that 80% of outcomes stem from
20% of inputs [42]]. This principle guided the decision in choosing this partic-
ular partitioning. From the training split, 20% of the images were chosen to
be used for validation. This created a total split of 64%, 16%, and 20% for the
training, validation, and testing sets, respectively.

In order to ensure that the distribution of the chosen images were representative
of the whole dataset, SEQ files were selected from each of the 11 sets based on
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the ratio of images the set contained with respect to the entire training or test
split of the dataset. The validation set was randomly selected from the SEQ
files selected for the training split.

Table 3.1: The number of occurrences of the person class and the number of back-
ground images in the training, validation and testing sets, respectively.

Training Validation Testing | Total

Person 24,174 6,188 5,673 | 36,035
Background 1,400 593 216 2,209
Total 25,574 6,781 5,889 | 38,244

3.3.3 Preprocessing of Dataset

The YOLOV8 model requires specific formats for both images and labels: im-
ages must be in PNG format and annotations in TXT files [38]]. Each image’s
filename must correspond to an annotation file of the same name that contains
information about the classes present in the image. To accommodate this re-
quirement, the dataset underwent conversion from SEQ format for images to
PNG, and from VBB format for annotations to TXT files. These conversions
were efficiently executed using custom Python scripts designed to automate
the process.
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Results

The following section presents the experiment results. Initially, graphs de-
picting the training progress of the models are presented. Subsequently, the
results from the testing phase, encompassing performance metrics and time
efficiency, are shown. Finally, tables depict Tensor Core and memory utilisa-
tion. Overall, while enabling mixed precision led to a slight decline in perfor-
mance metrics, it notably reduced inference time for the RTX 3070 GPU and
substantially decreased memory usage for both GPUs.

4.1 Training Phase

Figure [d.T]illustrates the evolution of mAP over training epochs for the A100
GPU, both with and without mixed precision. The results show that during
training, mixed precision introduces slightly more variability in mAP, partic-
ularly in the early epochs, and exhibits a more pronounced dip around epoch 3
compared to training without AMP. Additionally, there are more fluctuations
in the mAP curve during the initial epochs when mixed precision is enabled.
Despite these fluctuations, mixed precision does not delay the convergence of
training, as both scenarios converge at approximately the same time.

Similar observations are evident for the RTX 3070 GPU, as depicted in Figure
4.2l Like the A100, the RTX 3070 shows more fluctuations in the early epochs
when mixed precision is enabled. There is no discernible delay in the conver-
gence of training, with both versions of the RTX 3070 reaching convergence
at similar times. However, in contrast to the A100, the RTX 3070 exhibits a
deeper dip at epoch 3 when AMP is disabled.

20
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Figure 4.1: Mean average precision (mAP) progression over training epochs, con-
trasting mAP scores between the validation sets with and without Automatic Mixed
Precision (AMP) enabled when utilising an A100 GPU.

Training mAP on NVIDIA RTX 3070

0.95

0.9

mAP 0.85

0.8

0.75

Mixed Precision enabled
Mixed Precision disabled

07 1 1 1 1 1 1 1 1 1
0 10 20 30 40 50 60 70 80 90 100

Epochs

Figure 4.2: Mean average precision (mAP) progression over training epochs, con-
trasting mAP scores between the validation sets with and without Automatic Mixed
Precision (AMP) enabled when utilising an RTX 3070 GPU.



22 CHAPTER 4. RESULTS

4.2 Pedestrian Detection Performance

Figure [4.3] shows an image from the testing dataset and how the YOLOVS8
model correctly identified the obscured pedestrian.

person

o 5 %

Figure 4.3: Original image from test set used for detection and image result after
correct detection of a person.

Table [.1]illustrates the count of correct and incorrect detections made by the
YOLOV8 model, categorized as true and false positives and negatives. No-
tably, enabling mixed precision leads to a reduction in true positives, indicat-
ing fewer accurately identified pedestrians, across both GPUs. For the A100
GPU, there is a decrease of 268 true positives, equating to an 8.9% reduc-
tion, accompanied by a corresponding increase in false negatives. Similarly,
the RTX 3070 experiences a comparable albeit smaller change, with a reduc-
tion of 86 true positives and a corresponding increase in false negatives upon
activating mixed precision. It’s important to note that the number of true neg-
atives remains at O for all tests, as the detection model focuses solely on iden-
tifying instances of the *person’ class. Furthermore, all tests exhibit a notable
presence of false negatives, indicating that many pedestrians present were not
detected.
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Table 4.1: Results on the test set using the A100 and RTX 3070 GPUs, displaying
the number of true positives, false positives, false negatives, and true negatives for the
“person’ class with mixed precision enabled and disabled.

GPU Mixed True False False True
Precision Positives Positives Negatives Negatives
A100 40 GB Disabled 3015 226 2658 0
A100 40 GB Enabled 2747 216 2926 0
RTX 3070 8 GB Disabled 3063 280 2610 0
RTX 3070 8 GB  Enabled 2977 295 2696 0

Tabled.2]and Tabled.3|present the results comparing the precision, recall, and
mAP values of each GPU with and without the activation of Tensor Cores’
capabilities. Overall, both the A100 and RTX 3070 demonstrated similar per-
formance in detecting pedestrians. However, a noticeable difference emerged
between the runs with mixed precision enabled and disabled. For the A100
GPU, enabling mixed precision led to a decrease of 0.3 percentage points in
precision and a notable 4.7 percentage points decrease in recall, equating to an
8.9% reduction. Additionally, there was a difference of 0.7 percentage points
in mAP50, while mAP50-95 remained unchanged. Similarly, the RTX 3070
with Tensor Cores experienced a 0.7 percentage point decrease in precision
and a 1.6 percentage point decrease in recall, which equates to a 3% decrease.
Moreover, mAP50 and mAP50-95 decreased by 1.2 and 0.4 percentage points,
respectively. From these findings, a distinguishable trend emerges: when en-
abling Tensor Cores, all metrics decrease in value, with recall experiencing a
more substantial decrease than precision.

Table 4.2: Results on the testing set using the A100 GPU showing precision, recall,
mAP50 and mAP50-95.

A100 Mixed Precision Mixed Precision
Disabled Enabled
Precision (%) 93.0 92.7
Recall (%) 53.1 48.4
mAP50 (%) 71.2 70.5
mAP50-95 (%) 39.9 39.9
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Table 4.3: Results on the testing set using the RTX 3070 GPU showing precision,
recall, mAP50 and mAP50-95.

RTX 3070

Mixed Precision Mixed Precision

Disabled Enabled
Precision (%) 91.6 90.9
Recall (%) 54.0 52.4
mAPS50 (%) 70.8 69.3
mAP50-95 (%) 394 39.0

4.3 Time Efficiency

Table {.4] reveals surprising results. Despite expectations, the activation of
mixed precision yielded no improvement in the inference time of the A100
GPU. Conversely, utilising Tensor Cores on the RTX 3070 GPU led to a 0.2
ms speedup, translating to an 11.76% decrease in inference time.

Table 4.4: Results on the testing set using different GPUs showing average inference
time per frame and average frames per second.

Average Inference  Average frame

GPU Mixed Precision Time (ms) per second (FPS)
A100 40 GB Disabled 0.9 1111.11
A100 40 GB Enabled 09 1111.11

RTX 3070 8 GB Disabled 1.7 588.235
RTX 3070 8 GB Enabled 1.5 666.666
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4.4 Tensor Core and Memory Utilisation

Table 4.5| presents the proportion of operations executed on Tensor Cores dur-
ing the tests conducted on each GPU. The data indicates that Tensor Core util-
isation is lower on the RTX 3070 compared to the A100 when evaluating the
model on the test set. Additionally, the RTX 3070 also exhibits a longer run-
time compared to the A100.

Table 4.5: Tensor core utilisation (Percentage of operations run on Tensor Cores) on
RTX 3070 and A100 GPUs respectively on inference of the test set with Automatic
Mixed Precision enabled.

GPU operations run on Tensor Cores (%) Total GPU time (s)

A100 19.7 27.9
RTX 3070 17.5 42.8

Table 4.6 highlights a significant observation: enabling mixed precision on
the A100 GPU leads to a noteworthy reduction in GPU memory usage, with
a decrease of 39.3%. Similarly, Table 4.7]illustrates that enabling mixed pre-
cision on the RTX 3070 GPU results in a 37.7% decrease in memory usage.
These findings underscore the substantial reduction in memory usage achieved
by utilising mixed precision for both GPUs.

Table 4.6: Average memory usage with mixed precision enabled compared to disabled
on A100 while evaluating test set

A100 Memory Usage
Mixed Precision Disabled 3623 MB
Mixed Precision Enabled 2196 MB

Table 4.7: Average memory usage with mixed precision enabled compared to disabled
on RTX 3070 while evaluating test set

RTX 3070 Memory Usage
Mixed Precision Disabled 3588 MB
Mixed Precision Enabled 2236 MB
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Discussion

5.1 Analysis of Results

The training phase results detailed in section . I|reveal notable trends regard-
ing the impact of Tensor Cores. Specifically, Tensor Cores introduced more
fluctuations in the mAP value, particularly evident during the initial epochs.
For the A100 GPU, this translated into a sharp decrease in mAP for the mixed
precision version, suggesting that mixed precision may initially destabilise the
training process more than full precision training for this GPU. In contrast, the
RTX 3070 exhibited the opposite trend, indicating that Tensor Cores may ac-
tually stabilise training slightly more compared to its non-AMP counterpart.
However, despite these fluctuations, both models converged at similar times,
suggesting that Tensor Cores do not significantly affect the overall efficiency
and effectiveness of the training process. Thus, to mitigate the effects of poten-
tial fluctuations caused by mixed precision, it is essential to conduct training
over a sufficient number of epochs.

All models maintain a high precision of over 90%, although their recall is
relatively low at around 50%. This indicates that while the models are effective
at correctly identifying pedestrians, they tend to miss many, resulting in a high
number of false negatives. Additionally, an mAPS50 of approximately 70%
suggests that the models perform reasonably well in detecting pedestrians with
moderate overlap. However, this performance is significantly lower than the
results reported by [31] and [32]]. Moreover, an mAP50-95 of around 39%
implies that as the overlap requirement increases, the models struggle more
with precise localisation of pedestrians. Although these results raise concerns

26
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for real-life autonomous driving applications, this study focuses on comparing
the differences between versions rather than overall detection accuracy.

One key observation from section4.2)is that utilising Tensor Core capabilities
led to slight decreases in all performance metrics—precision, recall, mAP50,
and mAP50-95—across both GPUs. This reduction aligns with the expected
behaviour of Tensor Cores, as their mixed precision computation can introduce
some precision loss, as noted in section @ However, the differences are
minor, indicating no significant precision loss when using Tensor Cores. This
is a crucial finding, suggesting that Tensor Cores can be employed in real-world
applications, such as pedestrian detection systems in autonomous vehicles,
without substantially impacting performance. Additionally, the consistency of
this precision loss across different hardware indicates that the impact of Tensor
Core usage is predictable and can be accounted for during model development
and deployment.

Another notable observation is the difference in impact of Tensor Cores on
the time efficiency of the A100 and RTX 3070 GPUs. While the A100 GPU
showed no significant change in time efficiency, the RTX 3070 exhibited a
substantial improvement. Specifically, despite having less than one-fifth of its
operations running on Tensor Cores, the RTX 3070 reduced its inference time
by 11.76%. This could be due to differences in hardware. The A100 GPU is
equipped with a higher number of both CUDA and Tensor Cores compared
to the RTX 3070. This abundance of computational power might entail that
the A100 is already operating at an optimal level, leaving little room for no-
ticeable improvements when Tensor Cores are activated. In contrast, the RTX
3070, being less powerful, benefits more from the additional computational re-
sources provided by Tensor Cores, leading to a more pronounced improvement
in inference time. The RTX 3070’s improvement in inference time is partic-
ularly relevant for the autonomous vehicle industry. Given its similar power
output and price range to the GPUs typically used in AV systems [43], the
RTX 3070’s enhanced performance with Tensor Cores indicates that even less
powerful and more cost-effective hardware can achieve high-speed, efficient
detection. This is crucial for maintaining low costs and efficient power con-
sumption while ensuring pedestrian detection remains rapid and precise.

The results also indicate that one of the key benefits of using mixed precision
is significant memory savings, reducing usage by approximately 40%, which
aligns with findings from [36]. These savings allow for more efficient GPU re-
source utilisation, enabling larger batch sizes and more complex models with-
out exceeding memory limits. This is especially beneficial in environments
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with limited GPU resources or when scaling up models for intensive tasks. In
pedestrian detection for autonomous vehicles, the reduced memory footprint
from mixed precision training provides practical advantages. It enables real-
time processing and analysis of larger datasets, enhancing detection accuracy
and robustness. Larger batch sizes also lead to more stable and quicker con-
vergence during training, improving overall model performance and reliability.
Furthermore, the memory efficiency from mixed precision facilitates deploy-
ing advanced models on edge devices, addressing issues highlighted in Zhou’s
study [33]]. This capability is crucial for autonomous vehicles, where onboard
systems must process data rapidly and efficiently to make timely decisions.
Thus, mixed precision not only optimises resource allocation but also expands
the potential for implementing sophisticated pedestrian detection algorithms
in real-world applications.

A concern with using Tensor Cores is the increase in inaccurate detections
when mixed precision is activated. The YOLOv8 model made more errors,
incorrectly identifying pedestrians, which could be problematic in real-world
applications where mispredictions could be fatal. This issue was particularly
evident with the A100 GPU, which utilised Tensor Core operations more ex-
tensively than the RTX 3070, likely due to its higher number of Tensor Cores.
This coincided with the A100 experiencing the largest increase in false neg-
atives and a decrease in recall when mixed precision was enabled, suggest-
ing that a higher number of Tensor Cores may negatively impact model per-
formance. Additionally, many of the incorrectly identified pedestrians may
have been occluded, reflecting the dataset’s nature, which contains numerous
occluded pedestrian images. Previous research using the Caltech pedestrian
dataset has noted its difficulty due to the high number of occluded and distant
pedestrian images [40]. Despite these shortcomings, the limitations do not
substantially affect the overall conclusions that can be drawn from the find-
ings.

5.2 Sustainability Aspects

The implementation of Tensor Cores in autonomous vehicles can significantly
contribute to several of the United Nations” Sustainable Development Goals
(SDGs). Firstly, by enabling the broader adoption of cost-effective AVs with
improved pedestrian safety, Tensor Cores can help reduce traffic accidents and
healthcare costs, supporting SDG 3, Good Health and Well-being. Addition-
ally, by optimising traffic flow and reducing vehicle emissions, this technology
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aids in achieving SDG 11, Sustainable Cities and Communities, and SDG 13,
Climate Action.

5.3 Ethical Aspects

The rise in undetected pedestrians underscores the need for further develop-
ment to ensure the reliable use of Tensor Cores in pedestrian detection systems.
This finding also raises ethical concerns regarding the widespread adoption of
Tensor Cores in autonomous vehicles, given their standard inclusion in mod-
ern GPUs. Utilising this technology without adequate testing and calibration
may lead to inaccurate predictions, potentially resulting in fatalities.

Another crucial ethical consideration is determining an acceptable trade-off
between performance gain and the risk associated with precision and recall
loss when enabling mixed precision. While the question is challenging to
answer, as incorrect predictions could lead to accidents or fatalities, the in-
creased detection speed afforded by mixed precision in lower-end GPUs may
mitigate the impact of precision loss. This could allow the model to process
more detections per second, potentially reducing the likelihood of incorrect
predictions. Furthermore, real-life scenarios may incorporate redundancies
and other sensors to prevent predictions from resulting in fatalities.

5.4 Future Work

Future research could explore the impact of using larger and more com-
plex models with mixed precision computing to mitigate precision loss in
pedestrian detection. Additionally, investigating alternative datasets and pre-
training strategies may enhance detection performance, especially in scenarios
with occluded pedestrians, such as the Caltech dataset. Furthermore, evalu-
ating the performance of Tensor Cores in actual GPU systems designed for
automobiles using advanced object detection models like YOLOv8 would of-
fer valuable insights into the capabilities of embedded hardware in automotive
object detection systems.



Chapter 6

Conclusions

Our findings reveal that Tensor Cores notably improve the time efficiency of
the YOLOvV8 model, especially on lower-end GPUs with fewer cores. How-
ever, the impact on performance diminishes with higher-end GPUs like the
A100. Additionally, while employing Tensor Cores and mixed precision re-
sulted in a slight reduction in precision, recall, and mean average precision for
both GPUs, the degree of decrease prompts a reconsideration of Tensor Core
utilisation. This highlights the need to carefully weigh the trade-offs between
performance enhancements and potential risks.

Nevertheless, the implications of these findings underscore the necessity for
further investigation. Future research should extend beyond controlled lab-
oratory settings to encompass a diverse range of GPU models and incorpo-
rate real-world trials in autonomous vehicles. Such comprehensive studies
will provide a clearer understanding of the practical implications of Tensor
Core usage and ensure their effective integration into pedestrian detection sys-
tems.
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