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Abstract

Uncertainty has been an important topic, in research, as well as a social
concern. The notion of path uncertainty is introduced as the likelihood
of encountering a wide variety of possible trajectories when following a
given strategy. The research question is: “How can path uncertainty be
modelled?”. This thesis proposes the Path Uncertainty Aware Markov
Decision Process (PUA-MDP), based on other types of MDPs related
to other types of uncertainty. Its algorithm finds optimal policies for
balancing maximal reward with minimal cumulative path uncertainty
exposure. Experimental validation demonstrates that the algorithm’s be-
haviour resembles human behavioural responses to uncertainty. It also
demonstrates that a small decrease in reward can result in a drastic de-
crease in uncertainty. If such a method is applied to any classic MDP,
path uncertainty could be reduced greatly.
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1 Introduction

Uncertainty has been an important topic of research in Artificial Intelligence (AI) and sci-
ence in general for many decades [1, 2, 3]. Within Al, theories such as Bayesian models
[4] and fuzzy systems [5] aim to reason with uncertainty. On top of that, uncertainty is also
an important social concern and is linked with the mental health of people and communi-
ties [6]. In the spirit of Industry 4.0 [7], Al algorithms can produce uncertainty-inducing
plans by optimising speed, reward, and/or efficiency, worsening other factors, such as hu-
man well-being. A prominent example is the trend of uberisation of the labour force and
the gig economy [8, 9]. In industries like food delivery, algorithmic management is used,
for instance in the shape of digital-based performance evaluations. These ensure fluent and
profitable operations for corporations, but for workers, result in uneven working days with
uncertain pay, unsafe working conditions and the possibility of losing their job without be-
ing able to protest the decision to a human being [10, 11]. The uncertainty that follows can
lead to other mental health issues, as it is one of the largest factors of anxiety [12, 13].

Uncertainty is an umbrella term often defined and categorised in terms of the relevant disci-
pline [14, 15]. A general high-level definition of uncertainty in the context of model-based
decision support activities is: “any deviation from the unachievable ideal of completely de-
terministic knowledge of the relevant system” [16]. In this discipline, uncertainty is most
relevant for measuring the reliability of systems. In psychology, it is often more described
as “a state of mind characterised by a conscious lack of knowledge about the outcomes of
an event” [17]. In this discipline, uncertainty is a key topic in understanding the human
mind. All of these approaches to uncertainty are very active in science, but usually not
combined, which is what this thesis is aiming for.

To illustrate a specific type of uncertainty, imagine that Alice needs to catch a plane. She
leaves very early and can choose to take the bus or bicycle to the airport. Her decision
does not impact her chances of missing the flight, since there is enough time for delays
in either mode of transport. The bus is faster than the bicycle. However, the decision of
taking the bus comes with many uncertainties: missing a transit, traffic jams, crowds etc.
This type of uncertainty is called ‘path uncertainty’ (PU), which is the focus of this thesis.
Often, most attention is being given to the outcome of situations. However, the journey is
just as important. Path uncertainty covers the uncertainty that emerges upon making deci-
sions about the journey. Some other types of uncertainty, mentioned in neuroscience [14],
have been formalised, such as state uncertainty, which is covered by Partially Observable
Markov Decision Processes (POMDP) [3] and outcome uncertainty, covered by Anxiety-
Aware Markov Decision Processes (AA-MDP) [18]. However, for path uncertainty, it lacks
computational coverage.

In this thesis we seek to fill this gap by answering the question: “How can path uncertainty
be modelled?” We define path uncertainty as the likelihood of encountering a wide variety
of possible trajectories when following a given strategy. This thesis introduces the Path
Uncertainty Aware Markov Decision Process (PUA-MDP). Previous research has provided
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promising advancements in modelling other types of uncertainty [18]. We expect that, with
minimal alterations, many types of uncertainty can be captured and accounted for in algo-
rithms of Al systems in a similar manner. The main goal for this line of research is to find
ways of incorporating uncertainty awareness into Al systems, to compare classic optimal-
ity to PU optimality and to compare the uncertainty exposure in different systems. When
looking back at Alice’s example, the proposed PUA-MDP could compute the PU for the
different journey options. This would give Alice more information than just expected travel
time, allowing her to make a more informed decision based on how much extra travel time
she is willing to accept to have a more certain journey. In a similar way, path uncertainty
awareness in Al systems can contribute to decreasing uncertainty exposure to people in their
everyday interactions with these systems.

This thesis first presents the basic relevant concepts in Chapter 2 and related work in Chapter
3. Furthermore, path uncertainty is formalised in a PUA-MDP together with an algorithm to
find the optimal path uncertainty aware policies in Chapter 4. Lastly, an experimental vali-
dation is conducted to compare the algorithm’s behaviour to human behavioural responses
to uncertainty in Chapter 5.
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2 Background

In this chapter, the main concepts in this thesis are described: uncertainty and Markov
Decision Processes (MDP).

2.1 Uncertainty

In the field of neuroscience, (Bach & Dolan) mention four types of uncertainty: sensory
uncertainty, state uncertainty, outcome uncertainty, and rule uncertainty [14]. To illustrate
them, we return to certain situations that could arise in the example of Alice trying to get
to the airport to catch a flight, from Chapter 1. Sensory uncertainty represents uncertainty
resulting from inaccurate ability to observe. For example, Alice may experience sensory
uncertainty at the station, where confusing signs can be found about many buses going
in different directions. State uncertainty represents uncertainty resulting from a believed
inaccurate or partial knowledge of the world. For example, Alice may experience state
uncertainty when waiting for the bus, lacking information on whether the bus is late or
not. Outcome uncertainty represents the uncertainty regarding the goals of the agents. For
example, Alice may experience outcome uncertainty if her goal is to take the plane in time
or if her goal is to save money but she does not know how many buses she will have to
pay for. Rule uncertainty represents uncertainty resulting from the effect of acting over the
world (no matter whether these actions are goal-oriented or not). For example, the overall
strategy to taking the public transport may cause rule uncertainty as buses may be delayed
or diverted, or require to adapt the route to the airport (e.g. taking bus B and C if bus A does
not run). The path uncertainty covered in this thesis is a case of rule uncertainty.

When translating uncertainty from definitions in neuroscience to a formal representation,
there are different interpretations. Recall, we define path uncertainty as the likelihood of
encountering a wide variety of possible trajectories when following a given strategy. For
simplicity, to demonstrate the concept, in this thesis the assumption is made that the world
is fully observable. Not knowing the probability distributions of the transitions is already
partly covered by reinforcement learning and adds an extra layer of uncertainty which is
outside of the scope of this thesis.

2.1.1 Measuring Uncertainty

As we work with path uncertainty, we need a way to measure the uncertainty of paths. The
Shannon entropy H [19] is the most central measure for uncertainty and can be applied to
any distribution. It is also used in other MDP-based contexts [20]. In this thesis, we apply
H to distributions of paths.

3(22)



Entropy is quantified with the following formula, where X is a probability distribution with

Y p(x)=1:

xeX
H(X) ==} p(x)log:p(x) @.1)
xeX
When the log base is 2, the result of the formula is the number of bits per symbol [21]. This
is the version used for the PUA-MDP. As an example, when there is one certain option,
H({1}) = 0. When there are five equally plausible options H({0.2,0.2,0.2,0.2,0.2}) =
2.32. A low value of H means low uncertainty.

Entropy is related to psychology in that psychological entropy appears inversely related
to an individual’s ability to successfully perform work and obtain rewards through goal-
directed perception and action [22]. The importance of integrating psychological models
with uncertainty in information theory is highlighted:

“Integrating current psychological models with the notion of entropy as de-
rived from cybernetics and information theory allows for greater precision in
understanding the nature, dynamics, and consequences of uncertainty-related
anxiety.” [22]

2.1.2 Behavioural Responses to Uncertainty

In order to validate whether our model yields sound uncertainty-reducing strategies, we
consider whether this model resembles uncertainty-reducing strategies from humans. The
way humans deal with uncertainty has mostly to do with how humans deal with the emotion
that is tied to uncertainty, anxiety [13]. A large part of this concerns a need for control. This
can be either be pragmatic control, which lowers the chance of a certain threat, or epis-
temic control, which increases the knowledge about the probability of a threat happening.
Because of the assumption of a fully observable world, pragmatic control is more relevant
in this thesis. Another interesting observation is that 'reducing the waiting’, i.e. putting an
end to uncertainty as soon as possible, independent of the outcome, is a common coping
mechanism to reduce anxiety. Although individuals react differently to different levels of
uncertainty, in general the worse the uncertainty, the stronger the coping mechanisms.

2.2 Markov Decision Process

Markov Decision Processes (MDP) are the most common framework for representing plan-
ning under uncertainty and will serve as a basis for modelling uncertainty in this thesis. An
MDP is a sequential decision problem for a fully observable stochastic environment with
a Markovian transition model and additive rewards [3]. Typically, it consists of a tuple
(S,A,T,R,s0), where:

¢ S indicates a set of states.
¢ A indicates a set of actions.

* T is atransition function 7 (s,a,s’) which is a probability of reaching s’ € S from s € §
after performing action a € A.
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* Ris arewards function R(s) that gives the expected reward for landing in a state s € S.

* 59 € § is the starting state.

Additionally, an MDP can be extended with a horizon 4 € N that indicates the maximum
number of actions that can be taken from a certain state s. Figure 1 illustrates an example
of an MDP.

Figure 1: An example of a Markov Decision Process: A white node represents a state
s € S and includes reward R(s). A black node represents an action a € A.
Transition functions T'(s,a,s’) are denoted by probabilities next to arrows. The
starting state is so.

2.2.1 Optimising MDPs

A policy T : S — A is a function that assigns an action a € A to a state s € S. Il is the set
of all policies. An MDP can be optimised by finding the set of optimal policies IT; that
maximises the expected reward within the amount of actions of the horizon 4.

One way of computing optimal policies is the value iteration algorithm [3, 23]. This is
based on the Bellman equation [24], which uses the components S, T, and R of an MDP:

Vit(s) =R(s)+ Y T(s,m(s),s') x Vi1 (s) (2.2)

s'es

It uses dynamic programming to compute the expected value V;*(s) and compares different
policies for state s, based on the expected value of the next states.

2.2.2 Modelling Uncertainty Avoidance

In order to integrate path uncertainty, we rely on former MDP research that proposed a struc-
ture for a representation of a compromise between reward and cumulative uncertainty [18].
While this research focuses on another form of uncertainty, it provides a generic structure
for modelling cumulative uncertainty and comparing it against cumulative rewards; as we
intend to do in this thesis. The foundation of cumulative uncertainty [25] is instant uncer-
tainty [26], i.e. the uncertainty experienced at a given point in time. Cumulative uncertainty
is the addition of instant uncertainty experienced over time.
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The authors define a Practical AA-MDP as (S,A,T,R,Ra,W,so,h), where (S,A,T,R) is a
classic MDP, A is a value distribution, R is a function that associates a cost to a value
distribution, i.e. the instant uncertainty, W is the relative weight given to uncertainty versus
objective rewards, sg € S is an initial state, and & € N is the horizon [18].

This formalisation of outcome uncertainty is used as a foundation of the formalisation of
path uncertainty, where we replace the distribution of rewards by the distribution of possible
paths.
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3 Related Work

Former research has provided related examples of MDPs for handling specific facets of
uncertainty. While they do provide some insights on how various forms of uncertainty can
be integrated in deliberation, these other lines of research differ in the type of uncertainty
they cover (as framed in Section 2.1) and, for most of them, on whether they consider the
exposure of uncertainty over time. These models include: POMDP [27] and extensions [28,
20], regret MDP [29], risk-sensitive MDP[30] and AA-MDP [18].

Classic MDPs already have an aspect of uncertainty integrated. If there is high certainty
of receiving a large negative reward, the policy will consider another action as optimal.
However, These models only account for the instrumental impact of uncertainty on expected
rewards, with total disregard for uncertainty exposure.

When an agent’s state is uncertain (i.e. state uncertainty [14]), normal MDPs are not ap-
plicable because the assumption of full observability does not hold, making it difficult to
determine which policy to use. Formally, in 7t(s), s is not known or not certain. In such a
partially observable world, the Partially Observable MDP (POMDP) framework is a useful
alternative [27]. Next to the standard attributes of an MDP (S,A, T, R), the POMDP adds an
aspect of belief to measure the certainty of being in a state s, which can be incorporated in
computing optimal policies.

An extension of the classic reward POMDP (R-POMDP) is the epistemic p-POMDP [28],
where the reward function p depends on the belief state. They allow producing strategies
for reducing state uncertainty by enabling to give a penalty when the agent is exposed to
high state uncertainty. Furthermore, a combination of the two types of POMDP have been
combined into Rp-POMDP [20]. This framework incorporates both the classic R-POMDP
rewards and the p-POMDP epistemic certainty rewards. The Rp-POMDP resembles the
PUA-MDP in the sense of combining reward maximisation and uncertainty minimisation
into optimal policies. However, this captures state uncertainty instead of path uncertainty.

Another type of MDP is the regret MDP [29], which also handles partially known infor-
mation. It aims to find near-optimal policies while minimising the degree of precision with
which a reward function must be specified. The regret MDP handles a partially observable
world in the context of outcome uncertainty, which differs from the PUA-MDP. Further-
more, the focus lies on not having full information about the rewards, not just on generating
uncertainty-aware policies.

Risk-Sensitive MDPs [30] are MDPs dedicated to finding a policy that maximises the prob-
ability that the cumulative cost is within a user-defined cost threshold [31]. They allow
reducing exposure to worst-case outcomes by giving more emphasis to avoiding them at
optimisation time. Similar to the PUA-MDP, this type of MDP aims to find policies that
reduce uncertainty by reducing the risk of crossing a set cost threshold. Again, this revolves
around outcome uncertainty, unlike the PUA-MDP.
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Lastly, the AA-MDP [18], described in Section 2.2.2, resembles this research the most,
focusing on outcome uncertainty. A difference with outcome uncertainty is that for path
uncertainty, rewards do not matter at all. The only thing that matters is how to get to terminal
states in the most certain way possible. This means that the PUA-MDP can add value when
rewards are all the same. Combining MDPs with uncertainty has been a prominent topic of
research. However, specifically integrating path uncertainty into MDPs remains relatively
unexplored.
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4 Path Uncertainty Aware Markov Decision
Process

A Path Uncertainty Aware Markov Decision Process (PUA-MDP) is based on the clas-
sic MDP, which remains unchanged. Next to optimising the MDP to achieve the highest
expected reward, the PUA-MDP adds a layer to be able to account for cumulative path
uncertainty exposure (CPUE).

Definition 1. A path distribution A : P — [0, 1]is a probability distribution over paths, where
P is the set of all possible paths and p € P is one path. A(p) is the probability of obtaining

p,with ¥, A(p) = 1.

pEP
Definition 2. A policy-based path distribution A>™" : P*™" — [0, 1] is a path distribution
induced by a policy T, given a starting point s and a horizon h. P*™" is the set of all
possible paths from state s, following policy T, within horizon h. A*™"(p) is the probability
of obtaining p € P*™, with Y, A™'(p) = 1. Given transition function T (s,a,s') from

pepmt,h
the MDP, it is represented as:
As,n,h — {1} h=0 (41)
{Lyes T(s,m(s),s') x A1} p >0

If 5 is a terminal state, 4 is considered 0. The policy-based path distribution is used since
it represents different paths and uncertainty can easily be captured by such a probability
distribution. As an example, in Table 1, the values from Figure 1 are presented. For ©° and a
horizon of 2, PS0® 2 — {s0— 52— 54,50 — 52— 55,50 — 53— 57} and A2 — {0.35,0.15,0.5}.
This means that there are three different paths that are possible to follow within the horizon
h from sg with the mentioned policy, with the associated probabilities of following that path
while adhering to the policy.

Definition 3. instant uncertainty IU*™" measures the uncertainty that is experienced at
one instance at a certain state, based on the policy. It is quantified by the Shannon entropy:

U™ = H(A™h) 4.2)

The Shannon entropy is used here for the reason that all paths are of equal worth when con-
sidering path uncertainty, unlike other types of uncertainty, like outcome uncertainty [18].
As shown in Table 1, [U*-™ 2 = H({0.35,0.15,0.5}) = 1.44. Notice that the instant uncer-
tainty is higher when the path distribution is more equal, e.g. H({0.5,0.5}) > H({0.7,0.3}),
even though an equal amount of paths can be followed.

Definition 4. cumulative path uncertainty exposure CPUE*™" is expressed as the path
uncertainty that builds up over time, or the expected total path uncertainty experienced
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following a set of policies. It is represented as:

0 h=0
CPUE*™" = { qysmh h=1 (4.3)
TUS™h 4 Y o T(s,7(s),s) x IUS ™1 p> 1

The reason for adding CPUE*™" to the PUA-MDP relates back to one of the uncertainty
coping mechanisms from Section 2.1.2. It rewards paths that resolve uncertainty earlier. As
an example, compare 7> and ©* from Table 1. The only difference in the policy is whether
to take action @ or b from sq. The instant uncertainty /U™ is lower for m>. However, the
CPUE*"™? is lower for m* because the uncertainty for that path is resolved earlier, making
it a policy that exposes the user to less path uncertainty.

Table 1 Values for all possible policies from the MDP in Figure 1

olic n-based path instant n-based path instant cumulative
g y distribution uncertainty | distribution uncertainty | uncertainty
As,n,l IUs,n,l Aso,n,Z IUS()JE,Z CPUEsO,n,Z
niESO;:a ni,sm{{l} } ni,son
T(s))=c | m®,s;:{0.7,0.3 T ,s:0.88
nl(s2)=c | ®',52:{0.7,0.3} | ®! 5,:0.88 {07,03} 088 1.76
nl(s3) =e | ®',s3:{1} ! s3:0
njgsogza n;SO:?} } nz,son
n(sy)=c | m,s1:{0.7,0.3 -, s1:0.88
(s2)=d | w5 {1} 2500 {0.7, 0.3} 0.88 1.76
T (s3) =e | W s3: {1} m2,53:0
njgs(); =b th,so : %O.S’O.S% th,so i1
m(s1)=c | m,s1:{0.7,0.3 n°,s1:0.88
B(s)—c | 1,5 :{0.7,03} | °.5,:0.88 {0.35,0.15,0.5} | 1.44 1.88
w(s3)=e | ©,53:{1} m,53:0
nj(so) =b Tci,so :{0.5,0.5} Tci,so o1
n*(s;) =c | ms:{0.7,0.3} | % s;:0.88
() =d | T8 {1} w0 | 10305} ! !
m(s3)=e | nts3: {1} m53:0

Definition 5. A Path Uncertainty Aware Markov Decision Process (PUA-MDP) is an ex-
tension of a classic MDP that incorporates path uncertainty. It is expressed as a tuple
(S,A,T,R,W,so,h), adding W € [0, 1] as an uncertainty to reward preference, which indi-
cates the preferred level of path uncertainty awareness.

Here, W = 0 means that the desired behaviour is that of a classic value iteration algorithm
that only optimises reward. W = 1 means that the rewards are disregarded and that the
desired policy is one that exposes the agent to the least amount of path uncertainty. Extreme
values of W yield substantial degradation of one or the other aspect.

Definition 6. A Reward Value Function V] (s) represents the expected reward for s. It is
computed according to the Bellman equation (Eq. 2.2).

Definition 7. An Cumulative Path Uncertainty Exposure Value Function UV, (s) repre-
sents the expected CPUE for s. It is computed according to Equation 4.3.
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Based on these definitions, the aim of PUA-MDPs is to both compute an optimal policy that
balances reward and path uncertainty and compare different policies of existing systems
to measure how much path uncertainty could be experienced by following the policy. For
Figure 1, 7° is the optimal policy for pure reward maximisation. For pure path uncertainty
minimisation, ©* is the optimal policy.

4.1 Solving PUA-MDPs

Algorithm 1 is applied for computing optimal PUA policies 7;. It extends the classic value
iteration algorithm by backpropagating all future paths and the expected CPUE for every
state, in addition to the expected value from the classic value iteration algorithm. Then,
it updates the CPUE by adding the IU (computed based on backpropagated paths and ex-
pected CPUE), similarly to the classic update of the expected value in the value iteration
algorithm. With the uncertainty to reward preference W, the two factors, reward and CPUE,
are combined. To combine the values, they first have to be translated to the same range, e.g.
by normalisation. In the current implementation, this is based on the extreme values of the
two factorsat W =0 and W = 1.

Algorithm 1 Find optimal policy 7; for a PUA-MDP
1: for all s € S do, Vo(s) < R(s), IUp(s) < 0, UVp(s) < 0, Ag(s) < {1}

2: end for
3: forie [1,h]do
4 fors c S do
5 CPUE _factor + normalised(IUF (s) +UVF(s'))
6: reward_factor < 1 — normalised(\/fl (s"))
7 7} (s) < argmingea( Y. T(s,a,s") x (1 =W) x reward_factor + W x CPUE _factor))
s'eS
8: IUF (s) + H(AY (s))
9: VF (s) < R(s) + ¥ T(s,m(s),s") x V', (s)
s'eS
10: UVF (s) « IUF (s) + ¥, T(s,m!(s),s') x UV (s')
s'es

11: end for
12: end for
13: return 7*

The complexity of Algorithm 1 is O(|S|" x |S|?> x |A| x k), where |S| is the number of states
in the MDP, |A| is the maximum number of actions from a state, and # is the horizon. This
follows from the complexity for classic value iteration: O(|S|?> x |A| x &), combined with
the complexity for computing path uncertainty. Obtaining the path distributions is an ex-
ponential operation for all states S, which results in an extra computational cost of O(|S|").
This exponential time complexity is computationally expensive. To obtain a polynomial
algorithm, some alterations need to be made.

11(22)



4.2 Fast Path Uncertainty Aware Markov Decision Process

The largest factor in the original complexity is O(|S|"), which represents the policy-based
path distributions A*™". To limit this distribution, while still maintaining an approximate
instant uncertainty, a k-bounded path distribution can be used. This method uses k particles,
in a similar manner as in Monte Carlo planning in POMDPs [32].

Definition 8. A k-bounded policy-based path distribution k — A*™" : PS™" — [0,1] is a
policy-based path distribution with a maximum of k particles, i.e. k different paths that can
be followed with a certain probability. When a path distribution exceeds k particles, it takes
the two closest values and saves the average of the two as a new value. k can be decreased
for efficiency, or increased for accuracy.

To obtain a k-bounded path distribution, two steps are taken. Firstly, the path distribution
only contains unique probabilities, with an additional counter to keep track of the quantity
of a certain probability. The entropy can be computed with the original path distribution
values. Secondly, when taking the average of the two closest values, the counter increases
by two for the key of the new probability. This means that the original number of particles
is still included in computing the entropy.

With k-bounding, the complexity of Algorithm 1 can be reduced to O(h x |A| x k x (|S|* +
|S| x logk)), where k is the maximum number of particles in a path distribution. For com-
parison, the algorithm without path uncertainty awareness, i.e. a classic value iteration al-
gorithm, is O(|S|?> x |A| x ). With k-bounding, the addition of CPUE can be implemented
in polynomial time, with relatively low extra computational cost.
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S5 Experimental Validation

In this section, an experimental validation of the PUA-MDP is demonstrated. The aim is to
both test the performance of Algorithm 1 and to compare its behaviour to psychological lit-
erature on uncertainty. This is done by applying the PUA-MDP to a simulation environment
with different settings of weight factor W.

5.1 Design

The simulation environment consists of a 30 x 40 grid with different tile types. This envi-
ronment can be considered as a space for a mobile robot with obstacles and different floor
textures. On each tile, a decision needs to be made to go north, east, south, or west. The
robot may not end up outside of the grid. Therefore, at the edge of the grid, it cannot move
towards the borders.

The following tile types are used, visualised in Figure 2:

¢ Non-terminal states

— normal tile, Figure 2a
When a robot is located on a normal tile, the probability of landing on the in-
tended tile is 0.9. It has a slight chance (0.05 each) of ending up on either side
of the intended direction.

— slippery tile, Figure 2b
When a robot is located on a slippery tile, the probability of landing on the
intended tile is 0.7. It has a chance to move two tiles further in one action (0.1),
or a tile on either side two tiles further (0.1 each). Moving from this tile is more
uncertain, but can be faster than moving from a normal tile.

— certain tile, Figure 2c
When a robot is located on a certain tile, it goes to the intended tile without any
uncertainty, the probability is 1.

¢ Terminal states

— obstacle tile, Figure 2d
An obstacle tile is a terminal state. When a robot ends up on an obstacle tile, it
cannot go further and receives a negative reward of -100.

— goal tile, Figure 2e
The goal tile is a terminal state. When a robot ends up on the goal tile, it cannot
go further and receives a positive reward of 1.
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(a) normal tile - the agent can (b) slippery tile - the agent can  (c) certain tile - the agent moves to
move forward with probability move forward with probability the intended tile with 100%
0.9 and ends up to either side of 0.7 and has a chance of getting certainty. The reward of
the intended tile with further ahead or move ahead landing on a certain tile is -1.
probability 0.05 per tile. The and to the side with probability
reward of landing on a normal 0.01 per tile. The reward of
tile is -1. landing on a slippery tile is -1.
~ 9
R=-100 R=1
(d) obstacle tile - a terminal tile (e) goal tile - a terminal tile where
where the reward of ending up the reward of ending up in the
in the tile is -100. tile is 1.

Figure 2: The different tile types explained

The simulation environment is represented as a Fast PUA-MDP with tuple (S,A, T, R, 5o, h, W, k)
in the following way:

S: Each tile in the grid is a state in the PUA-MDP, represented by its coordinates.

A: From each non-terminal tile, there are a maximum of four actions: N, E, S, and
W. If the tile is on the edge of the grid, it does not have the option to move outside of
the grid.

* T: The transition probabilities are as represented in Figure 2. If a tile is next to the
border of the grid, if a possible tile to end up on would fall outside of the grid, the
probability of moving to that tile is distributed over the other possible tiles to move
to.

* R: The rewards of non-terminal tiles (normal, slippery, and certain) are -1 to encour-
age shorter paths towards the goal. The goal tile has a value of 1, which means that
the highest possible reward to obtain is 0. In this environment, the goal tile is (27,37).
Ending up on an obstacle tile has a reward of -100.

* so: The starting tile in the example is (2,2).

* h: The horizon is computed as h = (grid_length + grid width) x 2 = 140 to ensure
that a substantial detour can be taken and still end up in the goal state within / actions.

» W: The preferences compared in this experiment are: W € [0, 1] with increments of
0.1.
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* k: For this experiment, k=100.

The grid layout is represented in Figure 3.

|:| normal
. obstacle
|:| slippery
[[] certain
] IE‘ start tile
@ goal tile

:H7

is

s

Figure 3: The simulation environment represented in a grid

5.2 Results

Out of the 11 values of W for which the algorithm has been run, a few are selected that
display the biggest difference in behaviour compared to the surrounding values, also visible
in Figure 4. The visual results for these values of W are displayed in Figure 5. The tile
distribution of the most likely path for each value is visible in Table 2.

W =0, reward oriented:

This setting disregards any path uncertainty and is equivalent to a classic value iteration
algorithm. It gives the policy for the maximal reward from sg, where the most likely route
travels through many slippery states for a chance of moving two tiles forward at once.

W = 0.1, slight risk avoidance:
This setting behaves quite similar to W = 0, but trades in some normal tiles for certain tiles.

W = 0.3, more risk avoidance:
This setting considers CPUE slightly and the most likely route starts to follow the path of
certain tiles, while still capturing three slippery tiles.

W = 0.5, balanced:
At the setting that considers reward and path uncertainty equally, the most likely route
follows a similar path as for W = 0.3, but avoiding any slippery tiles.

W = 0.8, preference for safer options:
At this setting, the most likely route completely follows the certain path.



W =1, self-sabotage:

At the highest setting of W, the expected reward is disregarded completely and the only goal
is to get the policy for the most certain path. This means that it wants to reach a terminal
state by following a path offering the least possible uncertainty. It either follows the path
of certain tiles until it finds a terminal state, or it finds the closest terminal state due to
the cumulative part of the path uncertainty. As visible in the policy lines, most are pointed

towards a goal, obstacle or certain path.

In Figure 4, the 11 settings for W are plotted with their expected reward and expected CPUE
for s9. The scores for different values of W approximately form a Pareto front for the PUA-
MDP, balancing reward and CPUE. Slight deviations can be attributed to the k-bounding. At
some points, multiple neighbouring values of W yield a similar reward-uncertainty balance

and are indistinguishable in the plot.

The Reward-Uncertainty Trade-off

—60 4

0.5

—70

—80 4

expected reward(so)

—g0

—100 +

0.3

0.1

Figure 4: Different values of W with their respective scores for reward and CPUE.
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Table 2 The distribution of encountered tile types for different settings of W. The

start and goal tile are excluded.

normal | slippery | certain | total
W =0 42 14 3 59
W =0.1 | 40 14 5 59
W=03]23 3 37 63
W=05]21 0 42 63
W=081|3 0 62 65
W= goal tile not reached
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Table 3 The percentual difference in decrease in reward and CPUE, compared to
only optimising reward (W = 0)

expected reward(sg) | expected CPUE(s)) | reward decrease | CPUE decrease
W=0 -55.65 432.33 - -
W=0.1 | -55.70 379.65 0.10% 12.18%
W=0.3 | -62.33 81.05 12.01% 81.25%
W =0.5 | -63.13 32.68 13.45% 92.44%
W =0.8 | -65.38 2.84 17.49 % 99.34%
wW=1 -104.01 2.41 86.91% 99.44%

5.3 Analysis

In general, for W =1, W =0.3,W = 0.5, W = 0.8 it is visible that the higher the setting for
minimising CPUE, the more the path of certain tiles is followed. Furthermore, the higher
the setting, the earlier it keeps following the path to the end. This resembles a lighter form
of resolving uncertainty early. For a higher setting of minimising CPUE a policy is chosen
that exposes the user or agent to less and less uncertainty. This resembles the behaviour of
pragmatic control. W = 1 displays the case of self-sabotage. This is the greatest example of
resolving uncertainty early, irrespective of the outcome, as described in Section 2.1.2. The
results show that the associated algorithm of the PUA-MDP resembles human behaviour re-
garding uncertainty. An interesting finding is that even with a very low setting of W, a slight
reduction in reward can sometimes lead to a drastic reduction in uncertainty. In a practical
application, high values of W are probably not often useful, since the standard is to optimise
reward. However, if uncertainty is even a tiny factor that is considered in a planning system
using an MDP, it could have a great effect for reducing path uncertainty, without losing a
significant amount of reward. This finding is in line with the findings for the Rp-MDP [20]
and the AA-MDP [18].

In Table 3, the percentual decrease in reward and CPUE is presented for the start state,
compared to W = 0. Here you can see that even a decrease of 0.1% in reward, can yield a
decrease of 12% in CPUE. In this particular example, it can be argued that a balanced value
for W is in the range of W € [0.1,0.3]. This would result in a reasonable balance between
reward maximisation and path uncertainty reduction, provided that reward maximisation is
the main factor of interest.
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Figure 5: The results of running the PUA-MDP for different values of W. The policy 7t(s)
for each tile state is represented as a small line in the corresponding direction
(N, S, E, W). The most likely path according to the policies is indicated by a
black line. A heat map is plotted over the normal tiles, representing the
expected reward from that state V% (s).



6 Discussion and Conclusion

This thesis aims to model path uncertainty. To this end, we introduced the Path Uncertainty
Aware MDP, based on the AA-MDP [18]. In addition, we developed an algorithm to com-
pute optimal policies for balancing reward and cumulative path uncertainty exposure. This
algorithm can be applied directly to any classic reward-based MDP and is computationally
cheap. The results from the experimental validation indicated that the algorithm’s behaviour
resembles human behavioural responses to uncertainty. Furthermore, we conclude that for
the two factors, reward and CPUE, trading in some amount of one can greatly improve the
other, illustrating that the multi-objective approach for an MDP is usually more rewarding
than having a full focus on reward or path uncertainty. Through this, the Path Uncertainty
Aware MDP contributes to human-centred Al and is a step towards reducing uncertainty
exposure from Al systems.

The Path Uncertainty Aware MDP shows that with relatively easy adaptations, path uncer-
tainty can be modelled in a transparent algorithm. It indicates that it is likely that other
types of uncertainty can be modelled in a similar manner, making a general uncertainty
aware MDP in one framework within reach. Most of all, the PUA-MDP illustrates that it is
relatively easy and fast to account for path uncertainty, resulting in strategies involving less
cognitive workload.

Since modelling uncertainty is highly dependent on the context and goal, it is difficult to
compare systems that model different types of uncertainty. While these systems aim to
deal with uncertainty by explicitly modelling it, their exact model specifications focus on
different aspects of uncertainty, which is why it makes little sense to compare them. Re-
lated work about uncertainty in MDPs often handles state or outcome uncertainty. Other
uncertainty theories in Al often reason about sensory uncertainty, i.e. dealing with noise in
sensor perception. For example, the AA-MDP [18] and the PUA-MDP model uncertainty in
a similar way. However, unless the research goal is to explicitly compare different aspects
of uncertainty, no additional insights into the performance of the PUA-MDP are provided
by comparing outcome uncertainty aware policies with path uncertainty aware policies. The
PUA-MDP does not aim to replace or improve upon an existing theory about another type
of uncertainty, but extends the field with a type of uncertainty that has not been extensively
explored.

A limitation in this thesis is that the multiple interpretations of path uncertainty make it
so that the algorithm is not directly suitable for an application. It would not capture many
sides of uncertainty. Another limitation is the trade-off between accuracy and efficiency.
By decreasing k, the algorithm gets much faster. However, decreasing k also leads to de-
creased accuracy. It may make the difference between the intermediate values of W more
indistinguishable. The third limitation is the assumption of a fully observable world. While
sufficient for this thesis to show the concept, a combination with reinforcement learning to
capture more aspects of path uncertainty would make it more applicable in the real world.
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The Path Uncertainty Aware MDP could have a positive impact on current planning systems
that are done using an MDP. Since any MDP can easily be extended to a Path Uncertainty
Aware MDP, path uncertainty can greatly be reduced. Theoretically, if corporations would
sacrifice a tiny percentage of their profit, the path uncertainty of their workers could be
decreased by a considerable amount. Furthermore, by providing options that consider more
factors than just speed, profit, or efficiency, humans have more influence on factors they
deem important, increasing autonomy in this way. On the other hand, since uncertainty is a
sensitive topic that is linked to anxiety, when systems incorporating the PUA-MDP would be
deployed, extra care should be given to testing the system with individuals that are sensitive
to uncertainty. This should be done in a responsible and transparent way to ensure no harm
comes to them. Additionally, it should be investigated whether the psychological theories
about uncertainty translate correctly to the effect the system has on humans.

For future work, it would be interesting to create uncertainty-aware systems that capture
other types of uncertainty that have not been formalised yet. These different systems could
be combined to form a general uncertainty-aware system that captures many sides of uncer-
tainty, with a possibility of altering settings for importance of different uncertainty types.
Furthermore, the algorithm of path uncertainty itself can be extended by adding methods of
quantifying uncertainty about probability distributions in transitions, which eliminates the
assumption of full observability.
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