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Abstract
This paper discusses how Q-Learning and Deep Q-Networks (DQN) can
be applied to state-action problems described by a Markov decision process
(MDP). These are machine learning methods for finding the optimal choice
of action at each time step, resulting in the optimal policy. The limitations
and advantages for the two methods are discussed, with the main limitation
being the fact that Q-learning is unable to be used on problems with infinite
state spaces. Q-learning, however, has an advantage in the simplicity of the
algorithm, leading to a better understanding of what the algorithm is actually
doing. Q-Learning did manage to find the optimal policy for the simple
problem studied in this paper, but was unable to do so for the advanced
problem. The Deep Q-Network (DQN) approach was able to solve both
problems, with a drawback in it being harder to understand what the algorithm
actually is doing.
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Chapter 1

Introduction

1.1 Background
There is a need for understanding in the area of Deep Q-Networks (DQN).
[1] Q-Learning and, by extension, DQN are both statistical models based
on Markov models and maximizing expected values. We believe that
understanding Q-learning will provide a good foundation for learning DQN.
By understanding how the simple state-action problem is solved with Q-
learning, we establish a foundational knowledge base. This is then extended by
solving the problem with DQN. This approach serves as a bridge between the
two methods. It illustrates how DQN could be applied to the same problem,
where the Q-learning implementation is simpler but less scalable.

1.2 Limitations
In this paper, the review is limited to only Q-learning and Deep Q-Networks
(DQN). It does not discuss related methods such as Double Q-Learning and
Multi agent learning.
The other large limitation for this paper is only comparing the methods for two
different problems. The two problems discussed are both easy to understand
yet they serve as a good indicators of the limitations in the different methods.

1.3 Purpose
Machine learning is an area of study that has taken large steps forward the last
decade, and is today widely used in many different areas of society. This paper
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aims to show how Q-learning methods can be used, and their limitations, to
provide an understanding of what machine learning is and can be used for.
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Chapter 2

Theory

2.1 Markov Decision Process
A Markov Decision Process is a 4-tuple (S+,A, Pa, Ra), where:

• S+ is a set of all possible states called the state space.

• A is the set of actions called the action space (alternatively, As is the
set of actions available from state s),

• Pa(s, s
′) = Pr(st+1 = s′ | st = s, at = a) is the probability that action

a in state s at time t will lead to state s′ at time t+ 1,

• Ra(s, s
′) is the immediate reward received after transitioning from state

s to state s′, due to action a.

A policy function π is a mapping from state space (S) to action space (A),
that for each state, returns an action. [2] [3] [4]

What a state is depends on the application, but generally all possible
positions in the problem that is being represented can be thought of as a state.
It can be a position on a chess board where the state might be represented as
sposition = (e, 4). Here e, 4 would be the indexing of the position. Another
example could be the weather outside represented by temperature, wind speed
and if there is sun or not as sweather = (Temperature,Wind_speed, Y /N).

The addition of actions is a key feature distinguishing a Markov Decision
Process (MDP) from a Markov Chain. For an MDP in each state s the agent
hasAs as possible actions to choose from. Here |As| is the number of actions
available in that state. Each action a in As leads to a probability Pa(s, s

′)
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of transitioning to each possible subsequent state s′, depending on the current
state s. This structure allows the agent to influence the state transitions through
its actions.
Moreover, an MDP incorporates a reward function R(s, a, s′), which assigns
a reward to each transition from state s to state s′ based on the action a taken.
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2.2 Q-learning
Q-learning is a method for finding the expected value of the rewards gained
by choosing a specific action in a certain state. This is represented as a matrix
where each row corresponds to a state, and each column to an action. Leading
to each element representing a state-action pair. After training an optimal
policy π∗ is found by choosing the action with the largest expected reward in
each state. This optimal policy is often referred to as a greedy policy since at
each step it chooses the action with the highest Q-value, thereby always aiming
to maximize the expected rewards.

For any finite Markov Decision Process, Q-learning can identify an
optimal policy given an infinite number of iterations and some randomness
in the actions chosen during training. [5]
The equation at the core of Q-Learning is the Bellman Equation [3]:

V (s) = max
a

[
R(s, a) + γ

∑
s′

P (s′|s, a)V (s′)

]
(2.1)

γ is a discount parameter controlling how much future reward is valued relative
to the reward in the current state.
The goal of the Q-Learning matrix Q is to approximate the expected value in
the next state given the current state:∑

s′

P (s′|s, a)V (s′) with Q(st+1, a)

This then leads to the update equation used in Q-Learning:

Q(st, at)← (1−α)Q(st, at)+α
[
R(st, at, st+1) + γ max

a
Q(st+1, a)

]
(2.2)

Where:

• Q(st, at) is the current value.

• R(st, at, st+1) is the reward gained by going from state st to st+1 by
choosing action at.

• maxa Q(st+1, a) is the expected reward by taking the best action (the
action with the largest expected reward) in the next state st+1.

• α is the learning rate.
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The learning rate α is a hyper parameter chosen before training, it represent
the balance between valuing newly gained information and previously known
information.
For a value of α = 0 the equation becomes

Q(st, at)← Q(st, at)

thus not updating the value and not using the new information.
For a value of α = 1 the equation becomes

Q(st, at)← R(st, at, st+1) + γ max
a

Q(st+1, a)

thus only taking the new information into account. [4]

Epsilon greedy Q-learning is a version of Q-learning used to achieve
randomness in the actions chosen during training, in order to reach the optimal
policy as mentioned above. A hyper parameter ϵ is chosen prior to training and
the action is chosen by:

at =

a for some a ∈ Ast+1 with probability ϵ

argmax
a

Q(st+1, a) with probability 1− ϵ

Where with probability ϵ the action is sampled randomly instead of choosing
the best action. This is known as the concept of exploration vs exploitation.
Choosing a random action corresponds to exploring new states, while choosing
the optimal action would be exploiting in order to get the largest reward
possible.
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2.3 Deep Q-Networks
Deep Q-Networks, introduced by [6] in 2013, utilizes a type of neural network
known as a Deep Q-Network (DQN). A DQN approximates the Q-values of
state-action pairs. These Q-values represent the expected cumulative reward
of taking a particular action in a given state and then following an optimal
policy that selects actions based on maximizing the Q-values(greedy policy).
The neural network consists of an input layer, multiple hidden layers and one
output layer, all containing nodes. The nodes are interconnected with edges
where each edge represents a weight that affects the output of the previous
node.

Before training begins, observations from the game are created and stored.
The game is played, and the experience et gained at each time step et =

(st, at, rt, st+1) is stored together in the replay memory. During the training
phase, random samples are taken from these observations. This randomness
helps to reduce the correlation between data points, which stabilizes the
training process. [6]

Training the network involves adjusting the weights to minimize the loss,
which measures how close the predicted QPredict-value is to the observed
QObserved-value.

The predicted valueQPredict(s, a, θt) is the Q-value that the neural network
outputs for a given state s and action a. This value represents the neural
network’s current estimate at time t of the expected reward for taking action a
in state s.
The observed value, QObserved(s, a) is a more accurate estimate of the Q-value,
calculated based on the reward received and the maximum Q-value observed
for the next state. The observed value provides a reference for updating the
predicted Q-value. In DQN, the observed value is typically calculated using
the Bellman equation:

QObserved(st, at) = R(st, at, st+1) + γ max
a

Q(st+1, a)

The loss function, typically Mean Squared Error (MSE), is calculated as

L(θt) = (QPredict(st, at, θt)−QObserved(st, at))
2

where θt represents the current parameter values(weights).
Adjusting the weights is typically done using stochastic gradient descent
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(SGD). The update rule for the weights θ at iteration t is given by:

θt+1 = θt − η∇θL(θt)

where η is the learning rate, and ∇θL(θt) denotes the gradient of the loss
function L with respect to the weights θ at iteration t. [4]
The first layer of the neural network operates on the input which is the
state representation, while the output layer of a neural network provides the
predicted Q − values for each action. Each node may also consist of a bias
term to fine-tune its output. Non-linear activation functions are applied to the
output of each layer before passing it to the subsequent layer, which allows the
network to derive complex relationships between the state and actions. [6]

Figure 2.1: Neural network representation [7]
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Chapter 3

Methods

3.1 Lava game
We construct a simple Markov decision process for the simple game as follows:
a 4 by 4 grid of states. Each state is represented as s = (x, y), with the top left
as s = (1, 1) and the bottom right as s = (4, 4). There is a reward for reaching
the right-hand side x = 4, and a punishment for reaching the bottom y = 4

(the lava). There are two possible actions As = (stay,move): Stay, ends the
game and leads to a reward of −1.

Choosing Move from s = (x, y) leads to:

{
s′ = (x+ 1, y) with probability 0.5

s′ = (x+ 1, y + 1) with probability 0.5

This means it either leads to one step to the right, or one step down and one
to the right. The outcomes of move have equal probability. Herein lies the
Markov process, the next state being chosen by given probabilities.
There are positive rewards for reaching the right-hand side and a negative
reward for ”falling into the lava”, as seen here:

R(s, a) = R((x, y), a) =



3 if (x, y) = (1, 4)

2 if (x, y) = (2, 4)

1 if (x, y) = (3, 4)

−1 if a = stay

−2 if y = 4

The goal of the game is to get the highest reward possible given a random
starting position along the left- hand side.

The state space, S+, includes both non-terminal and terminal states,
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defined as follows:

• Non-terminal states s = (x, y) where x, y ∈ {1, 2, 3}.

• Terminal states include s∗ = (4, y) and S∗ = (x, 4) for x, y ∈
{1, 2, 3, 4}, and a special state s∗stay.

The combined state space totals 17 distinct states, represented as |S+| = 17.
The actions available at each non-terminal state s = (x, y), are defined

two possible actions:
As = (stay,move) (3.1)

The action ”stay” deterministically leads to the terminal state s∗stay, modeled
as:

Pstay(s, s
∗
stay) = 1 (3.2)

Conversely, the action ’move’ results in a stochastic transition:

Pmove((x, y), (x+ 1, y)) = 0.5 (3.3)
Pmove((x, y), (x+ 1, y + 1)) = 0.5 (3.4)

Here, the state s′ = (x + 1, y) signifies a step to the right, while s′ = (x +

1, y + 1) denotes a diagonal movement with a rightward and downward step.
The reward function R(s, a, s′) varies depending on the terminal state

reached and the action performed. Specifically, the transition to s∗ = (x, 4)

yields rewards of 3, 2, and 1 for x = 1, 2, 3, respectively. Entering states
s∗ = (4, y), representing lava zones, leads to a penalty of -2. Choosing to
”stay” always leads to a reward of -1.

The design of this MDP environment aims to provide a robust framework
for the implementation of Q-learning algorithms, promoting an understanding
of optimal decision-making under uncertainty.

3.1.1 Analytic solution of Lava game
In order to be able to evaluate the Q-learning solutions an analytic solution
to the simple Lava game is derived. Working backwards from the terminal
states gives the optimal action in each state. The expected reward of choosing
action ’stay’ will always be −1 since the game is terminated, and no other
rewards can be gained. The expected reward from choosing the action ’move’
is calculated according to the bellman equation 2.1. Summing the reward of
taking the best action the probability of ending up in each state and multiplying
by the expected reward in that state.
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In the Lava game working backwards from right to left, each state has expected
reward of 1

2
times the reward of moving to the right, added with 1

2
times the

reward of moving down and to the right.
If the expected reward of moving is less than −1, the optimal move in that
state is to choose ’stay’, thus, the expected reward for the best action is
max(−1,E(′move′|state)).

This way the expected reward is calculated by taking the best action in each
state: (Including the rewards of reaching the right-hand side, and falling into
the lava):

max
a

E[R(s, a)] =


1.25 2.0 2.5 3

−0.25 0.5 1.5 2

−1 −1 −0.5 1

−2 −2 −2 −2


Where the optimal policy can be found by looking at the expected reward,

if it is −1 then the optimal action is ’stay’ (or equal to moving, but this is not
the case since it is clear the expected reward of moving is never −1).
This gives the optimal policy:

π∗ =

move move move
move move move
stay stay move



3.2 Cart pole game
The Cart Pole game involves controlling a cart on a track where the goal is to
prevent a pole, balanced on the the cart, from falling. The agent manipulates
the cart by applying a force either to the left or to the right. Each action directly
affects the horizontal motion of the cart and indirectly affects the angular
position of the pole. This binary action set, moving left or right with a fixed
force magnitude, allows the agent to manage the balance of the pole. The
pole starts from a random angle with no initial movement. This environment
corresponds to the version of the cart-pole problem described by Barto, Sutton,
and Anderson in “Neuronlike Adaptive Elements That Can Solve Difficult
Learning Control Problem”. [8]
The environment is imported via the Gymnasium library in python [9].



12 | Methods

Time in the Cart Pole game is discretized into fixed intervals or time steps.
At each time step, the system’s state is evaluated and an action is chosen based
on the current state, which then influences the state at the next time step.
The state space of the game is defined by four variables: the cart’s position
on the track, the cart’s velocity, the angle of the pole relative to vertical, and
the pole’s angular velocity. These variables represent a real-time description
of the system’s status, enabling the agent to assess and react to the dynamical
task.
An episode in the game ends under two conditions, defining the terminal states:
if the pole’s angle deviates significantly from the vertical angle—suggesting
imminent falling, or if the game reaches the discretized time limit of 500 steps.

The reward structure is simple. The agent receives a positive reward for
each time step the pole remains upright, typically one point per time step.
The aim is to accumulate as many points as possible, equating to maintaining
the pole’s balance for extended periods. This cumulative reward approach
motivates the agent to develop strategies that extend the duration of balance,
enhancing the agent’s performance in maintaining stability.

Figure 3.1: Cart pole game [9]

The time is discretized into time steps where every time step requires an
action from the agent in order to transition to another state. At any given time
step we know: the position of the cart, the velocity of the cart, the angle of
the pole to the cart and the angular velocity of the pole. These four elements
together represents the current state. Each non-terminal state has a reward of
1 for ’surviving’. [9]

3.3 Implementing Q-learning
How Q-learning is implemented in the lava game. Noting the use of python.

The Lava game is implemented in Python 3.9.7.



Methods | 13

The Q-Learning state-action matrix is initialized with random values
between 0 and 1, for terminal states the Q-Value is always 0.
Training is the process of updating the Q-matrix in order to approximate the
expected reward of taking each action in each state.
An iteration for the lava game is defined as starting at a random state and
choosing actions until a terminal state is reached.
For the training to reach every possible state-action pair a similar amount of
times the initial state for each iteration is set randomly, with all 9 states being
possible starting states.
Training continues until a set number of iterations is reached. In the Lava
game a terminal state is: reaching the right hand side, reaching the bottom or
any state after the action ’stay’ is chosen. The last one is important to note,
since it leads to a slight change in 2.2:

Q(st, at)←

{
Q(st, at) + α [R(st, at, St+1) + γ maxa Q(st+1, a)−Q(at, at)]

Q(st, at) + α [R(st, at, st+1)−Q(st, at)] if st+1 is terminal
(3.5)

Since Q(st+1, a) is 0 for all actions a in a terminal state st+1.

3.4 Implementing Deep Q-Networks
The Python library PyTorch is used for implementation of the deep Q-
Networks. Documentation and a tutorial available for that library was used
to implement the main parts of the deep Q-Network. The main structure of
the implementation is the same in the two games, the main difference being
the environment that the training interacts with. [10]

3.4.1 Lava game
For the Lava game a class was built in Python for the training code to interact
with. The methods from the PyTorch tutorial used were implemented to train
the DQN on the Lava game.

Two main changes made from the code in the PyTorch tutorial: the use
of Stochastic Gradient Descent (SGD) instead of AdamW optimization that
was used in the code originally, which is not discussed in this paper. And the
other being the change in loss function from torch.nn.SmoothL1Loss() to
the mean square error (MSE) torch.nn.MSELoss(). [10]
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3.4.2 Cart Pole
The Cart pole game is the same example that was used in the PyTorch tutorial
[10], this made the implementation very similar to that code, with the only
changes the ones mentioned in 3.4.
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Chapter 4

Results and Analysis

4.1 Results

4.1.1 Q-learning: Lava game
Q-Learning matrix for the Lava Game:

A =

(stay,move) (stay,move) (stay,move)

(stay,move) (stay,move) (stay,move)

(stay,move) (stay,move) (stay,move)



Q =

 (−1, 1.010) (−1, 1.800) (−1, 2.505)
(−1,−0.237) (−1, 0.449) (−1, 1.502)
(−1,−1.444) (−1,−1.215) (−1,−0.509)


With the corresponding optimal policy (the best action in each state):

π∗ =

move move move
move move move
stay stay move


Q-learning matrix for the Lava game, and the corresponding policy.
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4.1.2 Deep Q-Networks: Lava game
DQN provides the expected rewards for each state; after training, each state
was given as input, and the expected reward for each action was returned by
the network.

Figure 4.1: DQN Lava Game

The graph shows the average reward from the previous 100 games.
After training each state was given as input to the DQN, and the networks
approximated expected value for the possible actions was stored in the tables.

A =

(stay,move) (stay,move) (stay,move)

(stay,move) (stay,move) (stay,move)

(stay,move) (stay,move) (stay,move)


For learning rate α = 10−3:

Q =

 (−1.008, 1.166) (−0.985, 1.985) (−1.015, 2.534)
(−0.974,−0.353) (−0.972, 0.467) (−0.998, 1.531)
(−0.999,−1.643) (−1.002,−1.112) (−0.961,−0.487)


With the corresponding optimal policy:

π∗ =

move move move

move move move

stay stay move


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For learning rate α = 10−4

Q =

 (−0.740, 1.185) (−0.944, 1.985) (−1.060, 2.524)
(−0.860,−0.288) (−0.919, 0.449) (−1.075, 1.463)
(−1.010,−1.596) (−0.996,−1.190) (−1.061,−0.485)


With the corresponding optimal policy:

π∗ =

move move move

move move move

stay stay move


For learning rate α = 10−5

Q =

 (−0.491, 0.969) (−0.717, 1.924) (−0.931, 2.723)
(−0.806,−0.326) (−0.919, 0.415) (−1.091, 1.304)
(−0.966,−1.473) (−1.026,−1.100) (−1.167,−0.405)


With the corresponding optimal policy:

π∗ =

move move move

move move move

stay stay move


For learning rate α = 10−6

Q =

 (−0.363, 0.427) (−0.389, 0.916) (−0.502, 1.423)
(−0.262,−0.033) (−0.361, 0.429) (−0.469, 0.919)
(−0.267,−0.348) (−0.319,−0.015) (−0.434,−0.342)


With the corresponding optimal policy:

π∗ =

move move move

move move move

stay move move


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4.1.3 Deep Q-Networks: Cart pole game

Figure 4.2: The reward from the last iteration, in green. The
average reward from the past 100 iteration, in red

Figure 4.2 shows the results after 1000 episodes of the cart pole game.
The x-axis represents the number of episodes, and the y-axis represents the
duration in which the cart pole was able to remain stable. 500 time steps was
the maximum duration before a new episode was created.

4.2 Analysis
It is clear that both Q-learning and DQN found the optimal policy for the Lava
game, since both methods converged to the policy stated in 3.1.1.

For the cart pole game Q-learning is not able to solve the problem as stated
in this paper, since there is an infinite state space, which Q-learning is not
designed to handle.

For the cart pole game the DQN did achieve a policy that kept the pole
upright for the 500 time steps, which was the cutoff point for each game. This
indicates that it indeed managed to stabilize the pole, and it did so in all starting
scenarios. This is seen in the last 200 episodes in 4.2, with no episode falling
short of that 500 time step target.
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Chapter 5

Discussion

Looking at the two methods it can be concluded that DQN does have
some advantages when compared to Q-learning. Particularly in applications
involving infinite state spaces, such as in the cart pole game where the state
variables are continuous. Q-learning, while performing well in finite and
discrete scenarios, cannot handle the cart pole game due to the infinite state
space.

On the other hand, DQN uses neural networks to approximate the Q-
values, enabling it to handle continuous or very large state space in a much
more effective manner. This was evident in the experiments where the DQN
handled the cart pole problem well and found a policy good enough to sustain
the game for the maximal duration. This demonstrates DQN:s ability to adapt
and handle complex decision making environments.

However, it is important to acknowledge advantages in favour of Q-
learning. Q-learning is guaranteed to converge, given that the problem follows
certain conditions. The relatively simple algorithm behind Q-learning makes
it a valuable method, especially in simpler environments. Making Q-learning
a simple method to implement, understand, and analyze the results from.
Comparing this trait with DQN, where the characteristics of the method are
much more complex, with the foundation being a neural network. Also
troubleshooting and understanding why a neural network might not converge,
is not always so transparent. Part of the complexity lies in the implementation
at large, this can be an issue that hinders the user from success if an issue can
not be identified due to the complexity of the algorithm.

While DQN presents a more scalable solution for higher-dimensional
environments, it also introduces potential for instability and complexity in
the training process, and even in the result. Due to the nature of neural
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networks only approximating Q-values, this give rise to risk of convergence
issues. If not careful with tuning hyper parameters such as the learning rate,
convergence is not guaranteed. These differences between the two highlight
that it comes down to strategic choice when choosing which to implement.
The strategy should be based on certain requirements and constraints of the
specific problem at hand, such as the states.

In summary, while DQN extends Q-Learning to environments with infinite
or very large state spaces, it does so at the cost of increased complexity
and potential instability. Q-learning still has its place in scenarios where its
limitations does not come in its way, offering simplicity and reliability where
its applicable.
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Chapter 6

Conclusions and Future work

6.1 Conclusions
Both Q-learning and DQN methods demonstrated their functionality in our
tests, with Q-learning achieving convergence without any issues. This was
expected, given that we applied Q-learning to a problem with a finite and
relatively small state space (a 3x3 grid). Had we used a larger grid, such as a
10x10, computational challenges might have arisen due to the increased state
space complexity.

On the other hand, while our DQN did not always find the optimal policy
during tests on the Lava game, it performed effectively in the Cart-Pole
game. This suggests a variability in performance that could be attributed
to DQN’s approach of approximating Q-values rather than explicitly storing
them, which introduces a degree of instability. This instability, although
occasionally problematic, is consistent with expectations for methods that rely
on approximation in complex environments.

In conclusion, Q-learning is an effective method when applicable,
particularly for problems with a manageable state space, where the
computation of Q-values can be conducted efficiently. However, it is
important to recognize that Q-learning may not scale well to larger, more
complex environments. This is primarily due to its reliance on maintaining a
comprehensive matrix of Q-values, which becomes computationally intensive
as the number of states increases. Thus, while Q-learning is advantageous for
its simplicity and effectiveness in smaller systems, its application is limited in
scenarios requiring the management of extensive state spaces
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6.2 Future work
Two clear directions for future work are to study other problems that differ
from the ones analyzed in this paper, and to review other Q-learning methods
such as those mentioned in 1.2.

A limitation that made Q-Learning unable to solve the Cart pole game was
the infinite state space. A possible solution could be to discretize the measured
values that represent each state, thus achieving a finite state space. This could
make the Cart pole game solvable with Q-Learning.

Q-Learning is a very simple machine learning method. Thus studying
problems with close connection with the real world could be a way to show
the connections between machine learning and the real world. The authors
believe this is an important area of continued study since there is an need for
understanding by the general public in the area of machine learning and AI.
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