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Abstract

This thesis explores what effect preprocessing has on machine learning models when train-
ing the models on ambulance data from SOS Alarm combined with weather data from
SMHI. The purpose of this thesis is to more accurately estimate the ambulance arrival
time by preprocessing the ambulance data and the effect of adding weather data as well
as temporal data.

In the preprocessing of ambulance data, different amount of data in the ambulance datasets
is classified as outliers. The dataset is then combined with weather and temporal (date
and time) features which results in multiple datasets. These datasets are then used to
train three machine learning models: random forest, linear regression and artificial neural
network, to measure the impact of these features on model performance.

This thesis find that weather data has no to slight negative impact on the performance
and that temporal features has no to slight positive impact on model performance. Fur-
thermore shows that removing at least 2% of the outliers from the ambulance dataset
yields significant improvement to model performance. The model that performed the best
for the entire dataset, and the subset that contains only ambulance transports between
two hospitals was the artificial neural network. For the subset that contained only the
ambulance transports between Lund hospital and Malmö hospital, the best performing
model was the random forest model.
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Glossary

Abbreviation Full form Definition

ETA Estimated time of arrival A prediction of the
duration for a trip between
given points.

DSRM Design science research
methodology

A research methodology.

API Application programming
interface

Is an interface for a
program or component to
allow for other programs
or interfaces to
communicate with it.

MAPE Mean absolute percentage
error

Is a measure of accuracy
for prediction methods.

ANN Artificial neural network A machine learning model,
based on neurons and their
connection.

SMHI Sveriges meteorologiska
och hydrologiska institut

The Swedish
Meteorological and
Hydrological Institute is
responsible for
meteorological,
hydrological and
oceanographical
observations and
forecasting.



1 Introduction

The introduction has the purpose of explaining the background of the problem, the prob-
lem domain and the purpose of the thesis. The research questions and the limitations of
the thesis are also presented in this section.

1.1 Background

The response time of ambulances is a critical factor for the health and survival of the
patient [1]. The estimated travel time can be used to calculate the estimated time of
arrival which can be useful in multiple scenarios. It can be used to determine which
hospital is the most appropriate to transport the patient to and it can be used to estimate
if it is appropriate to transfer a patient between hospitals. The ETA of the ambulance
can also be useful at the hospital where the ambulance arrives. If the ETA is to short the
hospital staff will await the ambulance, while they could be performing other tasks, and
if the ETA is to long the patient has to wait at the hospital for the staff to get prepared.
Thus estimating the arrival time accurately is of high importance for hospital efficiency.
However most models for predicting arrival times assume normal road conditions [2] or
do not directly include external factors such as weather in their estimations [3]. There
are however a number of machine learning models [2] that with good training data could
solve this issue.

1.2 Problem Domain

The problem domain is to estimate the arrival time. In this thesis more specifically to
estimate the arrival time of ambulances by preprocessing historical data and weather data,
and combining the two, which can be used to predict travel times. In the domain there are
multiple different ways of predicting the arrival time, where statistical models or machine
learning models could be used to make the estimations.

1.3 Purpose

The purpose of this work is to more accurately estimate the arrival time for ambulances in
the southern healthcare region in Sweden. As mentioned in the background the estimations
could be used to make the operations at the hospital more effective which could lead to
more lives being saved. The purpose is also to further the research in estimating the arrival
time of ambulances, which could lead to a system where the drivers of ambulances could
be recommended the hospital which would have the fastest travel time.

1.4 Research Questions

RQ 1. What processing techniques could be used to achieve better model performance?

RQ 2. How do different weather conditions affect the model performance?

RQ 3. What effects does the hour of day, day of week and month of year have on model
performance?

RQ 4. What machine learning model is appropriate for these kinds of estimations?
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1.5 Limitations

One limitation of this work is that it builds on other articles, for example Condition-based
Estimation of Ambulance Travel Times [4]. The work in this thesis must be distinguished
from these so that the same work is not performed multiple times. This accomplished
by focusing on the preprocessing steps, documentation of these steps and implementing
multiple machine learning models.
The data in this work was extracted from a SOS Alarm database containing 18 month
period. As with other retrospectively collected data it does not contain all the variables
of interest and is limited by the amount of publicly available data. As collecting new data
is out of scope for this project, because the new data would need to be collected over a
vast area over a long time period and this would require both time and resources which is
not available in this project.
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2 Theory

This section is dedicated to explaining the theory required to understand the thesis.

2.1 Machine learning

Machine learning is a computational technique where a system has the ability to acquire
their own knowledge from a given dataset [5]. The knowledge that the system has acquired
can then be used to solve problems on data that the system has or has not encountered
before, given that the input data is of a similar nature to that of the training data.

Machine learning can be broadly categorised into one of two types, supervised and unsu-
pervised machine learning [6]. In supervised machine learning the dataset is labelled to
help guide the model towards its goal. The dataset is also usually split into two subsets,
one for training the model and one for evaluating it [7]. Unsupervised machine learning
aims to identify patterns and correlations in datasets.

2.1.1 Random forest

Random forest model is a model that is built on decision trees. The decision tree has a
root node, decision nodes and leaf nodes, where the root node is the starting point when
traversing the decision tree. The algorithm is presented with a decision that it can take at
the root node, when a decision has been made the algorithm is presented with the node
located at the decision it made. While the algorithm is presented with decision nodes it
continues to make decisions until it is presented with a leaf node. The resulting leaf node
contains the value that should be predicted. An example of a decision tree is shown in
figure 1, where the root node is coloured in grey, one decision node is orange and three
leaf nodes are green.

Figure 1: An example of a decision tree that assesses if you should go to work.

When constructing a decision tree a dataset is required. While there are more than one
attribute in the dataset all the attributes in the dataset gets analysed using Attribute

3



Selection Measure which finds the best attribute. When the best attribute is found a
decision node is created with the best attribute, and the dataset is split into subsets. This
step is repeated until there are no more attributes, then a leaf node is created [8]. There
are multiple different Attribute Selection Measure methods, where Gini impurity and In-
formation gain are the most common.

The random forest model makes use of an ensemble method in combination with fea-
ture randomness to create accurate predictions. The ensemble method is a method that
contains multiple decision trees and takes into account the predictions of all the decision
trees to make a more accurate prediction. Feature randomness is necessary step which
generate random subset of features that ensures that all the decision trees generated are
distinctive [9].

2.1.2 Artificial Neural Network (ANN)

ANN is a machine learning model that is roughly modelled after the human brain. The
ANN model has multiple processing nodes that are interconnected [10]. These nodes are
contained in layers, where the data flows from one layer to the next layer. This can be
seen in figure 2 where data flows from left to right, where the input data is inserted in the
first layer L1 and the prediction is given in the last layer L4.

Figure 2: An example of an ANN model with four layers labelled as L1−4.

The processing nodes has a value that is called its activation and the connection between
two nodes holds a value called its weight. The activation of a node is the sum of all the
nodes in the previous layer multiplied with the weight of the connection to the node, this
sum is put through an activation function before being assigned as the activation. The
activation function maps the sum in between the values -1 and 1. The amount of nodes
in a layer, number of layers and activation function, depends on the application.
The ANN models learns by adjusting the weights in all the processing nodes so the pre-
diction matches an expected results. The learning is done with large datasets where the
expected prediction exists.
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2.1.3 Linear Regression

Linear regression is a statistical method used to model the relationship between a depen-
dant variable and one or more independent variables as described in Modern Computing
Methods. Notes on Applied Science [11]. It assumes that the relationship can be approxi-
mated as a straight line. It uses the following equation

y = β0 + β1x1 + β2x2 + . . .+ βnxn + ϵ (1)

where y is the predicted value, x1,x2, . . . ,xn are the independent variables, β0,β1,. . . ,βn are
coefficients associated with the independent variables and ϵ is an error term representing
the difference between the predict y value and the actual y value.
The goal of linear regression is to estimate the β coefficients so that they best fit the
provided data, or in other words providing the least amount of ϵ. Once these coefficients
have been found they can be used to predict values not used in the construction of the
model.

2.1.4 Mean absolute percentage error (MAPE)

MAPE is used to measure the accuracy of prediction methods, such as machine learning
models. It is also used as a loss function for supervised machine learning models [12]. The
datasets P and C is used to calculate the MAPE. Where P is the values that a prediction
model has predicted, and where C is correct values. Then MAPE is calculated with the
equation

MAPE = 100 · 1
n
·

n∑
t=1

∣∣∣∣Ct − Pt

Ct

∣∣∣∣ , (2)

where n is the number of data points, Ct is the correct value and Pt is the predicted value.
The result of the equation is a percentage that indicates how erroneous a prediction method
is, where a lower value is better.

2.2 Preprocessing

Preprocessing or data preprocessing is one or multiple processing steps that occur between
gathering the data and using the data in a machine learning model. The preprocessing
step gets a raw dataset as an input and return a processed dataset as output. The purpose
of preprocessing is to make the dataset ready to be used by a machine learning program,
and to maximise the predictive performance of the previously mentioned program [13].
To accomplish this the preprocessing step can include filters which remove duplicates,
missing values or outliers. It can also include methods that enhance the existing data or
manipulates the data to accomplish the purpose of preprocessing [14].

2.2.1 One-hot encoding

One-hot encoding is a method that converts categorical data into numerical data [15]. The
encoding technique is usually applied on datasets that are used to train machine learning
models, because some machine learning models can not operate on categorical data. When
one-hot encoding is performed on a column, a new column is created for each unique value
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in the original column. The new columns contains only zeros except for when the value in
the original column matches with the title of the specific column, then the value is set to
one. This can be seen in table 1 where the original column is shown and in table 2 where
one-hot encoding has been performed.

Table 1: A dataset with the column
Location before one-hot encoding.

Location

Lund
Malmö
Ystad
Malmö

Table 2: The dataset from table 1 after
one-hot encoding has been applied.

Lund Malmö Ystad

1 0 0
0 1 0
0 0 1
0 1 0

2.2.2 Outlier removal

The existence of outliers in a dataset can degrade the performance of machine learning
algorithms [16]. The outlier removal algorithm can be seen in Algorithm 1. The algorithm
works by first sorting the dataset, and then splitting the percentage that should be removed
(RT ) in two parts (RL and RH) that are then recalculated to reflect what the lowest (VL)
and highest (VH) acceptable value should be. Then all values that are below the lowest
acceptable value are removed and all values that are above the highest acceptable value
are removed.

Algorithm 1 The outlier removal algorithm, where the input X is the amount of outliers
that should be removed in percentage.

dataset.sort()

RT ← X
RL ← RT

2

RH ← 1− RT
2

VL ← dataset.get value from percentage(RL)
VH ← dataset.get value from percentage(RH)

dataset.remove value below(VL)
dataset.remove value above(VH)
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3 Related Work

In this section previous works on the topic of this thesis is presented.

3.1 Punctuality prediction: combined probability approach and random
forest modelling with railway delay statistics in Sweden

In the article written by Jiang et al. [17] the problem domain is delays in logistics sys-
tems. The problem is that it is hard to know how delayed the entire train trip will be
based on only the first delay that occurs during the trip. The research approach involves
implementing five different machine learning models and train them upon relative de-
viation which also includes metadata such as train type, rail conditions etcetera. The
different types of machine learning models are then compared to each other to see which
of them performed the best. The article presents previous work on the area as the dif-
ferent models they evaluate, it also explains the different models, how they work, their
strengths and weaknesses. The results shows that a model that combines Random Forest
and logical regression model produced results that outperformed the other models studied.

This article is of relevance since it evaluates several different machine learning models
on the same problem to see which yields the best results.

3.2 Urban traffic accident prediction research based on meteorological
data

In the article written by Zhang [18] the problem domain is predictions of accidents. The
specific problem investigated by the article is frequency of accidents in relation to weather
conditions. The research approach involves implementing three different machine learning
models (k-nearest neighbours model, Logistic regression model and support vector machine
model) and train them on amount of vehicular accident that happens on a given day com-
bined with the weather conditions on that day (average temperature, max temperature,
min temperature, daily precipitation snow depth and average cloudiness). The machine
learning models are then compared to measure their accuracy, this is done to compare
the OVR (one-vs-rest) and OVO (one-vs-one) methods to analyse which of these two that
performs the best. OVR and OVO are different methods for splitting the datasets. The
article provides several sources connecting weather to density of accidents. Other previous
work presented by the article is the aforementioned machine learning models. The results
show that both the OVR and the OVO methods based on weather data can be used to
achieve results with high accuracy.

This article is of relevance since it discusses weathers effects on traffic as well as comparing
three different machine learning models to see which model yields the highest accuracy.

3.3 Travel Time Prediction using Machine Learning and Weather Im-
pact on Traffic Conditions

In the article written by Deb et al.[19] the problem domain is prediction of traffic conges-
tion. The problem this article tries to solve is the development of a user friendly system
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that accounts for weather parameters effects on traffic congestion. The system could then
be used to take action before congestion manifests. The research approach of this article
is to use anonymised location information from the taxi service Uber to train five different
machine learning models.

• Decision Tree

• Random Forest

• Linear regression for polynomial regression task

• Logistic Regression

• Support Vector Machine

The dataset is split into two different datasets, training set and testing set. The split is
done in different proportions, 40%, 50%, 60% and 80%, where the percentage indicates
how much of the data is used for training. This is done to analyse what proportion in
combination with the different machine learning models results in the model with the
highest accuracy. The article explains the different machine learning models that are im-
plemented in the previous work section. The article also cites other work in connecting
weathers effect on travel conditions. It is also discussed other methods of collecting data
and previous efforts of such work. The results presented in the article are that more train-
ing data yields better results and that logistic regression is the best performing model,
the article does not state which of these models are combined with the meteorological
observations to draw its conclusions about their impact on traffic congestion. The article
states that only precipitation had an impact on traffic congestion.

The relevance of this article comes from the method used to train the different machine
learning algorithms on the anonymised data. It also researches the optimal proportion of
the dataset that should be used for training the machine learning model as compared to
testing the model.

3.4 The Impact of Data Preprocessing on the Performance of a Naive
Bayes Classifier

In the article written by Chandrasekar et al. [20] the problem domain is preprocessing
of data. The problem is that harmful or unwanted emails are not classified accurately
enough. The research approach is to use an email dataset which contains spam email and
non-spam email and to preprocess the dataset. The original dataset and the preprocessed
dataset are then used in combination with Naive Bayes classifier which is a probabilis-
tic classifier to either classify an email as spam or as non-spam. The two probabilistic
classifiers are then compared to each other to measure the effectiveness of preprocessing.
The previous work cited by the article is the amount of emails sent daily and the ratio of
business to personal emails as well as the origins of Naive Bayes Classifier. The results of
the article is that preprocessing lowers the rate of incorrect classifications.
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The relevance of this article is that it shows the importance of preprocessing data to
provide good training data for models, this is done to increase their accuracy.
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4 Method

The method used in this work is the Design Science Research Methodology (DSRM) as
defined by Peffer et al. [21]. The use of the method will be described in the following
section.

4.1 Description of the method

DSRM is an iterative model which allows further development and refinement of the
solution after it has been tested. DSRM consists of six different activities which are
explained in this section with regard to this work. An overview is show in figure 3.

Figure 3: Is an overview of DSRM. Figure is from A Design Science Research
Methodology for Information Systems Research by Peffer et al. [21].

4.1.1 Problem identification and motivation

The first activity focuses on describing the problem. The problem is to research what ef-
fects preprocessing techniques have on different machine learning models. More specifically
with regard to estimating the travel time for ambulances, with the external parameters
weather and time of day as additional features. This is done to see if consideration of
these factors improve the estimations.

The importance of improving such estimations is to ensure better resource allocation of
ambulances. Accurate estimations are essential to determine which hospital is the most
appropriate to transport the patient to. As well as increasing staff productivity at the
hospital, as they can be better prepared for when the ambulance arrives. Improving es-
timations could also be used to determining when it is appropriate to transfer a patient
between hospitals.
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4.1.2 Define the objectives for a solution

The second activity explains what objectives the solution should reach with regard to
the problem definition. The solution to the research questions should be a preprocessing
technique or a combination of multiple preprocessing techniques that can be applied on
a dataset containing raw data which results in a processed dataset. The dataset is then
used in combination with a machine learning model to achieve more accurate predictions
of travel times.

4.1.3 Design and development

The third activity concerns the creation of the artifacts. The artifacts are the different
preprocessing techniques used to modify and enhance the raw data.

4.1.4 Demonstration

The fourth activity is used to demonstrate how to use the artifact to solve the research
questions. The different preprocessing techniques would be applied on the raw datasets
to produce the processed datasets. These processed datasets would then be used in com-
bination with different machine learning models to calculate the travel time for different
routes.

4.1.5 Evaluation

The fifth activity is used to evaluate how well the artifact solves the research questions.
The different instances of the machine learning models are compared with each other, to
see which combination of preprocessing techniques and machine learning model yielded
the best prediction of travel times.

4.1.6 Communication

The sixth and final activity is communicating the work. The thesis uses the traditional
introduction, method, results and discussion (IMRaD) to clearly communicate the work.
The distribution of this thesis to Diva will enable a broader audience to read and further
develop the work.

4.2 Method discussion

The DSRM was chosen for this thesis because of its different activities that aligned well
with the different stages of this work. The iterative process after the evaluation of the
artifact was also a contributing factor that made the methodology a good fit for the thesis.

An alternative research method is the research method presented by Nunamaker et al.
[22], referred to as the Nunamaker method. The Nunamaker method is also a Design
and Creation research method which also has a iterative structure, but the lack of a clear
structure for communication made it less suitable for this thesis when compared with
DSRM.
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5 Results

5.1 System overview

Figure 4: The system overview, where the data is gathered, preprocessed and is then
used to train machine learning models which yield results.

Figure 4 shows the system overview. It is divided into two parts Preprocessing andMachine
Learning. The first part contains the steps that cleans and enhances the ambulance data,
while the second part utilises the data from the first part to train and evaluate different
machine learning models. In the following sections the steps will be explained in detail.
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5.2 Ambulance data

5.2.1 Overview

SOS Alarm [23] is the company that operates the Swedish emergency number. They
handle emergency calls requesting police, fire department and ambulance services.

Table 3: The columns of the SOS Alarm ambulance data, the
translation of the column names and their description.

Original name Translated name Description

Händelsen skapad Errand created The date and time when the errand is created.

Station Station
The ambulance station from which the
ambulance is dispatched from.

Resurs Resource
The ID of the ambulance or information that
the transport was performed with a taxi or a bus.

Fr̊an omr̊ade From area
The ID of either the municipality or the
hospital where the ambulance loaded a patient.

Fr̊an omr.namn From area.name The name of the area where the patient is located.

Till omr.namn
Destination
area.name

The name of the destination where the patient
is to be dropped of, usually a hospital.

Ärendeprio Priority
The priority of the errand. Where 1 is an errand
of the highest priority.

Index1
Index2
Index3

Index1
Index2
Index3

These columns contains information about
the errand, usually information
about the patients condition or if it is a
transport between hospitals.

skapad händelse-
Tilldelad

Created errand-
assigned

The time it took to assign an ambulance
to the errand.

Tilldelat- kvitterat Assigned- confirmed
The time it took the ambulance to confirm
it has been assigned to the errand.

Kvitterat- framme Confirmed- arrived
The time it took the ambulance to
arrived at the location of the patient.

Framme- lastat Arrived- loaded
The time it took the ambulance to
load the patient into the ambulance.

Lastat- ankomst
destination

Loaded- arrived
at destination

The time it took the ambulance to
arrive at the destination, usually a hospital.

Tilldelat -
klarrapport

Assigned- report
The time the ambulance reports that it is done
with its current errand.

Förbeställd Prebooked
Shows if the transport was prebooked more or less
than 12 hours in advance, or not prebooked at all.

The ambulance dataset provided by SOS Alarm contains ambulance transports that oc-
curred in the southern health region of Sweden in the year 2020 and in January to June for
the year 2021. The dataset contains the columns seen in table 3. Each row in the dataset
describes the travel from the ambulance station to the patient, and then the transport of
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the patient to the hospital. The transport of the patient to the hospital is analysed in this
work. This is because when the ambulance is driving to the patient it is not certain that
the ambulance began the trip at the ambulance station, while the location of the patient
and the hospital is certain. The patient location is not given as a precise location but
rather an anonymised form where only the town or municipality is given, which is done
due to patient confidentiality.

5.2.2 Preprocessing

This section contains the different steps applied to the ambulance dataset to prepare the
data for the machine learning.

To see feature impact on travel times the deviation of travel time needs to be calculated.
This is done by calculating the mean travel time for transports with the same origin and
destination. After calculating the mean the deviation for each transport can be calculated
with

d =
t− Ta→b

Ta→b

, (3)

where d is the deviation for a specific transport, t is the specific transports travel time
and Ta→b is the mean travel time for a transport between points a and b which indicates
the origin and destination. To make the columns ’Fr̊an omr.namn’ and ’Till omr.namn’
usable by machine learning models one-hot encoding was applied to these columns.

Removing missing data
The ambulance dataset contains several missing values in the columns that contain the des-
tination and the travel time (’Kvitterat- framme’, ’Framme- lastat’ and ’Lastat - ankomst
destination’). The amount of missing data can be seen in table 4. To prepare this data
for a machine learning model these missing values must be either filled in or the rows
containing them should be dropped.

Table 4: The amount of missing data based on the different columns. A cell containing
missing data is either marked with ’-’ or is empty.

Column name Rows of missing data

Till omr.namn 105842

Fr̊an omr.namn 1

Ärendeprio 59

skapad händelse- Tilldelad 37

Tilldelat- kvitterat 35

Kvitterat- framme 21876

Framme- lastat 106007

Lastat- ankomst destination 106680

Tilldelat - klarrapport 35

Förbeställd 0
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There are several techniques to fill the missing data with mean or other imputation meth-
ods [24]. The imputation methods however risks introducing noise into the dataset ac-
cording to Pratama et al. and Aydlek & Arslan [25] [26]. The risk of introducing noise
and the relatively large amount of data still remaining resulted in an approach in which
all rows containing missing data from the list of column names in table 4 was dropped
from the dataset.

In the dataset a single row can contain multiple missing values, and some missing val-
ues can propegate missing values in other columns, for example if a value is missing in
column ’Framme- lastat’ the column ’Lastat- ankomst destination’ will also contain a
missing value.

Table 5: The number of ambulance transports that were
prebooked, or conducted by a taxi or a bus and thus were

dropped from the dataset.

Ambulance transport type Number of rows Percentage of original dataset

Prebooked 5967 2.27%

Taxi or bus 68 0.03%

To make the data more uniform and easier to use for machine learning models all entries
that were prebooked or carried out by bus or taxi was removed from the dataset. This was
done so that only ambulance transports that were not planned were left in the dataset,
making it a dataset consisting of only one type of transport. In table 5 the number of
rows removed is presented.

Removing the prebooked ambulance entries from the dataset was also done because
scheduling the ambulance in advance may indicate that the transport may not be as
urgent as ambulance entries that are not marked prebooked. The priority of the ambu-
lances does also indicate this, where out of the prebooked ambulances 98% of them had
the priority of three, the remaining 2% where ambulances with a priority of one or two.

Removing taxi or bus entries form the dataset was done for the same reason that pre-
booked ambulances were removed, but in addition they were also removed because they
do not have the authority to drive above the speed limit as ambulances have. This could
indicate that patients using taxi’s or busses as means for transport to hospitals are not
as urgent as ambulance transports that are not prebooked. The priority of taxi and bus
transport also indicate this, where all transports using taxi’s or busses had a priority of
three.

In total 108947 rows of data were removed which is 41.43% of the original dataset, the
remaining dataset contains 154028 rows which is 58.57% of the original dataset.

From the resulting dataset there are three datasets created.
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(1) All transports

(2) Hospital to hospital

(3) Lund to Malmö

The first dataset contains all the transports from the resulting dataset, while the dataset
Hospital to hospital only contains the transports that were conducted from a hospital to
another hospital. The last dataset Lund to Malmö only contains the transfers from Lund
hospital to Malmö hospital. It should be noted that no prebooked ambulance transport
types exist in the Hospital to hospital dataset or any other dataset. These different datasets
are used as the base for adding additional features. The three datasets were created to
investigate the effect of preprocessing and weather conditions between different types of
routes.
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Removing outliers
The ambulance data was inspected and the results showed that there existed outliers that
were either impossible or improbable to have happened. For example the quickest trans-
port between Lund hospital and Malmö hospital only took 3 seconds to complete, which
is impossible because the average speed of the ambulance would be 28560 km/h. Another
example is the slowest transport between Lund hospital and Malmö hospital which took
roughly 2 hours to perform which is improbable because the average speed of the ambu-
lance would be 13.6 km/h.

The reason why outliers exists in the dataset is unknown and there could be multiple
factors why outliers are in the dataset. For example human error, systematic errors with
how data was collected or multiple other reasons. Multiple amounts of percentage removal
rates were tested to determine which percentage is the most suitable for the task.

Interquartile range was used to observe how the uniformity of the data changed depending
on the amount of data that was classified as outliers. Other measurements for evaluating
the effect of outlier removal was the shortest and longest travel time. Figures 5-7 depicts
the results of outlier removal, it shows that removing up to 2% has the greatest impact
on results as data removed after this point does not improve it by a significant amount
compared to the data loss. It is only in the dataset containing transports between Lund
hospital to Malmö hospital that the distance is known, thus the average speed of the am-
bulance can be calculated. This can be seen in figure 8, which shows that at 2% dropped,
the maximum speed of the ambulance approaches speeds that are reasonable.

Figure 5: The mean, max, min and different IQR values based on amount of data
classified as outliers for the dataset with all the transports.
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Figure 6: The mean, max, min and different IQR values based on amount of data
classified as outliers for the dataset with transports between hospitals.

Figure 7: The mean, max, min and different IQR values based on amount of data
classified as outliers for the dataset with transports from Lund hospital to

Malmö hospital.
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Figure 8: The mean, max, min, 25%, 50% and 75% speeds of the ambulance transport
between Lund hospital and Malmö hospital. The speed is the average speed for the

entire transport.

Features in the data
Some relevant features for travel time prediction could be extracted from the ambulance
dataset, the relevant features found were:

• Hour of day

• Day of week

• Month of year

These features were extracted through the column ’Händelsen skapad’, and as can be seen
in figures 9-11 they have a relationship with travel time deviations. In the dataset the
features day of week and month of year are represented as numbers to make them usable
by machine learning models.

The column ’Ärandeprio’ was found to have a relation to travel time deviation as can
be seen in figure 12. It should be noted that the column ’Ärandeprio’ in the original data
has a value between one and four, but in the processed data where rows has been removed
the same column only has data between one and three. This is because all transports that
has a priority value of four has been removed due to the transport having missing data.
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Figure 9: The mean travel time deviation in percent depending on the hour of day.

Figure 10: The mean travel time deviation in percent depending on the day of week.
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Figure 11: The mean travel time deviation in percent depending on the month of year.

Figure 12: The mean travel time deviation in percent depending on the priority.
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5.3 Weather data

5.3.1 Overview

The weather data used in this project was collected from SMHI using their API. SMHI is
the Swedish weather agency [27]. The SMHI API provides 40 different weather features
to download, many of these features contains the same data but measured in different
intervals. For example precipitation can be downloaded in 5 different intervals or units.
From the 40 available weather features 10 were collected from the SMHI API which can
seen in the list below.

• Temperature

• Wind heading

• Wind speed

• Humidity

• Precipitation

• Snow depth

• Sunshine time

• Visibility

• Cloud base

Most features are measured once every hour, the exceptions are snow depth which is mea-
sured once every day and precipitation which is measured both every hour and every 15
minutes.

The SMHI API provides a list of all the weather stations that contains measurements
for a given weather feature. All stations with measurement within the relevant area were
then gathered.
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5.3.2 Preprocessing

When adding weather features the station closest to the hospital is used, this is done since
as discussed in section 5.2.1 hospital is the only location that has reliable location data.
Multiple stations had some missing values, however given the relatively small amount of
stations and the fact that weather is generally similar in small areas, meant that these
missing values were interpolated using values from the weather stations that had measure-
ments for the given time. This process is illustrated in figure 13.

Figure 13: Four different weather stations and the distance between them. Weather
station S4 (marked in red) is the weather station missing a value for a specific time and
weather stations S1-S3 (marked in white) are weather stations with values for the same

time.

These values were then weighted using

ws =
dmax − ds

dmax
, (4)

where ws is the weight for the station, dmax is the largest distance between the station
with missing value and a station with a value and ds is the distance between the station
and the station with missing value.

These weights means that stations closer to the station with missing data are more promi-
nent in the final value. The value for the station with missing data (v) can then be
calculated with

v =
1

wT
·

N∑
i=0

wi · Si, (5)

where wT is the sum of all weights, N is the number of stations with values, wi is the
weight for a station and Si is that stations value.
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5.3.3 Analysis

The weather features were added to the ambulance data set to be investigated in a similar
way to the features in section 5.2.2. Plots showing the different relationships between
weather features and travel time deviation can be found in appendix Appendix A. After
an analysis the following five features were found to have a relationship with travel time
deviation.

• Temperature

• Wind speed

• Humidity

• Snow depth

• Precipitation measured every 15 minutes

To make these features impact clearer for machine learning models each feature was cate-
gorised into coarser categorise as can be seen in figures 14-18. The reason for this is that
according Garćıa et al. [28] this increases machine learning models accuracy.

Figure 14: The effect of temperature on travel time deviation categorised as Low
temperatures below 0◦C, Moderate temperatures between 0◦C and 20◦C and High

temperatures above 20◦C
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Figure 15: The effect of wind speed on the travel time deviation of the ambulance where
wind speeds are categorised. Where low are wind speeds at 2 m/s and below, moderate

are wind speeds between 2 m/s and 8 m/s and high are wind speeds above 8 m/s.

Figure 16: The effect of humidity on the travel time deviation of the ambulance with the
humidity categorised as either being humid or not, humidity >70% is categorised as

being humid.
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Figure 17: The effects of snow depth on travel time deviation categorised by 0m snow
depth, snow depth between 0m and 0.1m and above 0.1m.

Figure 18: The effect of precipitation on the travel time deviation of the ambulance with
the precipitation categorised as either raining or not, where raining is more than 0mm

rain.
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5.4 Machine learning

To evaluate the different techniques used on the data, 9 different data sets were used to
train machine learning models. The different datasets are comprised of different combina-
tions of transports included in the data set and the amount of data that was removed as
outliers. The amount of data removed as outliers is 0%, 2% and 5%. These were chosen
because 2% had the most significant impact on results compared to the data loss as seen in
section 5.2.2, and 5% was chosen to see if removing more outliers than 2% had a significant
impact on results compared to the data loss. The 0% was chosen to see if removing outliers
had an impact on model performance, and how much the models improved if removing
outliers had an impact.
The datasets are:

• All transports, 0% removal

• All transports, 2% removal

• All transports, 5% removal

• Hospital to hospital transports, 0% removal

• Hospital to hospital transports, 2% removal

• Hospital to hospital transports, 5% removal

• Lund hospital to Malmö hospital transports, 0% removal

• Lund hospital to Malmö hospital transports, 2% removal

• Lund hospital to Malmö hospital transports, 5% removal

For each of the datasets different features were tested to measure the machine learning
performance. The four different feature sets are explained in table 6.

Table 6: An explanation of the different feature sets.

Feature set Description

Base features
These features is the priority and the location
of the origin and destination.

Base features & temporal features
This feature set contains all the features on the
base features, and hour of the day, day of week
and month of year.

Base features & weather features

This feature set contains all the features on the
base features, and the weather features,
temperature, wind speed, humidity, snow depth
and precipitation.

All features
This feature set contains the features from base
features, temporal features and weather features.
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The machine learning models used were XGBoost random forest model [29], Sklearn linear
regression model [30] and a ANN model written by Adil Abid et al. [31] using Tensorflow
[32]. The random forest model was used because of its previous success in the works pre-
sented by Kylbergs [4], Jiang et al. [17] and Deb et al. [19]. The ANN model and linear
regression model was used because of its previous success in the work presented by Adil
Abid et al. [31].

The models were written in the programming language Python3.11. The evaluation metric
used for all of the machine learning models was MAPE. The data sets are split into 80%
training data and 20% testing data, this is done as Deb et al. [19] found that this split
gave the best results. The results can be seen in tables 7-9, a low MAPE score is desirable.

Table 7: The MAPE scores achieved by the random forest model given different data
and feature sets.

Dataset Base features
Weather features
& Base features

Temporal features
& Base features

All features

All transports
0% removal

90.28% 96.57% 95.54% 90.55%

All transports
2% removal

42.74% 42.89% 42.86% 42.83%

All transports
5% removal

38.23% 38.32% 38.24% 38.29%

Hospital to
hospital transports
0% removal

95.36% 96.57% 95.54% 97.89%

Hospital to
hospital transports
2% removal

17.34% 18.16% 17.78% 17.95%

Hospital to
hospital transports
5% removal

13.37% 13.63% 13.44% 13.56%

Lund hospital to
Malmö hospital
transports 0%
removal

6.83% 6.61% 9.11% 8.32%

Lund hospital to
Malmö hospital
transports 2%
removal

0.31% 0.31% 0.31% 0.31%

Lund hospital to
Malmö hospital
transports 5%
removal

0.14% 0.16% 0.18% 0.18%
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Table 8: The MAPE scores achieved by the linear regression model given different data
and feature sets.

Dataset Base features
Weather features
& Base features

Temporal features
& Base features

All features

All transports
0% removal

1.78 · 107% 2.53 · 1010% 105.32% 105.37%

All transports
2% removal

1.11 · 1010% 1.82 · 109% 48.43% 48.41%

All transports
5% removal

6.55 · 108% 2.74 · 108% 41.82% 41.77%

Hospital to
hospital transports
0% removal

6.93 · 1010% 1.67 · 1010% 116.89% 117.13%

Hospital to
hospital transport
2% removal

6.94 · 109% 1.74 · 1011% 32.51% 32.39%

Hospital to
hospital transports
5% removal

8.12 · 1010% 2.48 · 1010% 20.59% 20.56%

Lund hospital to
Malmö hospital
transports 0%
removal

95.17% 96.52% 94.66% 96.19%

Lund hospital to
Malmö hospital
transports 2%
removal

13.48% 13.39% 13.44% 13.33%

Lund hospital to
Malmö hospital
transports 5%
removal

13.07% 13.15% 13.09% 13.15%
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Table 9: The MAPE scores achieved by the ANN model given different data and feature
sets.

Dataset Base features
Weather features
& Base features

Temporal features
& Base features

All features

All transports
0% removal

61.62% 62.38% 62.34% 63.41%

All transports
2% removal

30.52% 30.71% 30.55% 30.94%

All transports
5% removal

28.30% 28.42% 28.28% 28.50%

Hospital to
hospital transports
0% removal

92.14% 87.35% 85.80% 84.49%

Hospital to
hospital transports
2% removal

14.49% 14.69% 14.07% 14.46%

Hospital to
hospital transports
5% removal

12.59% 12.78% 12.15% 12.51%

Lund hospital to
Malmö hospital
transports 0%
removal

78.71% 45.86% 78.32% 71.97%

Lund hospital to
Malmö hospital
transports 2%
removal

14.69% 13.57% 14.07% 14.14%

Lund hospital to
Malmö hospital
transports 5%
removal

2.66% 1.38% 0.81% 1.36%

In addition to these evaluations an ablation study where every individual weather param-
eters impact on model performance was conducted, the results can be seen in Appendix
B.
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6 Discussion

In this section the results for the different models will be discussed. The effects of different
datasets with varying outlier removal rates and different feature sets will also be discussed
in this section.

6.1 Random forest

The random forest model gave good results when trained on the Lund to Malmö transport
dataset. Which only improved when outliers were removed. However when the random
forest model was trained on all the transports, the results were not good and had a MAPE
score of 93.23% with no outliers removed. Removing 2% of the data as outliers improved
the score to 42.83% and removing more of the data as outliers did not significantly improve
the score, which resulted in the score 38.27% when removing 5% of the data as outliers.
When training the model on the hospital to hospital dataset the results resembles the
previous results with all transports but with lower scores. With no data removed as
outliers the score was 96.34% and with 2% of the data removed as outliers it was 17.81%,
and with 5% of the data removed as outliers the score improves slightly. None of the
additional temporal or weather features had a positive impact on model performance.

6.2 Linear regression

The linear regression model, which is a simpler model, is not well suited for predictions on
ambulance data. This could be because the data is too complex and needs a more complex
model to make estimations, the reason could be because there are no linear correlations
to be made between the inputs and results. The linear regression model did improve its
predictions when outliers were removed and when temporal features were added. The
addition of weather data did not improve the predictions, but on the contrary made it
worse. The removal of outliers greatly improve the linear regression model with only 2%
removal improving the model with as much as 72%. The temporal features greatly helped
this model with its predictions while weather seems to had a slight negative impact unless
combined with the temporal features.

6.3 ANN

The ANN model gave moderately good results when outliers were removed. For all trans-
ports with no data removed as outliers the MAPE score was 62.44%. For the hospital to
hospital transports the score was 87.45% and for Lund to Malmö transport it was 68.71%.
It should be noted that for the Lund to Malmö transports one of the datasets (base fea-
tures combined with the weather features) had a lower score of 45.86% compared to the
other datasets which had a higher score.

The removal of 2% of the data increased the performance of the ANN model greatly.
Where for all transports the score decreased to 30.68%, the hospital to hospital transports
decreased to 14.43% and Lund to Malmö transports decreased to 12.51%. The removal
of 5% of the data as outliers did not greatly decrease the score for all transports and the
hospital to hospital transports, where on average for both the datasets the score decreased
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with 2.11% points. For the Lund to Malmö transports the score decreased to 1.55% when
5% of the data was removed as outliers, which is a significant improvement of model per-
formance.

In general for the ANN model the addition of weather and temporal features to the dataset
did not increase or decrease the MAPE results significantly. But there are some cases,
most notably the Lund to Malmö dataset with no data removed as outliers where the
score decreased substantially when the weather features was added to the base features.
Another notable case is the addition of temporal features to the Lund to Malmö dataset
with 5% of the data removed as outliers, where a great decline of the score can be observed
compared to the base features dataset.

6.4 Broader patterns

In general for all models adding weather features had a slight negative to no impact on
model performance. While adding the temporal features had no to a slight positive impact
on model performance. The figures 14-18 in section 5.3 shows that ambulance transports
that are performed during different weather conditions does have an effect on the am-
bulance travel time. Although these are shown to have an effect on the travel time the
inclusion of the weather features does not seem to have an effect on machine learning model
performance in general. There could be multiple reasons why this is the case, where one of
the reasons could be that the models used in the thesis are not complex enough to capture
the complexity of the data. Another reason could be that the ambulance data used in
the thesis does not contain enough transports where the weather is prevalent, which could
lead to the machine learning models not being able to make a connection between the
weather features and ambulance travel times.

The optimal model performance was achieved with the random forest model with a MAPE
of 0.14%. This was the result of a dataset of transports between Lund and Malmö hospi-
tals with the base features and 5% of the data removed as outliers.

In general the inclusion of only trips between Lund hospital and Malmö hospital yielded
the best results which is consistent with Kylbergs work [4]. Training on datasets contain-
ing only trips with the same origin and the same destination suggests an increase in model
performance.

During the work the concern that the weather would negatively impact the travel time of
the ambulances, and thus the ambulances where weather had the most impact would be
removed as outliers. In the results where 0% of the outliers were removed shows that this
had no impact, because if the weather had such an effect on the outliers the MAPE score
for the base features with weather features appended would be better than just the base
features.
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The individual weather features were studied in Appendix B where no weather feature
stands out. The combination of the weather features is on average the same or worse than
any individual feature. Except for Lund to Malmö transports for the random forest model
where the combination of weather features greatly reduced the MAPE of the model.
There could be multiple reasons for this. One of the reasons could be that weather is a
more complex phenomenon than previously thought and that there is a lot more interplay
between the different weather features than previously thought. Another reason that could
factor in is that only looking at Lund hospital to Malmö hospital transports simplified the
dataset and the inclusion of all the weather features made the dataset perfectly complex
for the random forest model to train on. It should though be noted that no results in the
ablation study is greater than the results presented in section 5.
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7 Conclusion and future research

This thesis has studied several aspects to improve machine learning models accuracy for
ambulance travel time estimations. It has shown the importance of preprocessing the data
for machine learning models, and has shown the effect of weather and temporal data on
the travel time deviation. Lastly the thesis has evaluated three machine learning models
and made a conclusion of which of these three is the most appropriate to use for this task.
The answers to the research questions from section 1.4 can also be found in this section.

In the context of preprocessing, the thesis has shown that removing the outliers is an
important step that has the possibility of improving the machine learning models perfor-
mance greatly. In the context of weather and temporal features it was shown that both
features had almost no impact on machine learning models. Generally weather features
could also slightly decrease model performance, while temporal features could slightly in-
crease model performance.

The three machine learning models evaluated was random forest, linear regression and
ANN model. The ANN model outperformed the other machine learning models when
the dataset contained all transports or the hospital to hospital transports. The random
forest model outperformed the other models when the dataset only contained the Lund
to Malmö transports. The linear regression model was found to not be applicable to the
problems discussed in this thesis.

While only data for the southern healthcare region of Sweden was used during this thesis
the preprocessing methods and machine learning models could reasonably be applied to
any similar dataset.

7.1 Answers to the research questions

RQ 1. What processing techniques could be used to achieve better model
performance?

According to our results that can be seen in section 5, the best model performance was
reached by the ANN model when a portion of the data was removed as outliers. The
dataset that the best performing machine learning model was trained on contained only
transports with the same origin and destination. As discussed in section 6 all the machine
learning models that were tested improved their model performance when outliers were
removed from the dataset. Thus the preprocessing technique of removing outliers could
be used to achieve better model performance.

RQ 2. How do different weather conditions affect the model performance?

The weather conditions effect on the models performance are slightly negative to none.
There are however combinations of models and datasets where adding the weather data
does improve the model performance, but these are outliers to the general results. This
can be seen in section 5.4 and Appendix B.
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RQ 3. What effects does the hour of day, day of week and month of year have
on model performance?
The effect of hour of day, day of week and month of year was dependent on the model
used, as can be seen in section 5.4. The impact of the temporal features on the random
forest model was slightly negative. While for the linear regression model these features
greatly improved the model performance. The ANN model slightly improved when these
features were added.

RQ 4. What machine learning model is appropriate for these kinds of estima-
tions?

The most appropriate model out of the three investigated, was the ANN model when
given the dataset containing all transports or the hospital to hospital transports. The
random forest model is the most appropriate when given the dataset containing Lund to
Malmö transports. The linear regression model had a higher margin of error and is not
appropriate when compared to the ANN and random forest models.

7.2 Future work

In this section topics for future work are discussed.

7.2.1 Deep learning models

One area of future work is to use deep learning models to make the predictions. There
are a few different deep learning models, but in general they contain multiple layers of
nodes which in turn gives the deep learning model the ability to learn from more complex
datasets. The combined dataset of both the ambulance data and weather data could be
more complex than previously thought, and a model that has the ability to learn from
more complex datasets could yield results that are better than the results presented in
this thesis.

7.2.2 Increasing location data accuracy

The results showed that most models performance benefited from datasets only containing
transports with the same origin and same destination. Could more spatial data make
models perform equally well or better without having to split by transport? The spatial
data could be in the form of specific route taken including parameters such as turns, length
of journey and speed limits. However this data might require special permission to obtain
as it might break patient confidentiality.

7.2.3 Complex weather analysis

The analysis on weather in this thesis might not have been enough to capture the com-
plexity of this phenomenon. Future work could take a look at the weather features with a
more complex analysis, such as combining two or more features as the same feature. For
example wind heading, wind speed and the direction of the ambulance to see if the head-
wind or tailwind has an effect on the deviation of the ambulance. Additionally it might be
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necessary to include multiple measurements per transport as weather might change during
the transport, or might vary for different sections of the transport.

7.2.4 Traffic analysis

Another aspect that could be analysed are features that are more closely connected to
traffic, for example traffic accidents and traffic flow. These features could possibly show
that some road are more prone to traffic accidents or slow traffic which could impact the
ambulance travel time. Other features such as holidays could also contribute to the traffic
analysis because more people are not at work and could be travelling.

7.2.5 Additional data

The data that is used in this thesis contains only ambulance transports in the southern
healthcare region in Sweden. The scope of the research could be expanded by increasing
the geographic area that data is collected from, for example by analysing the ambulances
in the rest of Sweden or Norway. The weather could be more harsh in these areas which
could result in weather having more of an impact on ambulance travel time deviation.

Another method of collecting more data would be by gathering data from other emergency
responders, such as police or firefighters. It would broaden the application of estimating
time of arrival which could be useful for the other emergency responders.
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[28] S. Garćıa, J. Luengo, J. A. Sáez, V. López, and F. Herrera, “A survey of discretiza-
tion techniques: Taxonomy and empirical analysis in supervised learning,” IEEE
Transactions on Knowledge and Data Engineering, vol. 25, no. 4, pp. 734–750, 2013.

[29] T. Chen and C. Guestrin, “XGBoost: A scalable tree boosting system,” in
Proceedings of the 22nd ACM SIGKDD International Conference on Knowledge
Discovery and Data Mining, ser. KDD ’16. New York, NY, USA: ACM, 2016, pp.
785–794. [Online]. Available: http://doi.acm.org/10.1145/2939672.2939785

[30] F. Pedregosa, G. Varoquaux, A. Gramfort, V. Michel, B. Thirion, O. Grisel, M. Blon-
del, P. Prettenhofer, R. Weiss, V. Dubourg, J. Vanderplas, A. Passos, D. Courna-
peau, M. Brucher, M. Perrot, and E. Duchesnay, “Scikit-learn: Machine learning in
Python,” Journal of Machine Learning Research, vol. 12, pp. 2825–2830, 2011.

[31] M. Adil Abid, F. Lorig, J. Holmgren, and J. Petersson, “Ambulance travel time
estimation using spatiotemporal data,” 2024.

[32] M. Abadi, A. Agarwal, P. Barham, E. Brevdo, Z. Chen, C. Citro, G. S. Corrado,
A. Davis, J. Dean, M. Devin, S. Ghemawat, I. Goodfellow, A. Harp, G. Irving,
M. Isard, Y. Jia, R. Jozefowicz, L. Kaiser, M. Kudlur, J. Levenberg, D. Mané,
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Appendix A

Figure 19: The travel deviation based on humidity.

Figure 20: The travel deviation based on temperature.
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Figure 21: The travel deviation based on wind speed.
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Appendix B

Appendix B shows an ablation study on the effect of model performance when a single
weather parameter is combined with the base features. This can be seen in tables 10-12.

Table 10: Ablation study of single weather parameters on the Random forest model

All
weather

Temperature
Wind
speed

Humidity
Snow
depth

Percipitation

All trips 0% 96.57% 89.60% 89.42% 89.65% 89.46% 89.51%

Hospital to
hospital 0%

96.57% 96.34% 95.43% 96.40% 95.58% 95.64%

Lund to
Malmö 0%

6.61% 86.44% 86.84% 87.63% 86.93% 86.78%

All trips 2% 42.89% 42.90% 42.93% 42.90% 42.89% 42.89%

Hospital to
hospital 2%

18.16% 17.63% 17.54% 17.58% 17.70% 17.61%

Lund to
Malmö 2%

0.31% 14.23% 14.11% 14.08% 14.16% 14.13%

All trips 5% 38.32% 38.26% 38.27% 38.24% 38.25% 38.25%

Hospital to
hospital 5%

13.63% 13.56% 13.49% 13.57% 13.49% 13.52%

Lund to
Malmö 5%

0.16% 12.73% 12.67% 12.64% 12.78% 12.71%

Table 11: Ablation study of single weather parameters on the Linear regression model

All
weather

Temperature
Wind
speed

Humidity
Snow
depth

Percipitation

All trips 0% 2.53 · 1010% 3.73 · 108% 2.37 · 108% 1.61 · 108% 1.34 · 108% 8.63 · 107%
Hospital to
hospital 0%

1.67 · 1010% 2.18 · 1010% 6.96 · 1010% 2.46 · 1010% 4.76 · 1010% 3.81 · 1010%

Lund to
Malmö 0%

96.52% 95.12% 95.54% 97.27% 95.13% 94.71%

All trips 2% 1.82 · 109% 1.50 · 1010% 2.51 · 109% 2.73 · 108% 2.78 · 1010% 5.05 · 1010%
Hospital to
hospital 2%

1.74 · 1013% 2.41 · 109% 2.24 · 1010% 3.99 · 1010% 1.08 · 1010% 3.71 · 1010%

Lund to
Malmö 2%

13.39% 13.51% 13.36% 13.48% 13.49% 13.46%

All trips 5% 2.74 · 108% 6.11 · 107% 1.92 · 108% 1.19 · 108% 1.40 · 108% 6.58 · 107%
Hospital to
hospital 5%

2.48 · 1010% 6.99 · 1010% 5.32 · 1010% 2.80 · 1010% 7.32 · 109% 3.68 · 108%

Lund to
Malmö 5%

13.15% 12.99% 13.03% 13.18% 13.08% 13.11%
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Table 12: Ablation study of single weather parameters on the ANN model

All
weather

Temperature
Wind
speed

Humidity
Snow
depth

Percipitation

All trips 0% 62.38% 61.80% 62.22% 61.81% 61.45% 61.87%

Hospital to
hospital 0%

87.35% 90.60% 90.00% 87.34% 90.78% 92.53%

Lund to
Malmö 0%

45.86% 87.34% 87.95% 64.16% 79.26% 84.37%

All trips 2% 30.71% 30.56% 30.56% 30.52% 30.56% 30.54%

Hospital to
hospital 2%

14.69% 14.41% 14.38% 14.55% 14.66% 14.56%

Lund to
Malmö 2%

13.57% 14.46% 14.59% 13.76% 14.45% 13.95%

All trips 5% 28.42% 28.30% 28.29% 28.27% 28.28% 28.28%

Hospital to
hospital 5%

12.78% 12.57% 12.61% 12.63% 12.56% 12.62%

Lund to
Malmö 5%

1.38% 2.18% 2.33% 1.42% 1.70% 1.97%
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