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The development of high-performing object detection models requires extensive and varied
datasets with accurately annotated images, a process that is traditionally labor-intensive and
prone to errors. To address these challenges, this report explores the generation of synthetic
data using domain randomization techniques to train object detection models. We present a
pipeline that integrates synthetic data creation in Unity, and the training of YOLOv8 object
detection models. Our approach uses the Unity Perception package to produce diverse and
precisely annotated datasets, overcoming the domain gap typically associated with synthetic
data. The pipeline was evaluated through a series of experiments, analyzing the impact of
various parameters such as background textures, and training arguments on model perfor-
mance. The results demonstrate that models trained with our synthetic data can achieve
high accuracy and generalize well to real-world scenarios, offering a scalable and efficient
alternative to manual data annotation.
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Object detection is a problem within computer vision where the goal is to identify if and
where an object is located in an image. This prediction is made by placing a bounding box,
a rectangle whose sides are parallel to the sides of the image, that precisely encapsulates
the object. One of the most time-consuming parts of training an object detection model
for a specific application is acquiring the training data. Thousands of varied images with
bounding box annotations around the objects are necessary for training a high-performing
model. Traditionally this data has been obtained by taking pictures and then manually
defining boxes for every single occurrence of the object in each image. This process is
very labor-intensive and is additionally prone to errors when done by hand. Because of
this, many look for an alternative way to obtain this data.

The first alternative to this is using an already available dataset of labeled images like
Microsoft’s COCO dataset[1]. It consists of over 200 thousand labeled images with anno-
tations for 80 different common objects such as cars, fridges, people etc. This is great for
training general object detection models, but won’t work as soon as the model is desired
to be used for a more specific application.

An alternative that has seen an upswing in popularity in the last few years is synthetic
data. Synthetic data denotes data that has in some way been artificially generated and
not simply measured from reality. The main benefit is that every generated image can
be automatically annotated with pixel-perfect bounding boxes, removing the error prone
manual labor. There are also many advantages thanks to the precise control over the data
generation. These include being able to diversify all aspects of the data as well as limitless
scalability. Additionally, using synthetic data removes any ethical or privacy issues that
might otherwise arise when collecting real-world data.

Object detection has proven to have many applications in all kinds of industries. The
automotive industry is probably the most common example. For self-driving capabilities,
the vehicles need a great understanding of their surroundings. This might not be an
application where purely synthetic data is enough because of the high safety requirements,
but as they need more data to train more complex detection systems a combination of real
and synthetic images could be used. This project’s highly automated data and training
pipeline is more aimed at helping with small-scale object detection on specific applications.
It could be used for something like detecting hard hats on construction workers to ensure
safety, or detecting weeds so that pesticides can be applied locally only where needed,
greatly reducing the usage. The use cases are virtually limitless.

There are several approaches to generating synthetic data. One path to take involves
having real or synthetic image cut-outs of only the object, and pasting them onto real
images as is done by Dwibedi et al. [2]. Although good results have been achieved, the
approach also has its issues. Firstly it’s cumbersome to cut out the objects from many
photos shot on all kinds of orientations, as are needed for generalization. This method also
does not create realistic lighting conditions since the brightness, hue, bloom, etc do not
match between the background and the object. Moreover, this method makes it difficult
to reproduce other natural interactions between the object and the scene, for example
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occlusion and shadows.

Other explored methods include fully built virtual worlds that aim to mimic the real world
visually as closely as possible by photo-realistic rendering, Hodaň et al. [3] is an example of
this. The problem with this case is that photo-realistic environments are time-consuming
to create, especially when high variation is needed, and expertise in this field is necessary
for good results. It’s also computationally expensive to render many images like this,
mainly because of the high-resolution assets and physics-based light rendering.

Some previous papers also explore the use of synthetic data as a complement to real data,
in this way they have achieved better results than when using purely real images when the
real dataset size is limited. An example of this is done by Werner [4]. Although it’s possible
to use our pipeline for this approach, the goal of this project is to try to minimize the
amount of labor required by completely removing the need for manual annotating.

The main problem with synthetic data is that training on it deteriorates the detection
performance on real images as observed by for example Tobin et al. [5]. This is called the
domain gap. The so-called domain randomization approach tries to overcome the prob-
lem of the domain gap by variation. Rather than making the synthetic images as photo-
realistic as possible, domain randomization aims to create randomly generated, diverse
backgrounds instead. Tobin et al. introduced domain randomization as they hypothe-
sized that the model sees reality as just another variation of all the random backgrounds
it has been trained on. This enables it to pick out the objects in the image independent
of the environment. Hinterstoisser et al. [6] further showed the viability of domain ran-
domization. Using purely synthetic data and simple rendering they achieved models that
outperformed ones trained on real data.

In this project, the goal is an object detection model that can generalize to any real-
life environment in which the object could appear, making completely randomizing the
surroundings the most reasonable approach. The method therefore entails generating
images using domain randomization in a virtual environment built from 3D models and
taking pictures using a virtual camera. Through this method total control of the dataset
is gained depending on how the virtual environment is set up, even allowing for realistic
environmental interactions of for example light.

6



Course: Independent Project in Engineering Physics
Hampus Arnestrand

Casper Mark

The goal of the project is to simplify the creation of a custom object detection model. This
is accomplished by creating a user-friendly pipeline that imports a 3D model (or several),
creates automatically annotated synthetic images, and subsequently uses the synthetic
data to train a YOLOv8 object detection model that is fast enough for real-time live
video applications. This pipeline is visualized in Figure 1.

An overview of the project pipeline from a 3D model to the final real-world
object detection. The YOLOv8 image was generated using copilot from Microsoft [7].
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Throughout this report, knowledge about object detection and the accompanying training
and evaluation is crucial. The main focus is the data generation in Unity but every
augmentation in that process is highly dependent on how the machine learning model
uses the data during training, which is why the image generation process is built from
the knowledge of object detection training. The theory is therefore linked directly to
the reasoning behind the method and both are explained in parallel throughout this
section.

Object detection is a computer vision technique that locates and classifies objects within
images. This is in modern times done with machine learning, specifically deep learning
and stochastic gradient descent. Deep learning methods use neural networks, which are
originally modeled after human brains, to fit data by adjusting parameters called weights.
Object detection combines a regression task and then a classification task for locating and
recognizing the object among the different classes respectively. It’s called inference when
a trained model performs its detection task.

The most commonly used neural network for image processing tasks such as object de-
tection is convolutional neural networks (CNNs), this is in part due to their translational
symmetry during feature extraction from images. They are additionally sparse compared
to dense neural networks, leading to a higher parameter efficiency. CNNs are composed
of layers that each try to extract information from the input data through operations that
alter said data and then pass the altered data to the next layer. Some of these operations
are in the case of CNNs convolutions, activation functions like SiLU (Sigmoid Linear
Unit), and pooling. Some can be seen in Figure 2 which shows the specific CNN archi-
tecture used in this project. The convolutions act like filters that learn certain features
and outputs a corresponding feature map. SiLU ensures that the values passed on aren’t
very negative by setting negative values close to zero. This improves effectiveness and
training speed. Pooling is often used after convolutional layers to reduce the dimension
of the output by summarizing the feature map through some type of compression.

YOLOv8 [8] is a computer vision architecture that can be used for object detection, an
overview of the architecture is shown in Figure 2. It has been improved from multiple
versions since the original YOLO model was developed in 2015. YOLO models are espe-
cially suited for real-time detection thanks to the fast inference. YOLOv8 is still quite
new and doesn’t have an officially released paper yet.

The name refers to the fact that it’s a single-stage network, meaning that the predictions,
consisting of both bounding box prediction and classification probability, are made from
the entire image in a single pass. Two-stage models, such as R-CNN (Regional-CNN),
instead begin with proposing regions that might contain an object and then classifying in
that region. The latter is generally more accurate, especially for detecting smaller objects,
but is also slower than single-stage models since the model looks at the image twice.
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YOLOv8 is as mentioned an architecture and includes a range of different models. There
are five sizes for the object detection models (nano, small, medium large, and Xlarge)
each with an increasing number of parameters. Larger models will lead to better results,
but will also be slower to run and require more memory to train.

A detailed overview of the YOLOv8 architecture, made by RangeKing [9] on
GitHub.

The object detection model is trained on images that include the objects it should learn
to recognize. The most important feature of the dataset for it to be able to generalize to
new unseen images is high variation. This could be images from different places, taken
at different times of day, in varied lighting and weather, and shot by different cameras.
Apart from the variation already present in the generated images, several augmentations
are applied to the data during training. Some of these include simple transformations such
as rotation, scaling, and cropping. More elaborate augmentations were also utilized such
as mosaic that stitches four images together and scales the resulting image down.

The number of images needed to train a good model depends on many factors, such as
the number of object instances in the images, whether transfer learning is used, and the
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number of different objects to learn (number of classes). In general, more images are
always better since it ensures higher diversity thereby reducing overfitting. The influence
of dataset size was tested for the final model (see section 3.8).

The labeled images are split into a training- and validation set. In this project the images
were always split into sets with 80% being used for training and 20% for validation, which
is very standard. This lets the model learn features from the training images and test
if those features help to improve the detection performance on other images that are
not directly used in the adjusting of the weights (the validation set). During training,
the dataset is used to tune the model weights multiple times (once per epoch). The
number of epochs trained is an important training setting to consider. Training more
always improves the inference performance on the training data itself, but the model will
eventually overfit on the training data leading to degradation in the models’ ability to
generalize. Since transfer learning was utilized for this project, the number of epochs
needed for training was relatively low. Around 35 epochs were often found to be enough,
but more rigorous testing was later performed (see section 3.7).

Batch size denotes the number of images used for calculating one step in the stochastic
gradient descent and is an important parameter during training. Stochastic gradient
descent is used for converging the model towards a minimum by iteratively reducing the
loss function. In theory, a larger batchsize is preferred since the estimated gradient is
more accurate meaning that the weights converge more consistently towards a desired
minimum. However, research has shown that in practice larger batch sizes can lead
to significant degradation in the model’s ability to generalize. The reason for this is
believed to be because smaller batch size leads to noisier gradient estimation which helps
the weights to escape local minima and thereby converge better[10]. This is extremely
important for this project since the model needs to generalize in order to bridge the
domain gap. Because of this, multiple smaller batch sizes were tested (see section 3.4).
Batch size is relative to the dataset, and a small batch in this case means under 10% of
the total dataset size.

Background images are images where none of the classes are present. A technique for
reducing false positives during inference is to include 1% to 10% background images
in the training dataset to teach the model what is not one of the classes according to
Burhan-Q and Jocher [11]. A high occurrence of false positive detections in the early
models trained by the DataSynth pipeline led to tests where background images were
included. The reasoning behind using real background images was that they could help
to bridge the domain gap better than purely synthetic images. Importantly, they also do
not need to be annotated and could therefore very easily be acquired. The impact of both
synthetic and real background images was later tested (see section 3.2).

Instead of letting the CNN learn every weight from a random initial value it can benefit
from initializing with pre-trained weights. If the network has been trained with thousands
of images on other applications before, it may already have weight values close to a new
specific need. These weights can then be fine-tuned instead of learned from scratch. This
method is called transfer learning and can greatly reduce the time and data needed for
good results on new applications.
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When using real data it is common to freeze all or some of the base layers of the model
during training. These layers are responsible for feature extraction which is in theory able
to generalize to any object detection task. However, Vanherle et al. [12] found that freezing
no layers yielded the best results when exclusively training on synthetic data (although
full domain randomization was not used for this synthetic data). They also write that
another paper got contradictory results leading Vanherle et al. to the conclusion that the
choice of freezing layers should be considered on a per-problem basis. Freezing layers were
therefore tested for this project (see section 3.6).

The image generation needs a 3D model of the objects to be trained on. This model
should reflect the real object as accurately as possible to ensure good results. One way to
obtain the 3D model is to download it from the web, for example from the Unity Asset
Store. This can work well if a close-matching 3D model is found. This project used some
publicly available assets of common objects like a traffic cone (Figure 5), bananas, and
clothes hangers for early testing. However, for the final results, a custom traffic cone
model was made to be almost identical to the real traffic cone in the test images. This
model can be seen in Figures 4, 6, and 7. Figure 3 shows an image of the real cone.

Real cone. Rendered cus-
tom cone.

Imported traf-
fic cone 3D model.

Unity is a real-time 3D development engine mainly used for creating games. This project
used Unity for its capability to render objects in a 3D environment efficiently. The unity
perception package [13] was used to automatically iterate through randomized scenes,
take pictures with a virtual camera, and label the objects in the images based on their
position.

The DataSynth Unity project used for generating our synthetic data is built from the
available SynthDet project [14], which in turn was inspired by a research paper from
Google Cloud AI [6]. SynthDet was used as a foundation, including some initial back-
ground 3D models and textures. However, almost everything was replaced and extended
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