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Abstract

This thesis explores the implementation of a conversational user interface for Uppsala
Municipality, aimed at optimising the balance between cost of usage and quality when using
large language models for public services. The central issue addressed is the effective
integration of large language models, such as OpenAl's GPT-4, to enhance municipal services
without compromising user privacy and data security. The solution developed involves a
prototype that utilises a model chooser and prompt tuner, allowing the interface to adapt the
complexity of responses based on user input. This adaptive approach reduces costs while
maintaining high response quality.

The results indicate that the prototype not only manages costs effectively, but also adheres to
standards of data privacy and security. Clear information on data use and transparency
improved user trust and understanding. In addition, strategies were effectively implemented to
handle sensitive and unexpected input, improving overall data security.

Overall, the findings suggest that this approach to implementing conversational user interfaces
in public services is viable, offering valuable insights into the cost-effective and secure
integration of language models in the public sector. The success of the prototype highlights its
potential to improve future municipal services, underscoring the importance of transparency and
user engagement in public digital interfaces.
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Sammanfattning

Den hir masteruppsatsen undersoker implementeringen av ett konversationsgrianssnitt
for Uppsala kommun, med malet att optimera balansen mellan kostnad och kvalitet vid
anviandning av stora sprakmodeller for den offentliga sektorn. Den centrala fragan som
besvaras &r hur stora sprakmodeller, saisom OpenAl:s GPT-4, kan integreras for att for-
bittra kommunala tjdnster utan att kompromissa med anvindarnas integritet och datasi-
kerhet. Den utvecklade 16sningen innefattar en prototyp som anviander en modellviljare
och promptjusterare, vilket gor det mojligt fOr grinssnittet att anpassa svarens komplex-
itet baserat pa anviandarens meddelande. Detta tillvigagangssitt reducerar kostnaderna
samtidigt som en hog svarskvalitet bibehalls.

Resultaten visar att prototypen inte bara hanterar kostnaderna effektivt, utan ocksa upp-
ritthaller standarder for datasekretess och sidkerhet. Tydlig information om dataanvand-
ning och transparens forbittrade avsevirt anviandarnas fortroende och forstaelse. Dess-
utom implementerades strategier effektivt for att hantera kéinslig och ovéntad data, vilket
forbéttrade den Overgripande datasidkerheten.

Sammanfattningsvis tyder resultaten pa att detta tillvigagangssitt for implementering av
konversationsgrinssnitt i offentliga tjanster dr mojligt och erbjuder lairdomar om kost-
nadseffektiv och séker integration av sprakmodeller i offentlig sektor. Prototypens fram-
gang pavisar dess potential att forbittra framtida kommunala tjdnster, men lyfter ocksa
vikten av transparens och anvindarengagemang i offentliga digitala grinssnitt.

il
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1 Introduction

1 Introduction

We are implementing a ‘Conversational interface’ for Uppsala Kommun (Municipality).
During this implementation, we examine the optimal balance of cost of usage and qual-
ity of the conversational agent. We are exploring the possibilities and challenges of the
concept of a conversational interface in practice for a public organisation in general and
for a Swedish municipality specifically. We are also looking at how to handle harmful
and unexpected user input. In addition to this, we examine two aspects of privacy, how
transparency and trust signals can be used to enhance user understanding and trust in
data handling, and how sensitive data can be handled. This involves identifying effec-
tive visualisation methods, balancing transparency and user-friendliness, and integrating
these visualisations into the user interface without disrupting the user experience. The
research seeks to provide practical insight into how client-side agents can handle these
situations.

We are looking into control over shared information, user experience, effects on speed
and accuracy, ethical considerations, accessibility impact, and the relevance of different
models for municipalities. The evolving nature of these models prompts questions about
the municipality’s strategic response, including considerations of waiting, investing, or
adopting specific approaches.

This research seeks to strike a balance between user privacy and a seamless user ex-
perience. It aims to provide practical insights into how client-side agents can handle
these situations, to create a secure and user-friendly environment for interacting with
Language Models.

We are creating a prototype of a relatively full-scale chatbot for the Culture Night' in
Uppsala using a conversational user interface. The chatbot prototype includes schedul-
ing activities based on your specific interests, giving directions, either by bus, car, or
by foot. We are also making other prototypes, but these are, in general, low-, mid-,
or high-fidelity designs and prototypes to grasp a concept or answer specific questions.
The full-scale chatbot prototype and other prototypes are evaluated by representative
users to answer some of the questions.

The conversational agent’s languages are English and Swedish, to make the evaluation
and testing easier and more realistic. An eventual agent for a municipality would mainly
be in Swedish. The good thing with large language models though is that they often have
good translation skills; this means that the bot is able to use other languages as well.

I Culture Night, or Kulturnatten, the largest cultural event in Uppsala, is an annual event that is organ-
ised by various stakeholders including cultural workers, cultural institutions, associations, and companies.
Destination Uppsala and Uppsala Municipality are responsible for overall coordination and marketing.



1 Introduction

1.1 Research Questions

While looking into these various areas, we will mainly look at the following research
questions. There will also be discussions on the implications for a public organisation
using our research. Research questions will be referred to as RQs going forward.

RQ1 How can the complexity of a “large language model agent” be tailored for an
optimum balance between response quality and cost?
In this research question, we want to explore how an agent can be built to achieve
a good balance between quality and cost. This trade-off is not necessarily the
same for all types of questions; therefore, how can it be changed adaptively de-
pending on the expected answer? Secondarily, we also need to understand what
this balance should be. We will also evaluate whether there should be limits on
the length of user inputs.

RQ2 How can transparency and trust signals be used to enhance user understand-
ing and trust in data handling?
This research aims to explore methods for conveying data privacy concepts to
users, ensuring that the information provided is not intimidating, but rather instils
confidence in using a given product or service. This involves identifying effective
visualisation methods, balancing transparency and user-friendliness, and integrat-
ing these visualisations into the user interface without disrupting the user expe-
rience. By leveraging these visualisation methods, the research seeks to make
complex data handling processes more comprehensible to the average user.

RQ3 What strategies can be implemented to handle unexpected user input?
This research aims to investigate practical strategies for addressing the challenge
of unforeseen user inputs, including both input in the form of a totally different
subject in the middle of a conversation and input that could be harmful such as
cross-site scripting or SQL and NoSQL Injections.

RQ4 What strategies can be implemented to handle sensitive data?
This question investigates strategies for handling sensitive data. The focus lies on
the client-side agent’s role in managing these situations. Key aspects to explore
include whether the agent should maintain a catalogue of sensitive data types
to monitor. If such data types are detected, the study will examine the benefits
and drawbacks of alerting the user versus quietly filtering this information from
reaching the Language Model.
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1.2 Delimitations

During this project, we will not implement or train any of our own models. This is a
huge task that would take much longer than the expected time of this master thesis. Any
model we could produce in this short period of time would be magnitudes worse than
any model on the market; therefore, any comparisons between them would not give us
any usable results.

We will not develop any product that will go into production; the project will develop a
relatively working chatbot prototype that will be used to answer our research questions.
Furthermore, this chatbot prototype will not be an overarching conversational interface
for the entire municipality, it will be made for a specific function, for example, building
permit applications.

Research Question 3, handling unexpected user input, will be mainly theoretical. We
will not implement any protection against these attacks but rather discuss solutions for
them. The part about different topics in conversations will be implemented.

We will not implement any voice input support or any text-to-speech support due to the
imbalance between usable results for us and the expected use of our time to develop
these features. We will also only develop the prototype for Swedish and English due to
limited resources for developing sensitive data detection for other languages.

1.3 Division of Labour

The work is a collaboration between Theo and Marcus, especially in choosing research
areas and formulating the project. We are also collaborating extensively during the
literature review.

Theo has the main responsibility of examining the balance between response quality and
cost of a “large language model agent”. He also examines the handling of unexpected
user input and the implementation of the sensitive data handling.

Marecus focused on trust signals, visualisation of corporate transparency, and general
design of the prototype. He also examined the quality of the agent responses as well as
designing the handling of sensitive data.

However, we have both actively participated in all aspects of the thesis, including both
the implementation and the writing of the report.
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1.4 Thesis Structure

Section 2 presents background information about CUIs, LLMs, ethics and sustainability,
the ways we evaluate and related work. Section 3 presents the theoretical approach for
designing the CUI prototype and for the privacy analysis. It also includes the cost and
quality of this approach as well as how we approached the selection of language mod-
els. This section also provides information on how we managed unexpected user input,
ethical considerations, and user evaluation. Section 4 presents how the design of the
CUI prototype was done and how it was actually implemented. It also includes the im-
plementation of the privacy analysis. Section 5 presents the results, both the quantitative
ones from our own testing of the system and the qualitative ones of the user testing and
evaluation. Section 6 discusses all results, both in connection with the research question
for which they are relevant, but also on a general level, and Section 7 finally summarises
our conclusions from the discussions and also includes further possible developments.
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2 Background

This thesis discusses the subjects of privacy in the aspects of handling sensitive data and
enhancing the user’s understanding of the data handling. We also discuss the aspects of
cost and quality in a chatbot. In addition to this, we are looking at the handling of harm-
ful and unexpected user inputs. This section will provide a summary of language models
and other relevant topics. We will also present an overview of possible approaches for
this thesis.

2.1 Conversational User Interface

Conversational user interfaces (CUI) are user-centred platforms that provide various
chatbots or virtual assistants with a front end that the user can interact with. The inter-
action can be made through the use of various input and output modes such as speech,
text, touch, etc. There are mainly two different meanings and dimensions behind the
term conversational, one in terms of language, where natural language is used and an-
other where the interaction style of conversation is present. By natural language, it
refers to conversations that occur in a natural language instead of predetermined words
and phrases. Conversational in terms of interaction refers to a turn-by-turn style of
system, such as the one used in messaging apps and human-human chat conversation.
However, an even more advanced conversational interface might even remember context
to keep track of the topic and ask further relevant questions during the conversation [35,
p. 40-41].

There are various types of CUIs, where some are called chatbots whilst others are classi-
fied as voice user interfaces (VUI). Chatbots can be categorised as conversational agents
(CA) that are designed for either general purposes or specific tasks. The purpose is for
the CAs to communicate through text with a user, using natural language conversation.
These agents can either be using prewritten scripts and dialogue, as well as identify
keywords from the user in order to have a conversation, or the agent could be a con-
versational artificial intelligence (AI). Conversational Al can instead offer the user a
more personalised experience with unscripted conversations. VUIs are similar to regu-
lar CAs, but instead of communicating through text, they use speech and audio, which
are thought to create a conversation that feels more natural compared to CAs that use
text. The interface of a VUI is enabling the user to use their voice, to interact with a
CA. With the use of automatic speech recognition (ASR), the user’s voice can be used
as an input, where it then uses natural-language understanding (NLU) to understand the
input. VUIs have the same purpose as CAs and are commonly used in products such as
smart speakers, smartphones, etc. [44, p. 176].
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In a Swedish study by Bolagsverket in 2022 [10], where 1000 Swedish citizens aged 16
to 70 years were asked questions related to Al, 83% of the respondents are willing to
use a chatbot or Al-based customer support instead of a human in some situation. 33%
are explicitly willing to use it as customer support, and another third are willing to use
it in any situation where they can switch to a human agent. Many respondents state that
they do not want Al to use any of their personal information, and privacy concerns are
one of the biggest factors negatively affecting people’s adoption of Al [10], [47].

When respondents were specifically asked what cases they are fine with their data being
used by Al the study by Bolagsverket shows that the second largest response of 29%
said that they are fine with their data being used to improve Al for public services. The
most chosen answer of 34% was “none of the above”, which means that they do not
want their data to be used in any way, which in turn shows that there is a large group
of people that are cautious about how their data is being used. The study also shows
that the youngest respondents are more likely to allow their data to be used by Al. The
study by Bolagsverket also shows that around 50% of the respondents think Al laws
and regulations should come from European Union (EU) legislation and 43% think it
should be regulated through national legislation. Note that this was a multiple choice
question and respondents had the option to select one or both of these choices, among
other available options. This shows that there is a large group of people who want Al to
be regulated and controlled in some way. The biggest concern when it comes to the use
of Al is that Al will make bad decisions and make wrong recommendations [10]. All of
these highlights the importance of transparency for when the Al is making decisions, or
how the municipality is communicating data with its Al-provider.

2.2 Large Language Models

A large language model (LLM) is a large pre-trained language model capable of com-
prehending natural language and solving complex tasks [60]. LLMs have the ability to
be used in various domains, such as translation, summarisation, CUIs, and content gen-
eration, due to their contextually appropriate responses and a solid grasp of terminology
and writing conventions [38].

LLMs are based on deep learning techniques, particularly neural networks, to process
and generate language. The core of these models is the Transformer architecture, intro-
duced by Vaswani et al. [57] that allows long-range dependencies in text to be handled.
This architecture employs self-attention mechanisms to weigh the importance of differ-
ent words in a sentence, enabling the model to generate more contextually relevant and
coherent text.
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LLM training involves a process known as semi-supervised learning, where the model is
fed large amounts of text data and learns to predict the next word in a sequence. This ex-
tensive training enables the model to develop an understanding of language patterns and
nuances. Moreover, the size of the model, which often comprises billions of parameters,
contributes to its ability to understand and generate complex language constructs [14].

An important aspect of LLMs is their ability to perform zero-shot and few-shot learning.
This means that they can understand and execute tasks they have not been explicitly
trained for, by leveraging their vast knowledge base and understanding of language.
Bender et al. [7] discuss the potential and limitations of this approach, highlighting the
importance of careful consideration when applying LLMs to novel tasks.

Despite their abilities, LLMs also face challenges such as bias and ethical concerns.
Since they are trained on data from the Internet, they may inadvertently learn and per-
petuate societal biases present in the training data. Recent research explores the mani-
festation of biases in LLMs and suggests mitigation methods [26].

2.3 Design of Conversational User Interface in a Public Sec-
tor Environment

The design of CUISs in a public sector environment imposes a difficult balance, where
services should be applicable to all citizens. Having a CUI for municipal services re-
quires an inclusive approach. This means designing for a wide range of abilities, ages,
educational backgrounds, and language proficiency. The primary objective is to ensure
that all individuals, regardless of their personal experience, characteristics, or circum-
stances, can interact effectively with the CUI [56].

There are some considerations to be made when developing a CUI for a municipality
such as accessibility, multilingual support, simplicity and clarity, privacy and security,
integration, customisable user experience (UX), etc. This thesis and prototype will take
most design principles into consideration, but with a main focus on clarity, privacy, and
security, specifically data flow and trust signals.

2.3.1 Trust Signals

Trust signals are elements or indicators used in various contexts to establish credibil-
ity and build trust with users or customers. They convey reliability, authenticity, and a
sense of security. In the research article “Explaining how algorithms work reduces con-
sumers’ concerns regarding the collection of personal data and promotes Al technology
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adoption” [43] the authors explain how most users are not computer experts and can
thus perceive Al as some sort of “black box”. If they provide the Al with sensitive data
without knowing where it goes and who gets access to it, it can leave them worrying
about whether they can trust this service. Hence, providing the user with trust signals
such as insights and explanations about the algorithm and structure might enhance their
trust towards Al, or more specifically, CUIs that we have in this case.

This can be achieved in multiple ways, and some things that the aforementioned ar-
ticle [43] covers as well are the level of detail in the explanations. Leaving the user
with insufficient detail may give the user a feeling that the explanations are incomplete,
shallow, unsatisfying, and thus less trustworthy. The article shows that a more detailed
explanation of Al will increase subjective sense that they have more understanding of
how the Al works, which also increases trust towards the data collection.

2.3.2 Explainable Artificial Intelligence

When it comes to explainable artificial intelligence (XAI), the paper “Explainable Arti-
ficial Intelligence (XAI): Enhancing Transparency and Trust in AI Systems” [12] covers
how transparency can be increased by having XAlI, and one of the biggest pros of XAl
is that it makes Al decision-making more understandable to humans. Thus, by guid-
ing or showing the user how their data is handled and not misused, it can help build
trust toward the CUI The paper also explains how XAI focusses on transparency and
interpretability, with the goal of offering understandable explanations for the decisions
the Al takes, in a way a human can understand. This promotes accountability while it
also enables users to comprehend the reasons of the answers an Al might output, or an
understanding behind the actions taken by Al systems, such as CUISs in this case.

Transparency is a particularly significant trust signal that will be assessed in this the-
sis, in the case of an XAI as mentioned, but there are a few other ways this could be
approached. In the article “User interface design in e-Commerce and its impact on
customer trust” [8] they find that if you provide the customer with something such as
progress indicators that show the step-by-step of the application, it can impact customer
trust.
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2.4 Handling Sensitive Data in Conversational User Interfaces

In this report, we will define sensitive data as an individual’s racial or ethnic origin,
political opinions, religious or philosophical beliefs, trade union membership, genetic
data, biometric data for unique identification, health information, a person’s sexual life
or sexual orientation, and any information that can identify an individual directly or in-
directly. This definition is based on the definitions the EU uses for the General Data
Protection Regulation (GDPR), both for personal data [22, p. 33] and for sensitive per-
sonal data [22, p. 38]. As mentioned previously, transparency is an important topic for
CUlIs, particularly when they involve user input of sensitive data. Addressing sensitive
data input in CUIs also involves considering user experience, user privacy, and ethical
considerations and implications. The design of CUIs must prioritise user privacy, espe-
cially when handling sensitive information, and ensure that user data is processed and
stored securely [31].

Microsoft Presidio [36], an open source tool, is one solution in this domain, offering
advanced capabilities for the identification and anonymisation of sensitive data within
text. This section delves into Microsoft Presidio’s methodologies in both detecting and
anonymising sensitive information.

Microsoft Presidio employs a varied approach to the detection of sensitive data. Ini-
tially, it utilises predefined recognisers for common sensitive data types, such as credit
card numbers and email addresses, using pattern matching and contextual analysis. To
accommodate unique or specialised data types, Presidio allows the integration of cus-
tom recognisers, allowing users to define their own patterns and rules. Furthermore,
for intricate data types that are not readily identifiable through conventional means,
Presidio incorporates machine learning models. These models are adept at contextual
understanding, significantly improving detection accuracy.

Upon identification of sensitive information, Presidio offers multiple anonymisation
strategies. Replacement and suppression techniques allow for the substitution or re-
moval of sensitive data with placeholders or generic terms. Alternatively, generalisation
broadens the specificity of sensitive data, thus reducing identifiability. Moreover, Pre-
sidio supports encryption, which substitutes sensitive data with an encrypted string of
it. This preserves the utility of data for processes while ensuring privacy.

These methodologies underscore Microsoft Presidio’s comprehensive approach to sen-
sitive data management, aligning with our needs for privacy and data protection com-
pliance.
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2.5 Handling Unexpected User Inputs in Conversational User
Interfaces

One of the challenges in implementing CUIs is managing unexpected user inputs. Un-
expected user input can manifest itself in various forms, from nonsensical or irrelevant
responses to the unintentional or intentional input of harmful data. These inputs can
disrupt the flow of interaction and pose security risks. For example, a user might inad-
vertently input information that is not relevant to the conversation, which the CUI pro-
totype must handle appropriately to maintain the conversation. As CUIs become more
prevalent in applications ranging from customer service chatbots to virtual assistants,
the need to effectively handle such inputs while maintaining data integrity becomes cru-
cial. CUIs are particularly vulnerable due to their reliance on user input and real-time
processing.

One of the primary approaches to addressing this challenge is through robust input val-
idation techniques. Server-side validation is crucial to ensure that user input adheres to
pre-defined rules and constraints. This method not only maintains the accuracy of the
data, but also enhances security, preventing common attacks such as cross-site scripting
(XSS) and NoSQL/SQL injection [33].

XSS involves the injection of malicious scripts into content that is then sent to a user’s
browser. NoSQL or SQL injection exploits security vulnerabilities at the database level
by injecting malicious database statements into input fields, allowing attackers to exe-
cute unauthorised database commands.

Regular expressions (regex) [25] offer a powerful tool for input validation, allowing
precise control over input formats and patterns. Using regex, developers can ensure that
user input is in the expected format, thus improving data integrity and security.

Furthermore, the nature of human language in CUIs makes it difficult to achieve com-
plete testing coverage. As noted in recent studies, the preparation of CUIs to handle
unexpected inputs involves training with a wide range of user interactions, including
atypical and out-of-scope queries [48]. Some problems, such as keeping the CUI pro-
totype to the topic, and other problems such as prompt injection [34], where the user is
able to leak the entire system prompt of the CUI prototype, or change it out to something
different, may be easier to solve by prompting the CUI prototype correctly.

In summary, effective management of unexpected user inputs in CUIs requires a combi-
nation of server-side validation, regular expression-based input validation, good prompt-
ing, and comprehensive training with diverse user interactions.
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2.6 Ethical and Sustainability Considerations

The ethics of CUIs can be divided into three different sections: disclosure, vulnerability,
and transparency, which we examine in this thesis. Disclosure refers to the sharing of
information with CUIs. This concerns how much personal information a user is willing
to disclose to a CUI. Transparency refers to how much of the internal process the CUI
shows, with the goal of making the behaviour and intentions of a CUI understandable
to the user, which in turn includes how and if a CUI collects data. Lastly, we have
vulnerability, which refers to the inclusive design of CUIs, where it is necessary to
consider vulnerable user groups, such as older adults [31].

Ethical Technology Adoption in Public Administration Services> (ETAPAS) has come
up with a Code of Conduct [20] that focusses on guiding public organisations in the
ethical use of disruptive technologies. Key principles include environmental sustain-
ability, justice and equality, transparency, responsibility, and privacy. It emphasises the
importance of public sector accountability and the need for continuous evaluation and
improvement. This thesis focusses mainly on five of these codes.

* 1. Environmental sustainability: Ensures environmentally sustainable use of
disruptive technologies in public sectors.

3. Transparency and explainability: Prioritises clear understanding and trans-
parency of automated decisions.

4. Responsibility and accountability: Emphasises accountability and human
oversight in decisions influenced by technology.

* 6. Privacy: Regulates the use of data to protect privacy, requiring consent and
data protection methods.

9. Ethical Public-Private Cooperation: Ensures public-private partnerships ad-
here to public sector ethical principles.

These five guidelines that are part of the ETAPAS code of conduct will be used when
examining the ethical side of the prototype. How LLMs and CUIs might have an impact
on environmental sustainability, if the CUI prototype is transparent about how it works
and what it does, and if the municipality is responsible and takes accountability. Also,
that the user feels safe to use CUIs without their privacy being compromised, as well as
ensuring that public-private partnerships are ethical.

2ETAPAS is a project founded by the European Union’s Horizon 2020 research and innovation pro-
gramme, the consortium is formed by 14 partners from 8 different countries
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2.6.1 Environmental Sustainability

LLMs and their subsequent use in CUIs bring about not only technical advancements,
but also concerns about their environmental impact.

LLMs are known for their extensive computational requirements, which inevitably lead
to significant energy consumption and associated carbon emissions. A study by Ahmad
Faiz et al. [23] provides a comprehensive framework for estimating the carbon footprint
of LLMs throughout their life cycle, including training, inference, experimentation and
storage phases. The paper introduces LLMCarbon, a tool designed to model the carbon
footprints of LLMs, addressing the challenge of accurately projecting the carbon impact
of these models during Graphics Processing Unit(GPU)-intensive training.

The framework presented in this study has the ability to quantify both operational and
embodied carbon emissions, offering a view of the entire environmental impact of
LLMs. Operational carbon emissions are those generated during the use phase, whereas
embodied carbon emissions are related to the production of the hardware components
used. The precision in estimating these emissions marks a pivotal step in understanding
and mitigating the environmental footprint of LLMs.

Furthermore, the environmental impact must be contextualised within the broader Infor-
mation and Communication Technology (ICT) sector. According to the Cutter Consor-
tium article “Environmental Impact of Large Language Models”, LLMs are estimated
to account for less than half a per cent of emissions from the entire ICT sector and less
than 0.01% of global emissions [6]. This perspective is necessary to understand the rel-
ative impact of LLMs compared to other technologies and activities that contribute to
global emissions.

Potential strategies to reduce the environmental impact of LLMs are also discussed.
These include optimising the location and timing of training sessions, reducing model
size, improving hardware efficiency, and adopting more transparent practices regard-
ing model emissions. A notable suggestion is the shift towards training smaller LLMs
tailored for specific tasks, which can significantly lower computational costs and, con-
sequently, environmental impact [6].

The use of disruptive technologies by the public sector should adhere to the principles of
environmental sustainability. It is essential for the public sector to take the initiative to
ensure that the importation of technological products does not result in the exportation
of environmental issues [20].

It must be noted that due to us using a private company’s models, we will have little to
no insight in the actual climate footprint of these models. Similarly, we will have very
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little capability of reducing the environmental impact by changing the model in any way.
We will use the assumption that a more powerful and expensive model uses more energy
and is, therefore, worse for the environment than a cheaper and less powerful one. The
way for us to reduce the environmental impact will go hand-in-hand with reducing the
cost, i.e., using a less powerful model.

Cost does not always correlate with climate impact; for example, one product could
use a cheap fossil fuel and another an expensive renewable source, which would lead
to the more climate-friendly one being more expensive. If this was something that any
company did, they would probably also market it as that. Therefore, we can probably
rule out that possibility.

2.6.2 Economical Sustainability

The economic sustainability of LLMs is complex, involving factors such as their devel-
opment costs, maintenance, potential revenue generation, and impact in various sectors,
including public services.

Developing and maintaining LLMs involves significant financial resources, especially
for computational power and specialised hardware for training. These models require
extensive data processing, contributing to high operational costs. Advances in deep
learning and the application of these methods to large datasets have allowed LLMs to
achieve remarkable capabilities in various domains, including public sector applica-
tions. The emergence of open source alternatives such as LLaMA [55] and Phi [2] also
improves economic sustainability through diversification and competition [58].

LLM:s can revolutionise the economy by either enabling less-skilled workers to perform
knowledge work or allowing skilled workers to scale up their advantages. The em-
ployer’s implementation strategy is crucial to determining the economic impact. There
could be an impact on wages and employment. This raises concerns about the increase
in wealth and income inequality [45].

LLMs can be beneficial in public sector organisations for tasks such as customer sup-
port, where they can offer efficient, consistent, and accurate information. This could
lead to better service delivery and informed decision-making, contributing positively to
the efficiency of the public sector. It could also lead to more inclusive services. How-
ever, it also poses challenges in terms of employment displacement and the need for
ongoing updating and ethical oversight.

13
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2.6.3 Law

Data privacy and compliance with the General Data Protection Regulation (GDPR) are
paramount. When choosing a LLM-provider to use for this project, great care will need
to be taken to assure the compliance of terms and regulation with GDPR and other
relevant laws.

2.7 Evaluation

Two ways of evaluating conversational interfaces, such as chatbots or virtual assistants,
are through usability assessments, using the System Usability Scale (SUS), and user
experience feedback with the use of the Think Aloud method and user interviews.

2.7.1 System Usability Scale (SUS)

The System Usability Scale (SUS) [13] provides a fast and reliable assessment of the
usability of our conversational interface. By providing a SUS question form to partici-
pants after they interact with the prototype, we gather quantitative data on its usability.
The SUS is made up of ten questions, with responses collected on a five-point scale
from Strongly Disagree to Strongly Agree. Scores are then calculated to produce a
single number representing the usability of the CUI, where a score greater than 68 is
considered above average, and scores above 80 indicate excellent usability [32].

2.7.2 Think Aloud and User Interview

The Think Aloud [16] method involves participants vocalising their thoughts, feelings,
and actions while interacting with the conversational interface. This method provides
qualitative insights into the user experience, including challenges, confusion, or posi-
tive experiences. Following the Think Aloud sessions, user interviews are conducted
to understand users’ experiences, gather feedback on specific features, and understand
users’ attitudes towards privacy, usability, and transparency of the CUI prototype.

The interviews also allow us to assess the impact of transparency on user trust and sat-
isfaction. By analysing feedback, such as perceived transparency, user satisfaction, and
trust in the interface, we can estimate the optimal balance between providing sufficient
information to promote trust and avoiding overwhelming users with excessive details.
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Lastly, these interviews help provide a qualitative context to complement the quantita-
tive data from the SUS.

2.8 Related Work

The selection of related work for this study focusses on innovative and impactful con-
versational Al projects. This includes a service that has improved citizen-government
interactions, one that uses innovative visualisation methods to increase transparency, as
well as a traditional wide-spread chatbot interface.

2.8.1 Kommune-Kari: A Case Study

Kommune-Kari, a conversational Al platform, has been a significant player in the dig-
ital transformation of public sector services in Nordic countries. Initially launched in
Sandefjord, Norway, in October 2017, it has expanded to 118 municipalities in Nor-
way, Sweden, Denmark, and Finland [11]. This multi-city Al platform facilitates lo-
cal government-citizen interaction by providing information and automating actions on
more than 6,000 topics [1].

During the Covid-19 pandemic, Kommune-Kari played a pivotal role in the dissemina-
tion of information and the handling of public inquiries. In Norway alone, there was
a 75% increase in traffic to Kommune-Kari after the pandemic was declared in March
2020. Approximately 44% of all discussions occurred outside of the designated operat-
ing hours of the municipalities, ensuring that individuals received responses regardless
of whether someone was working at that time [15]. This trend indicates a growing re-
liance on digital platforms for public sector communication, especially in times of crisis.
The platform allows users to interact with their local municipality anytime, anywhere,
thus enhancing citizen participation and service accessibility.

In 2019, Kommune-Kari was one of the finalist in the category ‘Governance and Fi-
nance’ of the Smart City Expo World Congress Awards [51]. This recognition under-
scores the platform’s impact on improving governance and public finance management
through innovative technology.

The success of Kommune-Kari illustrates the effectiveness of conversational Al in pub-
lic sector services. The platform’s ability to handle a large volume of inquiries across
various topics has not only improved the efficiency of public services but also increased
citizen satisfaction. Furthermore, the rapid adoption and expansion of Kommune-Kari
highlight a societal shift toward digitalisation in the public sector, driven by the need for
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Figure 1 Example of how Perplexity shows the steps of the CUI when a user asks a
question.

accessible and reliable information dissemination, especially during unexpected events
such as the Covid-19 pandemic. Although CUIs can be highly beneficial to the pub-
lic sector and citizens, their implementation has caused problems in some cases where
CUIs did not align with the core values of public service, including user orientation,
efficiency, flexibility, and reliability. This makes it even more important that the munic-
ipality understands how CUIs are perceived by its citizens [1].

Kommune-Kari is for the most part only an enhanced search function; in comparison,
this paper will cover a CUI prototype with additional capabilities to handle and take
action based on specific input from both the user, various APIs, and information given
by the municipality.

2.8.2 Perplexity Al

Perplexity is a CUI that aims to be an alternative to traditional search engines. With
the use of Al, it has contextual awareness and personalisation, and is sought out to be
a knowledgeable assistant guiding the user when it wants to save time and energy with
mundane tasks. Perplexity offers a solution to showing the steps and thought process
that the CUI takes before prompting the user with an answer; such an implementation
and solution is also suitable for the municipality CUI prototype. This thesis will thus
cover a CUI prototype that draws inspiration from the solution Perplexity has come up
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with. In Figure 1 is an example of how this feature looks when using Perplexity Al.

2.8.3 ChatGPT

ChatGPT [5] is an advanced natural language processing model (NLP) and virtual assis-
tant developed by the research company OpenAl. ChatGPT is trained on a large amount
of data and is capable of generating human-like text responses to user prompts. As of
April 2024, the standard and free version of ChatGPT uses the deep learning model
GPT-3.5. ChatGPT is related to this thesis in the way that it is used as a reference of
how a traditional CUI could look.
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3 Methodology

This research aims to critically analyse the privacy aspects and cost-quality balance of a
conversational interface used within the public sector. This section provides an overview
of how the research questions are addressed. Various methodologies are assessed to
determine and justify the most suitable approach for addressing the research questions.
The work in the sections about CUI Prototype (3.1) will be used as a base to answer all
research questions, but in particular RQ2 and RQ3. The sections on Selection of Large
Language Model (3.2) and Cost and Quality Assessment (3.3) mainly answers RQ1. The
section on Privacy Analysis (3.4) discusses RQ4. The rest of the methodology discusses
important limitations and ethical considerations; and evaluation methods.

3.1 CUI Prototype

This section covers the basic methodology of the prototype development. Further infor-
mation and details about the implementation is found in Section 4.

3.1.1 Design

The CUI prototype design process is done in multiple steps. First, low-fidelity (lo-fi)
sketches, which are a way to establish early design and to conceptualise the interface.
Then, the medium-fidelity (mid-fi) sketches are a step to provide a better sense of usabil-
ity and a more detailed design with some interactive elements, and lastly turn the design
into the finalised high-fidelity (hi-fi) prototype that is evaluated and implemented [19].

Most of the data collection in the design part of this thesis is conducted using qualitative
data collection. This takes the form of interviews, group discussions, and a survey to
verify how effective each solution and design is. First, we have the low-fidelity proto-
type, which mainly consists of evaluation and data collection on a smaller scale within
this thesis project and with the Uppsala Municipality IT team. The mid-fidelity and
high-fidelity prototype is evaluated similarly, where the design is discussed and evalu-
ated within the thesis group and with the IT team at Uppsala Municipality. Finally, when
evaluating the implementation, the focus shifts to a larger scale of evaluation. How the
implementation of the design came to be is found in Section 4.1 and the implementation
evaluation is found in Section 3.7.
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3.1.2 Implementation

The CUI prototype is developed using a pipeline of models to tune the prompt and
choose the appropriate model for responding to the user’s request, the actual implemen-
tation will be discussed further in Section 4.2.

3.2 Selection of Large Language Model

In the realm of conversational Al and language models, choosing the right foundation
is essential to address our RQs. This section explains our reasoning behind selecting
OpenAI’s models for our study, and also considers the potential of other models like
LLaMa.

3.2.1 OpenAl’'s GPT-4: A Choice for Quality and Reliability

Our decision to use OpenAl’s GPT-4 model is mainly influenced by its demonstrated
superiority in terms of performance and reliability. Studies comparing various language
models have consistently shown that GPT-4 outperforms others in both general [17]
and domain-specific tasks [4], making it a robust choice for our diverse research needs

(RQI-RQ3).

For RQ1, GPT-4’s advanced capabilities together with the use of the cheaper GPT-3.5
allow for a nuanced exploration of the balance between response quality and cost.

In addressing RQ2, the ability of GPT-4 to explain the steps it has taken is important. Its
ability to generate clear and user-friendly content is also a key to improving user trust.

Regarding RQ3, GPT-4’s extensive training data make it well equipped to handle unex-
pected user input, one aspect of our research.

3.2.2 OpenAl’s Reputation and Support

OpenAl, supported by Microsoft, is a reliable and reputable entity in the field of AlL
Its widespread adoption and trust add to its credibility and align with our focus on
applications within public organisations.
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3.2.3 Law

In this section, we focus on OpenAl, a company based in the United States, and how
a European institution can use its services. This will be based on a comparison of EU
law and OpenAl terms and policies. The reason for choosing OpenAl is its high-quality
models. When comparing different LLMs, OpenAI’s GPT-4 continuously outperforms
other models tested, both on general exams [17] and more specific ones [52], [4].

Epic, one of the largest providers of electronic health records in the United States, is
currently integrating GPT-4 into its product [9]. This is possible due to a partnership
with OpenAl, which ensures that services are HIPAA® compliant.

Data privacy and compliance with the General Data Protection Regulation (GDPR) are
paramount. OpenAl provides distinct terms of service for businesses and organisations
using their application programming interfaces (APIs), separate from their general pri-
vacy policy.

According to OpenAI’s API terms, data processed through their services are subject to
stringent controls. OpenAl agrees to adhere to GDPR standards, ensuring the protec-
tion and confidentiality of sensitive data. OpenAl, in its Data Processing Addendum
(DPA) [39], which is based on the European Commission’s standard contractual clauses
(SCC) [21], states that “No sensitive data is intended to be transferred unless the user in-
cludes it unexpectedly in unstructured data.” Thus, OpenAl renounces its responsibility
for sensitive data by stating that it should not be included. This requires strict internal
guidelines to prevent inadvertent transmission of sensitive information.

The rest of the SCCs are included in the DPA, which opens the possibility for using
OpenAl’s services in an EU-based organisation. The use of SCCs approved by the
European Commission provides a legal framework for data transfer outside the EU.
These SCCs address the transfer of sensitive data and stipulate the obligations of both
data exporters and importers, providing a level of assurance regarding data handling
practices.

In contrast to the use of chat for individuals, OpenAl since March 1, 2023 does not train
or fine-tune their models based on data from their API [40]. When using ChatGPT for
individuals, OpenAl uses the inputted data to fine-tune their models. If this had also
been the case for organisations and companies, it would have made it difficult to adhere
to EU law.

In conclusion, while the use of OpenAl’s services by a European municipality necessi-

SHIPAA, the Health Insurance Portability and Accountability Act, is a U.S. law established in 1996
that sets standards for the protection of sensitive patient health information [37]
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tates careful adherence to GDPR and local data protection laws, the provisions within
OpenATI’s API terms provide a viable pathway for compliant usage.

3.2.4 Considering Other Models — LLaMa

Although our main focus is on GPT-4 and GPT-3.5, we acknowledge the emergence of
open models such as LLaMa [54]. LLaMa offers advantages in terms of openness and
potential customisability. However, for the purposes of our study, its relative novelty
and untested nature in practical, large-scale applications present challenges. OpenAl is
able to provide a solid ready-to-use infrastructure, while working with LLaMa would
mean more work to be able to use it fully.

OpenAT’s ability to communicate in languages that are non-English, such as Swedish in
our case, 1s superior to smaller models such as LLLaMa. This can be stated by comparing
the results of LLaMa 2 when evaluated using the MMLU [28] benchmark in English [54,
p.8] to the GPT-4 results for the MMLU benchmark translated into other languages [41,
p-8]. The LLaMa 2 English-results are lower than almost all non-English languages
tested by GPT-4. Since the CUI prototype is aimed at the municipality, with a focus on
multilingual support, especially Swedish when evaluating the CUI prototype, we find
OpenAl suitable in this case.

Moreover, GPT-4’s comprehensive training, which encompasses a wide array of topics
and scenarios, provides a more solid foundation for our diverse research objectives. The
proven efficiency and adaptability of the model are crucial to addressing the specific
needs outlined in our RQs.

3.3 Cost and Quality Assessment

As described in Section 3.1.2, the CUI prototype is developed using a pipeline of models
to tune the prompt and choose the appropriate model. Using multiple model calls instead
of using a basic GPT-3.5 call, of course, incurs a cost. Always using GPT-3.5 would be
cheaper, but would not lead to high-quality answers. We are comparing the cost of our
pipeline compared to basic usage of either GPT-3.5 or GPT-4 by preparing a few fictive
conversations and then calculating the costs from start to finish.

There are more costs associated with the CUI prototype than just the usage of the model.
These costs are difficult to estimate because they depend on the choices that the service
owner makes. Both the front- and the back-end of a CUI are two new systems for the
eventual owner; systems like this incur both personnel costs and running costs. These
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costs are evaluated to the best of our knowledge.

We can not only talk about incurred costs, the service could also decrease other costs,
which need to be taken into account. If we go back and remember what this CUI proto-
type’s use case is, to help visitors of Uppsala Culture Night find information easier. The
same service could also be used with relative ease for exhibitors to create their events
with.* If the service could be used for this purpose as well, another service(the current
one for exhibitors to create events) could be removed. This leads to maintenance costs
for that service being the same or lower.

If we take it another step and think about what this could lead to in the future, if the CUI
prototype is well received, the owner may choose to continue work and changing other
services over to being CUIs. This could lead to better use of resources, in the form of
customer service employees being redeployed to other positions or being able to focus
on more qualitative work than answering basic questions.

3.4 Privacy Analysis

One part of the research is how to handle the sensitive data in a prompt to the CUI
prototype. Regardless of what we want to do with the data, filter it out quietly, or
showcase it to the user, we first need to be able to find the data in question. This is the
first step in the flow from input to response, which happens before anything is sent to
OpenAl. See the complete flow chart in Figure 10.

During this step, the sensitive data is picked out using multiple techniques, Named
Entity Recognition, regular expressions, and rule-based logic. All of this is done using
a tool from Microsoft called Presidio. This tool includes two modules, one for detecting
personally identifiable information (PII) entities in text and one for anonymising the
detected PII text entities with desired values.

In this study, the use of Presidio plays a crucial role in protecting privacy and managing
sensitive information. It not only helps in adhering to data protection regulations, but
also addresses the privacy issues related to the processing and analysis of textual data.
By incorporating Presidio into the process, it ensures that sensitive data are handled
properly before any processing or analysis is carried out by OpenAl’s models.

The effectiveness of Presidio in detecting and anonymising PII will be evaluated as part
of the privacy analysis in this research. This evaluation will contribute to answering
RQ4, which concerns the handling of sensitive data in user prompts. The findings will

4This can be done by using function calling, with some setup and giving the model documentation
according to the OpenAPI Specification.
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provide insight into the capabilities and limitations of Presidio as a tool for protecting
privacy in the context of CUI interactions. The assessment of Presidio’s performance
will firstly be based on its accuracy in detecting various types of PII. Precision metrics
will be used to quantify detection accuracy, namely,

.. True Positive
° P =
recision True Positive+False Positive

all retrieved objects.

— the fraction of relevant objects among

e Recall = True Positive_____ _ the fraction of relevant objects that were
: True Positive+False Negatives
retrieved.

° Fl — 9% PrecisionxRecall

o — the harmonic mean of precision and recall.
recision+Recall

Second, the effectiveness of its anonymisation techniques and its impact on the util-
ity of the anonymised data for further processing will be evaluated through qualitative
analysis. The quality of the data will be evaluated both by itself and compared to non-
anonymised synthetic data.

The results of this privacy analysis will inform the design and implementation of chatbot
systems, emphasising the importance of incorporating robust privacy-preserving mech-
anisms. This will ensure that chatbot interactions remain respectful of user privacy,
enhancing user trust, and compliance with legal and ethical standards.

The implementation of Presidio is found in Section 4.3.

3.5 Unexpected User Input

To address RQ3, we mainly use a theoretical approach. Meaning, we are not imple-
menting any of the strategies we discuss. The only exception is the part that handles
user inputs of other topics and the CUI prototype’s subsequent handling of that. By
prompting the LLLM correctly, we force the user to stay within the expected topic. This
is evaluated using data from our other evaluations, showcasing the CUI prototype’s abil-
ity to handle out-of-context situations and guiding the user back.

3.5.1 Input Validation
Implementing robust input validation is crucial. This involves:

 Validating and sanitising all user inputs to remove or neutralise potentially harm-
ful data before processing it.
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» Using regular expressions to detect and block script tags, SQL and NoSQL syntax,
and other patterns indicative of injection attempts.

3.5.2 Using Parameterised Queries and Database Best Practices

To protect against NoSQL Injection (or SQL injection), it is recommended to use param-
eterised queries and adhere to best practices, such as avoiding dynamic concatenation
of query parameters. This ensures that the database interprets the structure of the query
and the data separately, thus preventing attackers from manipulating queries.

3.5.3 Content Security Policy

Implementing a Content Security Policy (CSP) can significantly mitigate the risk of XSS
by specifying which dynamic resources are allowed to load, thus helping to prevent the
execution of unauthorised scripts [59].

3.5.4 Prompt Injection

Implementing multiple ways to protect against Prompt Injection, such as the follow-
ing [34], could help:

* Filtering, basically filtering out words that may be used in prompt injection.

* Instruction Defence, adding specific instructions to the system prompt to tell the
model that it should be aware of malicious attempts.

* Post-Prompting, positioning the system prompt after the user input, as opposite to
what is normally done.

* Random Sequence Enclosure, enclosing the user input in random sequences of
letters.

e XML Tagging, similar to random sequence enclosure, but instead enclosing it in
for example <user_input>

* Separate LLM Evaluation, employing a separate instance of an LLM, prompted
to detect possible hazards in the input provided by the user before sending it to
the actual LLM instance. For example, our prompt tuner could have instructions
for this as well.
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3.6 Ethical Considerations

In Section 2.6 we mention the ETAPAS code of conduct and the guidelines we use.
Environmental sustainability is a crucial consideration when working with LLMs,
although it is difficult to take environmental aspects into account when working with
third parties, such as OpenAl. We have little or no information on their climate footprint.
Since we assumed in Section 2.6.1, that GPT-4 is a model that uses more energy, we are
thus trying to utilise GPT-3.5 as much as possible in the CUI prototype. Transparency
and explainability along with Responsibility and accountability are present in the
design, in Section 4.1.3 we show the implementation of various features that show the
user how their data is handled by Uppsala Municipality, how the CUI prototype works
the way to an answer, and why it might have given a specific answer. All of these are
to improve on transparency, explainability, and clarity so the user gets an insight into
how the CUI prototype operates. Privacy and Ethical Public-Private Cooperation are
related to how we handle sensitive data in the CUI prototype. In Section 3.4 we discuss
how we encrypt and remove sensitive data before sending it to OpenAl.

The general implementation of the CUI prototype is focused on inclusion and accessi-
bility. We aim to create an interface that is accessible and user-friendly for all, regardless
of their technical skills or abilities.

3.7 Evaluation

This research will assess the usability, transparency, and user experience of the CUI
prototype of the conversational interface. The evaluation uses a multimethod approach
to gain insight from users, measuring system usability, user preferences regarding trans-
parency, and overall user satisfaction. Each method contributes to addressing the re-
search questions. In this research, we have combined the methods of the SUS evalua-
tion, Think Aloud, and user interviews, so that all users that participate in either part of
the evaluation, also participate in the other.

The process follows as such, a user answers some basic questions to gather information
such as what age group they belong to, how experienced they are with computers and
how accustomed they are to using Al. The user then starts the Think Aloud session
where they have to complete certain tasks with the CUI prototype whilst stating their
thoughts. After completing the Think Aloud evaluation, the user then performs the SUS
evaluation, where they have to quantify their thoughts on 10 different questions related
to the CUI prototype. When the SUS evaluation is done, the participants then answer
some final questions and then we will interview them with questions that depend on
how the overall evaluation went.
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Swedish (Orignal question)

English

Jag tror att jag skulle vilja anvinda det
hir systemet ofta.

I think I would like to use this system
often.

Jag tyckte att systemet var onddigt kom-
plicerat.

I thought the system was unnecessarily
complicated.

Jag tyckte att systemet var litt att an-
vénda.

I thought the system was easy to use.

Jag tror att jag skulle behova stod av en
tekniskt kunnig person for att kunna an-
vinda detta system.

I think I would need the support of a
technically knowledgeable person to be
able to use this system.

Jag tyckte att de olika funktionerna i
detta system var vél integrerade.

I thought that the various functions in
this system were well integrated.

Jag tyckte att det fanns for mycket
inkonsekvens 1 detta system.

I thought there was too much inconsis-
tency in this system

Jag skulle tro att de flesta ménniskor
skulle ldra sig att anviinda detta system
mycket snabbt.

I would think that most people would
learn to use this system very quickly.

Jag tyckte att systemet var mycket
besvirligt att anvinda.

I thought the system was very trouble-
some to use.

Jag kidnde mig mycket séiker pa att an-
vinda systemet.

I felt very confident using the system.

Jag behovde ldra mig manga saker innan
jag kunde komma igang med detta sys-
tem.

I needed to learn many things before I
could get started with this system.

Answers range from, 1 (‘I do not agree’’) to 5 (“I completely agree”)

Table 1 System Usability Scale (SUS) evaluation questions.

3.7.1 System Usability Scale (SUS)

The SUS evaluation consisted of a series of questions designed to assess the usability
of the CUI prototype in question. Table 1 lists the questions used for this evaluation.
Each question was selected to cover various aspects of usability, including ease of use,
the need for technical support, the integration of CUI functions, and user confidence
in using the CUI prototype. Respondents were asked to rate their agreement with each
statement on a scale from 1 (“I do not agree”) to 5 (“I completely agree”). The scoring is
then calculated for each participant where for each odd numbered question you subtract
1 from the score and for each even numbered question you subtract that value from 5.
Then adding these numbers together and multiplying it with 2.5 provides a quantitative
measure of the CUI prototypes overall usability. As mentioned in Section 2.7.1, a score
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Building Permit Start My projects

Kult Urnatt

Your Al-assistant for the Culture Night in Uppsala

Hil Welcome! How can | assist you with your Uppsala Culture
Night experience?

Hit | want to plan my evening for the Culture Night. What @
are the must-sees?

Login with BankiD

i)

BankID

uuuuuuuu

; N

Kult Urnatt may show false information, double-check the answers. Your integrity

Figure 2 Hi-fi prototype mock-up for how a separate sensitive information module
might look. A module where a citizen enters their sensitive information in a separate
module when asked by the CUI, instead of communicating it to the CUI directly.

greater than 68 is considered above average, and scores above 80 indicate excellent
usability.

Before answering the questions that are a part of the SUS evaluation, the participants
answered some basic questions about their technology skills, if they have used any Al
tools before, and if they have felt the need to use this kind of product before. After
finishing the SUS evaluation, they are asked what they think about the separate window
for entering sensitive information, as seen in Figure 2. The participants had to answer
the question if this product is something they would like to use for similar events.

3.7.2 Think Aloud and User Interview

The Think Aloud method consisted of four different tasks that the user had to complete.
This qualitative approach involves participants verbalising their thought processes, ac-
tions, and feelings as they interact with the CUI prototype. They were not asked to
complete these tasks in a specific time frame. Table 2 outlines the specific tasks that
participants were asked to perform while using the CUI prototype. These tasks were
designed to simulate ordinary use cases, encouraging participants to engage with the
CUI prototype as they would in their daily lives and asking them to explore the features
of the CUI prototype. The aim was to observe how users navigate the CUI prototype,
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Swedish (Original question)

English

Din uppgift dr nu att interagera med Kult
Urnatt, skriv till den som du hade skrivit
till en kundtjdnst, forsoka hitta nagot
event som passar dig i smaken. Eventen
som finns i chatten just nu &r test/latsa-
sevent.

Your task is now to interact with Kult
Urnatt, write to it as you would write to a
customer service, trying to find an event
that suits your taste. The events avail-
able in the chat right now are test/pre-
tend events.

Din uppgift dr nu att anvidnda chatten
med Kult Urnatt och beritta lite om vem
du dr, var du bor och hur gammal du ir.
Varfor inte beritta lite om vad du tycker
om ocksa?

Your task is now to use the chat with
Kult Urnatt and tell a little about who
you are, where you live, and how old
you are. Why not also share a bit about
what you like?

Din uppgift dr nu att anvinda chatten
med Kult Urnatt och se om du forstar
hur Kult kommer fram till ett svar till
dig.

Your task is now to use the chat with
Kult Urnatt and see if you understand
how Kult comes up with an answer for
you.

Din uppgift dr nu att anvidnda chatten
med Kult Urnatt fran tidigare uppgifter
for att undersoka hur dina chattmedde-
landen har anvints eller hanterats.

Your task is now to use the chat with
Kult Urnatt from previous tasks to in-
vestigate how your chat messages have
been used or handled.

The tasks are ordered in the same order they were executed.

Table 2 Think Aloud evaluation tasks.

identify any challenges they encounter, and understand their overall satisfaction with
the interaction.
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4 Implementation

This section covers the actual implementation of the entire CUI prototype. This in-
cludes the iterative design process, the implementation of the pipeline of models and
the implementation of detection and anonymisation of sensitive data.

4.1 Design Implementation

This section aims to cover the process of the design implementation, from low-fidelity
to high-fidelity prototyping that works as a foundation for the rest of the prototype
implementation.

4.1.1 Low-Fidelity Prototyping

The first step to achieve the desired CUI prototype that this research aims to achieve
is to use low-fidelity prototyping to explore ideas and concepts without the need to go
into detail. These sketches are a great method to gain early feedback and make drastic
changes with quick iterations. By sketching out a couple of versions in Procreate [18],
we make it possible to identify flaws and change important aspects of the design be-
fore moving on to a digital prototype. This is an iterative cycle of sketching, feedback
gathering, reflection, and finally refining the sketches.

In this section, we are mainly comparing two different solutions for the CUI prototype,
a separate chat module that appears at the bottom of the site, and a chat that is more
integrated into the web page itself.

In Appendix A, there are simple sketches of how a simple chat module might look and
how it might have been placed on a web page. The benefits of such a solution that we
found is that there is a prominent place for this module that the user can always reach,
and people are familiar with this type of solution. The negatives are that there might be a
risk of people assuming that the chat module does something or works in specific ways
if they are used to these types of systems, for example, a frequently asked questions
(FAQ) chat window for a flight booking website that does not use any kind of Al This
might lead to the user not using the CUI prototype at all.

The other solution that we explore in this thesis is the more integrated CUI prototype,
where, instead of a separate module, this is what welcomes the user in the centre of the
web page. The benefit of this design is instead that the user is presented with something
that might feel more like a part of the web page and the service provided, which is the
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Figure 3 Lo-fi sketches of different solutions when using a separate chat module. Clar-
ification of text for sketch 1: “Information about reasoning”; sketch 2: “Expandable
module about reasoning”’; sketch 3: “On hover explanation”; sketch 4: “Help-button to
open explanation window”.

Culture Night in this particular case. This might solve the negatives of the first solution,
which was a chat module. Here, the integrated chat is something new and something
that is very prominent to the user. The negatives in this case are instead that the user
might feel overwhelmed with being greeted by an Al or even feel forced to use the chat
even if they do not necessarily need or want to. The lo-fi sketches of this can also be
found in Appendix A.

The lo-fi sketches in Figure 3 are four iterations of solutions on how to provide the
user with additional information, such as reasoning and explanations when using the
CUI prototype. The sketches are specifically made for the chat module but are easily
translated into the integrated CUI prototype. The first alternative shows an additional
module or space that will accompany the CUI prototype, which will provide a separate
space for information. This module is then customisable so that the user can choose
specific answers they want explained, or remove the module altogether if they do not
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care. The second alternative shows how each answer from the CUI prototype has an
additional button that the user can press in order to get more information about that
specific answer. The third alternative shows how an on-hover solution might work in
a CUI environment, which enables the user to hover over specific parts of an answer
from the CUI prototype to get a rationale for that specific part. The fourth and last
alternative of the lo-fi sketch is to have a separate button in the header that the user can
click on in order to get additional information from the CUI prototype about reasoning
and explanations.

4.1.2 Medium-Fidelity Prototyping

The second step in the design process is to convert the ideas and concepts that seemed to
have worked best from the lo-fi prototypes into mid-fi prototypes, which we are doing in
a software called Figma [53]. With the mid-fi prototypes, we aim to achieve a balance
between lo-fi and hi-fi, offering more detail and interactivity than lo-fi prototypes but
without the full functionality or polished design of hi-fi prototypes, which is the final
design that will be used when implementing the CUI prototype. By making mid-fidelity
prototypes in Figma, it allows us to test interactivity, user experience, and layout without
the need to commit to a more hi-fi version of the prototype, which is more detailed and
closer to the implementation.

We are taking both of the designs from the lo-fi sketches into mid-fidelity to get a better
feeling of how these differentiate between each other when they are more refined. First,
we have the separate chat module that appears at the bottom of the site, which is the
same as the lo-fi sketches in Appendix A. The four iterations of the solutions found in
Figure 3 are also translated into a mid-fi prototype, where along with the chat window,
there is a separate module with an explanation of the responses received from the CUI
prototype. The second alternative is translated into a mid-fi sketch, where below each
response, there is an expandable window that contains information on the reasoning
and further information on the response received. The third solution from Figure 3
is prototyped for a mid-fi version where the user can hover over specific parts of the
response, to obtain additional information and reasoning for that specific part. Lastly, a
sketch of where there is a button placed in the header of the chat module, which the user
can click to open a window within the chat with explanations for the answers received
from the CUI prototype, is the fourth solution that is translated into a mid-fi prototype.
All these sketches and prototypes can be found in Appendix B.

Moving on to the second type of CUI prototype implementation that we sketched as a
lo-fi prototype, we have the integrated chat, where instead of a smaller, separate module,
the chat is a defined part of the web page. The lo-fi CUI prototype found in Appendix A
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Kulturnatten Buttonl Button2 Button3 Button3

You:

My name is and | am

and | want to visit the event!

| gave you this answer because... Based
on the information.

Write a question . . .

Figure 4 Mid-fi prototype of a web page integrated chat, where there is an expandable
section below each response, with an explanation of that response.

is translated into a mid-fi prototype that uses some of the same elements as the smaller
CUI prototype design, as seen in Figure 4, for example.

Expanding these prototypes beyond the lo-fi sketches, a way to achieve more trans-
parency of the CUI prototype is to show the progress and process of it, as seen in Fig-
ure 5. When the user sends a message, before the CUI prototype gives an answer, a
module appears that shows what steps it takes to formulate an answer. These steps are
shown iteratively to give the user a feeling of how the process progresses.

When the progress indicator is loaded, it will collapse into a smaller button. Clicking
this button expands the progress window, and it is possible for the user to inspect the
progress of the CUI prototype. The rest of the mid-fi sketches can be found in Ap-
pendix B.

4.1.3 High-Fidelity Prototyping

The final step in the design process is to refine the lo-fi and mid-fi sketches into a high-
fidelity prototype that will be the closest design to the actual implementation of the CUI
prototype. The hi-fi designs are used when creating the front end for the CUI prototype;
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Kulturnatten Buttonl Button2 Button3 Button3

You:

My name is and | am

and | want to visit the event!

CUl:

@ Checking for sensitive information
&% Anonymise information

&) Understanding question

€ Choosing Al mode!

%) Formulating answer

Close steps ~

Bulgarian folk dance would
be a great fit

take this bus

Write a question . . .

Figure 5 Mid-fi prototype of a web page integrated chat, with the progress indicators of
the CUI visible through an expandable module above the answer.

they do not have to be a one-to-one representation, but instead work as guidelines for
the implementation.

For the hi-fi sketches, we have decided not to further develop the smaller CUI prototype
window as seen in Appendix B, since after meeting and evaluating the lo- and mid-fi
sketches with the IT team at Uppsala Municipality, we think that the more integrated
solution would be a better fit for this research. Thus, design and implementation will
focus on an approach with an integrated CUI prototype. Note that even if we have
the previous steps of the design process to easily make changes and quick iterations,
changes are still happening for the hi-fi design as well.

We started off by creating a simple web page design, since we mainly focus on the UX
of the CUI prototype. The user is presented with a welcome message and two options
for sending a message; they can choose one of four example questions to ask the CUI
prototype, or they can choose to send a custom message, as seen in Figure 6. When a
user sends their message, they have the option to see what data was sent outside Uppsala
Municipality and what data is kept within. An example of this can be seen in Figure 7.

The user is then presented with a progress indicator from the CUI prototype to give them
an understanding of what steps it takes in order to give the best answer possible to the
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Culture Night Favourites Programme Food About Culture Night Contact Good To Know

Kult Urnatt

Your Al-assistant for the Culture Night in Uppsala

Tell me about Culture Night
5o that | can find what interests me

Find me a specific actitivy
that su sonal interests.

Kult Urnatt may show false information, double-check the answers. Your integrity

Figure 6 Hi-fi prototype of the start up page of our CUI. The user is provided with a
message window, and a few example questions.

user, as well as to give the user an estimate of how long the answer will take for the CUI
prototype to formulate. These steps are also possible to view even after the answer is
received; see Figure 8. The response received from the CUI prototype has an additional
“Show reasoning” button that the user can click on to expand a separate module with
information and reasoning about why it gave that specific answer, as seen in Figure 9.
The reason for doing this is to increase understandability of the CUI prototype, and if
an answer seems too out of touch with the question asked, the reasoning it gives to an
answer might enhance user trust or a deeper understanding by providing transparency
into how conclusions are reached.

We also decided to design a version of the CUI where sensitive information is handled
in a separate module window, see Figure 2. This eliminates the situation where the
one using the CUI needs to prompt their sensitive data directly into the chat. This
might be a more useful solution for a website that handles, for example, building permit
applications, where the user could have a conversation with the CUI to get help applying
for a building permit. When the CUI then would need some sensitive information,
it would ask the user and then ask them to provide that information in that separate
module. This is something we are not implementing.
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v

Your personal info is anonymized and stored with Uppsala
Municipality for privacy; no data shared with third parties.
More info [here]. Yellow paths in the infograph indicate data
retention by Uppsala Municipality.

Personal information found:
Personnr: <PERSONNUMMER>
Name: <NAME>

Personal Information
ll eco0> Poooe» w
s Message
eooe> Qoooo»>
Figure 7 Hi-fi prototype of a module with information about the message that the user

sent. The information provided is what personal information was found and that it is
not communicated to any third party company.

4.2 CUI Prototype Implementation

The operational flow of the CUI prototype is described in the flow chart in Figure 10,
which shows the decision-making process to handle user input within the CUI prototype.
The process begins with an initial welcome message that indicates the beginning of the
interaction between the user and the CUI prototype. Following this, the CUI prototype
checks for sensitive content within the first user prompt. Should sensitive content be
detected, the CUI prototype is designed to handle it according to predefined protocols,
which may include informing the user of the necessary adjustments, requiring a new
prompt, or anonymising the content.

The next step involves the now non-sensitive prompt being sent to GPT-3.5 to identify
the core request and tune the prompt. This is done so that the next step will get a smaller
prompt, making it easier to understand and analyse.

In the cases where the conversation is ongoing, the CUI prototype checks whether this
is done using GPT-3.5 or GPT-4, and the conversation then continues with the earlier
model. If it is the first prompt of the conversation, the CUI prototype assesses whether
the question can be answered using the cheaper GPT-3.5 or requires the capabilities
of GPT-4. This assessment is based on the complexity and requirements of the user’s
request. If the query does not require GPT-4, it is routed to GPT-3.5. Otherwise, queries
that require the advanced analytical capabilities of GPT-4 are directed accordingly.

If the CUI receives a request containing any basic question about the Culture Night,
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@ Close steps ~

@ Checking for sensitive information
35 Anonymise information

& Understanding question
Choosing Al model

% Formulating answer

Figure 8 Hi-fi prototype of the animated steps that shows the progress of our CUI pro-
totype before it prompts an answer.

we have provided the assistants with a document called, “Kulturnatten.txt”. This text
document contains basic information about the event as a whole, such as dates, what it
is about, which parties that are responsible for the event, an so on. To see the entire text
document, see Appendix F.

Upon receiving a response from the CUI prototype, the user can assess whether they
are satisfied with the response, and the question has been fully addressed. If the answer
is incomplete or the question partially answered, the process loops back, utilising the
user’s answer as the next chat message to continue the conversation and refine the re-
sponse. This iterative process ensures that a comprehensive and satisfactory response is
ultimately provided to the user.

To see the system prompts used in the CUI prototype, see Appendix G. When beginning
to experiment with these system prompts we noticed that it was difficult to make them
work well for the LLM. Multiple different ways of writing the prompts were tested,
these included a way of sectioning up the instructions and the LLM then had to follow
these instructions depending on what the request was from the user. The problem with
this was that it had a hard time to evaluate when and if it should follow through with
each section at all times, or just in some cases, which led to the LLM ignoring entire
sections of instructions, or following through with some instructions when it should not.
In other cases we did not address the LLM properly and it missed these instructions,
then we drew the conclusion that a “persona’ had to be made for the LLM, for example,
presenting it with “You are xxx, and your only purpose is to xxx”. In the end, the one
which consistently worked was to have a list of steps which the LLLM had to follow
for every query. The steps had to be granulated into smaller steps so that no details
where missed. Each instruction also had to address the LLLM to increase the likelihood.
Sometimes the steps had to be repeated to ensure that the LLM did not miss them.
Note that the language of the system prompts are always in English, regardless of the
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© Readsteps v

Absolutely, | can help with that. If you're in Old Uppsala and
looking for a pleasant walk, | recommend walking along the
Fyris River towards the city center. It's a beautiful route that
lets you enjoy both nature and Uppsala's historical settings.
If you prefer to take the bus, line 2 is a good option that takes
you directly from Old Uppsala to the city center. It provides
an easy journey to and from the Culture Night events. Don't
forget to check the schedule for any changes during Culture
Night!

| gave you this answer because... Based on the information.

N

k Hide reasoning ~

Figure 9 Hi-fi prototype of the reasoning module that the user can open to see the
reasoning behind the prompted answer of our CUI prototype.

language used by the user.

4.3 Privacy Analysis Implementation

As discussed in Section 3.4, for detecting and anonymising sensitive data, we are using
a tool by Microsoft called Presidio.

For detecting PII data, Presidio uses recognisers that are essentially algorithms trained

to identify specific patterns that correspond to various types of PII, such as names, ad-
dresses, social security numbers, and more. These recognisers leverage both regular
expressions and machine learning models to effectively pinpoint sensitive information
within a given text. Every recogniser tries to find specific PII entities. For our appli-
cation, all predefined recognisers are used. The ones that are relevant to us are look-

ing for the following entities: CREDIT_CARD, DATE_TIME, EMAIL_ADDRESS,
NRP(Nationality, religious or political group), LOCATION, PERSON, PHONE_NUMBER,
and URL.

Presidio also allows the addition of our own recognisers developed especially for the
data we want to find. This is something we have used. We have constructed our own
recognisers for the following types of data: Age, Swedish personal identity numbers,
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Figure 10 Flowchart showing the pipeline from initial message to a finished conversa-
tion for our CUI prototype.

Swedish phone numbers, Swedish union membership, Swedish political parties, and
sexual orientation. Three of these, the ones for age, personal identity numbers, and
phone numbers, are constructed entirely using regex, including all the usual ways these
three number sequences are constructed. In Figure 11, we can see an example of how
regex 1s used to detect a Swedish personal identity number. It can find them through
various paths in all the usual different forms, (YY)YYMMDD(-)(XXXX). The phone
number and age recognisers work similarly. These recognisers also have a list of context
words; Presidio uses these context words to increase the score of a finding if it is in close
proximity to one of these words. The recognisers for Swedish unions, Swedish political
parties, and sexual orientation work a bit differently, by having a list of keywords and
context words to look for. If these keywords (names of unions, parties, or sexualities)
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Figure 11 Flowchart showing the regex for detecting a Swedish personal identification
number.

are detected in proximity to a context word, it gets a high score.

All the different recognisers, both the predefined ones and our own, work independently
of each other. This means that they sometimes detect data in the same places. For
example, a predefined recogniser may find a Date at the same place that the personal
identity number recogniser finds a personal number. So, when all the recognisers are
done, we go through two steps to clean up the data. First, we look at all results of the
same type; if any of these overlap or are directly following each other, they get merged
into one object. After this, we remove all overlaps with different types of data, this time
the ones with higher score are used, and the others are deleted.

After the identification of PII data, Presidio’s anonymisation module is used. This mod-
ule provides various approaches to managing sensitive information, guaranteeing the
preservation of privacy while still enabling the utilisation of the data for the project.
Different anonymisation techniques can be used; we are mainly using encrypt (encrypt-
ing the data with a unique key that can be decrypted at a later point), replace(replacing
the data with its category, e.g., <KEMAIL_ADDRESS>), and custom(using functions to
decrease the sensitivity of the information, for example changing an age to an age span).

A special case for encrypted data is how the <LOCATION> tag is used. When a user
prompts the CUI prototype with a location, that information gets encrypted into <LO-
CATION>, and the assistant then has special instructions to handle the location tag. If
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the location tag is received, the assistant will then tell the user that they are not able to
read or use their location, but will instead give some basic instructions on how to get to
the Culture Night. For example, if the user is close to the centre of Uppsala, the CUI
prototype will recommend walking, and if they are further away, it will recommend
taking the bus as there is a potential risk of traffic congestion.
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5 Results

In this section, we present the results for anonymising data, costs and quality for the
CUI prototype, SUS, Think Aloud, and unexpected user inputs. They consist of both
quantitative and qualitative results.

5.1 Efficiency of Detecting and Anonymising Sensitive Data

In this section, we will present the quantitative results of the detection efficiency and the
qualitative results of the use of the anonymised data.

5.1.1 Detection Efficiency

In Table 3 we can see the results of the part of the CUI prototype that is supposed to find
sensitive data (definitions can be found in Section 2.4). The last row shows the summed
results, showing 5% false positives, 27% false negatives, and 68% true positives. True
negatives are not taken into account in the table due to those being the rest of the words
in the sentences, which would skew the results. These together give us a precision of
0.93 and a recall of 0.73, for a F; = 0.82.

The Named Entity Recognition models that we are using for English [29] and Swedish [30]
respectively have F; = 0.91 and F; = 0.92. Meaning that the performance of our de-
tection is worse; worth to note, though, is that the used models are only made and tested
on some of the entities that we are trying to detect.

All sensitive data in this part is mocked using fejka.nu [3]. Names and locations are
faked, phone numbers are from a series used for books and movies [42] and personal
identity numbers are from a test series [50].
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Table 3: Results of the CUI prototype in detecting sensitive data, presented as false pos-
itives(cyan), false negatives(red) and true positives(green) as a percentage of all findings
and expected findings.

Example user prompts FP FN TP
Hi! I am Olleinho Jyckesson, a 30-year old who wishes to | 0% 0% 100%
attend culture night and all that it brings. I am very interested
in literature and modern art, are there any events of that sort.
Please contact me on 070/740632. 1 am in a wheelchair, so
i can only attend events that are accessible to me.

Hej! Jag ér Olleinho Jyckesson, en 30-arig person som vill | 0% 0% 100%
delta 1 kulturnatten och allt vad det innebédr. Jag dr my-
cket intresserad av litteratur och modern konst, finns det na-
gra evenemang av den sorten? Var vinlig kontakta mig pa
0701740632. Jag sitter i rullstol, sa jag kan endast delta i
evenemang som dr tillgéngliga for mig.

hey, i am josefininho indulatsson, i live at tulegatsnviigen 40 | 20% | 40% | 40%
in gothenburg how do 1 get to uppsala? Also, 1 identify as
non-binary and want to find events supportive of hbtq.

hej, jag ar josefininho indulatsson, jag bor pa tulegatsnvi- | 0% 0% 100%
gen 40 1 goteborg, hur tar jag mig till uppsala? Dessutom
identifierar jag mig som icke-binir och vill hitta evenemang
som stodjer hbtq

Margarethainho here, i want the event details on email, mar- | 0% 29% | 71%
garethainho.talgoxesson @fejka.nu. 1 am christian and 50. 1
am also a socialist, active in officersforbundet in sweden. 1
want to visit events that are fitting for me

Margarethainho hir, jag vill ha evenemangsdetaljer pa e- | 0% 38% | 62%
post, margarethainho.talgoxesson @fejka.nu. Jag @r kristen
och 50. Jag dr ocksa socialist, aktiv i Officersforbundet i
Sverige. Jag vill besoka evenemang som passar for mig.

Hi, i am Caucasian, and vote for the green party. 1 am an | 6% 29% | 65%
atheist and a member of Kommunal. Furthermore, 1 am 73
vears old, have diabetes type 2 and am heterosexual. My
name is Isabellinho Domherresson, 19501210-2165. Phone
is 0701740606, email: isabellinho.domherresson @ fejka.nu.
I live at Adaptiveviigen 24, 297 45 Alingsds. 1 have the 1P
192.168.8.2
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Table 3: (continued)

Hej, jag dr kaukasier och rostar pa miljopartiet. Jag ar ateist | 6% 25% | 69%
och medlem i Kommunal. Dessutom ér jag 73 ar gam-
mal, har diabetes typ 2 och dr heterosexuell. Mitt namn
ar Isabellinho Domherresson, 19501210-2165. Telefon ar
0701740606, e-post: isabellinho.domherresson@fejka.nu.
Jag bor pa Adaptiveviigen 24, 297 45 Alingsdas. Jag har IP-
adressen /92.168.8.2

Sum 5% | 27% | 68%

5.1.2 Usability of Chat Messages with Anonymised Data

When sensitive data is detected in a message, it is anonymised. Most types of sensi-
tive data are replaced with “<TYPE_OF_SENSITIVE_DATA>”. Some types, such as
names, are encrypted so that they can be decrypted at a later point. And ages are con-
verted to an age span. In this section we want to understand if there is any qualitative dif-
ference in the answers based on the requests including anonymised or non-anonymised
data.

In the bot system prompt, it is instructed that if it finds any data inside “<>”, that is
anonymised data that it does not have access to, and that it should not try to ask the user
for that data.

In Table 4 we can see the results of two tests, both with anonymised and non-anonymised
data using GPT-3.5. The only difference is that, when a name is provided, it is used to
address the user back. In Table 5 we use the same sentences, but this time with GPT-
4. The main differences are again that when a name is provided, it is used to address
the user back. But also that when the bot gets an email address, it states that it is un-
able to send emails, when getting this as <EMAIL_ADDRESS> combined with other
anonymised data, it acknowledges that sensitive data has been inputted, but that it does
not have access to it or can use it.
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GPT-3.5

User Prompt

Output

Hi! My name is Josefininho and I want
to visit Culture Night. My phone number
1s 0701740606

Hello Josefininho! Culture Night in Upp-
sala is on September 14, 2024. (...) Have
a great time at Culture Night! If you have
any specific requests, feel free to share.

Hi! My name is QIFOINMU977992j98-
UJ9j and I want to visit Culture Night.
My phone number is <SWEDISH_PH-
ONE_NUMBER>

I see that you are interested in visiting
Culture Night in Uppsala. (...) If you are
planning to attend, you can enjoy a vari-
ety of cultural events throughout the city.

The main difference is that when the name

is present, the CUI prototype greets the

user with that. Otherwise very generic and with similar content.

Hey there! I’'m a heterosexual in Moder-
aterna, aged 50 years old. I want to visit
all events that could be interesting for me.
Send all events to my email-address hen-
rikinho.domherresson @fejka.nu.

I have retrieved information about some
events for Culture Night in Uppsala. (...)
If you have any preferences or specific
types of events in mind, kindly let me
know for further assistance

Hey there! I'm a <SEXUAL_ORIENT-
ATION> in <SWEDISH_POLITICAL-
_PARTY>, aged 50-55 years old. I want
to visit all events that could be interest-

ing for me. Send all events to my email-
address <EMAIL_ADDRESS>

I have information about the Culture
Night event in Uppsala. It is the largest
cultural event in Uppsala organized by
various cultural actors, institutions, busi-
nesses, and volunteers. (...) How can
I help you with your visit to Culture
Night?

|

No noticeable differences between the two answers

Table 4 Tests of the qualitative differences between anonymised and non-anonymised
data using GPT-3.5. The differences are emphasised after every test case.
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GPT-4

User Prompt

Output

Hi! My name is Josefininho and I want
to visit Culture Night. My phone number
1s 0701740606

Hello Josefininho! (...) Could you
please specify what information or assis-
tance you’re looking for regarding Cul-
ture Night? Whether it’s details about
the events, directions, or any specific
queries, I’'m here to help.

Hi! My name is QIFOINMU977992j98-
UJ9j and I want to visit Culture Night.
My phone number is <SWEDISH_PH-
ONE_NUMBER>

Could you please clarify what informa-
tion or assistance you need regarding
Culture Night in Uppsala? This will help
me provide you with the most relevant
help.

The main difference is that when the name

user with that. Otherwise similar

is present, the CUI prototype greets the
content, wanting clarification.

Hey there! I’'m a heterosexual in Moder-
aterna, aged 50 years old. I want to visit
all events that could be interesting for me.
Send all events to my email-address hen-
rikinho.domherresson @fejka.nu.

I’m sorry, but I cannot send emails. How-
ever, | can provide you with informa-
tion about all the events happening dur-
ing Culture Night in Uppsala. Would you
like a list of all the events or are you look-
ing for something specific?

Hey there! I'm a <SEXUAL_ORIENT-
ATION> in <SWEDISH_POLITICAL-
_PARTY>, aged 50-55 years old. I want
to visit all events that could be interest-

ing for me. Send all events to my email-
address <EMAIL_ADDRESS>

I’m sorry for any inconvenience, but due
to the way data is anonymized, I can-
not use or acknowledge any personal in-
formation such as location, email ad-
dress, or specific identifiers you men-
tioned. However, I’d be happy to provide
information about events happening dur-
ing Culture Night in Uppsala that could
be of general interest. If you’d like that,
please let me know!

Non-anonymised states that it can not send emails, the other acknowledges that
sensitive information has been entered, but that it cannot access/use it.

Table 5 Tests of the qualitative differences between anonymised and non-anonymised
data using GPT-4. The differences are emphasised after every test case.

When anonymising the location a user prompts as <LOCATION>, GPT-3.5 and GPT-4
have instructions to handle this by telling the user that their location, and they are un-
able to provide any specific guidance or help. In Table 6 and Table 7, there are two

45



5 Results

user prompts, one where the location is anonymised and one where it is not. When the
location is anonymised, both GPT-3.5 and GPT-4 provide an answer according to the
instructions. To compare the quality of the answer for when the location would not be
anonymised, GPT-3.5 gave a similar answer as for when the location was anonymised.
GPT-4 on the other hand gave a more detailed instruction, but nothing that would pro-
vide the user with any more valuable information than the answer GPT-4 gave to the
anonymised location.

GPT-3.5
User Prompt Output Result
Since I'm from | I don’t have access to your location de- | Mentions lack of
<LOCATION>, tails, so I can’t provide specific transporta- | access, recom-
how do I get to | tion recommendations. If you are in the | mends walking

Uppsala Culture
Night?

centre of Uppsala, walking to Culture Night
could be convenient. Otherwise, taking a
bus would be recommended due to poten-
tial traffic congestion during the event. En-
joy your visit to Uppsala Culture Night!

or taking a bus
since there may
be traffic conges-
tion

Hi, my name is
Johan, and I am
visiting Uppsala
all the way from
Gothenburg. Do
you have any rec-
ommended trav-
elling routes for
me?

I understand you are in Uppsala for Kultur-
natten. If you are in the city center, I rec-
ommend walking to enjoy the atmosphere
and reach different cultural venues easily.
In case you are not centrally located, I sug-
gest taking the bus as parking might be chal-
lenging during the event. Enjoy Kulturnat-
ten in Uppsala!

GPT-3.5 still rec-
ommends basic
routes  without
complicated

instructions with
no mention of
the users location

Table 6 Comparison of responses from GPT-3.5 when handling anonymised and non-
anonymised location prompts. The table highlights the adherence to instructions and
the quality of responses in both scenarios.
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GPT-4
User Prompt Output Result
Hi, my name is | I'm sorry, but I can’t determine your ex- | Mentions  that
Johan, and I am | actlocation because the data is anonymised. | the data 18
visiting Uppsala | However, if you are staying in the centre of | anonymised,
all the way from | Uppsala, I recommend walking to the Cul- | recommends

<LOCATION>.
Do you have any
recommended
travelling routes
for me?

ture Night events. If you are staying further
away, taking the bus might be a better op-
tion, as finding parking in the city during
the event can be difficult.

walking or tak-
ing the bus due to
it being difficult
to find parking

Hi, my name is
Johan, and I am
visiting Uppsala
all the way from
Gothenburg. Do
you have any rec-
ommended trav-
elling routes for
me?

Hi Johan! Since I don’t have access to
specific location data such as your start-
ing point in Gothenburg or your destina-
tion in Uppsala, I can’t provide a detailed
route. However, generally, from Gothen-
burg to Uppsala, you can consider taking a
train or flying to Stockholm and then tak-
ing a train to Uppsala. If you are aiming
for the centre of Uppsala, walking might be
pleasant, otherwise, taking the bus would be
a good option once you're in Uppsala, as
finding parking can be challenging. Hope
this helps and have a great trip to Uppsala!

When GPT-4 re-
ceives more in-
formation, it tries
to provide more
information that
might help the
user get to the
Culture Night

Table 7 Comparison of responses from GPT-4 when handling anonymised and non-
anonymised location prompts. The table highlights the adherence to instructions and
the quality of responses in both scenarios.

5.2 Costs of the CUI Prototype Pipeline

In this section we will present the results of our cost and quality analysis. These results
will be discussed and used mainly to answer RQI1.

For both the following figures, the 100 chats refer to 4 made-up conversations, 2 in
English and 2 in Swedish, for both languages 1 conversation was longer and 1 was
shorter to give a good representation of different uses. The conversations can be found
in Appendix D In the graphs, this is scaled up 25 times to be the cost of 100 chats. This
means that we do not have such tiny fractions for the costs.

47



5 Results
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Figure 12 Two graphs showing the distribution of costs when using GPT-3.5(left) and
GPT-4(right) for 100 chat conversations. Note that the y-axis of the two graphs have
different scales. Light-green and dark-green shows, respectively, the input and output
costs for the model responding to the user request. Light-blue and dark-blue shows,
respectively, the input and output costs for the Model Chooser. Light-red and dark-red
shows, respectively, the input and output costs for the Prompt Tuner.

In Figure 12 we can see the difference in costs for 100 chats using GPT-3.5 and GPT-4,
we can also see how our CUI prototype pipeline compares to the basic usage of the two
respective models. For our use case, GPT-4 is around 20 times more expensive to use in
its most basic form, and around 16 times more expensive to use in the pipelined form.
We can also see that the overhead of the pipeline in relation to the direct costs is larger
for GPT-3.5 than for GPT-4. For GPT-3.5 the cost is 30% higher, for GPT-4 the cost is
1.5% higher.

In Figure 13 the cost of different ratios between GPT-3.5 and GPT-4 is presented. In
green, we can see the costs of only using GPT-4 and GPT-3.5, in blue we can see the
costs of different ratios of the pipelined version. Note that some ratios has been omitted,
namely 20/80, 40/60, 60/40 and 80/20. This due to them following the same curve as
the others and not providing any more insight.
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Cost for 100 chats
4 UsD $3.45 USDS3.50

UsD 52.84
UsD §52.52

USD 51.86

UsD 51.21

Cost (USD)

USD $0.55
UsSD $0.17 USD$0.22

GPT-3.5 Fipeline Pipeline Pipeline Pipeline Pipeline Pipeline GPT-4 basic Pipeline

basic {0/100} {1090} (30,70} (50/50) {70/30) {80/10) {100/0}

Figure 13 Shows the cost for 100 chats using our pipeline with different ratios between
GPT-3.5 and GPT-4, also shows the cost of basic usage, i.e., no pipeline of GPT-3.5 and
GPT-4

5.2.1 Efficiency of Prompt Tuner

The prompt tuner has two purposes. Both are related to removing unnecessary informa-
tion and streamlining the prompt. This gives a shorter prompt, which is then cheaper to
send to a more costly LLM, but it also gives a prompt with less unnecessary informa-
tion. The efficiency in pure lengths of messages has been evaluated using 12 different
prompts of different lengths.

In Figure 14 we can see that for longer messages the tuner removes a larger amount of
tokens>, both in absolute numbers and as a percentage. For messages originally between
39 — 53 tokens, the average tuning is a removal of 25%. For messages originally between
5 — 18 tokens, the average tuning is 4.4% (with only one of the five messages actually
being tuned). In Table 8 there are a few examples of these tuned prompts.

3One token generally corresponds to ~four(4) characters of text for common English text

49



5 Results

Prompt tuner

B Number of removed tokens ® Number of tokens after tuning

Tokens (no)

a3 45 44 41 40 39 31 18 13 1

Number of tokens originally

Figure 14 Shows the number of tokens removed (in red) by the prompt tuner. The total
number of tokens of the prompt after tuning (in blue), and the total number of original
tokens (labels on the x-axis). One token generally corresponds to ~4 characters of text

for common English text.

Prompt

Tuned prompt

Hey there! I'm a <SEXUAL_ORIENT-
ATION> in <SWEDISH_POLITICAL-
_PARTY>, aged 50-55 years old. I want
to visit all events that could be interest-

ing for me. Send all events to my email-
address <EMAIL_ADDRESS>

Send me all events that could be in-
teresting for a 50-55 years old <SEX-
UAL_ORIENTATION> in <SWEDISH-
_POLITICAL_PARTY> to my email ad-
dress <EMAIL_ADDRESS>.

Hi! My name is QIFOINM)(&U977992-
j98UJ9j and I want to visit Culture Night.
My phone-number is <SWEDISH_PHO-
NE_NUMBER>

Hi! I want to visit Culture Night. My
phone number is <SWEDISH_PHONE-
_NUMBER>.

Hi, my name is Johan, and I am visit-
ing Uppsala all the way from <LOCA-
TION>. Do you have any recommended
travelling routes for me?

Hi, my name is Johan, and I am visit-
ing Uppsala all the way from <LOCA-
TION>. Do you have any recommended
travelling routes for me?

Table 8 Three examples of prompts before and after being tuned.
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5.2.2 Quality of Model Chooser

When a user sends a message to the CUI, it is sent to a prompt tuner that will find the
most relevant parts of the user’s message. Then it is sent to a model chooser, which will
decide if the request requires GPT-4 or if GPT-3.5 is sufficient to give a proper response
to the user. When testing the efficiency and accuracy of the model chooser, we mainly
tested two variations of the prompts. First, a shorter, rather simple, prompt that consists
of at most one sentence. The shorter prompts are tested on two degrees of complexity,
one where it is expected that the model chooser will suggest GPT-3.5 and one where it
is expected that the model chooser will suggest GPT-4. Second, a medium prompt is
at least two to three sentences long, and since the medium and longer prompts usually
are more complex, we do not expect the model chooser to suggest anything other than
GPT-4. When a user sends a longer prompt with a simple question or request, the prompt
tuner is expected to remove unnecessary information from the prompt. Depending on
how relevant the information in the prompt is, it might then form a shorter prompt. This
prompt will be sent to the model chooser.

In Table 9 we have the results of these two variations of the prompts, showing the
accuracy 100% for all cases. There are no results for prompts longer than medium; this
is because the outcome of a longer prompt was always the same as the medium; thus, it
was shown to not add any value to the results. In Appendix C there are more detailed
tables that include the prompts used when testing the model chooser.

Model | N.o. prompts | Accurate output | Percentage
Short prompts
Expecting GPT-3.5 6 6 100%
Expecting GPT-4 6 6 100%
Medium prompts
Expecting GPT-4 |6 |6 | 100%

Table 9 Results of two variations of the prompts showing 100% accuracy for all cases.
No results are shown for prompts longer than medium as they do not add any value to
the results.

5.2.3 AQuality Differences Between GPT-3.5 and GPT-4

In Table 10 the quality differences between GPT-3.5 and GPT-4 are evaluated. This is
done using the same system prompt(instruction) and the same user prompt. The two
answers are then compared side-by-side for differences, which are then noted in the
table.
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Table 10: Compares the difference in quality for GPT-3.5 and GPT-4 with the same
system prompt and user prompt. The differences are emphasised after every test case.

GPT-3.5

GPT-4

What is Culture Night?

Culture Night in Uppsala, known as Kul-
turnatten, is the city’s largest cultural
event (...) It is an annual event where
different cultural activities take place
throughout the city. (...) If you would
like more information or specifics about
Culture Night, please let me know.

Culture Night, also known as Kulturnat-
ten in Swedish, is Uppsala’s largest cul-
tural event. It is an annual celebration
showcasing a wide variety of cultural ac-
tivities (...) Kulturnatten offers numerous
events and performances across the city,
making it a vibrant day for exploring Up-
psala’s cultural offerings.

No noticeable differences, both answers highlight what and where it is. GPT-4 is
a bit more nuanced.

How do I get to Culture Night?

To get to Culture Night, you can consider
walking if you live in the centre of Up-
psala; otherwise, taking the bus is advis-
able, as it can be hard to get by using a
car. Enjoy the event on September 14,
2024! Unfortunately, I do not have ac-
cess to specific locations. How may I as-
sist you further?

To reach Kulturnatten in Uppsala, if
you’re located in the city centre, walking
could be the best and most enjoyable op-
tion. (...) Alternatively, if you are coming
from outside the centre, taking the bus
would be advisable since finding parking
can be challenging during this large-scale
event. Would you like more specific ad-
vice on bus routes or other details related
to attending Kulturnatten?

GPT-3.5 is very straight to the point, and randomly notes the event date. GPT-4 is
a bit more nuanced with context.

Hey there, I am visiting the Culture Night, and I am lactose intolerant and
allergic to chicken. Where can I find food suitable for me?

How exciting that you will be attending
Culture Night! Unfortunately, I do not
have information on specific food ven-
dors. I recommend checking with the
food vendors directly for lactose-free and
chicken-free options. Enjoy your time at
the event! If you need any more help, feel
free to ask.

For Kulturnatten in Uppsala, many lo-
cal restaurants and food stalls cater to
various dietary needs, including lactose
intolerance and allergies. I recommend
checking with the specific venues for
their menus or looking for vegan options,
as they are likely to accommodate your
dietary requirements. Would you need
assistance with finding the locations of
particular vendors?
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Table 10: (continued)

GPT-3.5 begins by stating that it has no information, then gives a valid tip. GPT-4
on the other hand begins by instilling that there are choices and that vegan may
suit their needs. Also gives the same tip as GPT-3.5.

Hey! My name is NDSIS§3HND2NKS87, and I am interested in a specific
event. Where can I find more information about that? I am also 50-55 years
old, do you have other events suitable for me?

I’'m here to help you with information | Hello! Could you please specify which
about Culture Night/Kulturnatten in Up- | event you're interested in? For Kultur-
psala. Unfortunately, I don’t have access | natten, there is a wide range of events
to specific event details. You can find | catering to all ages, including those who
more information on the official Kultur- | are 50-55 years old. You might enjoy the
natten website. For someone in your age | classical music concerts, art exhibitions,
group, there are many events tailored to a | or literary readings. Let me know what
wide range of interests and ages through- | type of events you’re interested in, and
out the night. Feel free to explore dif- | I can offer more detailed recommenda-
ferent venues and activities during the | tions.

event! If you need more assistance, feel
free to ask.

GPT-3.5 does not understand that it has access to events, and redirects the user to
the website. GPT-4 on the other hand wants the event specified and then also
suggests a few other events.

When is Kulturnatten taking place?

Kulturnatten takes place on September | Kulturnatten is scheduled for September
14,2024. If you live in the center of Upp- | 14, 2024. Is there anything specific you’d
sala, walking might be the easiest way to | like to know or do during this event?

get around. But if you live further out,
it’s recommended to take the bus since
getting around by car might be difficult.
How can I assist you further?

GPT-4 gives a short and concise answer, GPT-3.5 starts well, but then begins
rambling on about buses and walking.

Hej! Jag ir rullstolsbunden och vill besoka kulturnatten, hur gor jag det
enklast och kommer det att finnas event for mig?
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Table 10: (continued)

Hur kan jag hjélpa dig att delta i Kultur-
natten pa ett litt sitt? Det finns vanligtvis
tillganglighetsatgirder pa plats for rull-
stolsbundna besokare. Beritta giirna mer
om vad du soker sa kan jag ge mer speci-
fik information om evenemangen som
kan passa dig.

Hej! Kul att du &r intresserad av Kultur-
natten i Uppsala! De flesta platserna un-
der Kulturnatten ar tillgidngliga for rull-
stolsburna. Det finns sirskilda even-
emang som dr anpassade fOr personer
med funktionsvariationer. (...) Skulle
du behova hjilp med transport, dr det
ofta smidigast att ta sig runt med buss
i Uppsala, sirskilt under evenemang da
trafiken kan vara mer begriansad.

Test for Swedish language, they are similar. GPT-4 again a bit more nuanced and
specific, GPT-3.5 a bit more broad.

Where how, income usage even though, some people. Other may. this is not
who could that be?

I’'m sorry, I am having difficulty under-
standing your request. Could you please
provide more information or ask a ques-
tion related to Kulturnatten in Uppsala?
I do not have access to specific details
about events. If you need information on
the event or how to participate, feel free
to ask!

I’m sorry, but I don’t understand your re-
quest. Could you please provide more in-
formation or specify how I can assist you
with the Culture Night in Uppsala?

Test for a nonsense sentence. GPT-4 is short and concise. GPT-3.5 is the same,
but starts talking about irrelevant information.

5.2.4 AQuality Differences Between CUI Prototype Pipeline and Basic Model

In Table 11 the quality differences between the basic GPT-4 model and our pipelined
version are evaluated. This is done using the same user prompt. The two answers are
then compared side-by-side for differences, which are then noted in the table. Note that
the answers for basic GPT-4 are the same as in Table 10. Also note that the pipeline
normally chooses the model by itself, to better be able to compare the quality of the
answers between one basic model and one pipelined through a prompt tuner, we chose
to force it to GPT-4.
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Table 11: Compares the difference in quality for basic GPT-4 and the pipelined GPT-4
with the same user prompt. The differences are emphasised after every test case.

Basic | Pipelined

What is Culture Night?

Culture Night, also known as Kulturnat-
ten in Swedish, is Uppsala’s largest cul-
tural event. It is an annual celebration
showcasing a wide variety of cultural ac-
tivities (...) Kulturnatten offers numerous
events and performances across the city,
making it a vibrant day for exploring Up-
psala’s cultural offerings.

Kulturnatten is Uppsala’s largest cultural
event and also Sweden’s largest culture
night. It’s an annual event organized
by Uppsala’s cultural workers, cultural
and association life, cultural institutions,
businesses, and other enthusiasts. Since
1989, the Cultural Committee of Upp-
sala Municipality has been responsible
for organizing it, with Destination Upp-
sala coordinating the event since 2011.
This event involves overall coordination,
planning, marketing, and more, adhering
to the aim of inviting everyone to par-
ticipate in a cultural event. Kulturnatten
takes place on September 14, 2024.

The basic model and the pipeline is relatively similar, though the pipelined
version is bringing up a bit more detail.

How do I get to Culture Night?

To reach Kulturnatten in Uppsala, if
you’re located in the city centre, walking
could be the best and most enjoyable op-
tion. (...) Alternatively, if you are coming
from outside the centre, taking the bus
would be advisable since finding parking
can be challenging during this large-scale
event. Would you like more specific ad-
vice on bus routes or other details related
to attending Kulturnatten?

Could you please clarify if you're ask-
ing for directions from a specific location
within Uppsala to Culture Night events or
general advice on transportation options
available in Uppsala during the event?
This will help me provide you with a
more tailored response.

They have similar responses, but the pipeline wants more details to provide a
better response.

Hey there, I am visiting the Culture Night, and I am lactose intolerant and
allergic to chicken. Where can I find food suitable for me?
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Table 11: (continued)

For Kulturnatten in Uppsala, many lo- | Could you provide more specifics about
cal restaurants and food stalls cater to | the type of food or particular venues
various dietary needs, including lactose | you’re interested in at Culture Night?
intolerance and allergies. I recommend | Certain details can help me find more rel-
checking with the specific venues for | evant information for your needs.

their menus or looking for vegan options,
as they are likely to accommodate your
dietary requirements. Would you need
assistance with finding the locations of
particular vendors?

The pipeline wants more details, which does not seem necessary.

Hey! My name is NDSIS8§3HND2NKS87, and I am interested in a specific
event. Where can I find more information about that? I am also 50-55 years
old, do you have other events suitable for me?

Hello! Could you please specify which | Could you please specify which event
event you're interested in? For Kultur- | you are interested in during the Culture
natten, there is a wide range of events | Night in Uppsala? This will help me pro-
catering to all ages, including those who | vide you with the most accurate informa-
are 50-55 years old. You might enjoy the | tion.

classical music concerts, art exhibitions,
or literary readings. Let me know what
type of events you're interested in, and
I can offer more detailed recommenda-
tions.

The pipeline is very straight forward and does not make the answer unnecessarily
long. It also forgets the second part of the question, probably because the prompt
tuner chose to remove it in that case.

When is Kulturnatten taking place?

Kulturnatten is scheduled for September | Culture Night in Uppsala is happening on
14, 2024. Is there anything specific you’d | September 14, 2024.
like to know or do during this event?

The pipelined version is more concise.

Hej! Jag ér rullstolsbunden och vill besoka kulturnatten, hur gor jag det
enklast och kommer det att finnas event for mig?
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Table 11: (continued)

Hej! Kul att du &r intresserad av Kultur-
natten i Uppsala! De flesta platserna un-
der Kulturnatten ar tillgéngliga for rull-
stolsburna. Det finns sirskilda even-
emang som &dr anpassade for personer
med funktionsvariationer. (...) Skulle
du behdva hjidlp med transport, dr det
ofta smidigast att ta sig runt med buss
i Uppsala, sdrskilt under evenemang da
trafiken kan vara mer begridnsad.

Det finns tillgidngliga hindelser for per-
soner som ir rullstolsbundna under Kul-
turnatten. Ett exempel dr evenemanget
“Tennis” dir angivet tillgédnglighetsat-
tribut inkluderar att det dr “ACCESS-
ABLE_WITH_WHEEL_CHAIR”. Vin-
ligen specificera vilken typ av evene-
mang eller aktiviteter du dr intresserad
av, sa kan jag ge dig mer detaljerad in-
formation.

Test for Swedish language. The pipelined version has a more specific answer,
with an actual example of an event instead of just generic information.

Where how, income usage even though, some people. Other may. this is not
who could that be?

I’m sorry, but I don’t understand your re-
quest. Could you please provide more in-
formation or specify how I can assist you
with the Culture Night in Uppsala?

I’m sorry, but that doesn’t seem related to
Culture Night/Kulturnatten in Uppsala.
Could you please provide details relevant
to the event or clarify your request?

Test for a nonsense sentence. Very similar responses.

5.2.5 Impact of Input Length Limitations

The GPT-4 window size is 128k tokens, with an input price of USD 0.01/1k tokens.
This could lead to a total cost of up to USD 1.28 per chat message. 128k tokens are
approximately 512k characters or ~96k words. The limit we chose was 300 characters,

which is approximately 75 tokens. This would lead to a maximum input cost for a single
message of around USD 0.00075, ~0.06% of the maximum cost without any limitation.

The GPT-3.5 window size is 16k tokens, with an input price of USD 0.0005/1k tokens.
The maximum cost therefore is USD 0.008 per chat message. The maximum input cost
with our 300-character limit would be USD 0.0000375, ~0.46% of the maximum cost
without limitation.
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5.3 System Usability Scale

During the evaluation process, there were eight participants in three different age groups.
Six participants in the 20-29 age group, one participant in the 30-39 age group, and lastly
one participant in the 60-69 age group. Before answering the SUS questions, they had
to answer some general questions about themselves. All of them are somewhat experi-
enced with computers and technology and it was evenly spread out among participants
who have used any Al tools before. Five participants felt like this tool was something
they had previously felt the need for when visiting similar events, and three participants
might have thought about it at some point.

Looking at the results in Table 12, we can see that the average score after evaluating
eight participants is 92.5. See Section 5.4 for a better understanding of what the partic-
ipants thought about the CUI, or Appendix E for a detailed list of notes from the Think
Aloud sessions and user interviews. After finishing the SUS questions, the participants
answered if this product is something they would like to use for similar events, and
seven out of eight said that they would use a similar product.

Participant P1 P2 P3 P4 P5 P6 P7 P8
SUS Score 925 95 100 975 87.5 875 95 &5
Table 12 System Usability Scale (SUS) Scores for Eight Participants

5.4 Think Aloud and User Interviews

In this section, the results of the different Think Aloud tasks will be presented. As well
as the outcome of the user interviews. To read more about how the Think Aloud session
and user interviews were conducted and what task was given, see Section 3.7.2 and to
read in detail about the evaluation and interview of each participant, see Appendix E.
The participants in this section are the same participants who participated in the SUS
evaluation, which means that there were a total of eight participants from three different
age groups.
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5.4.1 Task One

The participant was asked to find a suitable event for them, although the current events
from the API are all fictitious and test events. See the summarised results in Table 13.

Finding

Additional information

The CUI prototype appears to provide
relevant answers at times. Most of
the participants noted that the CUI pro-
totype can effectively handle specific
questions. However, the responses are
sometimes inconsistent, such as when it
replies in the wrong language or, in a
few cases, is unable to answer the ques-
tion for some unknown reason. Some
participants also pointed out that the for-
matting of the CUI was lacking at times,
for example when it tried to make bullet
lists. Multiple users tried to write about
other subjects, but were pointed back to
culture night.

For example, a participant asked where
they can go to listen to a specific genre
of music, and the CUI prototype an-
swers that it cannot answer that due
to not knowing the location of the
user. Meanwhile, a simple description
of where to find this or if it is not avail-
able would be a suitable answer in this
case. The location of the participant
does not need to be a requirement to
know for this request.

Participant experience and satisfaction
is relatively good with some having
mixed feelings, mainly due to some re-
sponses being insufficient due to non-
sensical test data. However, the point
got through to the participants and they
were overall pleased with the interac-
tions they had.

For example, one of the participants
noted that the answer from the CUI pro-
totype were all very detailed and help-
ful. Another participant also pointed out
that the tone of the CUI was friendly, but
sometimes the responses were a bit too
long and felt too computer-like.

Table 13 Key observations of task one of the Think Aloud evaluation.
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5.4.2 Task Two

The participant was asked to reveal a little more about them and share some personal
information. See the summarised results in Table 14.

Finding

Additional information

The CUI prototype has some inconsis-
tencies in how it captures and recognises
personal information. The bot was able
to detect names and sometimes street
names but often missed ages. Several
participants also observed that while
the bot identified some types of per-
sonal information, highlighted in green,
it missed others.

For example when one of the partic-
ipants wrote a Swedish message with
their full name, the CUI would capture
this and encrypt the information, but the
prompt after it recognised the half the
message as a name, even though it was
a normal Swedish sentence. This shows
that the CUI has some inconsistencies,
especially when having a Swedish con-
versation.

Many did not immediately notice or un-
derstand the significance of the green-
highlighted text or the purpose of the “i”
information button. Some participants
suggested improvements, such as using
a more distinct colour for highlighted
text or making the highlighted text itself
clickable to reveal detailed information
about data handling.

For example, when some participants
did not recognise the "i" information
button, it could be hard to guide them to
use it due to "tunnel vision". One partic-
ipant noted that “Oh, is this not a regular
information button? Why would I need
information about the message I sent?”.
When they opened the information win-
dow, they immediately understood the
meaning of it, but it never came to their

mind when only looking at the button.

Table 14 Key observations of task two of the Think Aloud evaluation.
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5.4.3 Task Three

The participant was asked to examine the chat and draw a conclusion about how the
CUI prototype comes up with an answer. See the summarised results in Table 15.

Finding

Additional information

The CUI prototype reassured users
that the system is active and pre-
vented misunderstandings about opera-
tional pauses. Some participants noticed
that the first “Read Steps” differ from
the subsequent ones, indicating that the
Al model adjusts its approach based on
the input.

One participant noted specifically that
"It is great to have the step-by-step
showing up to see that the website have
not stopped working, especially now
that the prototype can be slow from time
to time".

Participants appreciated the trans-
parency of the step-by-step process,
which helped them understand what
the chatbot was doing. However, some
users expressed confusion about the
order of steps and terminology used,
suggesting that it may not be clear to
those unfamiliar with such systems. In
general, users appreciated the clarity
provided by the visible steps, but
pointed out areas where improvements
could enhance understanding.

For example, one user pointed out that
one of the steps in the step-by-step pro-
cess is called "Understood question”,
noting that not all the prompts to the
CUI need to be questions, but could be
greetings and statements as well.

Table 15 Key observations of task three of the Think Aloud evaluation.
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5.4.4 Task Four

The participant was asked to examine previous chat messages to tell us why the CUI
prototype gave that specific answer. See the summarised results in Table 16.

Finding

Additional information

The chatbot features a “Show Rea-
soning” function, designed to provide
users with insight into how their in-
puts are interpreted and responses gen-
erated. This transparency tool was ini-
tially overlooked by some participants,
but when recognised, the participants

For example, one participant received a
rather unclear answer when they asked
about an event, and the reasoning the
CUI provided, gave a participant a bet-
ter understanding of why, and they could
give the CUI a better formulated ques-
tion.

found the “Show Reasoning” feature
valuable, especially when chatbot re-
sponses deviated from expected out-
comes. Some users said that reason-
ing was particularly helpful when the
chatbot responses were not immediately
apparent or seemed off track, allowing
them to make corrections or follow up
with more targeted questions.

Table 16 Key observations of task four of the Think Aloud evaluation.

5.4.5 General Participant Comments

The participants see potential in the system, but believe that it could be expanded be-
yond Kulturnatten alone, suggesting specialised “bots” for different sectors such as con-
struction, culture, and education. They also mentioned that the bot sometimes failed to
recommend relevant events. There was a preference for more efficient use of screen
space, with suggestions for side navigation to allow for full vertical chat use, and a but-
ton to hide this navigation. They noted that the system was relatively good in Swedish.
Some of the user interface were hard to discover; this could be due to “tunnel vision”
during the test. Some wanted a side box displaying what sensitive information the bot
currently holds about the user. When asked about a solution where the input of sensi-
tive information would be handled in a separate window, as seen in Figure 2, most of
them responded positively, especially for use cases other than the Culture Night, such
as a CUI for building permits or school applications. Some emphasised that they would
appreciate the separation of sensitive information and the chat window.
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5.5 Unexpected User Input

As the proposed security measures were not implemented in the CUI prototype, this
section discusses theoretical results based on the existing literature and simulated eval-
uations.

Studies have shown that thorough input validation can prevent the majority of XSS and

NoSQL injection attacks by ensuring that the system only processes properly formatted
data [46].

The use of parameterised queries is highly effective in mitigating both ordinary SQL
injection attacks [49], but also NoSQL injection attacks [24].

Adoption of CSP has been shown to significantly reduce the incidence of XSS at-
tacks. Research also indicates that many CSP policies are easily bypassable and not
secure [59], [27].

5.5.1 Prompt Injection

Studies have shown that all the security measures mentioned in Section 3.5.4 can be
easily circumvented [34]. Implementing them would still help, though mostly only
stopping the basic cases of injection.

5.5.2 Precision of Prompted Model at Detecting New Subjects in Conver-
sation

As can be seen in Table 4, 5, 10, and 11, the bot always wants to talk about the culture
night in Uppsala, even though nothing is mentioned about it; this can be seen especially
well in the last test in Table 10 and 11. Here, the message is not making any sense; this
forces the bot to answer by trying to redirect the conversation back to Culture Night. At
no point in the testing has the bot started talking about other subjects or wandered off
significantly.
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6 Discussion

This section provides a discussion of the results shown in Section 5. The discussion
will provide a foundation for the findings and draw conclusions of the thesis. The first
section in the discussion will cover general findings that do not directly relate to the
research questions, but might still prove to be a valuable discussion. The rest of the
discussion will be in direct correlation with the research questions.

6.1 Overall Findings

In this section we will focus on the general findings we have made during our research
that do not refer to any specific research question.

As mentioned in Section 3.6, we have little or no knowledge of the environmental im-
pact of the services we use. What we have chosen to do is to try to use the cheaper
(and therefore with high probability less power-hungry) GPT-3.5. We have no way of
measuring this impact and to get any usable results from this would require a lot more
insight. An eventual partnership between a public organisation and a private LLM-
supplier could include clauses to be able to get insights and be able to calculate the
climate footprint of the whole operation.

As described in Section 2.3, having a CUI in a municipal environment means that it
must be inclusive to all citizens. This includes language availability. The CUI prototype
can currently communicate in any language (with better or worse results depending on
the amount of training data OpenAl has used), but the sensitive data handling is built
only for English and Swedish. If something like this were to be deployed, this would
need to be expanded accordingly to all languages that the municipality communicates
with. This is a question of developing recognisers and finding models in the affected
languages.

Another aspect of being available for all users is screen readers, voice interfaces and
so on. This is not something that we have focused on during the project and is not
possible at the moment. This would need more development work, but is not something
inherently difficult, just not something that we have focused on during this project.

We investigated the legal aspects in Section 3.2.3. What we concluded was that while
the use of OpenAl services by a European municipality requires careful adherence to
GDPR and local data protection laws, the provisions within OpenAI’s API terms provide
a viable pathway for compliant usage. An actual implementation of this prototype would
necessitate a formal investigation by lawyers instead of a layman investigation by us.

64



6 Discussion

6.2 Tailoring Optimal Balance of Quality and Cost

This section will focus on discussing all results related to RQ1. The discussion will be
based on the results in Section 5.2.

6.2.1 Cost and Quality

The results in Section 5.2.3 show that GPT-3.5 often performs quite well, but that GPT-4
is a bit more nuanced and has more context. GPT-3.5 sometimes misunderstands that
it has access to the event database and often randomly inserts irrelevant, random, and
unnecessary information. In many cases, GPT-3.5 gives good answers, they are ac-
ceptable, but GPT-4 generally gives better quality answers and does not misunderstand
things as often. It can also be seen in Section 5.4.1 that participants in the user evalu-
ation in general thought the quality was satisfactory. The quality was also significantly
higher when we changed from GPT-3.5 to GPT-4.

The results in Section 5.2.4 show that the basic models and the CUI prototype pipeline
are often relatively similar. This was to be expected; they are using the same LLM
for the response; the only difference in this comparison is that the user prompt for the
pipeline first goes through the prompt tuner. The responses were very similar; the main
difference is that the prompts from the pipelined version are more concise. This could
be due to the prompt tuner making the user prompt to the LLM more concise as well.
What we wanted to get out of this was not necessarily to show that either was better. We
wanted to see that the pipelined version did not lose any quality compared to the basic
model. This does not seem to have happened.

The results in Section 5.2 show that when using our pipelined version, the cost differ-
ence between GPT-4 and GPT-3.5 is 16 times. It also shows that the overhead for the
pipelined versions is 30% for GPT-3.5 and 1.5% for GPT-4. This has multiple conse-
quences, one being that if we want to use GPT-4, we might as well use the pipelined
version. The overhead is marginal and, combined with the fact that the prompt tuner
may improve the quality of the answer and combined with the cost savings of (at least
sometimes) using GPT-3.5 for easier queries, it is evident that it is the correct thing to
do.

The overhead of GPT-3.5 is quite high, but the overall costs for it are still 16 times lower
than using GPT-4. If we were of the opinion that GPT-3.5 was enough for all types of
queries, then the pipelined version would not necessarily have been cost-effective. Yes,
it would give a bit more qualitative responses, but it also raises the cost by 30%.

We can also see the costs for different ratios between the usage of GPT-3.5 and GPT-4
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in Section 5.2. It shows that as long as the CUI prototype chooses GPT-3.5 at least
in ~10% of the conversations, it is more cost effective than using the basic version of
GPT-4. We do not have any statistics on how often the CUI prototype chooses either of
the models, but with a correctly prompted model chooser, getting at least 10% GPT-3.5
should not be a problem. As described earlier in this section, the quality of GPT-3.5 is
often satisfactory for shorter basic messages.

6.2.2 Prompt Tuner

Looking at the results in Section 5.2.1, Figure 14 shows that generally the more tokens
a prompt consists of, the more tokens the prompt tuner removes. This implies that it
is easier or more necessary for the prompt tuner to tune a longer prompt. The purpose
of the prompt tuner is to remove unwanted information that is not needed, so when the
prompt is sent to the model chooser, it provides a fair answer. It also helps to provide
the user with a good and clear answer when the model chooser sends the request to the
respective model. We do not want the prompt tuner to remove too much of the prompt,
so the fact that it removes approximately 25% of a prompt with 39-53 tokens and around
4.4% for prompts with 5-18 tokens shows that it removes some parts, but not so much
that the core message differs from the original prompt.

What information is relevant to a prompt is, to some extent, quite subjective. In Table 8
there are some example prompts that are tuned by the prompt tuner. The first example
shows that the tuner removed the greeting and condensed the prompt. Filler words and
greetings without a name might not be relevant for the following assistant to know about.
The second example shows how the prompt tuner removed the encrypted name because
it did not necessarily need to send that information to the next assistant to receive a
good response. For the last example, the prompt tuner could have removed more of
the incoming prompt than it did. This time, the name of Johan is not encrypted and
might not be necessary in order to provide a good response back to the user, although,
providing the name might enhance the conversation experience since the CUI prototype
can call the user by name when in conversation. Other than the name, the prompt tuner
could have removed “all the way from”, and just kept it more simple by providing the
next assistant with the place of visit and the user’s original location.

6.2.3 Model Chooser

The purpose of the model chooser is to take the tuned prompt from the prompt tuner and
then decide whether the prompt would benefit from using GPT-4 or whether GPT-3.5 is
sufficient. Looking at the results in Section 5.2.2, Figure 9, we can see that the model
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chooser works as expected and as we want it to, since the accuracy is 100% in all the
cases tested. For shorter prompts, the CUI prototype is expected to use either GPT-3.5
or GPT-4, depending on the complexity of the question. We also decided that we want
the model chooser to always choose GPT-4 as the model when the prompts become
longer. The prompt tuner will sometimes shorten the longer prompts so that it suits
GPT-3.5, and the longer prompts are expected to either be more complex, or require a
more nuanced answer that GPT-4 is better at providing.

Right now, the model chooser is only used for the first message of the conversation.
Instead, it should probably be run on every chat message. The extra costs that this
would incur would be minimal, but it could improve quality and cost effectiveness due
to always choosing the appropriate model. A conversation could start with a difficult
question, but then continue with only easy questions.

6.2.4 Limiting the User

As the results in Section 5.2.5 show, our 300-character limit makes it a lot harder to
abuse the service. With no limit, a user entering large messages could abuse the ser-
vice with relative ease, incurring high costs. With the limit, it would take more than
1500 messages to reach the same length as a maximum message. This significantly
raises the threshold for abusing the service in this way.

The results also show that the cost of a single message is very low, which means that
the cost of sporadic messages is significantly lower than it could have been otherwise.

We chose an input length limitation of 300 characters; during our user testing, no one
ever reached this level, so it is not a problem that affects the usability of the CUI proto-
type. The aim of the CUI prototype is to answer shorter questions and not to get large
messages of more than 300 characters.

6.2.5 Other (Un)related Costs

We only have results for costs related to the actual usage of the model, but it is also
important to consider the economic implications of the CUI prototype. The costs are
higher because of the development of both front- and back-end components. These costs
could vary based on the system owner’s choices regarding deployment and ongoing
maintenance, including personnel and other system-related expenses.

However, the CUI prototype also offers potential long-term cost reductions. If the CUI
prototype is well received, it could lead to broader adoption of CUIs across other ser-
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vices. This shift could improve resource use, allowing customer service staff to focus
on more complex tasks or improving service quality, which could improve both cost
efficiency and employee satisfaction.

These are not anything we have actual results on, but they are possible outcomes.

6.3 Transparency and Trust Signals

This section covers RQ2 and will mainly use the SUS evaluation, Think Aloud sessions
and user interviews as a foundation. Looking at the results of the average SUS score
of 92.5 in Section 5.3, it is clear that the usability of the CUI is excellent, since the
average score exceeds 80, which is a score that indicates great usability. Part of the SUS
evaluation was some questions about integrated features and complexity; a high SUS
score shows that these parts were very well received by the participants.

For user interviews and Think Aloud sessions, the overall impression of the users was
quite great. In Section 5.4 in Table 14 it is evident that some participants missed the
connection between the highlighted text of their prompt and the "i" information button,
so this is something that could be improved upon. When they realised that there was
a connection, most of the participants were pleased with this feature, as it gives them
a good understanding of how Uppsala Municipality handles their sensitive data. This
provided an overall great and transparent approach, with the information window about
the sensitive info being a good trust signal for the participants. However, the meaning
of the highlighted text and the "1" information button could be improved upon.

Also mentioned in Section 5.4 in Table 15, the impact of the step-by-step process pro-
vided in the CUI was well received by the participants. From the results, we draw the
conclusion that the transparency that this feature provided was something the partici-
pants appreciated. Each step animating while the CUI is providing an answer tells the
participant that the CUI is working and a response is coming, and that they can open up
the steps after the answer from the CUI is provided, makes for a transparent process.

Finally, in Section 5.4 in Table 16, we can draw the conclusion that the "Show Reason-
ing" feature might have been overlooked and not utilised as we wanted it to be initially.
However, speaking with the participants during the evaluation session, we would still
consider this feature to be a useful tool that might be beneficial to a citizen. The fact
that the participants mention that this feature provided them with a bit of insight into
why a particular answer was formed by the CUI means that the feature is useful.

Note that after finishing the first two interviews, we decided to force the CUI to use
GPT-4 at all times, since GPT-3.5 did not work as well as we would like it to with the
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test data from the Uppsala Municipality API. GPT-4 understood the API data better
and thus provided the participants with better conversations. We believe that this is
something that does not affect the evaluation results in a negative way. Using GPT-3.5
would still be a good fit for basic questions in a real scenario.

6.4 Handling Unexpected User Input

As mentioned in Section 3.5, to address RQ3, we mainly use a theoretical approach.
Meaning, we are not implementing any of the strategies we discuss. The only exception
being the part that handles user inputs of other topics and the CUI prototype’s subse-
quent handling of that.

As we can see in Section 5.5, implementing input validation, parameterised queries,
and CSP would be a good security measure, preventing most of the XSS attacks and
database injections. However, more security measures would probably be helpful and
would increase the security even more. In Section 5.5.1, we see that all the security mea-
sures mentioned would be easily circumvented. These are all of the established meth-
ods, showcasing the need for new innovative methods to stop the problem of prompt
injection. One could argue that, for our case, the impact of leaking the prompt would
not be that bad, due to the prompt being non-sensitive. A larger problem would be
the possibility of injecting a prompt, perhaps getting access to APIs used, or getting
malicious/illegal answers from the product.

In Section 5.5.2 we can see that the CUI prototype has worked well in detecting subjects
far from the original/prompted one. The CUI prototype tries to steer the user back to
the actual subject of the conversation. This has worked very well; the only thing that
has been done to achieve it is one(1) bullet point in the system prompt. Looking at
the results of the user evaluation, in Table 13, we can see that some of the participants
noted that the CUI was quite good at steering the conversation into only talking about
the events during the Culture Night.

6.5 Handling Sensitive Data

The discussion on how we implemented our sensitive data handling is divided in a sim-
ilar manner as the results shown in Section 5.1, with the efficiency of our detection
methods and then how the conversation behaves with encrypted data. This entire sec-
tion has correlation to RQ4.
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6.5.1 Sensitive Data Detection Efficiency

Looking at the results of the tables in Section 5.1.1 we can see that when trying to detect
sensitive data, the findings are that there is a 68% of true positives. We want this number
to be as high as possible and being 68% shows that it is not working as well as we would
like it to. In some cases, the coverage of true positives is 100%, but in some cases it is
as low as 40%. Even if it is a rather short prompt, the fact that 40% of that prompt are
false negatives and 20% are false positives shows that the detection method is flawed.
The way of using Presidio would hence still need some work and fine-tuning before
an actor such as Uppsala Municipality can take responsibility and accountability that a
service like this can handle sensitive data. The true positive coverage should be as close
to 100% as possible.

The F-scores of the Presidio models used are, respectively, F; = 0.91 and F; = 0.92,
while our data detection methods have a score of F; = (.82, showing that our method is
slightly worse. All of these results show that the use of Presidio and REGEX are viable
options if they are further tested, developed, and fine-tuned.

6.5.2 Sensitive Data Usage

When handling sensitive data from a user, we approach this in various ways, from
changing ages to age spans, removing data, or even encrypting data. In Section 5.1.2
we provide the results of how the conversation behaves and differentiates when the CUI
prototype is prompted with sensitive data that is encrypted and not encrypted. Looking
at the gathered results, we would draw the conclusion that this way of anonymising data
is not something that makes the quality of response from the CUI prototype worse. The
user is greeted by name if it is not anonymised, other than that the CUI prototype tells
the user that it does not have access to specific information due to anonymisation. There
are no significant differences between GPT-3.5 and GPT-4.

When looking at how the CUI prototype behaves when the user mentions a location, it
behaved according to the provided instructions, as we hoped. It does not matter whether
GPT-3.5 or GPT-4 is in use when location is anonymised; both give instructions to the
user and an explanation that it cannot read or access some parts of the prompt. When
the location is not anonymised, the CUI prototype would be able to provide a better
answer, so this is something that we have to compromise on since we want the users’
information to be secure within Uppsala Municipality.

Looking at Table 14 to see what the participants of the user evaluation thought, we can
see that the prototype has some inconsistencies in how it recognises personal informa-
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6 Discussion

tion. This is, however, something that we think could just be worked on, and refined so
that the models used gets better. We also think that the coverage of recognising sensi-
tive data could be very high with further development, but it will most likely never be
perfect. This approach is still something we consider worthy of continued development.
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7 Conclusions

The thesis carried out to implement a CUI for Uppsala Municipality focused on explor-
ing the dynamic balance between cost and quality in the deployment of large language
models for public services. Our study demonstrates the practical viability of using large
language models like OpenAI’s GPT-4 to enhance municipal services while maintaining
a rigorous commitment to user privacy and data security.

Our research demonstrates a prototype implementation of using tailored language mod-
els, where the complexity of the model aligns with the nature of the user input, to miti-
gate the use of a more expensive model when a much cheaper model is sufficient. The
introduction of a model chooser and prompt tuner within our prototype thus proved suc-
cessful in optimising responses and managing costs effectively. These tools allowed
for adaptive responses that maintained high quality while minimising unnecessary costs
while also achieving a sustainable model.

In terms of data handling, the project highlighted the significant role of transparency
and trust signals in granting user trust. Visualisations and clear information on data
usage improved user understanding and confidence, indicating the importance of these
elements in the public sector’s digital products.

Furthermore, the strategies developed to handle sensitive user inputs showed promising
results in detecting and anonymising sensitive data to ensure that the user’s data remain
secure. Research on handling unexpected user input shows us that the CUI prototype
is good at disregarding other topics by keeping the conversation to the main topic. It
also showed that there are multiple security risks to be aware of, but this is where the
report is lacking somewhat. Nothing related to the security risks was implemented, so
it is purely theoretical.

The successful implementation and evaluation of the CUI for Uppsala’s Culture Night
made it clear that the interface is viable and provides a positive user experience. The
high satisfaction and positive user feedback highlighted the interface’s ability to provide
a personalised and efficient product that could be an improvement for future municipal
services and products.

Overall, this thesis provides valuable insight into the integration of a CUI within public
services. It outlines a possible way to implement these products in the public sector,
emphasising the need for careful consideration of privacy and user trust to achieve suc-
cessful implementation. From a legal perspective, a public sector organisation will need
to investigate further to understand exactly how these products can be used. According
to our research, it is theoretically possible to use these methods if they are implemented
well enough.
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7 Conclusions

7.1 Future Work

Our work could be expanded in the future to also serve as a portal for event organisers
to create their events. This could be achieved by providing an assistant with access to
a swagger file containing the necessary routes. In addition, we could explore further
improvements of the prompt tuning for the various assistants. The model chooser and
prompt tuner work fine as is, but the main assistants could use some improvement, or
possibly wait for OpenAl to further develop these models. Furthermore, the model
chooser could also be used in a way so that the each message is evaluated and assigned
to a new model depending on its complexity. The reasoning behind this is that, for
example, the first message could be a simple request and then a simple model such as
GPT-3.5 is chosen for the rest of the conversation, even if a more complex request is
sent later in the conversation.

We would also like to work on improving and further developing Presidio to have a
much higher rate of detecting sensitive information. The legal aspects are another area
that might need to be further evaluated and discussed; we draw the conclusion that
a municipality has the right to develop a CUI as such, but there may be problematic
aspects of performance and security. For example, in a future product, would Presidio
need to have a 100% coverage of sensitive data to be legal within Swedish laws and
EU regulations? We thus need to determine how strict the bot needs to be in terms of
legality.

To increase inclusion, a municipality might want to include voice input for users, more
language support, as well as giving the CUI prototype text to speech, so that a user
could easily “speak” with the CUI prototype. This would make the CUI prototype
easier to use for people with visual impairments or impaired motor skills, and improve
the user experience for users who might prefer this approach of communicating with an
interface.

Lastly, we could investigate ways to use location data without sharing it with OpenAl.
This was something that we thought about at the beginning of this project but decided
not to further evaluate due to time constraints. Right now OpenAl has no way of know-
ing a location if Presidio detects the input, but that also means that there is a limitation
of how much the CUI prototype is able to guide the user. In the future, we would
like the CUI prototype to be able to help the user with specific directions and provide
information for traffic and public transport.
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Lo-fi sketch of a basic chat module.
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Lo-fi sketch of a basic chat module.
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A Lo-fi Sketches

Kulturnatten N, YIS v
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Lo-fi sketch of a basic integrated chat.
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B Mid-fi Sketches

UppsAla

CULI:

Lorem ipsum dolor sit amet,

consectet ui i iadipiscing elit.

You:
Duis porta tellus ante, vel

commodo massa pulvinar at?

CUl:

Vivamus pellentesque viverra

arcu, at iaculis arcu faucibus quis.

Write a question . . . @

Mid-fi prototype of a smaller, separate chat module.
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UppsAla

CUI (1):

Lorem ipsum dolor sit amet,

consectet ui i iadipiscing elit.

You:

Duis porta ante, vel Explanation

commodo massa at? CUI Message 2 v

| gave you this answe because...

CUI (2):

Vivamus pellentesque viverra

Based on the information given |
think that this solution is a great

arcu, at iaculis arcu faucibus quis. fit for you...

Write a question . . . @

Mid-fi prototype of an alternative solution when using a separate chat module, where
there is an additional module that explained the reasoning of the Als answer for a spe-
cific message.
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UppsAla UppsAla

T oM M G T ey

Cul: consectet ui i iadipiscing elit.

Lorem ipsum dolor sit amet,

... . . . . You:
consectet ui i iadipiscing elit.

Duis porta ante, vel

commodo massa at?
You:

Duis porta ante, vel a cuUl:

commodo massa at?

Vivamus pellentesque viverra

cul: arcu, at iaculis arcu faucibus quis.

Vivamus pellentesque viverra

| gave you this answer because...
arcu, at iaculis arcu faucibus quis.

Based on the information.

Read reasoning ~ Close reasoning ~

Write a question . . . @ Write a question . . . @

Mid-fi prototype of an alternative solution when using a separate chat module, where

there is an expandable section below each answer from the CUI, with an explanation of
that response.
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UppsAla i X UppsAla X

CUl: CUl:

You: | gave you this answer because...
Duis porta ante, vel Based on the information.
commodo massa at?

Explanation

CUl: }

Vivamus pellentesque Vivamus pellentesque
iaculis arcu faucibus iaculis arcu faucibus
Write a question . .. Write a question . ..

Mid-fi prototype of an alternative solution when using a separate chat module, where the
user can hover on specific parts of the response of the CUI in order to read the reasoning
behind specific parts.
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UppsAla : UppsAla

CUI: Explanation

Lorem ipsum dolor sit amet,
- CUI Message 2

consectet ui i iadipiscing elit. .
| gave you this answe

because... Based on the
You: : S :
information given | think

Duis porta ante, vel - that this solution is a great

commodo massa at?

fit for you...

CUl:

Vivamus pellentesque viverra

arcu, at iaculis arcu faucibus quis.

Write a question . .. @ Write a question . .. @

Mid-fi prototype of an alternative solution when using a separate chat module, where
there is a button in the header that the user can press if they want explanations about
specific answers from the CUL
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Kulturnatten Buttonl Button2 Button3 Button3

Welcome to
The Culture Night

This is a simple design of a CUI
for assistance when it comes
to planning your visit to the
culture night

Write a question . . .

Mid-fi prototype of a web page integrated chat.

Kulturnatten Buttonl Button2 Button3 Button3

You:

My name is and | am

and | want to visit the event!

CUL:

Bulgarian folk dance would

be i} gave you this answer because
40-49 year olds usually love
mexican tacos

Explanation

mexicaﬁ tacos

You:
Duis porta tellus ante, vel
commodo massa pulvinar at?

Write a question . . .

Mid-fi prototype of a web page integrated chat, where the user can hover on specific
parts of the response of the CUI in order to read the reasoning behind specific parts.
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CUI:

(3 Checking for sensitive information
26 Anonymise information

& Understanding question

Choosing Al model

%) Formulating answer

Mid-fi prototype of the progress indicator for a CUI. These are the steps taken by the
CUI in order to give an answer to the user.

CUI:

(©Read steps v~

Duis convallis
Nulla libero nunc, sequat
eget vehicula nec, varius vel est. Vivamus

at nunc quis sapien mollis euismod id ac

neque. Vivamus egestas

metus et viverra. Suspendisse cursus

diam a ipsum ultricies.

Mid-fi prototype where the progress indicator for a CUI is done and not expanded.
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C Model Chooser

This is the result of short and medium length prompts, any prompts that get longer than
medium has proven to yield the same results as medium. When the prompts get longer,
but less complex with more non-necessary information, the prompt tuner will shorten
the prompts, thus they provide no interesting result in this section.

C.1 Short Prompts

Prompts Expected | Actual

What is Culture Night? GPT-3.5 GPT-3.5
I want to find a suitable event for a 10-year-old GPT-3.5 GPT-3.5
Give me a list of all events during culture night. GPT-3.5 GPT-3.5

In which city do I find the event called Culture Night? GPT-3.5 GPT-3.5
Do I need to buy any tickets if I want to visit culture | GPT-3.5 GPT-3.5
night?
When is culture night happening? GPT-3.5 GPT-3.5
I am visiting Culture Night, and 1 want to know what the | GPT-4 GPT-4
background for hosting this event is?
If 1 want to have an exhibit on culture night next year, | GPT-4 GPT-4
how do 1 do that?
Discuss what ethical considerations Uppsala Municipal- | GPT-4 GPT-4
ity has taken when planning the Culture Night event?
Can you analyze the social media channels of the Culture | GPT-4 GPT-4
Night and give me a summary here of what I need to
know?

What roads and parking lots are closed today? I want to | GPT-4 GPT-4
know how to get there as easily as possible.
How would i plan a route to be able to visit as many | GPT-4 GPT-4
events as possible?

Results of giving various prompts to the model chooser to see the actual output com-
pared to the wanted/expected output.
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C.2 Medium Prompts

Prompts Expected | Actual
We’re a group of friends from Uppsala planning to ex- | GPT-4 GPT-4
plore Culture Night in its entirety. Given our diverse in-
terests, how can we schedule our visit to include events
that cater to each of us?

Imagine a Culture Night in Uppsala where each event un- | GPT-4 GPT-4
locks a part of the city’s history, leading to a final, se-
cret performance. How do attendees uncover the hidden
agenda and experience the full story?

Designing a Culture Night menu for a Uppsala event | GPT-4 GPT-4
that accommodates various dietary preferences, includ-
ing vegetarian, gluten-free, and dairy-free options, en-
suring every guest finds something delightful. What are
some inclusive dish ideas?

On a tight budget, I want to create an artistic space in my | GPT-4 GPT-4
Uppsala apartment that serves as both a studio for Culture
Night preparations and a cozy area for guests. What are
some creative, cost-effective decorating tips?

Living in Uppsala and struggling to save for Culture | GPT-4 GPT-4
Night expenditures amid everyday financial responsibil-
ities. Seeking advice on how to manage a budget that
allows for enjoyment without financial strain.

As an astronomy enthusiast in Uppsala, I’'m preparing a | GPT-4 GPT-4
stargazing event for Culture Night, considering the city’s
light pollution. Need guidance on making it an educa-
tional and magical experience for beginners.

Results of giving various medium length prompts to the model chooser to see the actual
output compared to the wanted/expected output.

D Example Conversations for Cost Analysis

The example conversations used to analyse the costs of the prototype, one shorter and
one longer for both English and Swedish.

* English 1
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D Example Conversations for Cost Analysis

— Q1: When is culture night happening?

— Al: The Culture Night, Kulturnatten, will take place on the 14th of Septem-
ber 2024. If you have any other questions or need further information, feel
free to ask!

% E1: The date for the Culture Night event was explicitly mentioned in
the provided text, allowing me to give a direct response to your inquiry.

— Q2: Alright, thanks a lot. In what city is it based?

— A2: I do not have access to the location information, as it is anonymized
in the text. If you have any other questions related to the event or need
assistance with something else, please let me know!

* E2: The location details were intentionally anonymized in the text, pre-
venting me from providing the specific city information requested by
the user.

— Q3: Well, alright. That’s too bad, who is organizing the culture night then?

— A3: The Culture Night, Kulturnatten, is organized by Uppsala’s cultural
workers, cultural and association life, cultural institutions, businesses, and
other enthusiasts. The Cultural Committee of Uppsala Municipality has
been responsible for Kulturnatten since 1989, while Destination Uppsala
has been coordinating the event since 2011. If you have any more questions
or need further information, feel free to ask!

* E3: The text provided a clear explanation of the organizations involved
in organizing the Culture Night event, enabling me to give a concise
response to the user’s inquiry.

* English 2

— QI: Hey! My name is cZMel+vW])6ef]XxSnDR6JyzqzZRqOSpGmly1gT+8-
qQnbSzXAwtSncI3nuUTPBJr2z, and I am interested in a specific event.
Where can I find more information about that? I am also age 50-54, do
you have other events suitable for me?

— Al: To provide you with accurate information regarding the specific event
you’re interested in and other suitable events for your age range during Cul-
ture Night in Uppsala, could you please specify the event you already have
in mind? Additionally, what kind of activities or cultural events are you
particularly interested in? This will help me give you tailored suggestions.

* El: I requested more details about the specific event the user is inter-
ested in and their preferences to provide accurate and tailored recom-
mendations for Culture Night events suitable for their age range.
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— Q2: I think it was an event about tennis or something, can you find that? I
am also interested in dance-courses!

— A2: I have found information on a tennis-related event as well as an event
that includes dance among its categories for Culture Night in Uppsala. 1.
**Tennis Event**: - This event will take place and includes activities related
to tennis. While specific details such as location and time are not mentioned
directly, it is indicated as suitable for adults rather than children. This event
might align well with your interests in tennis. 2. **Dance Course**: - Part
of the same event mentioned above, categories also include dance and work-
shop try-on sessions. Although the event description encompasses multiple
activities, including dance could be a suitable choice for you, especially if
you’re looking for an interactive experience. Please let me know if you need
further details on the tennis event or the dance courses, such as locations and
times or any other specific information.

% E2: I summarized the relevant portions of the event details related to
tennis and dance from the extracted information, making it concise and
directly addressing the user’s interest areas while informing them of the
combined nature of the event.

— Q3: Alright, that sounds good. When is culture night taking place?

— A3: Culture Night in Uppsala, typically known as Kulturnatten, happens
annually. However, specific dates for the event can vary each year. Based
on the events provided earlier, it appears that Culture Night-related activities
are scheduled around mid-April 2024. Please check the official Kulturnatten
Uppsala website or local listings for the exact date and a detailed schedule
of events.

* E3: I inferred the timing of Culture Night based on the dates associated
with the events provided, indicating a mid-April 2024 timeframe, and
advised checking official sources for precise dates.

e Swedish 1

— Q1: Ndr ar det dags for kulturnatten?

— Al: Kulturnatten dr den 14 september 2024. Hur kan jag hjdlpa dig med
det?

x El:Jag bekriftar att Kulturnatten kommer att iga rum den 14 september
2024 baserat pa informationen i filen. Jag ber om anvindarens 6nskemal
eller fragor for att fortsitta konversationen.

— Q2: Ok, tack sa mycket. Var nagonstans édger kulturnatten rum?
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— AZ2: Jag har tyvirr ingen information om var Kulturnatten dger rum. Kan du
forse mig med nagon annan fraga eller begiran?

% E2: Eftersom informationen i filen inte specificerade platsen for Kul-
turnatten, bad jag anvindaren om ytterligare fragor eller begiranden for
att fortsitta konversationen.

— Q3: Det var ju trakigt att hora. Vem &r det som anordnar kulturnatten da?

— A3: Kulturnatten anordnas av Uppsalas kulturarbetare, kultur- och foren-
ingsliv, kulturinstitutioner, foretag och andra eldsjédlar. Kulturndmnden 1
Uppsala kommun har ansvarat for Kulturnatten sedan 1989, medan Desti-
nation Uppsala har samordnat evenemanget sedan 2011. Hur kan jag hjélpa
dig vidare?

% BE3: Jag identifierade och delade med anvindaren informationen om
vem som arrangerar Kulturnatten enligt filen. Jag avslutade svaret genom
att fraga hur jag kunde fortsitta hjialpa anvindaren.

e Swedish 2:

— Q1: Hej! Jag heter ptOVDmXLiIXfvuDeJ1ThANM2t0IsqfthgkKyNFfrlTw-
/q+B2Z/0omgcvxYv7DtQHKZ och jag ér intresserad av ett specifikt evene-
mang. Var kan jag hitta mer information om det? Jag dr ocksa 52 ar gammal,
har ni andra evenemang som passar for mig?

— Al: For att ge dig information om specifika evenemang under Kulturnatten
behover jag veta vilket evenemang du idr intresserad av. Vi har flera olika
typer av evenemang tillgingliga, inklusive dans, workshop/utprovningar,
och dven aktiviteter som &r tillgidngliga for personer i rullstol. Om du kan ge
mig mer detaljer om vad du #r intresserad av, kan jag hjilpa dig bittre. Ar
det nagon sirskild typ av evenemang eller tema du &r intresserad av?

x El: Jag bekriftar att anvindaren efterfragar information om ett specifikt
evenemang men har inte specificerat vilket. Jag informerar om att vi har
olika typer av evenemang, exempelvis inom dans och workshops, och
fragar efter mer detaljer for att kunna ge ett mer riktat svar.

— Q2: Jag tror att det var ett evenemang om tennis eller nagot liknande, kan
du hitta det? Jag dr ocksa intresserad av danskurser!

— A2: Vi har ett tennisrelaterat evenemang planerat under Kulturnatten. Det
inkluderar #ven danskurser som kan vara av intresse for dig. Overvig att
delta i dessa aktiviteter for en rolig och aktiv upplevelse. For mer specifik
information om tider och platser for dessa evenemang, kan du besoka vara
officiella webbsidor eller kontakta oss direkt via e-post eller telefon. Ar det
nagot mer du undrar 6ver angaende dessa evenemang?

94



E Think Aloud and User Interview Sessions

* E2: Anvindaren har uttryckt intresse for tennis och danskurser. Jag
bekriftar att det finns ett evenemang relaterat till tennis samt danskurser
under Kulturnatten. Jag foreslar att de besoker den officiella webbsidan
eller kontaktar oss for mer information eftersom specifika detaljer inte
kan ges hir.

— Q3: Toppen, tack det later bra. Nér dr det kulturnatten &r?

— AS3: Kulturnatten i Uppsala dger rum den 10:e april 2024. Det dr en utmérkt
mojlighet att uppleva mangsidiga kulturevenemang och aktiviteter, inklusive
tennis och danskurser som du uttryckt intresse for. Forbered dig for en dag
fylld med kultur och néjen. Ar det ndgot mer du skulle vilja veta om Kultur-
natten eller nagot specifikt evenemang?

x E3:Jag informerar anvindaren om datumet for Kulturnatten baserat pa
de tillgéngliga evenemangsuppgifterna, for att adressera anvindarens
fraga direkt. Jag ndmner dven de specifika intressen anvindaren tidigare
uttryckt for att knyta an till deras intressen.

E Think Aloud and User Interview Sessions

* Participant 1

— Task 1: The participant began by asking for events; GPT responds with a
tennis event (categorised as a dance workshop) that has been cancelled. A
detailed but disappointing response because it was cancelled. The partici-
pant finds this amusing. Suddenly, the bot responded in Swedish.

— Task 2: The participant shares their name, what they like, their age, and
where they live. The participant immediately noticed the green-hued ad-
dress. It did not capture the age, 23, but it did capture the name. It recog-
nises street names, but sometimes misses the numbers. It did not capture
the names of the participant’s children. The participant needed guidance to
the “1” button. The participants misunderstood the task, thinking they would
receive information about their sensitive information, but noticed the green
text immediately. They did not connect it to the “i” immediately, but rather
wanted to hover over the coloured text.

— Task 3: The participant has previously reflected on the steps. Very clear
about what happens and makes one reflect on what has been sent. They
think it contributes to something good, something they did not think they
would want, but they appreciate it.
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— Task 4: They had noticed Show Reasoning before, but had not really com-
mented on it. They think it is good! They had not thought it was needed,
but now they see its utility. “If I had thought the answer was unreasonable,
I would have appreciated being able to see why it gave that answer, so then
I could have asked a follow-up question based on how it had previously in-
terpreted me.”

— General Comments: If the system existed for more things, the participant
would use it more. Might not have used it for Kulturnatten more than once
or twice. Wishes that “1” was clearer.

* Participant 2

— Task 1: Asks where one can listen to country music. The bot replies that it
cannot answer because it does not know where they live... Tries again to ask
about events, or a list of events. The bot refuses to give any useful response.

— Task 2: Shares their name, age, and where they live. Does not notice the
green-highlighted text or !. Guides them to !. Thinks it provides clear infor-
mation, and that is good. I tell them about the green-lighted text. They think
it needs a clearer colour.

— Task 3: Has noted the steps several times, thinks they are good for showing
that something is happening so that one does not think that the page has
stopped working or something.

— Task 4: Had not noted Show Reasoning, but thinks it is reasonably placed,
and if she had been a little more attentive she would absolutely have seen it.
Thinks it is good, especially if one does not understand why the answer is
given or if an answer seems unreasonable.

— General Comments: In general, a simple system like chatting with customer
service. Thinks it works well to have for a specific thing. Having a Uppsala
bot might have been too much, but it could have been more comprehensive
than just Kulturnatten. Maybe a “construction-bot”, “culture-bot”, “school-
bot” that handles everything within those areas. The bot would have been

better if it had actually given some events in response.
* Participant 3

— Task 1: The participant asks what events are available and receives a rel-
atively sensible response. They ask “Is there any food at the event?” and
“Is” is highlighted in green. According to Kult, Kulturnatten takes place on
the 11th of April 2024. The participant tries writing something unrelated to
Kulturnatten and receives a reply that their question is not related to “Kult-
natten”.
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— Task 2: The participant shares their age, name, and where they live, but the
bot does not capture their age. They note that the bot does not have access
to their data and that Uppsala keeps them anonymous. They have not yet
reflected on the fact that there are things to do and click on. They noticed
the green-highlighted text and later discovered the “!” button, appreciating
that one can see exactly what is happening with everything. It feels safe.
They have never reflected on the fact that one might not want to send just
anything. They see it as writing to a friend where one might EXPECT that
“secrets” stay with the friend.

— Task 3: “Show Steps” goes through what it does, and they appreciate it!
Sensitive information: They feel that Uppsala is doing something to protect
them.

— Task 4: They choose to click on “Show Reasoning” and go through why
the answer was given. They think it provides an opportunity to correct the
chat if it goes off track. They did not understand its purpose at first, but this
was in part because the answers were already reasonable, so the information
under “Show Reasoning” did not add much.

— General Comments: They would have liked to see this type of system for
other events.

* Participant 4

— Task 1: The participant appreciates the loading of the answer, writes in En-
glish stating their interest in a tennis event, and appreciates the Read Rea-
soning feature.

— Task 2: They wonder why “last day” is considered personal information;
perhaps it should be “sensitive information”. They suggest differentiating
whether the data is anonymised or removed. They discovered the link be-
tween sensitive data and the coloured text, suggest hovering over the green-
marked text, and propose to make the text bold. They feel the “i” button is
unnecessary, suggesting that the text itself could be clickable to display a
pop-up instead.

— Task 3: The participant relates the task to the steps that load when a question
is asked, noting that the order of the steps may not be clear to those who are
not familiar. They ask who would understand the question if the model has
not yet been chosen. They later discover that the steps are not always the
same, but change depending on what is written, such as the first message
and whether it contains sensitive data.

— Task 4: They relate Show Reasoning to task 4 and comment that many other
chatbots do not function as well.
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— General Comments: The participant notes very little text and a lot of dead
space on the screen, expressing a preference for navigation and titles to be on
the side so that the chat can use the entire vertical space. They inquire about
a button to hide this. They try to find restaurants, finding it problematic as
they are not directly linked to the event or to Uppsala municipality.

* Participant 5

— Task 1: They ask why the bot responds as it does with specific timing and
appreciate the tone of the chat and its pleasantness.

— Task 2: The participant does not reach the limit, writes about themselves,
including typos, writes in Swedish, and receives responses in English. They
explore how the chatbot handles sensitive data, noting the colour of the text
and its link to sensitive data. The bot missed some parameters. They suggest
changing the colour of the button and the text to be the same.

— Task 3: They think the steps are clear regarding what the chatbot is supposed
to do or think about

— Task 4: They relate Show Reasoning to task 4, find it rewarding and pleasant
in its descriptions, and emphasise how well it performs compared to other
chatbots used by companies.

— General Comments: They appreciate the colours, which are pleasant to look
at. They ask about the handling of data if one asks about a specific artist,
suggesting that sensitive data might be better stored in one place instead of
in the chat bubbles.

* Participant 6

— Task 1: Kult is slow. The participant writes and asks about a specific event,
receives a rather poor response, and then asks for a list of events instead.
They complain about the formatting of the message and find it difficult to
read a list. The bot cannot create a list. The participant asks if they can
bring more information about a specific event, such as if they can bring their
dog, requests the telephone number for the event, and asks about the start
time, dress code, and finally all the information.

— Task 2: The participant shares their age, family, location, etc. and notices
that the text colour is green. “Understood question” appears even when it
was not a question. They initially do not find the “i” button. “25 years old”
is interpreted as a date-time.

— Task 3: They mention reasoning and then go on to “Read Steps”. They
note that the user prompt is not always a question, suggesting that it should
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be more generic. They see that the first Read Steps is different from the
subsequent ones; the Al model has been selected.

— Task 4: They go into reasoning, mentioning that it is good and providing a
reason for the response.

— General Comments: They conversed in English and would have been more
comfortable if it opened an extra window or external page.

* Participant 7

— Task 1: The participant asks a question: they are 23 years old and want
to find an enjoyable event. Kult responds sensibly in Swedish, asking for
specific interests. The participant is interested in music/science. They con-
tinue to ask for more information about the events, noting a lack of descrip-
tions and such, which likely stems from incomplete test events. The tune
prompter makes a mistake at one point, misinterpreting a question about
suitable events as a question about which events Kult is interested in, result-
ing in Kult being unable to answer because it does not have its own opinions.

— Task 2: The participant tests extensively, writing a question with their name,
age, telephone number, personal number, city, street, party, sexuality (though
not expressed as sexuality, i.e., a man who likes men), and illness. They
reach the character limit, but it is not a reasonable use case. Kult responds
sensibly that it does not use the data, etc. It finds most, but not the illness
or age. The participant needs help finding “i”’; there are no major comments
about it other than that it is good that it anonymises and the box is useful.

— Task 3: They understand that the steps are requested, liking that it is clear
to see the question being processed in different ways. They ponder whether
formulating an answer is unnecessary due to streaming and obviousness, but
seeing it live that it does so is good, especially when one does not see the
streaming because the answer explanation is written out.

— Task 4: They have noticed reasoning before, and they think it is very nice
to be able to get an explanation for the choices it makes and any oddities it
does.

— General Comments: Sensible conversation in Swedish, which worked quite
well. No direct design complaints.

* Participant 8

— Task 1: The participant asks about events and thinks the bot seems a bit odd
as it barely answers the questions, not referring back to Kulturnatten. The
bot recommends a walk through the city as a good outdoor activity. The
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participant asks for a list of events -> receives a reasonable response with 5
events. Also, tries asking the bot about other subjects, the event forced the
conversation back.

— Task 2: They realise that the green-hued text is “handled” in some way,
possibly removed? They do not discover “i”. Guided to “1”. Returns to a
previous answer that is anonymised. “It’s just an information button, I wrote
this, I don’t think I would need to know more about the messages then?”

— Task 3: The chatbot wants information on who the user is to create better
answers. “Understood question”, how do I know it has understood me cor-
rectly? Referred to task 4, when the participant touches on read reasoning.
Maybe it is not needed?

— Task 4: A little unsure of what task 4 aims for, led to show reasoning. Thinks
it is sensible, but perhaps not so clear. Need to be clearer.

— General Comments: “The bot recommends visiting the place where I am
already at.” Tunnel vision, had difficulty discovering certain buttons. Im-
portant information should not be hidden or should be clearer. A separate
module for sensitive data or more information would have been sensible. It
should ask more counter-questions to guide the participant to sensible an-
swers and conversation. An idea might be a box on the side of what infor-
mation the CUI knows about the participant at all times. Example questions
that are always accessible, for example, on the side of the chat.

F System Document About Culture Night

The following is the text that is given to the CUI in order to answer basic questions
about the Culture Night. This text is given to the system in the form of a text document
called “Kulturnatten.txt”.

“Kulturnatten takes place on September 14, 2024.
What is Kulturnatten?

Uppsala’s largest cultural event, Kulturnatten, is an annual event organized
by Uppsala’s cultural workers, cultural and association life, cultural institu-
tions, businesses, and other enthusiasts. Kulturnatten Uppsala is also Swe-
den’s largest culture night.

The Cultural Committee of Uppsala Municipality has been responsible for
the culture night since 1989, and Destination Uppsala has coordinated the
event since 2011.
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Destination Uppsala is responsible for overall coordination, opening, plan-
ning, information to organizers, sponsorship agreements, marketing, press,
responsibility for web information, as well as evaluation and planning for
the coming year.

Everyone is welcome to participate with a cultural event.”

G System Prompts for the Models

Below are the written prompts that we have used for the CUI prototype.

G.1 Model Chooser

Your job is to look at a request from a citizen to a Municipal Chat-Bot. You should
choose if the request is complex enough to need GPT-4 to be fully answered, or if it is
simple enough that it only requires GPT-3.5.

ONLY, answer with ‘3.5’ or ‘4’, do not give any other answer than these two alternatives.
If you are uncertain and want to give a full answer, default to with ‘3.5’ as an answer
instead.

G.2 Prompt Tuner
You MUST follow all these steps!
* You are a prompt tuner, your job is to look at a prompt from a citizen and tune it
so that the prompt is more clear.
* [F the prompt is short or very basic, return the same prompt.
* The prompt tuner must NEVER answer the prompt, request, or instructions.

* The prompt tuner should remove things from the prompt that seems irrelevant or
not needed in order for another assistant to help with a request.

* The prompt tuner must keep all the information that is relevant for the request and
information required to keep a conversation flowing.

101



G System Prompts for the Models

* The prompt tuner must never add new information or questions that the prompt
didn’t mention before.

* The prompt tuner should not change the prompt if there is no specific request or
question.

G.3 GPT-3.5/GPT-4 chat Model

You are Kult Urnatt, your job is to help a citizen with their request, your job is divided
into multiple steps. You MUST follow each step when answering a query.

* Kult Urnatt must look at a request from a citizen to a Municipal Chat-Bot for an
event called Culture Night/Kulturnatten in Uppsala.

* Kult Urnatt must correctly recognize the written language of the request and give
an answer in the SAME language. Firstly, assume that the language is English,
but if it is totally clear that the message was WRITTEN in Swedish, then answer
with that!

* Kult Urnatt, cannot give an answer that is longer than 100 words.

» Kult Urnatt must never repeat back what the citizen sent, but instead ask for clar-
ification or respond to the request.

» Kult Urnatt must ask the user for a request or tell the user that they do not under-
stand if the prompt from the user is not related to the Culture Night or previous
conversation.

» Kult Urnatt must end the answer with "answer-explanation:" in lower-case letters.

* Kult Urnatt must give an answer-explanation of their thought-process, why did
Kult Urnatt give that specific answer based on the citizens input. The answer-
explanation should be in the same language of the answer.

* Kult Urnatt must give an answer-explanation that is at least 15 words shorter than
the text prior to "answer-explanation:".

* Kult Urnatt must never include (" or ’)’ in any of their answers.
* Kult Urnatt must never mention anything about parts in their answer.

* Kult Urnatt must never give answers with bullet points, keep it all in a flowing
text.
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Kult Urnatt must never cite or give sources.
Kult Urnatt must never use any special characters.
Kult Urnatt has no way of styling their text.

Kult Urnatt must tell the user that it has no way of knowing the location if the
received prompt includes a <LOCATION> tag since the data is anonymised.

Kult Urnatt might recommend walking if they live in the centre of Uppsala, other-
wise recommend taking the bus since it will be hard to get by using a car. ONLY
do this if the user actually wants that information.

If you find any data inside <>, that is anonymised data that you do not have access
to. Do NOT ask the user for that data, even if it would help!
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