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Abstract

This thesis delves into the use of Artificial Intelligence (Al) for quality control
in manufacturing systems, with a particular focus on anomaly detection
through the analysis of torque measurements in rotating mechanical systems.
The research specifically examines the effectiveness of torque measurements
in quality control of locks, challenging the traditional method that relies on
human tactile sense for detecting mechanical anomalies. This conventional
approach, while widely used, has been found to yield inconsistent results and
poses physical strain on operators. A key aspect of this study involves con-
ducting experiments on locks using torque measurements to identify mechan-
ical anomalies. This method represents a shift from the subjective and physi-
cally demanding practice of manually testing each lock. The research aims to
demonstrate that an automated, Al-driven approach can offer more consistent
and reliable results, thereby improving overall product quality. The develop-
ment of a machine learning model for this purpose starts with the collection
of training data, a process that can be costly and disruptive to normal work-
flow. Therefore, this thesis also investigates strategies for predicting and min-
imizing the sample size used for training. Additionally, it addresses the critical
need of trustworthiness in Al systems used for final quality control. The re-
search explores how to utilize machine learning models that are not only ef-
fective in detecting anomalies but also offers a level of interpretability, avoid-
ing the pitfalls of black box Al models. Overall, this thesis contributes to ad-
vancing automated quality control by exploring the state-of-the-art machine
learning algorithms for mechanical fault detection, focusing on sample size
prediction and minimization and also model interpretability. To the best of the
author’s knowledge, it is the first study that evaluates an Al-driven solution
for quality control of mechanical locks, marking an innovation in the field.






Sammanfattning

Denna avhandling fordjupar sig i anvéndningen av Artificiell Intelligens (Al)
for kvalitetskontroll i tillverkningssystem, med sérskilt fokus pd anomali-
detektion genom analys av momentmétningar i roterande mekaniska system.
Forskningen undersoker specifikt effektiviteten av momentmaétningar for kva-
litetskontroll av 1as, vilket utmanar den traditionella metoden som forlitar sig
pa ménniskans taktila sinne for att upptécka mekaniska anomalier. Denna kon-
ventionella metod, som &r brett anvénd, har visat sig ge inkonsekventa resultat
och medfor fysisk belastning for operatdrerna. En nyckelaspekt av denna stu-
die innebér att genomfdra experiment pa las med hjalp av momentmétningar
for att identifiera mekaniska anomalier. Denna metod representerar en over-
gang fran den subjektiva och fysiskt krdvande praxisen att manuellt testa varje
las. Forskningen syftar till att demonstrera att en automatiserad, Al-driven me-
tod kan erbjuda mer konsekventa och tillforlitliga resultat, och ddrmed for-
bittra den Gvergripande produktkvaliteten. Utvecklingen av en maskininlér-
ningsmodell for detta &ndamaél borjar med insamling av traningsdata, en pro-
cess som kan vara kostsam och stérande for det normala arbetsflodet. Déarfor
undersoker denna avhandling ocksa strategier for att forutsdga och minimera
méngden av data som anvinds for trdning. Dessutom adresseras det kritiska
behovet av tillforlitlighet i Al-system som anvénds for slutlig kvalitetskon-
troll. Forskningen utforskar hur man kan anvinda maskininlarningsmodeller
som inte bara dr effektiva for att upptéicka anomalier, utan ocksé erbjuder en
nivé av tolkningsbarhet, for att undvika fallgroparna med svart lada Al-mo-
deller. Sammantaget bidrar denna avhandling till att frimja automatiserad
kvalitetskontroll genom att utforska de senaste maskininldrningsalgoritmerna
for detektion av mekaniska fel, med fokus pa prediktion och minimering av
méngden traningsdata samt tolkbarheten av modellens beslut. Denna avhand-
ling utgdr det forsta forsoket att utvirdera en Al-driven strategi for kvalitets-
kontroll av mekaniska 1as, vilket utgér en nyskapande innovation inom omra-
det.
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1. Introduction

For a business to sustain its competitive edge, the quality of its products or
services is paramount. A focus on quality enables companies to enhance cost
efficiency, significantly reduce waste, and shield themselves from the poten-
tial brand damage and liabilities that are commonly linked to defective prod-
ucts. In the realm of products and services, quality is a comprehensive and
evolving characteristic that includes various aspects such as, performance, re-
liability, durability and conformance to standards [1]. These elements collec-
tively contribute to the overall excellence and appropriateness of a product or
service. Essentially, quality entails fulfilling or surpassing customer expecta-
tions, ensuring that the product or service not only meets its intended purpose
but is also reliable, long-lasting, and visually appealing, supplemented by ad-
ditional features that elevate its allure and functionality. Thus, quality control
is a vital process in guaranteeing that these various aspects are effectively ad-
dressed and upheld throughout the product's lifecycle. The process of quality
control typically includes the inspection and testing of products at various
stages of production, from raw materials to the final product. This process
helps in detecting errors, preventing defects, and ensuring consistency in qual-
ity [2]. Advanced quality control methodologies may also incorporate statisti-
cal techniques, like statistical process control [1], to monitor and control pro-
duction processes, thereby reducing variability and improving quality.

In the rapidly evolving landscape of Industry 4.0 [3], marked by its embrace
of automation and interconnected systems, the application of Artificial Intel-
ligence (Al) and Machine Learning (ML) in manufacturing has become in-
creasingly prominent [4], [5]. These technologies are primarily utilized for
quality control and predictive maintenance [6], [ 7], with a significant adoption
rate projected in manufacturing processes across Europe [8], [9]. Notably, at
the end of 2023 about 33 per cent of European businesses have adopted Al
technologies [10]. Al applications often yield higher accuracy than traditional
statistical and rule-based approaches [4]. Nevertheless, numerous industrial
sectors have yet to adopt Al technologies for quality control purposes. Specif-
ically, certain inspection tasks continue to depend on human tactile perception,
involving direct physical interaction with products [11], [12], [13]. This is ex-
emplified by a pressing issue faced by the case company considered in this
thesis, one of Europe's largest lock manufacturers, highlighting the limitations



of traditional quality control methods. The industry's standard practice of re-
lying on human tactile sense for lock quality control, requiring operators to
repetitively turn locks by hand with their corresponding keys, has raised sig-
nificant concerns. This quality control method, apart from being monotonous
and physically taxing on the operators, leading to potential wrist injuries, is
also inherently subjective, resulting in inconsistent and unreliable quality
evaluations.

When a mechanical fault affects a lock, it leads to a discernible alteration in
the torque needed to turn the key, a phenomenon skilled operators are adept at
recognizing. This evaluative method, predicated on the variance in torque dur-
ing key engagement, has been demonstrated to be effective in identifying lock
deficiencies, prompting the case company to pursue automation of this tech-
nique. To replicate the capabilities of human tactile perception, the case com-
pany has made a significant investment in machinery capable of measuring
the applied torque when the machine operates the lock using a torque sensor
for the objective assessment of a product's mechanical characteristics. More-
over, a review of existing literature indicates a notable scarcity of research on
quality control using tactile sensing techniques, particularly in torque meas-
urements, highlighting a significant gap in the field, as outlined in Section 3.
Nonetheless, ML strategies have demonstrated efficacy in other quality con-
trol applications, adeptly identifying anomalies or faults through the analysis
of various sensor data [14], [15], [16]. This precedent suggests the potential
for leveraging ML methodologies to enhance the detection capabilities in
torque-based quality control, offering a promising avenue for bridging the
identified research gap.

1.1 Motivation and problem formulation

In the manufacturing sector, particularly in lock production, the reliance on
human tactile sensation for quality control has presented significant chal-
lenges. The repetitive task of testing locks by hand is physically taxing for the
operators and its subjective nature is prone to inconsistent results. The urgency
for an automated solution in lock quality control is not only a matter of im-
proving working conditions and customer satisfaction but also a critical safety
issue. In emergency situations, a faulty lock mechanism can have catastrophic
consequences, underscoring the need for more reliable and consistent quality
assessment methods.

When various types of faults occur in the locks it showcases by a jerky motion
that the operators notice by the change of needed torque to turn the lock. To
mimic this ability, the case company has developed a machinery capable of
measuring the torque applied when it turns the lock. This approach was
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decided prior to this thesis which means that the rationale behind its usage
falls outside the scope of this thesis. Instead, this study focuses on addressing
these quality control challenges by integrating ML algorithms and torque
measurements from this machine to automate and enhance quality control pro-
cesses in lock production. Despite progress in ML for automated quality con-
trol in areas like fault detection [15], [16], the exploration of tactile-based in-
spections is limited, as highlighted in [17].

1.2 Research purpose and questions

Based on the identified problems the purpose is to explore state-of-the-art ML
techniques to enhance the quality control process of fault detection in lock
manufacturing using a torque sensor. It focuses on evaluating methods to pre-
dict and minimize the required sample size for ML algorithms while maintain-
ing sufficient fault/anomaly detection accuracy. This is particularly challeng-
ing given the high- dimensional nature of datasets in modern industrial appli-
cations and the necessity of balancing the theoretical aspects of ML with the
practical constraints of data collection and processing. Moreover, the study
delves into the realm of making these ML models interpretable, ensuring trust
in automated decision-making processes, crucial for applications where safety
and reliability are paramount. The research is propelled by the tangible de-
mands of the industry, concentrating not merely on devising the most efficient
solution, but primarily on creating a viable proof of concept for automated
quality control within the realm of lock mechanisms.

Three different research questions are addressed:

RQ;: How consistently can the Al classify locks, using torque measurements,
compared to the human operators, using their tactile sense?

The torque measuring machine developed by the case company is capable of
measuring the needed torque to turn the locks. However, there remains uncer-
tainty regarding the ability of a ML model to discern patterns in these torque
measurements that would accurately identify a faulty lock. A notable chal-
lenge arises from the fact that each time a lock is placed in the measuring
apparatus, it assumes a marginally different position and alignment due to me-
chanical play in the fixture. Additionally, the sensors itself also has variations
in the sensor output. These variations could potentially influence the measure-
ments and, consequently, the ML model’s proficiency in fault/anomaly detec-
tion. The initial focus of the research centre on the consistency with which the
torque measuring machine, in conjunction with the ML model (henceforth re-
ferred to as 'the Al'), can classify torque measurements from locks. This



evaluation will involve a comparative analysis with the prevailing method,
which relies on human tactile perception, to assess the Al's reliability in con-
trast to the traditional approach. The outcomes of this comparison will serve
as a foundation for motivating extended research in this domain. In the context
of fault detection in locks, the second research question is:

RQ:: How can principal component analysis and learning curves be utilized
to predict and minimize the needed sample size?

The literature review indicates that the sample size required for training a ML
model is highly variable, influenced by factors like application context, data
complexity and the chosen ML model. This variability underscores the utility
of learning curves in justifying and estimating optimal sample sizes. For ex-
ample, in [18], 184 torque signatures were used to train a ML model for quality
control in a drilling operation. Interestingly, learning curve analysis revealed
that a substantially smaller sample size, ranging from 40 to 150 instances,
would have been adequate. This finding highlights the potential of learning
curves as a valuable tool for predicting the necessary sample size in ML train-
ing. Additionally, the use of dimensionality reduction techniques, such as the
frequently used method Principal Component Analysis (PCA), can also influ-
ence the size of the training dataset required. Acquiring training data necessi-
tates interrupting standard manufacturing processes and engaging human op-
erators, rendering it a resource-intensive operation. Consequently, it is crucial
to balance the volume of data collected with the predictive accuracy of the
model, ensuring data minimization without compromising performance.
These insights culminate in research question two and the last research ques-
tion is:

RQs: How can instance-based methods be utilized to generate counterfactual
explanations to facilitate interpretability and detect model vulnerabilities?

Given that the Al solution is designated for final quality control of products
prior to customer shipment, it is imperative for the ML model to be reliable
and trustworthy. Initially, explanatory capabilities were not a priority, how-
ever, the quality department has emphasized the necessity for the ML model
to provide understandable explanations upon anomaly detection, aiding oper-
ators in their decision-making. Research, as in [19], indicates a human prefer-
ence for contrastive explanations. This preference stems from a natural human
tendency to engage in counterfactual reasoning and draw comparisons be-
tween actual outcomes and possible alternatives. When seeking explanations,
it is common for individuals to question why a specific event happened instead
of another, reflecting an inherent contrastive approach. In addition to enhanc-
ing the trustworthiness of ML solutions, integrating counterfactual explana-
tions offers insights into the proximity of the model's decision boundary. This,
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in turn, renders it a valuable instrument for evaluating the model's resilience
against adverse inputs, thereby potentially uncovering any vulnerabilities be-
fore deployment. Various work, as in [20], [21], [22], have achieved interpret-
ability by creating counterfactual explanations using an instance-based ap-
proach. These considerations led us to our third and final research question.

1.3 Research contribution

The principal contribution of this thesis is situated in the domain of quality
control, emphasizing fault/anomaly detection through the use of tactile sens-
ing and ML in the realm of lock manufacturing. The research contribution,
while particularly relevant to the lock industry, also provide a foundation for
broader applications in related fields. The research contributions (RC) are out-
lined as follows:

- RC;: Demonstrates the effective application of various ML algorithms
for quality control in industrial settings, with a specific focus on door
lock systems. By leveraging torque data, a novel and more consistent
method than traditional human tactile-based approach is introduced
and validated, marking a step forward in the quality control processes
for locks.

- RCjy: Through an analysis of learning curves, it offers insights into
how sample size impacts the performance of commonly used ML al-
gorithms. The thesis demonstrates how learning curves can be utilized
for predicting and justifying sample sizes in the context of, but not
limited to, fault detection in locks. It highlights the challenges and
limitations of this approach such as the uncertainty of the shape of
learning curves and sample size prediction accuracy. Additionally, it
demonstrates how PCA can be used to minimize the needed sample
size. Overall, contributing to a more efficient use of data, a vital factor
in industrial environments where acquiring data can be costly.

- RC;s: Explores and evaluates methods for creating counterfactual ex-
planations that are comprehensible to humans, thereby enhancing in-
terpretability of the ML models decisions. Specifically explore in-
stance-based approaches enhanced with optimization methods to cre-
ate synthetic counterfactual explanations. Furthermore, it demon-
strates how PCA can be used during the optimization process to
facilitate realistic synthetic explanations and reduce computational
cost. Contributing a viable proof of concept of an interpretable ML
model for fault detection in locks.



The Figure 1 provides a mapping of how each contribution relates to the in-
cluded papers and supports the distinct research questions explored within this
thesis:

Research Questions Research Contribution Research
papers

RQ: » RC > |

RQ: » RC: . ||

RQ; » RC; > i

Figure 1. Overview of how the RC; relates to the RQ; and the included papers in this
thesis.

1.4 Thesis outline

The remaining of this thesis is systematically structured into the following
main sections:

- Background: This section lays the foundational knowledge and termi-
nology necessary to understand the research, spanning quality control,
Al, ML, explainable Al, fault and anomaly detection, tactile sensing,
and cylinder locks.

- Related works and reviewed literature: An examination of the litera-
ture that situates this research within the current state of the field is
presented here, highlighting automated quality control, ML applica-
tions in quality control, and prevalent challenges in ML such as sam-
ple size and interpretability.

- Methodology: This part articulates the methodological framework of
the research, encompassing the literature review approach, the com-
putational/laboratory experiments and exploratory works conducted.

- Data collection and algorithms: This section provides detailed de-
scriptions of the process for collecting torque data from locks, as well
as the evaluation and ML methods employed.

- Summary of the included papers: A synthesis of the research papers
incorporated into this thesis is presented, outlining the context, meth-
odologies, and findings of each.

- Results and conclusions: An aggregate view of the results derived
from the research is delineated, providing a cohesive understanding
of the outcomes, conclusions, limitations and future work.



Each of these sections has been crafted to provide clarity and insight into the
research journey, from the foundational concepts to the concluding reflec-
tions, ensuring a comprehensive understanding of the research scope, meth-
odologies, findings, and future potential.






2 Background

This section provides a foundational overview regarding the key concepts un-
derpinning the proposed thesis work.

2.1 Quality and quality control

The concept of quality is widely understood and recognized as a crucial deter-
minant in choosing a particular product/service from various brands or com-
panies. Hence, it is essential for a company to establish a shared understanding
of the various dimensions of quality in order to effectively enhance it [1]. Ac-
cording to [23], quality of a product or service can be outlined by eight dimen-
sions:

- Performance: Evaluates if a product effectively performs its intended
functions.

- Conformance to standards: Measures how closely a product aligns
with its design specifications.

- Reliability: Considers the frequency of product failures, with frequent
repairs indicating unreliability.

- Serviceability: Focuses on the ease and cost-effectiveness of repairs
and maintenance.

- Perceived quality: Influenced by a company’s reputation and histori-
cal product performance, affecting customer loyalty and repeat busi-
ness.

- Aesthetics: Encompasses the visual and sensory appeal of a product,
including style, colour, and packaging.

- Durability: Refers to the product's lifespan, with longer-lasting prod-
ucts being more desirable.



- Features: Pertains to additional functionalities that enhance a
product's basic performance, often linked to perceived higher quality.

The concept of quality control encompasses the operational techniques and
activities aimed at evaluating and enhancing the diverse dimensions of quality.
This facet, primarily oriented towards the product or service, is often confused
with quality assurance, which leans towards a process-focused approach.
Quality assurance embodies systematic activities, aimed at ensuring that the
internal processes within an organization are robust and conducive to fostering
high-quality outcomes. There are numerous different quality control and qual-
ity assurance methodologies to employ depending on the industry and the spe-
cific process, such as six sigma, statistical process control or inspection and
testing [1], [24]. The term automated quality control refers to all the tech-
niques used to automate any quality control process or procedure and stands
as a pivotal element in contemporary manufacturing procedures.

The work done in this thesis is related to the quality control methodology in-
spection and testing, where automated quality control techniques are utilized
to enable fault detection in the products and inherently the underlying pro-
cesses. This is where Al can be useful.

2.2 Artificial intelligence and machine learning

Artificial intelligence (Al) can be viewed as a discipline which imitates intel-
ligence in the sense that its main concern is to act rationally to get the best
possible outcome, with respect to some measure, in a situation [4]. Al has its
roots in several other disciplines, such as philosophy, mathematics, econom-
ics, control theory, psychology, computer science, which all have a part in the
development of Al. The main subfields within Al are natural language pro-
cessing, knowledge representation, automated reasoning, machine learning
(ML), computer vision, and robotics. In this thesis, the focus is on ML. ML is
the subfield of Al which learns from data and can adapt, detect and extrapolate
patterns. There are three main concepts of learning, supervised learning, un-
supervised learning and reinforcement learning [25]. A supervised learner
works by learning a model that can map the input data x; to the output y;. The
unsupervised learner detects the patterns in the input data without any feed-
back. In reinforcement learning, an agent operates within an environment,
learning to choose specific actions. The outcomes of these actions lead to ei-
ther rewards or penalties. This learning process is based on the principle of
trial and error, where the agent continuously adjusts its behaviour to maximize
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rewards and minimize penalties over time. In this thesis, supervised and un-
supervised learners are considered.

2.3 Explainable artificial intelligence

As Al gets implemented in more critical applications, such as healthcare, in-
dustrial quality control and security, the need for a human understanding of
the decision-making process gets increasingly important. While there is no
universally accepted mathematical definition for Explainable Al (XAI) [26],
the field encompasses a range of frequently used terms that relate to its various
concepts. Terms like ‘interpretability’ and ‘explainability’ are often employed
interchangeably in literature, such as in the frequently cited book by C. Molnar
[26], leading to some confusion. However, in [27], there is a notable effort to
delineate and clarify these terminologies, providing a more structured taxon-
omy within the realm of XAlI:

- Transparency: Means that the internal mechanisms of the model, how
it processes inputs to generate outputs, are open and clear. This trans-
parency is crucial as it sets the stage for the other concepts. Transpar-
ency in ML can be more precisely defined based on its intended target.
This involves seeking a mechanistic comprehension of the model's
functionality (simulatability), gaining insights into individual compo-
nents of the model (decomposability), and understanding the underly-
ing training algorithm (algorithmic transparency). Without transpar-
ency, it can be challenging to achieve comprehensibility, interpreta-
bility, or explainability.

- Comprehensibility: Building on transparency, comprehensibility re-
fers to the ability of a human to understand the model itself, including
its structure and methodology. A transparent model is not necessarily
comprehensible. For instance, the inner workings of a neural network
can be transparent (one can see all the weights and computations), but
not comprehensible due to its complexity. Comprehensibility in-
volves designing or presenting the model in a way that it is compre-
hensible to humans, this can be done through simplification or ab-
straction.

- Interpretability: It is about understanding the reasons behind the deci-
sions or predictions made by the model. An interpretable model al-
lows users to trace back how specific input features affect the output,
providing insight into the model’s decisions.
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- Explainability: Explainability involves not just having an interpreta-
ble model but also providing clear, understandable and accurate ex-
planations for its decisions, often in a human-friendly format like nat-
ural language, visualizations, or simplified rules.

- Understandability (or Intelligibility): The overall ease with which a
person can grasp the workings, outputs, and implications of a model.

Each concept in this framework builds progressively upon its predecessor,
transparency lays the foundation for comprehensibility, which in turn fosters
interpretability. This sequence culminates in explainability, thereby enhancing
the overall understandability of the model.

Essentially, an explanation acts as a critical interface between humans and the
decision-making entity. It simultaneously embodies an accurate depiction of
the decision-making process and presents it in a form that is accessible and
comprehensible to human cognition [28]. The balance in a model’s explana-
tion frequently involves a trade-off between the completeness of the explana-
tion and its interpretability, which varies depending on the application and the
intended user base [29]. The concept of completeness in an explanation refers
to the degree to which it encompasses every facet of the ML model's decision-
making process. Take, for instance, an image classification model. Should an
explanation detail the contribution of each individual pixel to the model’s de-
cision, along with the interrelations among these pixels, it would become ex-
ceedingly intricate, particularly for high-resolution images. Such a level of
detail would likely surpass the threshold of what a human can feasibly com-
prehend and interpret.

There are primarily two methodologies to attain interpretability in ML models
[30], [31]. The first approach involves not just employing inherently transpar-
ent models, such as short decision trees or sparse linear models (intrinsically
interpretable models) [26], but also incorporate explainability into the overall
design of the model to facilitate analysis of their internal mechanics, a concept
known as Ante-hoc interpretability. The second strategy, known as post-hoc
interpretability, concentrates on understanding model behaviour and rationale
after model development and training has been completed. This approach is
typically applied to ML models that lack inherent transparency, such as Sup-
port Vector Machines (SVM) [32], and often utilizes techniques such as coun-
terfactual explanations [33], as well as various visualization and simplification
methods [26]. Post-hoc explanations can be further categorized as model spe-
cific if the explanation rendering process is only applicable to a specific model
or model agnostic if it is applicable to any model. Additionally, explanations
can be categorized as either local or global, which basically refers to if the
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explanation is related to a single prediction or the general behaviour of the
model [26], [34].

2.4 Fault- and anomaly detection

Fault detection, an integral aspect of quality control, concentrates on identify-
ing malfunctions in products and manufacturing processes. This element is
essential in preventing defective products from reaching consumers and it con-
tributes to the refinement and improvement of manufacturing operations. A
wide array of fault detection techniques exists, ranging from basic methods
such as manual testing and visual inspection to more sophisticated, data-
driven and model-based approaches [7], [15], [35]. These advanced methods
frequently employ statistical and ML techniques that possess diagnostic capa-
bilities, enabling them to not only identify faults but also pinpoint the probable
causes, assess remaining useful lifetime and predict maintenance needs. Such
systems can be referred to as intelligent fault diagnosis systems.

This thesis, mainly focus on data driven approaches to detect faulty products.
A fault basically refers to any deviation or malfunction in a product or process
that prevents it from functioning as intended or meeting the specified require-
ments. Sometimes, it is difficult to predefine these requirements or rules, in
such cases, a data driven approach can be used. Data driven fault detection
take advantage of ML and statistical methods to identify and learn patterns
that are considered as normal. Any significant deviation from the established
norm, i.e., anomaly, can be an indication of a fault which is why anomaly
detection is a common approach to identify faults [14], [36]. Anomaly detec-
tion is commonly utilized using supervised and/or unsupervised ML methods.
When a clear understanding of what is normal and faulty behaviour, a super-
vised approach is preferred [7] but due to scarcity of anomalous/faulty obser-
vations, it is often done by using unsupervised learning methods [16], [36],
[37].

2.5 Tactile sensing

Tactile sensing encompasses the methodology of discerning various physical
properties and occurrences through direct interaction and contact with objects
in the environment. Tactile sensing can be done manually with the human tac-
tile sense using direct or indirect contact with the object or with a tactile sensor
[38], [39]. A tactile sensor is an instrument that can measure an object’s prop-
erties through physical contact with the environment. It operates by detecting
stimuli like pressure, force, temperature, or texture when in direct contact with
an object or surface. It then converts these physical interactions into electrical
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signals that can be further interpreted and analysed [40]. Tactile sensors can
be divided into two groups [38]:

- Intrinsic tactile sensors: The tactile sensors are embedded directly into
the object of interest. For example, a force-torque sensor that is seam-
lessly incorporated within the framework of the robotic elements, typ-
ically in areas around the robot’s end-effector. A torque sensor can be
used as an intrinsic tactile sensor [39], [41], [42] and is the sensor type
employed to collect data in this thesis.

- Extrinsic tactile sensors: Sensors that are strategically positioned at or
in close proximity to the contact interface. They specialize in engag-
ing with localized regions, focusing on direct and immediate external
interaction to assess properties like texture of an object or local exter-
nal forces. This type of sensory is akin to the human skin. An example
of this type of senor is a cilia sensing element which is used in [13].
A cilia sensing element draw their inspiration from the biological cilia
observed in nature. These biological cilia are slender, hair-like protru-
sions that emanate from the surfaces of various cell types [43].

2.6 Cylinder lock

A cylinder lock is a product that consists of several small moving parts where
each pin has a specific coding that matches the key bittings for a specific key
[44]. With the correct key, it will be possible to rotate the core inside the cyl-
inder lock which in return acts on some other mechanical system e.g., a regular
door lock mechanism. The illustration seen in Figure 2, is the lock considered
in this thesis.

Figure 2. This is the cylinder lock that is considered in this thesis [45]
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3 Related works and reviewed literature

This section explores the landscape of automated quality control in manufac-
turing, particularly focusing on the integration of tactile sensing and ML.
While optical and other sensor-based methods dominate the industry, related
works utilizing tactile sensing techniques in specific contexts is highlighted.
The review also delves into the challenges and solutions in ML, such as han-
dling noisy, high-dimensional sensor data and the importance of sample size
and learning curves in algorithm training. It underscores the need for inter-
pretable ML models and identifies a research gap in the application of auto-
mated quality control using tactile sensing in the lock industry.

3.1 Automated quality control and tactile inspection

Automated quality control is an integral part of the fourth industrial revolution
[46]. It often involves the analysis of various type of sensor data such as, tac-
tile-, optical-, magnetic field-, sound- and current- based sensors [7], [17],
[47]. However, automated quality control through tactile sensing is far less
common compared to other methods such as optical solutions. Tactile sensing
technology is generally more complex and expensive to implement. It requires
direct physical contact with the object being inspected, which can be challeng-
ing in fast-paced or delicate manufacturing environments. Optical methods,
on the other hand, are non-contact, versatile, and quicker, making them more
suitable for a wide range of applications [48], [49], [50]. Additionally, ad-
vancements in optical sensing technologies, such as high-resolution imaging
and sophisticated computer vision algorithms, have made them more effective
for various inspection tasks.

In [17], a comprehensive literature review was conducted regarding applica-
tions of automated quality inspection. They concluded that vision-based sys-
tems are the most common approach to perform in-line quality inspection and
were used in 58% of the reviewed 368 papers and only 3% employed tactile
sensing techniques. Despite the success of optical inspection methods, it is not
the best choice for all tasks. For instance, in the food industry it is challenging
to implement an optical solution that can handle the large variety of colours
and lighting conditions that exists. This is exemplified in [13], where they are
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proposing a new tactile inspection approach combined with ML to evaluate
the quality of fruits. Another example is found in [12], where they mention
the challenge related to the optical conditions when inspecting gap sizes of an
assembly, instead they are also proposing a ML solution based on tactile sens-
ing. In the context of quality inspection for locks, optical solutions are inef-
fective for identifying contamination or surface damage that may arise during
the assembly process. Such defects are not visible after the locks are assem-
bled, rendering traditional optical inspection methods inadequate for detecting
these types of faults. However, optical methods are utilized effectively for
spotting manufacturing defects in the keys.

Additionally, in Table 1, despite the scarcity of research papers employing
tactile sensing techniques for automated quality control, a collection of more
closely related works, with the aim of achieving automated and/or improved
quality control using torque measurements, are listed. In all these cases they
concluded that torque data contained sufficient information to predict the qual-
ity by employing various ML algorithms, but also simpler methods like setting
a specific threshold, and manual analysis of features derived from the meas-
ured data were employed.
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Table 1. A list of articles conducting quality inspection and testing using tactile sens-
ing techniques with torque data.

Method Sensor data | Quality control | Conclusion Refer-
application ences

Supervised ap- | Torque sen- | Drilling: Diame- | The study con- | [18]
proach using | sor and | ter and concen- | cluded that the pre-
Random Forest | torque cal- | tricity prediction | diction accuracy is

culated sufficient for bore

based on the quality assessment.

motor cur-

rent to the

spindle. 184

observa-

tions used

for training.
Manual power | Torque sen- | Rotor misalign- | They  concluded | [51]

spectrum anal- | sor ment that analysis of
ysis using Fast torque  measure-
Fourier Trans- ments can be used
formation. to detect misalign-
ment
Threshold al- | Torque cal- | Drilling:  Burr | This method canbe | [52]
gorithm: culated detection a complement to
Check if the | based on the optimization of
torque is above | motor cur- drill geometry and
a specific | rent to the process  parame-
value. spindle. ters.

Parametric ap- | Torque data | Automatic qual- | They  concluded | [53]
proximation of | from the in- | ity control of | that their approach

the measured | ternal sen- | buttons and | was a success in
torque based | sory in the | knobs. detecting  faulty

on radial basis | robot arm. products.

functions.

They analysed | Torque sen- | Auto- The use of a torque | [54]
the torque sig- | sor mated/manually | sensor was con-
nature manu- quality control | cluded to be useful

ally of robot joints. to detect mechani-

cal deterioration of
an industrial ro-
bot’s joint

Supervised ap- | Force- Automated qual- | The inspection task | [55]
proach using | torque sen- | ity control for | achievedup to 92%
Support Vector | sor located | concrete deterio- | classification accu-

Machine in the foot | ration in sewer | racy, but more
of a legged | systems work needs to be
robot done to get the so-

lution more relia-
ble.

17



3.2 Machine learning in automated quality control

ML is increasingly pivotal in transforming quality control within manufactur-
ing. It is frequently employed for fault detection and predictive maintenance,
surpassing traditional statistical methods with its proficiency in managing
complex, high-dimensional datasets. In the field of data-driven fault detection
and diagnostics, there is a distinct preference for certain ML algorithms [7],
[46]. When reviewing the literature, it can be noticed that some of the most
prevalent ML algorithms are the Support Vector Machine (SVM) [32], Ran-
dom Forest (RF) [56], Decision Tree (DT) [57] and K-Nearest Neighbour
(KNN) [58]. These supervised ML methods are commonly employed for clas-
sification and regression tasks. Notably, SVM and RF have been effectively
used in classifying tactile data, showcasing the practicality and versatility of
these ML techniques in enhancing manufacturing quality control processes
[13], [18], [55]. However, in industrial settings, the process of data acquisi-
tion, particularly when requiring expert labelling, is a costly endeavour. This
challenge is often accentuated in fault detection, where the primary focus is
often on identifying abnormal behaviours, making the data even more expen-
sive to obtain. As an alternative to the resource-intensive supervised learning
methods, unsupervised ML algorithms or one-class learning approaches, such
as One-Class-SVM (OCSVM), One-Class-KNN (OCKNN) and Isolation For-
est offer viable solutions. These methods operate under the assumption that
the majority of dataset observations represent normal behaviour, thus enabling
them to detect anomalies in various industrial applications [16], [46], [59],
[60], [61].

3.3 Common challenges related to machine learning

When utilizing sensor data in manufacturing, a prevalent challenge is the noise
and high dimensionality it often exhibits, which complicates analysis [62]. A
key approach to tackling this involves dimensionality reduction, commonly
achieved by converting the data into a feature-based representation [63], [64].
This process can be manual, guided by expert insights, as seen in [13], [18]
with tactile data, or automated through techniques like Principal Component
Analysis (PCA), as in [55]. PCA is one of the most widely utilized ML meth-
ods for automatic feature generation and dimensionality reduction.

Sensor data often consists of a series of time dependent variables, i.e., time
series data. Analysing time series often involves the intricate challenge of pre-
cisely identifying specific phenomena at exact moments, a task complicated
by the unknown start and end boundaries of the data segments known [65].
This ambiguity typically results in phase-shifted signals within the dataset. To
address this, feature-based data representation not only assists in reducing
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noise and the dimensions of the data but also significantly diminishes the time-
dependencies between variables. Alternative, a Transformed Based represen-
tations can be used, as in [51], [55], where a Fast Fourier Transformation of
the tactile data was conducted into the frequency domain. However, feature-
based data representation is the most frequently utilized approach when clas-
sifying time series data [64].

3.4 Sample size

In the realm of ML, selecting an optimal dataset size for algorithm training
and validation is paramount. This selection is crucial not only for ensuring the
dataset reflects the broader population accurately but also for equipping the
algorithm with enough data points to discern underlying data patterns effec-
tively [66]. Statistically, opting for a more extensive dataset is typically ad-
vantageous. Nonetheless, acquiring such data can be a laborious and costly,
potentially hindering an organization's operational efficiency and economic
performance. Moreover, training ML models with larger datasets can extend
the required computational time significantly. Therefore, it is essential to care-
fully determine the dataset size, balancing the need for predictive accuracy
with practical limitations and considerations. The search space increases ex-
ponentially with each additional dimension, a phenomenon known as the curse
of dimensionality [67], [68], therefore reducing the dimensionality of the da-
taset, for example, by applying PCA, is a common approach. There are meth-
ods that can be used to create synthetic data by over-sampling already gathered
data e.g., Synthetic Minority Oversampling Technique (SMOTE) [69]. Syn-
thetic data can be useful to mitigate biases towards any particular class by
ensuring a balanced dataset. While synthetic data offers a cost-effective and
efficient solution, its overuse can potentially degrade the ML algorithm's ac-
curacy. Hence, the preference for real data is generally recommended [70].

Determining the ideal sample size for ML applications is a complex task. Sta-
tistical power analysis can guide the estimation of minimum sample sizes nec-
essary for effective hypothesis testing [71], [72], [73], [74]. However, these
methods have inherent limitations, as they are based on specific assumptions
about data that may not always hold true. Moreover, they do not account for
the learning curve [75], a critical aspect in ML. The learning curve is a graph-
ical representation that charts the performance of an ML algorithm, typically
in terms of prediction accuracy, against varying sample sizes in the training
dataset. It reflects the unique learning capabilities of different ML algorithms,
which are inherently influenced by the complexity of the data in specific ap-
plications. The key strategy is to assess model performance across various
smaller sample sizes to identify the point of convergence, where increasing
the sample size no longer significantly enhances the model's predictive ability.
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This approach acknowledges the distinct learning characteristics of ML algo-
rithms and underscores the importance of tailored sample size determination
for each specific ML application, taking into account both data complexity
and the algorithm's learning capabilities.

In [18], an analysis was carried out utilizing the learning curve derived from
the training and evaluation phases of a RF model. This model was specifically
designed to classify drilling quality based on torque data. The learning curves
played a pivotal role in this analysis by enabling the determination of the point
at which the model's mean absolute error stabilized, thereby providing a basis
to justify the chosen sample size. Expanding upon this methodology, another
approach involves evaluating the model using various smaller sample sizes
and subsequently fitting these data points to a mathematical function. This
function can then be employed to extrapolate future performance of the model
with larger sample sizes. This method is exemplified in [76] and further illus-
trated in [77], where prediction of sample sizes for varying levels of classifi-
cation performance is conducted using learning curves. This method offers a
predictive framework that can effectively guide the selection of sample sizes
in future ML applications, ensuring optimized performance and resource uti-
lization.

3.5 Interpretability

Interpretable ML models are essential for social acceptance and trustworthi-
ness, as they enable the evaluation of causal relationships and extraction of
information to partially elucidate the model's decisions [26]. The crux of in-
terpretable ML lies in tailoring decision explanations to their intended pur-
pose, ensuring they suit the target audience and effectively communicate the
necessary information. In specific contexts like legal scenarios and model de-
bugging, explanations may necessitate a thorough causal attribution of all in-
fluencing factors, this can be done with a method called Shapley Additive Ex-
planations [78]. However, this thesis focuses on simplified, human-friendly
explanations.

Research indicates that humans generally prefer contrastive explanations due
to their comprehensibility [19]. Thus, rather than detailing how each factor
contributes to a decision, a more effective approach might involve counterfac-
tual explanations, where a similar observation that led to a different model
decision is presented [19], [33], [79]. Creating counterfactual explanations can
be approached in various ways. One method involves using an instance-based
strategy with a distance metric to find a similar observation in a dataset, or by
generating synthetic examples through feature permutations, minimizing a
cost function, a common technique in literature [33]. They can also be
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combined by using a retrieved instance as a starting point for further feature
permutations, as in [20], [21], [22]. Furthermore, the feature permutations can
be utilized in the latent space to reduce the computational cost, but also to
mitigate unrealistic permutations that are not coherent with known observa-
tions, as in [80]. To assess the efficacy of counterfactual explanations, several
criteria can be considered, including Validity (the explanation must alter the
model's decision), Actionability (the permuted features must realistically be
changeable), Plausibility (the explanation should align with verified observa-
tions that received the same decision from the model), Similarity/Proximity
(closeness to the original observation based on a distance metric), and Sparsity
(minimal alteration to as few features as possible). The methods to create ex-
planations and meet specific criteria are often tailored experimentally, depend-
ing on the specific application and dataset [29], [30], [33].

3.6 Identified research gaps

Based on the reviewed literature, there is only a limited number of studies
exploring automated quality control using tactile sensing techniques, particu-
larly those integrating ML with torque sensors for object inspection. This scar-
city is even more pronounced in the specific context of mechanical locks. Fur-
thermore, these studies rarely delve into the interpretability of the ML models
used or provide a justification for the chosen sample size.
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4 Methodology

This chapter of the thesis provides a high-level overview of the research ap-
proach. It sets the stage for the technical details that follow in the next chapter
Data collection and algorithms.

4.1 Research design

The work outlined in this thesis evolves around applied research which is pri-
marily exploratory in nature [81]. It focuses on investigating the effectiveness
of an Al-driven approach using ML and torque measurements for quality con-
trol in lock manufacturing compared to traditional method reliant on human
tactile perception. The research was conducted in collaboration with a com-
pany, which underscores the practical application of this study. The core of
the research design is a set of four exploratory works, each targeting specific
objectives that systematically address the research questions. Each segment of
the research is crafted to contribute directly to the overarching goals of the
thesis. The insights gained from one exploratory work inform and enhance the
approaches and findings of the others, creating a cohesive interplay among the
different elements of the study. An illustrative figure detailing how these
works interconnect with the research questions, contributions and their corre-
sponding papers I-I1I is provided in Figure 3.

Exploratory works (EW;) Paper 1

EW;: Exploration of various ML algorithms and preprocessing techniques EW; 2. RQp. RCy

for anomaly detection in locks using torque data. Reviewed literature

related to ML for fault detection. PaperII

EW,: Evaluate the current approach of using the human tactile sense to EW, 3. RQ;. RCy

detect faults in locks and compare it to the Al solution using ML and

torque data. Paper IIT

EW;: Investigating the effect of using PCA regarding the anomaly EW,, RQ;3. RC3

detection- and sample size prediction accuracy using LC. Reviewed
literature related to sample size prediction and minimization.

Thesis
(Automated Tactile
Sensing

EW,: Explore various methods to create counterfactual explanations for a

ML model in the context of anomaly detection in locks using torque data.

2 5 : for Quality
Reviewed literature related to methods to make ML models interpretable.

Control of locks

Figure 3. An overview of the exploratory works and how they relate to the research
questions, contributions and papers.
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To address the exploratory works, various research methodologies were
adopted, such as, computational and laboratory experiments [82], [83], com-
bined with narrative literature reviews [84] and an iterative design process
[83]. In the following subsections, we will briefly explain the research meth-
odologies employed and detail the various exploratory works undertaken as
part of this thesis.

4.2 Iterative design process

The iterative design process underpins the exploratory nature of the research,
focusing on the continuous improvement and refinement of the Al solution.
Each cycle within this process involves:

- Prototype development: Building models based on best-practices and
feedback from initial trials.

- Evaluation: Assessing the performance of the prototypes using com-
putational experiments.

- Refinement: Modifying the prototypes based on evaluation outcomes,
which may involve adjustments in preprocessing methods or altera-
tions to the ML model.

This cycle of development, evaluation, and refinement is repeated to ensure
progressive improvement [83].

4.3 Narrative review

The literature review adopts a narrative approach, allowing for a broad explo-
ration of sources to better understand the complexities and nuances of ML in
quality control. A narrative literature review is generally more subjective com-
pared to a systematic review [85]. In a narrative review, the author's expertise
and judgment guide the process of identifying, selecting, and interpreting the
literature, rather than adhering to a specific methodology or database [84],
[85]. This approach affords the flexibility to explore a wide array of sources,
such as reports from companies/authorities and scientific databases, to inte-
grate knowledge from various disciplines. Predominantly, the research articles
cited in this thesis was sourced from Google Scholar and IEEE Xplore. The
selection of these articles was primarily based on their relevance to the re-
search topic, their accessibility and the frequency of their citation, reflecting
the author’s informed judgment.
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The review process was done iteratively, initially focusing on ML for fault
detection. This phase provided fundamental insights into suitable ML algo-
rithms and noise handling preprocessing techniques. It also identified a nota-
ble gap in research on fault detection using tactile sensing with ML, particu-
larly in the field of lock manufacturing, which lacks prior studies. The focus
areas of the review were:

- Fault detection techniques: Initial investigations into suitable ML al-
gorithms and noise handling preprocessing techniques.

- Sample size optimization: Due to the high costs associated with ML
training data, subsequent reviews focus on predicting and minimizing
necessary sample sizes using PCA and learning curves, aligning with
the second research question.

- Model interpretability: Exploring methods to make ML decisions un-
derstandable to humans, particularly through contrastive, counterfac-
tual explanations, primarily addressing the third research question.

4.4 Computational experiment

The methodology for the computational experiments was crafted to assess the
effectiveness and efficiency of various ML models and preprocessing methods
in the context of quality control for lock manufacturing. The experiments were
structured around several key variables:

- Independent variables: These included the type of ML models used,
the specific parameter settings for these models, the size of the dataset
used for training and testing, and the preprocessing techniques applied
to the data. These variables were carefully chosen to test their impact
on the performance of the ML algorithms.

- Dependent variables: The performance of the ML algorithms was
measured through metrics such as anomaly detection accuracy and the
accuracy of sample size predictions. These outcomes provided a quan-
tifiable measure of the effectiveness of the ML techniques under var-
ious conditions.

For more granular details on the variables used, see papers I-III included in

this thesis, which provide deeper insights and contextual understanding of
how these variables interact within the computational framework.
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4.5 Laboratory experiment

The laboratory experiments were designed to assess the impact of various con-
taminants on the performance and reliability of locks, specifically examining
the changes in torque signatures indicative of mechanical irregularities. This
approach allowed for a controlled investigation into how different contami-
nants affect lock functionality, providing a clear basis for analysing fault de-
tection capabilities of the proposed systems.

- Independent variable: The primary independent variable in these ex-
periments was the contamination status of the lock. Locks were cate-
gorized into two groups, faulty (contaminated) and non-faulty (clean).

- Dependent variable: The dependent variable examined in these exper-
iments was the torque signature of each lock, which is a key indicator
of the lock's mechanical state.

The experiments introduced three specific types of contaminants to simulate
different fault conditions:

- Alcohol: Employed to simulate the effects of lubrication loss, this
non-destructive testing method creates a dataset of faulty locks. The
advantage of using alcohol is that it evaporates without causing per-
manent damage, allowing the locks to be re-lubricated and reused for
further testing

- Sand: Selected to simulate the effect of abrasive particles that can in-
terfere with mechanical movements, this type of fault has the potential
to completely compromise the integrity of the locks. It was employed
to induce significant faults in the locks for the purpose of the study.

- Old lubricant: An old set of locks was used, lubricants age and poten-
tially gum up, altering the mechanical characteristics of the lock. This
type of fault is difficult to detect and was used to compare the Al ap-
proach with the current manual approach of detecting faults.

Each type of contaminant was selected for its relevance to real-world scenar-
ios and its known effect on inducing mechanical irregularities in locks. The
variation in the type of contaminant used aimed to cover a broad spectrum of
common faults, ensuring comprehensive testing of the fault detection meth-
ods. The number of locks examined differed across the three papers, reflecting
their distinct objectives, constraints, and the evolving understanding gained
during the research process.
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4.6 Exploratory work 1

The initial phase of EW; involved laboratory experiments aimed at collecting
torque data from locks under various fault conditions. This data was used for
creating a realistic scenario to evaluate the efficacy of different ML algorithms
and preprocessing methods through computational experiments, which was
the main objective of EX. These experiments tested the algorithms' ability to
detect faults in locks. After the publication of paper I, challenges in acquiring
a representative sample of faulty locks led to a focus shift in paper II towards
one-class learning algorithms like One-Class SVM, One-Class KNN, and the
unsupervised learning algorithm Isolation Forest.

4.6.1 Connection to research question 1

EW, directly addresses RQ; through paper I, which focuses on the consistency
of Al in classifying locks. By collecting torque data from locks and evaluating
it through various ML algorithms (SVM, KNN, Decision Tree, 2-Means clus-
tering [86]), EW; explores the consistency of the ML models in a controlled
experimental setting. The result from this is then later used in EX; for com-
parison with the human operators.

4.6.2 Connection to research contribution 1

The findings from EW,, which are elucidated in papers I and I, contribute to
RC,; by demonstrating the effective application and advantages of ML algo-
rithms over traditional human tactile-based methods. The paper I, showcases
an improved consistency and paper II, an improved anomaly detection accu-
racy for the ML algorithms mentioned above.

4.7 Exploratory work 2

EW, focuses on comparing the performance of human operators and Al in
classifying locks. The goal is to provide a reliable evaluation of the current
methodology, establishing a foundation for further research and setting a
benchmark for the Al approach as discussed in paper 1. A laboratory experi-
ment was setup to assess how accurate and consistent the operators are at clas-
sifying a group of locks compared to the Al approach.

4.7.1 Connection to research question 1

RQ: explores the consistency of Al's ability to classify locks using torque
measurements, compared to human operators relying on tactile senses. EW»

27



directly addresses this question by comparing the two methods, aiming to es-
tablish whether Al can match or surpass human consistency in lock classifi-
cation.

4.7.2 Connection to research contribution 1

RC, underscores the effective deployment of various ML algorithms for qual-
ity control in industrial settings, with a special focus on door lock systems.
EW: builds on this by demonstrating that an Al-based method for lock quality
control, which utilizes torque data, can achieve greater consistency than tradi-
tional methods based on human tactile perception but also an increased accu-
racy as demonstrated in paper II. This validates the claims made in RC;.

4.8 Exploratory work 3

EWs; tackles the high costs associated with training data acquisition by focus-
ing on PCA and learning curves, methods identified through narrative litera-
ture reviews as effective for reducing and predicting required sample sizes.
Utilizing computational experiments, EW; assessed the efficacy of these
methods for the ML methods OCSVM, OCKNN and Isolation Forest, as de-
tailed in paper I1.

4.8.1 Connection to research question 2

RQ: queries how PCA and learning curves can be used to predict and mini-
mize the required sample size for ML applications. EW; directly engages with
this question by analysing how PCA can reduce data dimensionality to save
on training data needs, and how learning curves can forecast the impact of
varying sample sizes on model performance. These computational experi-
ments validate the theoretical claims found in the literature, offering a practi-
cal assessment of these methods' effectiveness.

4.8.2 Connection to research contribution 2

RC,; focuses on deriving practical insights from learning curves and PCA to
optimize data usage in industrial ML applications, specifically in fault detec-
tion in locks. EW3 meet this goal by showing through computational experi-
ments that these methods can predict and reduce data requirements EX3 also
highlight potential limitations, such as uncertainties in learning curve
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projections. EX3 thereby contributes to a more efficient use of data, crucial in
industries where data acquisition costs are significant.

4.9 Exploratory work 4

EW, represents the culmination of research into applying ML for fault detec-
tion in locks, with a specific focus on enhancing the interpretability of ML
models. This phase explores four different methods to generate counterfactual
explanations for detected anomalies using a one-class learner (One-Class
SVM), as documented in paper III. Insights from narrative literature reviews
highlight that counterfactual explanations are particularly valued by humans
for their clarity and intuitive nature, making complex ML decisions easier to
understand and trust. Building on this theoretical foundation, EW4 employs
computational experiments to evaluate the effectiveness of these explanation
methods.

4.9.1 Connection to research question 3

EW, addresses RQs by applying and testing optimization enhanced instance-
based methods to create counterfactual explanations, enhancing the interpret-
ability of ML models. Additionally, the process of optimizing counterfactuals
to be close to decision boundaries, EW4 reveals potential model weaknesses,
which align directly with RQs, see paper III.

4.9.2 Connection to research contribution 3

The methodologies and findings from EW4 contribute to RC3 by practically
demonstrating how comprehensible counterfactual explanations can be cre-
ated using optimization enhanced instance-based methods. RC; benefits from
EW4's findings, which shows that these counterfactual explanations make ML
models more interpretable. Additionally, the application of PCA in EW4 helps
in crafting more realistic synthetic explanations while reducing computational
costs. Overall, EX4 directly aligning with RCs's goal of developing a viable
proof of concept of an interpretable ML model for industrial applications like
fault detection in locks.
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5 Data collection and algorithms

This chapter delves into the specific techniques and procedures used to con-
duct the research. It is more detailed and technical, focusing on the practical
application of the methodologies described earlier. This section covers the
data collection processes, the ML algorithms applied, and the methods used
for model explanation and evaluation within this thesis. The methods em-
ployed adhere to best practices that are widely recognized and implemented
in similar research contexts which enhances the reproducibility of the results.

5.1 Data collection

A central part of the thesis is the analysis of torque data from locks. The torque
data collection was conducted by first clamping the lock into the torque meas-
uring machine and then rotate the lock at a constant angular velocity of 30
degrees per second, facilitated by an electric motor, see Figure 4.

Figure 4. Torque measuring machine used to collect the data from the locks.

The torque sensor utilized for measuring the torque required to rotate the lock
is characterized by a range of 0.1 to 200Nm and a sensitivity of 0.02Nm [87].
Data sampling was conducted using a computer system set at a rate of Ims.
Corresponding measurements were linked to specific angular positions with a
precision of 0.1 degrees. This process yielded a dataset comprising 3600
measurements for each complete 360-degree rotation of the lock, as depicted
in Figure 5. Notably, this dataset does not incorporate a temporal dimension
in terms of tracking measurements across various time points or intervals. It
is primarily focused on the spatial dimension, which is the position of the lock
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at each recorded measurement. Consequently, the dataset is spatially oriented,
organized based on the angular positions within the lock's rotational space.
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Figure 5. Mean torque signature of the nonfaulty locks used in this thesis, calculated
from data collected with the torque measuring machine seen in Figure 4.

During the rotation of the locks, the torque required to maintain a constant
angular velocity exhibited fluctuations throughout a complete revolution.
These variations were primarily due to changes in internal friction at different
angular positions. Such variability occasionally caused abrupt changes in the
lock's angular position, attributed to a mechanical spring effect and the toler-
ances of the measurement equipment. The computer's sampling rate, set at 1
millisecond, was insufficient to accurately capture these sudden shifts, leading
to data loss ranging from 0-5% at specific angular positions. To mitigate this
issue, linear interpolation was employed between adjacent data points. The
number of locks used varies between the three papers due to their different
objectives, limitations and experience gained. For specific details, see the in-
cluding papers I-III in this thesis.

5.2 Machine learning methods

In this section, we present a concise overview of the ML methods deployed
within this thesis, accompanied by illustrative examples to elucidate their
functioning principles. These methods were selected for their prevalent utili-
zation in analogous domains. See paper I-III, for detailed information of how
these algorithms were implemented.
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5.2.1 Support Vector Machine

The support vector machine algorithm (SVM) stands out as one of the most
employed supervised ML algorithms, particularly when domain-specific
knowledge is sparse [4], [32]. This algorithm does not only aim to minimize
classification error but also to optimize for generalization. To elaborate, it
seeks to identify the hyperplane that maximizes the margin between the two
classes, thereby enhancing the model's predictive robustness, as illustrated in
Figure 6. The points that are closest to the hyperplane are called support vec-
tors and are the points that ‘hold-up’ the hyperplane. The margin can also be
soft, which means that it can allow some observations to fall inside of the
margin or on the wrong side of the separator to achieve a better overall per-
formance.

Iteration 1 £ Iteration 2 = Iteration 3

0 0 O Class1
6 5 O Class2

¥ Decision boundary
(O  Support Vectors

Feature 2
Feature 2
Feature 2

IS

Feature 1 Feature 1 Feature 1

Figure 6. Illustration of how SVM operate using synthetic data. In this example we
add more training data from the two classes each iteration to illustrate how the deci-
sion boundary (hyper plane) changes.

The SVM algorithm can also handle datasets that contains classes that are not
linear separatable. Datasets that are not linear separatable in its original feature
space can be mapped to higher dimensional space using various mathematical
functions, this called the ‘kernel trick’. Generally, with n observations (data
points) it is possible to achieve linear separability in a space of n-/ dimen-
sional space or higher.

5.2.2 One-class Support Vector Machine

The One-Class-SVM (OCSVM) represents a specialized adaptation of the tra-
ditional SVM, designed for scenarios where data is available predominantly
from a single class [59], [88]. Utilizing the kernel trick, OCSVM conceptual-
izes the origin of the feature space as a surrogate for the absent class. The
algorithm's objective is to maximize the separation between this origin and the
decision hyperplane, while simultaneously encompassing the majority of the
normal data. This optimization is conducted with consideration for a
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predefined proportion of data points that are designated as outliers, as illus-
trated in Figure 7.
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Figure 7. Left: Illustration of how OCSVM works in the kernel space. Green dots
are the normal class, the black line is the hyperplane, the yellow dot is an outlier, the
red dot is the origin and the darker dot is a support vector. Right: is an OCSVM

trained on synthetic normal data.

5.2.3 K-Means Clustering

This is an unsupervised ML algorithm which goal is to divide the data into &
clusters such that the average distance between all the observations within the
cluster and the cluster centroid is minimized [86], [89], [90]. The initial cen-
troids can be decided with different methods, such as k-means++ [91] or ran-
domly select an observation as starting point. Next, the observations are as-
signed to the nearest centroid with respect to some distance metric (squared
Euclidean distance in our case), and then the cluster centroid gets recalculated.
This is referred to as ‘batch updating” when the observations are assigned all
at ones before the centroid gets updated. This usually give a quick approxi-
mate solution that is later refined with an ‘on-line’ (sequential) updating pro-
cedure that individually reassign observations only if the total average dis-
tance decreases. This process is iterated until the average distance converges
or the maximum number of iterations is reached, as in the 2-means clustering
model used in paper L. In Figure 8, a simple example of 2-means clustering
can be seen where the centroids were randomly initiated among the data points
and then iteratively updated using batch updating.
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Figure 8. Illustration of 2-means clustering process using the same synthetic data as
in the SVM example. The cross represents the cluster centroids and the blue and red
icons are the observations (data points) and the black line shows how the centroid
moves each iteration.

5.2.4 K-Nearest Neighbour

K-Nearest Neighbour (KNN) is a supervised ML algorithm that classifies a
new observation based on the majority label among its £ closest neighbours.
It is advisable to select an odd number for & to prevent ties during the voting
process. In regression tasks, KNN predicts the target value by averaging or
computing the median of the £ nearest neighbours’ values. The algorithm em-
ploys various distance metrics to identify the nearest neighbours, including
Euclidean and cosine distances. Choosing a larger k£ can enhance the model's
generalization capabilities, albeit at the risk of underfitting. Conversely, a
smaller £ may increase the model's sensitivity to noise in the training data,
potentially leading to overfitting. Figure 9 illustrates the implementation of
KNN with varying & values, demonstrating how the choice of & influences the
model's decision boundaries.

O Class 1 O
O Class2 b &
6 Decision Boundary |

IN
IS

Feature 2
Feature 2
Feature 2

w
w

o @o
o oo
2 2 2 C%
o
&
1 1 1 P,0c0 EFP
o
oD oo
0 2 4 6 0 2 4 6 0 2 4 6
Feature 1 Feature 1 Feature 1

Figure 9. This is an example of a KNN implementation with various & using the
same synthetic data as in the SVM and k-means clustering examples.
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5.2.5 One-class K-Nearest Neighbour

This algorithm operates analogously to the KNN method, with the key dis-
tinction being its training exclusively on a single class of data, typically re-
ferred to as ‘normal data’. The core concept involves establishing a distance
threshold relative to the & nearest neighbours, derived from the training da-
taset. This threshold serves as a criterion for identifying observations that are
anomalously distant, thus exceeding the established threshold. Within the con-
text of “paper II’, this methodology is referred to as ‘KNN search’. It employs
a strategy focusing on the first nearest neighbour, wherein distances to the first
nearest neighbour are computed for each observation within the training da-
taset. Subsequently, the threshold is determined based on the 95" percentile
of these distances. There is an example of a one-class KNN implementation
in Figure 10.

One-Class KNN with k = 1 (Decision Boundary)
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Figure 10. This is an example of one-class KNN, using the same synthetic data as
the OCSVM example, where the threshold is set as the greatest Euclidean distance
to the first nearest neighbour of all observations in the training dataset. Three anom-
alies are undetected.

5.2.6 Decision Tree

A decision tree is a ML algorithm employed in supervised learning tasks,
wherein it predicts outcomes by analysing labelled training data [4], [S7]. It
takes on the form of a tree structure, where each node represents a test on a
feature, every branch signifies a feature value, and each leaf node denotes the
resulting outcome or prediction. Decision trees are versatile, capable of ad-
dressing both regression and classification challenges. The process begins by
establishing the splitting criteria, aiming to maximize information gain. Sub-
sequently, the algorithm identifies the feature and splitting value that maxim-
ize information gain. The dataset is then partitioned into subsets (child nodes)
and recursively split to maximize information gain. This recursive process
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continues until certain stopping criteria are met, such as reaching a minimum
number of observations at a node or achieving homogeneity in observations
within a node. Upon completing the training phase, tree pruning may be ap-
plied to mitigate overfitting. This involves removing nodes that do not signif-
icantly enhance performance, thereby refining the model's generalization ca-
pabilities. In a decision tree, the final verdict or forecast is rendered at the leaf
node as illustrated in Figure 11.
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Figure 11. Left: This is a simple decision tree that classifies flowers based on Petal
length and Petal width. Right: Is another example of a decision tree classifier using
the same synthetic data sets as in the SVM, KNN and k-means examples.

5.2.7 [Isolation Forest

Isolation Forest is an unsupervised learning algorithm that employs an ensem-
ble of decision trees for anomaly detection [92]. Each tree within the ensemble
is constructed by recursively selecting a feature and a corresponding split
value at random until every data point is isolated. The selection of observa-
tions for training each tree can be varied, employing strategies such as random
sampling, or utilizing the entire dataset, as adopted in our approach. Contrary
to conventional expectations, anomalous observations tend to be isolated ear-
lier in the trees, resulting in shorter path lengths compared to normal observa-
tions. Thus, by evaluating the average path length to isolation, anomalies can
be effectively identified and segregated by applying an appropriate threshold
on this metric. In Figure 12, there is an example of an Isolation Forest imple-
mentation.
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Figure 12. This is an example of an Isolation Forest implementation using the same
synthetic dataset as in the OCSVM and OCKNN examples. The anomaly score is re-
lated to the average path length of the observations using 100 decision trees trained
on 1000 synthetic normal observations and tested with 10 synthetic anomalies. De-
tected 9 out of 10 anomalies and missed one normal point.

5.2.8 Principal Component Analysis

Principal Component Analysis (PCA) is a ML method used for feature extrac-
tions and dimensionality reduction that employs linear and orthogonal projec-
tion to condense data into a lower-dimensional space, with the objective of
preserving maximal variance [37]. This method determines the principal com-
ponents, or axes, that align with the greatest variance within the dataset. The
first principal component accounts for the largest proportion of variance,
while each subsequent component, orthogonal to its predecessors, captures
progressively lesser variance. This systematic approach ensures that the re-
duced representation retains the most significant features of the original data,
as illustrated in Figure 13.
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Figure 13. Dimensionality reduction with synthetic data using PCA.

5.3 Counterfactual explanation methods

The focus in paper 111 was to provide a human friendly explanation that should
be easy to interpret such that an operator, trained at interpreting torque signa-
tures, can evaluate the ML models decision when an anomaly is detected by a
OCSVM model. The model has only been trained with non-faulty torque sig-
natures. The literature review showed that there is a preference for contrastive
explanations, which can be generated using a counterfactual explanation ap-
proach by employing instance-based methods combined with optimization
techniques to further enhance the similarity of the explanation.

Our research evaluates four instance-based counterfactual explanators, three
of which enhance a weighted nearest neighbour (WNN) approach with opti-
mization methods, with the plain WNN method serving as a baseline. The
weighting strategy aims to identify non-anomalous counterparts that offer
meaningful contrast and enhancing explanation nuance. Optimization is fa-
voured for its ability to produce more closely aligned explanations with the
model's decision boundary, potentially revealing its weaknesses, though at a
higher computational cost, assessed through three different level of complex-
ity in the employed methods and by utilizing the optimization process in latent
space, as in [80]. All the employed methods to create counterfactual explana-
tions are considered local explanators and post-hoc model agnostic methods.
A more detailed description of the different methods is provided in the fol-
lowing subsections.
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5.3.1 Weighted Nearest Neighbour

The first step in Weighted Nearest Neighbour (WNN) is to calculate the
weighted cosine distance between the detected anomaly and all the instances
in the training data. Next, we select the nearest instance/neighbour that is valid
i.e. classified as a normal lock, and present that as an explanation. The weights
are determined in inverse relation to the absolute deviation from the mean
within the training dataset. These weights are specifically engineered to iden-
tify a non-anomalous neighbour whose characteristics closely resembles those
features in the anomaly that are closer to the mean of the training data. This
method results in a simple contrastive explanation that elucidate features that
are far from the mean and therefore more likely to be the cause for the anom-
alous classification of the OCSVM model, in Figure 14, there is an example
of such counterfactual explanation.
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Figure 14. Weighted nearest neighbour explanation with a faulty lock.

5.3.2 Optimization enhanced weighted nearest neighbour

The main idea is to improve the similarity between the detected anomaly and
the retrieved valid WNN using optimization techniques to perform feature
permutations such that the cosine distance between them is minimized in the
feature space. To avoid unrealistic feature permutations (improve plausibility)
and reduce computational cost, the optimization process was done in the latent
space utilizing a weighted PCA to reduces the number of dimensions from
3600 to 10. The feature weights used with PCA are proportional to absolute
difference from the training data mean and the anomaly which amplifies the
discriminative power of the latent representation for those features that are
more likely to be responsible for the anomalous classification. Three different
optimization techniques were evaluated. The initial strategy integrates a
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Genetic Algorithm (GA) with Sequential Quadratic Programming (SQP) (Hy-
brid GASQP) [93], creating a synergistic framework that leverages the
strengths of both optimization methodologies. First, the GA is deployed to
explore the solution space, which is then refined using SQP. This optimization
process is conducted within a search space defined by a hyper cube between
the anomaly and the valid WNN but also limited by the decision boundary of
the OCSVM model (the explanations must always be valid). The second meth-
odology adheres to identical constraints but exclusively employs SQP [94],
initiating from the valid WNN. Conversely, the third strategy harnesses SQP
within a search domain confined by the ML model's decision boundary and a
direct trajectory connecting the valid WNN and the anomaly (Line SQP). In
Figure 15, a synthesized visual representation of the data's latent space, where
the optimization process is conducted to enhance clarity and understanding.
When the optimization process is done, the explanation is presented in the
original feature space as a torque signature together with the 5-50-95 percen-
tile range of the training data to provide contextual information to further im-
prove the interpretability (see paper III).

Decision boundry

B

Figure 15. This is an illustration of the latent representation where the optimization
occurs. The green dots represent the valid instances from the training data, the yel-
low dot represents a counterfactual explanation created using optimization tech-
niques and the red dot is an anomaly (faulty lock). The dashed line illustrates a
straight line connected between the valid WNN and the anomaly, and the cube rep-
resents the search space used for two of the methods mentioned.
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5.4 Evaluation

In this section, we delineate the methods adopted to evaluate the consistency,
metric utilized to evaluate the predictive performance, and the methods used
to evaluate the interpretability of the models.

5.4.1 Consistency

Acquiring training data is a resource-intensive operation, so instead of disturb-
ing the regular manufacturing process to collect hundreds of locks we used an
already existing set of 46 locks which had been stored for over three years.
Storing locks this long without proper lubrication intervals is known to result
in minor mechanical anomalies while operating the locks. To determine the
quality of theses locks one of the more experienced operators that usually con-
duct the quality control of the locks by hand gave her opinion of the locks but
noted that these types of minor faults are prone to get inconsistent classifica-
tions among different operators. Additionally, the developed torque measur-
ing machine had not yet been tested prior to paper I, which made this a re-
source efficient initial study to evaluate the machine’s consistency compared
to the human operators’ consistency in classifying locks. We used an experi-
mental methodology and informed consent [95] for the nine available anony-
mous operators participating in the study conducted in paper I. The independ-
ent variables are identified as the different operators, ML models and the 46
locks and the dependable variables are the evaluations from the operators and
the different ML models. To evaluate how consistent the operators are at clas-
sifying minor anomalies in locks we let the operators evaluate the quality of
all the 46 locks one operator at the time without any knowledge of how any
other operator labelled the locks. This approach made it possible to evaluate
how consistent the operators are as a group at classifying minor anomalies in
locks. Similarly, the AI’s consistency was evaluated by measuring and classi-
fying all 46 locks multiple times. High consistency means that repeated eval-
uations of the same lock should get the same classification, assuming no no-
table change of the lock itself. For detailed information, see paper 1.

5.4.2 Predictive performance

To assess the predictive performance of the ML models, a standard method-
ology was adopted, wherein the dataset was divided into two segments, a train-
ing set and a test set [96], [97]. This division guarantees that the reported re-
sults are not influenced by the training data, thereby reducing the likelihood
of overestimating the models' effectiveness. Furthermore, depending on the
paper and its applicability, the test and training sets were balanced either by
randomly discarding data from the majority class (under sampling) or by cre-
ating synthetic data using the common method SMOTE [69] (over sampling).
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This balancing approach mitigate the risk of getting a biased ML model or test
results. Additionally, the evaluation process gets repeated multiple times (10-
100) to calculate mean performance metrics (accuracy, mean absolute error
and true/false positive rate), standard deviation and confidence intervals. Ad-
ditionally, a method called bootstrapping was used to further improve the ap-
proximation of the mean value [98]. The metric used in the evaluation process
varies so, for specific details refer to paper I-I11.

5.4.3 Explainability

The evaluation of the instance-based explanation methods considered execu-
tion time, proximity to the anomalous observation using cosine distance, and
an expert’s visual assessment of the explanations’ plausibility (they should be
realistic torque signatures) and similarity (should resemble the anomaly).
Counterfactuals were depicted as torque signatures to align with operators’
understanding that variations in torque signal changes in the force required to
operate the lock, facilitating intuitive verification of the model's rationale by
leveraging operators’ tactile experience.
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6 Summary of the included papers

In this section the included papers I-III are listed with their corresponding
summary and status.

6.1 Paperl

Title: Comparison of Machine Learning’s- and Humans’- Ability to Consist-
ently Classify Anomalies in Cylinder Locks

Authors: Tim Andersson, Markus Bohlin, Tomas Olsson, Mats Ahlskog

Published in: Advances in Production Management Systems. Smart Manu-
facturing and Logistics Systems. Turning Ideas into Action, 2022, pp. 27-34.
doi: 10.1007/978-3-031-16407-1 4.

Summary: Traditional manual testing of cylinder locks by human operators
leads to inconsistent results and wrist strain. This study compares operators'
tactile assessments to a more objective approach using torque measurements
and ML. Locks prone to inconsistent classification were selected, and ML al-
gorithms were evaluated with two labelling methods: operator feedback and
unsupervised clustering. Results show that ML, particularly when trained with
unsupervised clustering, achieves more consistent evaluations based on torque
data compared to operator assessments using their tactile sense. This suggests
that ML together with torque data is a promising path to achieve a fully auto-
mated test procedure for the lock industry.

Status: Published [99]
My contribution: I was the main author of the article and performed all ex-

periments and data collection. I presented this paper at the APMS conference,
October 2022, in South Korea Changwon.
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6.2 Paper Il

Title: Sample size prediction for anomaly detection in locks
Authors: Tim Andersson, Markus Bohlin, Tomas Olsson, Mats Ahlskog

Published in: Procedia CIRP, vol. 120, pp. 870-874, 2023, doi:
10.1016/j.procir.2023.09.090.

Summary: Al is widely used in manufacturing for quality control and predic-
tive maintenance. In the lock industry, manual quality checks strain operators'
wrists and introduce subjectivity. Studies suggest using ML to automate qual-
ity control with torque measurements from locks (paper I). To minimize costs,
data collection should be reduced while maintaining performance. This study
evaluates methods such as PCA and learning curve analysis to predict and
minimize sample size for ML in anomaly detection using torque measure-
ments. Results show that PCA and learning curves can successfully be used
to predict and justify sample size. With 50-150 locks, over 95% detection ac-
curacy is predicted which outperforms the current approach of using the hu-
man tactile sense, reaching only 16% accuracy.

Status: Published [100]

My contribution: Main author, responsible for all the experiments and data
collection. Presented the paper in October 2023 at the 56th CIRP International
Conference on Manufacturing Systems.

6.3 Paper III

Title: Interpretable machine learning model for quality control of locks using
counterfactual explanations

Authors: Tim Andersson, Markus Bohlin, Tomas Olsson, Mats Ahlskog

Published in: (In press) 8th International Conference on Artificial Intelli-
gence, Automation and Control Technologies (AIACT 2024), Phuket: Journal
of Computational and Cognitive Engineering, 2024.

Summary: This paper introduces an interpretable ML model for detecting
anomalies in door locks using torque data, aiming to enhance quality control
by reducing repetitive tasks and improving reliability. Achieving a 96% accu-
racy rate, the model emphasizes interpretability to gain social acceptance and
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operators' trust. The study evaluates four instance-based counterfactual ex-
planators, with three employing optimization techniques and one using a sim-
pler weighted nearest neighbour approach as a baseline. Leveraging weighted
PCA, the former approaches enhance plausibility of explanations and reduce
computational cost. Explanations are presented alongside the 5-50-95th per-
centile range of training data for improved interpretability. While all ap-
proaches successfully provide valid and plausible explanations, those employ-
ing optimization techniques yield explanations more similar to observations,
despite longer execution times (4-16s) compared to the baseline approach
(0.1s).

Status: The paper is accepted for publication at 2024 8™ International Confer-
ence on Artificial Intelligence, Automation and Control Technologies
(ATACT 2024).

My contribution: I was the main author, performed all experiments and data

collection. It was presented 2 March 2024 and was awarded as the best presen-
tation at the conference.
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7 Results and conclusions

The research detailed in this thesis is organized into three distinct papers, each
exploring different aspects of creating an automated quality control system
tailored for lock manufacturing. This innovative system employs ML and tac-
tile sensing to identify faults. The research is driven by real-world industrial
needs, focusing not on crafting the most efficient solution, but on developing
a feasible proof of concept for automated quality control in lock mechanisms.
This is achieved by integrating existing ML methods with a custom-designed
torque measuring machine provided by the case company. The papers collec-
tively cover critical topics such as the evaluation of ML algorithms, the pre-
diction/estimation of optimal sample sizes, and the interpretability of models
in the context of anomaly detection in locks.

The result from paper I, shows that the operators cannot reliably detect minor
mechanical anomalies such as those resulting from the lack of lubrication.
Furthermore, the operators achieved a low consistency, 74% at average, com-
pared to the Al approach, utilizing k-means clustering, SVM, KNN and deci-
sion tree methods to interpret torque signatures which achieved, at average,
88% when trained with labels from the operators and 96% when trained with
synthetic labels from k~-means. The findings suggest a promising direction for
developing a fully automated test procedure for lock quality control using the
case companies torque measuring machine combined with ML if a consistent
labelling method is employed.

The pivotal finding from Paper II indicates that by reducing the dimensionality
of torque signatures from 3600 features to merely 3 via PCA, there was a de-
crease up to 50% in the sample size required to attain a specified classification
loss for both the OCSVM and Isolation Forest algorithms. This dimensionality
reduction, however, did not have a marked impact on OCKNN, also referred
to as KNN search in this thesis. All three of the tested ML algorithms manage
to get more than 95% classification accuracy but, OCKNN and OCSVM re-
quired less training data (50-150 locks compared to 150-250). Furthermore,
the function that yielded the most accurate prediction concerning the neces-
sary training sample size to achieve a given classification loss with the ML
algorithms was an exponential and a power law function of the form c+a/e™
and c+a/x". The results demonstrated that a mean absolute error ranging from
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approximately 1-5% is attainable, contingent upon whether the curvature of
the learning curve is discernible.

The findings from Paper III indicate that the three optimization-enhanced
weighted nearest neighbour methodologies yielded comparably effective out-
comes. However, the hybrid GASQP approach, as well as SQP alone, attained
marginally better similarity to the anomalous observation. This was evidenced
by both the cosine distance metric and visual assessments conducted by a do-
main expert tasked with evaluating the interpretability of the results. In terms
of computational time, linear SQP (averaging 4 seconds) and SQP bounded
by a hyper cube (averaging 11 seconds) outperformed the hybrid GASQP ap-
proach (averaging 16 seconds) in generating counterfactual explanations.
Nevertheless, the WNN method was the most rapid (averaging 0.1 seconds)
but achieving a lower degree of similarity to the anomalous observation. Fur-
thermore, according to the domain expert's analysis, all investigated methods
produced torque signatures that were deemed realistic (offering plausible ex-
planations) in the context of interpreting these torque curves but, due to the
higher computational cost the hybrid GASQP is not suitable to use. It was also
noted that a model vulnerability was detected while interpreting the counter-
factual explanations at the angular position 1160, where a large torque peak
still remains in the counterfactual explanations that is not acceptable accord-
ing to the domain expert, see Figure 16. This demonstrates that this method
can also be used to reveal model vulnerabilities.
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Figure 16. An example of the results from paper III that shows counterfactual expla-
nations for an observation that has been classified as an anomaly (red curve). The
shaded green area is the 5-50-95 percentile range of the training data used for the

OCSVM model.
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In conclusion, this thesis represents a progression in the realms of applied ML
and quality control, particularly through the integration of Al in the quality
control process of safety-critical products like mechanical locks. It has effec-
tively established a proof of concept for an automated tactile sensing system
that utilizes interpretable ML algorithms to analyse torque signatures, thereby
distinguishing defective mechanical locks with improved accuracy and con-
sistency compared to the current established method of performing quality
control manually. This innovation not only promises to enhance the working
conditions by relieving operators from the repetitive and tedious task of man-
ual testing but also aims to improve the overall product quality through a more
accurate and dependable testing methodology.

7.1 Limitations and future work

The integration of the automated tactile system into the assembly line neces-
sitates a thorough evaluation over several months to understand its effects on
the work environment and to confirm the ML model's consistent performance
in identifying defects. Additionally, the utility of the counterfactual explana-
tion method must be assessed with a larger group of operators to determine if
it improves interpretability. Also, addressing the vulnerabilities in the ML
model highlighted in paper 1 will require further development of solutions if
the OCSVM algorithm is utilized. The Al solution would also benefit from
being evaluated with a larger variety of faulty locks, in this thesis, faults re-
sulting from contamination and the lack of lubrication have been evaluated.

To further improve the flexibility of the Al solution, the use of a robotic arm
equipped with a torque sensor offers a viable method for conducting quality
control by direct inspections, potentially reducing the reliance on specialized
torque measurement devices. This robotic arm could also contribute to other
aspects of the production process, such as packaging the locks after completed
inspection. Furthermore, implementing a data-driven approach to quality con-
trol, which entails more frequent inspections for lock variants more likely to
exhibit defects, could lead to a more efficient testing process. This selective
strategy seeks to achieve a fault detection rate that is on par with current stand-
ards while reducing the total number of tests performed, aiming to improve
operational efficiency.
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