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Abstract

Purpose The increasing importance of medical imaging in cancer treat-
ment, combined with the growing popularity of deep learning gave rele-
vance to the presented contributions to deep learning solutions with ap-
plications in medical imaging.

Relevance The projects aim to improve the efficiency of MRI for auto-
mated tasks related to radiotherapy, building on recent advancements in
the field of deep learning.

Approach Our implementations are built on recently developed deep
learning methodologies, while introducing novel approaches in the main
aspects of deep learning, with regards to physics-informed augmentations
and network architectures, and implicit loss functions. To make future
comparisons easier, we often evaluated our methods on public datasets,
and made all solutions publicly available.

Results The results of the collected projects include the development
of robust models for MRI bias field correction, artefact removal, contrast
transfer and sCT generation. Furthermore, the projects stress the impor-
tance of reproducibility in deep learning research and offer guidelines for
creating transparent and usable code repositories.

Conclusions Our results collectively build the position of deep learning
in the field of medical imaging. The projects offer solutions that are both
novel and aim to be highly applicable, while emphasizing generalization
towards a wide variety of data and the transparency of the results.
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Chapter 1

Introduction

According to global cancer statistics between 2012 and 2020, the annual
number of new cancer cases increased from an estimated 14.1 million [36]
to 19.3 million [155], while mortality rates decreased from 58.2% to 51.8%.
These trends are partially attributed to advancements in early detec-
tion and treatment achieved by constantly improved medical imaging and
treatment devices. In developed countries with access to the most ad-
vanced devices and procedures, the mortality rates decline the most [155].

The technological improvements of medical imaging equipment are
leading towards a growing dependence on the quality of medical data, and
the increasing amount of available data is adding to the workload of the
already busy medical staff. This increased burden can lead to delays and
errors in patient care, highlighting the need for more efficient processes and
advanced technological solutions to support the medical imaging process.

Our contributions were driven by recent advancements in two key ar-
eas: the increasing adoption of computational, automated image analysis
methods in medical imaging for radiotherapy and the rapid advancement
of Machine Learning (ML) solutions across virtually all scientific fields.
The medical field recognized the potential of ML techniques in order to
improve the accuracy and speed of medical imaging in the context of the
current radiotherapy workflow [98]. The most common applications per-
form tasks such as segmentations [170, 63], image restoration [111], image
registrations [78, 152], or modality transfer such as synthetic image gen-
eration [16, 49].

Our projects have contributed to the publicly available ML-based so-
lutions for medical imaging tasks focusing on the radiotherapy workflow,
while addressing common concerns around ML methods. This work inves-



tigated issues in the ML implementations of medical imaging applications,
addressed their importance and proposed solutions. As such, our work
aimed to build the relationship between medical imaging in radiotherapy
and ML.

Machine learning Over the past few years, ML has made remarkable
progress and is increasingly outperforming analytical solutions in a wide
range of research areas [87, 84, 46, 70]. However, these approaches are not
without their own set of challenges which must be carefully considered
during their evaluations. The rate of advancement means a large portion
of research is exploratory, and proposed methods and techniques quickly
become widely used before proper, thorough assessment. Consequently,
there has been a growing awareness of the need to critically evaluate ML
solutions and to question their output predictions, as can be seen by the
rise of meta-studies [96, 3], reproducibility guidelines [122], and methods
for model explainability [147].

The applications of ML are numerous and varied, with the most ef-
fective ones typically being those that replace relatively simple but time-
consuming manual work. Nonetheless, it is important to remain vigilant
and to ensure that these techniques are used in a responsible and ethical
manner, taking into account the potential societal [20] and economic [54]
impacts of their deployment. With continued research and development,
it is expected that ML will continue to play an increasingly important
role in many fields, from healthcare through finance to manufacturing,
and beyond [140].

Imaging in radiotherapy Radiotherapy is a treatment method used
on around half of all the cancer patients in Sweden [9]. Medical imaging is
used for treatment planning, which ensure that the radiation is delivered
precisely to the tumor while minimizing damage to healthy tissue [68]. The
current radiotherapy workflow employs multiple imaging modalities which
leads to labor-intensive data acquisition and processing, each modality
with its own advantages together with a set of artefacts and potential
issues that must be carefully considered [115].

For instance, Magnetic Resonance Imaging (MRI) is often used in ra-
diotherapy planning due to its superior soft tissue contrast compared to
Computed Tomography (CT), however the CT scans are still necessary for
dose calculations [83]. This means that for improving organ delineations,
an additional hardware is necessary, increasing the scan time and the work
time for operating the scanners, and introduces an additional uncertainty



in the case of patient motion or other anatomical mismatches between the
images [161, 131].

Automating certain image processing steps can prove beneficial in
streamlining the radiotherapy workflow, and allow medical staff to focus
on tasks that require human input [19]. Despite the increasing amount
of available medical data, there are still many aspects of the workflow
that require manual processing. While radiotherapy treatment has made
significant progress in recent years, further research is needed to develop
more efficient and accurate imaging workflows that can maximize the ben-
efits of automation while keeping the impact of potential drawbacks and
uncertainties to a minimum [120].

The role of ML in medical imaging ML holds great promise for
improving the efficiency of medical imaging tasks [157, 5]. However, in
the case of medical applications, extra attention must be paid to ensure
that the results are reliable, robust, and interpretable [164]. The solutions
need to be validated in unfamiliar circumstances to assess how well they
generalize to different situations [91, 64]. Furthermore, it is essential to
document the development and testing of the models rigorously to ensure
transparency and reproducibility [109, 12]. Pre-processing is another crit-
ical step in the imaging workflow, and the outputs of ML models can be
challenging to understand without sufficient ML knowledge. While the
goal is to reduce the burden on clinicians, their knowledge of ML is cru-
cial in the correct interpretation of the model outputs, particularly in the
context of medical decision-making [139].

With this exhaustive list of challenges, meaningful ML solutions to
medical imaging tasks cannot be developed without a thorough under-
standing of both fields.

Problem specification Automated ML solutions already exist to sup-
port the medical staff or professionals in the radiotherapy decision-making
process [5, 98]. However, their inherent limitations have often not been
addressed sufficiently to be considered for integration in the radiotherapy
pipeline. Despite the large number of ML solutions, their generalization
towards new data and other limitations need to be well established for
them to be useful. Our aim in this thesis is to provide publicly available
ML solutions that tackle issues of generalization and reproducibility, for
medical imaging tasks that are relevant and generally useful.

Thesis structure The presented thesis provides an examination of the
two key components of our work: ML and imaging in radiotherapy. The
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initial sections of the thesis aim to establish a comprehensive understand-
ing of the fundamental concepts that underpin our contributions. We
begin by providing an individual description of both ML and imaging in
radiotherapy, highlighting their respective roles in our work. Afterwards,
we explore the current relationship between these two fields and their
potential future direction.

The thesis aims to provide a valuable resource for researchers in the
field of medical imaging with ML solutions. However, the focus is on the
methods and concepts that are relevant in the included papers, and these
receive the most attention, while other methods that might be equally
significant are mentioned less.

Supplementary material This thesis incorporates a range of interac-
tive figures designed to build an understanding of the fundamental prin-
ciples of ML and MRI. I recognize that the concepts of ML and MRI can
be complex, especially for readers unfamiliar with the topic, and our aim
was to make them accessible to a broad audience. The interactive fig-
ures provide an engaging and intuitive way to explore these concepts and
enhance the learning experience. While the paper version of the thesis
includes screenshots of these figures, the online version provides readers
with the ability to interact with the figures directly'. Interactive figures
are denoted as "Interactive Figure.”

Thttps://mlsatellite.com/kappa
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1.1 Aims

This work explored problems in medical imaging where deep learning so-
lutions have potential to contribute. We developed a set of deep learning
tools for these problems while focusing on generalization towards a wide
variety of data, as this is essential for the tools to be effective not just
methodogically but for the general use in real world scenarios.

Our main aims were the following:

o Improve the image quality of MRI (Paper I, Paper II) increas-
ing the generalization of the automated steps of the radiotherapy
pipeline.

¢ Obtain additional information from MRI that can be used to improve
subsequent automated steps of the radiotherapy pipeline, such as
additional MRI contrasts (Paper III) or synthetic CT (Paper IV).

e Discuss the limitations of the proposed models, and their general-
ization to previously unseen data (Paper I, Paper II, Paper III,
Paper IV, Paper V).

e Recognize the difficulties of code reproducibility in deep learning re-
search (Paper V), and make all our source code and trained models
publicly available.



Chapter 2

Machine Learning Basics

ML is a subset of the huge field of Artificial Intelligence (AI) recently
proving very effective especially at relatively simple, but time consuming
tasks. The relevant subsets of Al are collected in Figure 2.1. Examples and
effective applications are truly wide-spread, ranging from faster matrix
multiplications [35], to tracking the movements of mobile phone users
using facial recognition [85].

In essence, ML aims to bridge the gap between the binary world of
computers and the complex processing capabilities of the human brain.
With constant advancements in computational power [45], computers are
now capable of solving complex tasks where traditional analytical methods
fail [26, 127]. ML employs learning-based approaches, where the goal is
to use a collected dataset to identify patterns and relationships between
two sets of data, defined as inputs and outputs (e.g. images and their
respective segmentations for segmentation tasks). This allows computers
to recognize abstract features in the data, providing a more meaningful
representation of the information for specific tasks, see Figure 2.2. The

Artificial I i - "Intelligent™

Machine Learning - Self-learning from data.

Deep learning - Neural network-based learning.

Figure 2.1: Subsets of Al.



end result is a mathematical model that can make accurate predictions
based on the input data.

The ML model learns patterns and adjusts its parameters to improve
its own performance through an optimization process that follows a set
of user-defined rules by going through the available dataset. This is per-
formed with the expectation that the learnt knowledge transfers well to
previously unseen data from real world scenarios.

It is easy to see the uselessness of a method that only works on the ex-
amples that it was learning from, but a more subtle version of this scenario
is a common issue known as overfitting, where a ML approach performs
significantly better on encountered data during training, than previously
unseen data. As such, addressing and understanding generalization con-
cerns is a crucial part of all ML solutions [130].

2.1 Components

The idea of ML is to allow the computer to solve a given task by learning
from experience. It learns the relationship between input and output data
pairs. After the learning stage, the model can predict output data from
new inputs, that it hasn’t seen during training. In practice, the learning
process involves minimizing a loss function over a hypothesis space using
the available training data. This means that implementing ML requires
three components:

e Data: Acquired from a distribution unknown to us.

e Hypothesis space: Which define all the possible mathematical re-
lationships between any given input and output. The trained model
will take one of the many forms defined by the hypothesis space.
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Figure 2.2: While the exact values of a numerical array (left) may carry an important
meaning in some mathematical tasks, recognizing features becomes easier for the human
brain when we switch to a visual representation of the values as pixel intensities (right).
In this representation, the individual pixel values are less important than the relationship
between neighboring pixels, which together form a comprehensive image.
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¢ Loss function: It serves as a measure of how well a model is able
to map the inputs to the expected outputs.

The parameters of the model are adjusted using all their possible vari-
ations according to the hypothesis space, so that the output predictions
minimize the selected loss for the available data. To make training real-
izable in practice, compromises are often made for the hypothesis space,
selected loss, and data.

2.1.1 Data

In ML, data is a highly abstract concept, and can have widely different
forms depending on our task. The model can take a sequence of inputs,
such as in Natural Language Processing or time-series analysis, and give
continuous predictions. Alternatively, it can take all the available data at
once, and provide a single prediction. With ML applications in virtually all
fields of academia and industry, the concept of data is extremely general,
and the data points can represent a myriad of things, like audio [28],
physical movement [77], or human emotions [175].

In the context of ML, a data point or data sample represents the small-
est unit of data used for learning, also known as an observation or an
example. Meanwhile, a dataset is a collection of data points, forming the
basis for ML model training and evaluation.

Each data point can be split into two parts: features, that would serve
as inputs which can be measured or computed easily, and labels that serve
as the desired outputs which we wish to be predicted by the model instead
of manually acquired, perhaps because they are more difficult to measure.
Using these concepts, the model is tasked to learn to reconstruct the un-
derlying labels from the features.

Many applications of ML use image data for both input and output,
as they are highly effective in recognizing and determining higher-level
features. The data units of an image, i.e. the image pixels are most
commonly organized in a Three Dimensional (3D) array, corresponding
to width, height and channel. The channel is the number of data points
in each pixel. For the case of natural images in color, there are most
commonly three channels: red, green and blue. For a grayscale image, the
number of channels is consequently, one.

A dataset is collected for the model to directly learn from, often called
the training dataset. It is usually assumed that all new data points come
from the same distribution as the distribution of this dataset, as the model
cannot be expected to perform well on data from another distribution.
Therefore, increasing the variety of the training dataset will consequently
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make the model perform well on a wider variety of data. This means
improving the generalization of the model towards previously unseen data,
making it more useful for real world applications. This variation is often
limited in practice by the small amount of available data.

Monitoring the loss on the training dataset might be informative to
reassure that the optimization process works as intended, however, it is not
necessarily a good indicator of the model performance on data not included
in the training, i.e. its generalization. Instead, a separate dataset is used
during training to continuously validate the model, and the performance
on this dataset is used as an indicator of the generalization error. As
an example, an indication that the model has been trained for too long
is that it performs significantly better on the training data than on this
validation dataset. Although it doesn’t affect the parameters of the model,
if the training is stopped when it reaches the best performance on the
validation dataset, it indirectly affects the training.

A common solution for this is to further retain another portion of
the available data to evaluate on after all model parameters have been
determined. This dataset is called the testing set. It is important to
stress, that the testing dataset is only used after all models have been
trained, to avoid indirectly affecting the optimization process. This data
split is illustrated in Figure 2.3, and it is a common choice when there is
a large amount of data available.

The names of the validation and testing datasets are often interchanged
in literature [138]. However, the above definitions have recently become
more standard, and this thesis and the projects follow the authoritative
work of Ripley [165].

A common alternative data splitting approach is to use k-fold cross-
validation, where multiple models are trained on different portions of the

Available data

v 3

After
During training

training

I l

v 1
.. Validating Testing
Training set
set set

Figure 2.3: Visualization of a data split between training, validating and testing. A common
split ratio is 70/10/20, but it depends on the task and the amount of data available.



available data, which is often preferred when the amount of data is lim-
ited [134].

Data samples

Whatever the data samples might be, the overall task of ML is to predict
labels from the features. As the model learns from the training data, the
distribution from where this dataset was drawn will be the distribution
that the model will work on best. Therefore, it is essential to under-
stand the training dataset when using the model in the real world and to
acknowledge when the real world data is significantly different from the
training data.

Although these aspirations are usually not included in the ML models
by design, deep network architectures show surprisingly good generaliza-
tion properties [112].

Augmentation

The performance of a model depends on the number of available data
samples. This can be artificially increased by using the same data points
multiple times, by introducing some form of disturbance which is valid for
the scenario. Such approaches are called data augmentation.

The forms of augmentation depend on the data. For images the most
common ones are translations, rotations, flips, adding extra noise, multi-
plications by a constant value and so on [144]. Augmentations need to be
adjusted to the task at hand to keep them realistic. For example, for the
analysis of natural images, left-right flips are often used, while up-down
flips can create unreasonable images in some applications. For medical
images however, left-right flips can also create irrational anatomies.

2.1.2 Hypothesis space

With the goal of finding the true underlying relationship f between the
inputs and outputs of the collected data, the user must specify a model
definition that consists of a set of functions—or layers—and their set of ad-
justable parameters. These will define the range of the selected hypothesis
space, which contains all the possible sets of functions (or maps) mapping
from the defined inputs to outputs, with the hope that one of these states
approximates f well enough to be useful. The hypothesis space defines
the possible combinations of operations between the individual values of
the input data. Training the model entails selecting a model function f
as our hypothesis, selected from the hypothesis space.

10



To get an idea about the hypothesis space, let’s assume that our model
definition contains a single function, a polynomial of degree 4 that connects
the input x to output y as

h(x):a4~x4+a3~x3—|—a2'x2+a1~x+a0.

Our hypothesis space in this case contains the function h and its five
trainable parameters as 0 € {ay, a3, a2, a1,ap}. Let’s assume that each
parameter in 6 can take up one of the discrete values from the set {1, 2, 3},
in which case, each parameter will be adjusted during training such that
the model fits the training set. As training is finished, the parameters will
each take up one value of the possible values, defining our hypothesis f .
In this scenario, our hypothesis space has 3° possible states.

In real life scenarios, the parameter values are not necessarily discrete,
therefore the possible number of hypotheses are not countable, however
the number of model parameters are often in the range of millions, or even
billions [14].

The size of the hypothesis space is closely connected to the complexity
of the model, which is crucial for understanding its generalization abil-
ity [59].

Explainability

The complexity of a model is connected to its number of parameters that
can be adjusted during training, however the sets of functions in the model
definition that remain unchanged during training also affect the model
complexity.

There is an increasing concern around the explainability of ML mod-
els, especially in high-stakes applications such as finance and healthcare.
Several types of machine learning models implement simpler rules for pre-
dictions (e.g. decision tree models) that are easier to interpret, however
as the complexity of the models increase (especially towards more com-
plex deep learning models) concerns around explainability become more
pronounced and challenging to address. During the development of ML
architectures and model components, their explainability is essential to
consider for their long term use and value [110].

2.1.3 Losses and metrics

As the model is trained, its parameters are adjusted to minimize the value
of the loss function, leading to improved predictions. In essence, the loss
function serves as a guide for learning, helping the model to improve and

11



make better and better predictions. Hence, the loss function is aimed to
meaningfully determine which set of parameters is better in describing the
relationship between the inputs and outputs.

Our task is to select a loss that best assesses the performance of the
model, comparing the output predictions of the model to the available
ground truth labels. Choosing the right loss function is crucial to ensure
that the model can accurately capture the relationships between the input
data and desired output. There are both practical and conceptual concerns
around selecting the ideal loss function.

Practical issues. Due to the nature of the most commonly used opti-
mization process to train ML solutions, the selected loss function needs to
be differentiable with regards to the model parameters, which is not true
for a wide range of commonly used evaluation metrics.

As an example, we consider the case of a binary classification problem,
where the label y takes up discrete values from the set {0,1}, and the
model predictions are § from the same set {0,1}. For this scenario, the
accuracy—that is the number of correct predictions over the total number
of predictions—is a meaningful metric, defined as

. 1 .
£class(ya ZU) = - Z[?Jz = yi]v

where n is the number of data samples, and [-] is the Iverson bracket which
evaluates to 1 if the condition inside the brackets is true, and 0 otherwise.

The first (smaller) concern we encounter is that the loss function, by
design, is minimized during training, whereas the accuracy should be max-
imized for the performance to improve. This is easily solved by inverting
the loss, into the zero-one loss, as

Lomisclass (ya Q) =1—Leiass (y7 @)

This loss is not differentiable with respect to the model parameters 6,
which means the gradient cannot be computed for updating the weights,
and therefore the loss cannot be used for training. In such cases, a proxy
(or surrogate) loss function is introduced, which retains the properties of
the original loss, but might modify the output of the model and the loss
function to make it differentiable. In our scenario, the discrete outputs
of the model are replaced by § € [0, 1], so the output can take any value
between 0 and 1. An appropriate proxy loss for accuracy is the binary
cross-entropy, which is minimized when the model output matches the
label, and it increases as the two values deviate from each other, similar

12



to the behavior of accuracy. However, unlike accuracy which for a single
data point is either 0 or 1, the binary cross-entropy loss is a positive,
real-valued metric.

Conceptual issues Just as the binary cross-entropy is a surrogate for
the accuracy, the accuracy might only be a surrogate of what is actually
a meaningful metric. The accuracy (and also other metrics that include
reducing the mean of multiple values) may mask important effects, such
as quality improving in one area but degrading in another.

Let’s take the accuracy as an example again. It is a metric that can
be extracted from the confusion matrix, which is a table that shows the
performance of a classification model comparing the individual actual and
predicted classifications. The accuracy, however, masks the difference be-
tween false positives and false negatives in the prediction performance.
However, for the common case of imbalanced data, where samples from
one class is more common than in another, the distribution of these mis-
classification error types could be informative and useful when defining
what to optimize in more detail.

For the case of images, the Mean Squared Error (MSE), or other pixel-
based quality metrics (Mean Absolute Error (MAE), Structural Similarity
Index (SSIM)) have been often used as a surrogate for perceptual quality.
If we would like two images to be as similar as possible, the MSE is a
straightforward candidate. However as the technology advances and as we
get better quality results, we can show, that these metrics are, in fact, poor
candidates for perceptual quality [103]. More complex metrics, like the
Visual Information Fidelity (VIF) convey much closer resemblance to what
humans actually see as similar. Recently, alternative loss functions have
been proposed for image reconstruction (especially in deep learning) that
instead of pixel-based losses, look at more abstract, higher-level differences
between prediction and ground truth images [74].

The Datasaurus Dozen® project draws attention to how metrics can be
misleading, through an amusing collection of points. One might think that
if two sets of points have the same mean, variance and correlation, then
they follow the same underlying distribution, however visual inspection
clearly shows otherwise.

Additionally there are popular misconceptions around the use of gen-
eral statistics, such as the reporting of "significant” gains in performance
of Deep Learning (DL) models, without the use of actual tests for signifi-
cance [4, 169].

Ihttps://github.com/jumpingrivers/datasauRus
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2.2 Learning approach

ML methods can be categorized based on the general approach they take
to learn from the training data and how they define their loss function. In
the context of image-to-image models, there are two common approaches.

Supervised Learning Supervised learning is a type of ML where the
model is trained using the labels of the available data. The model is
given input-output pairs and it learns to map the inputs to the output
labels explicitly. The model is trained by computing the loss between its
predictions and the ground truth labels, and updating the parameters to
reduce the loss to improve the performance. This approach is widely used
in a variety of applications, ranging from computer vision [168] to climate
modeling [2].

Unsupervised Learning Unsupervised learning, on the other hand, is
where the model is trained without explicit labels. Instead of relying on
the labels, the model learns from the structure and patterns present in
the input data. During this learning approach there are no direct output
labels for the training data samples. The goal of unsupervised learning is
to learn meaningful representations of the data that can be used for a wide
range of downstream tasks, such as natural language processing or image
style transfer [73], or applications where the available data is limited [86].

In summary, supervised and unsupervised learning—and other popular
learning methods such as semi-supervised and reinforcement learning—
have their own strengths and limitations and the choice of which to use
will depend on the available dataset and the specific task at hand.

2.3 Bias-variance trade-off

The set of possible model candidates, or the hypothesis space, must be
carefully selected to match the complexity of the task at hand. The com-
plexity of the model is a crucial factor that affects its ability to learn from
the data. If the model is too simple, it will not be able to capture the
underlying distribution of the data, leading to a large bias, also known as
underfitting. On the other hand, if the model is too complex, it may learn
about the individual data samples instead of the overall data distribution,
resulting in a high variance, also known as overfitting.

The optimal complexity of a model depends on the complexity of the
problem and the amount of available data, and the selected complexity of
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the model needs to find the balance between underfitting and overfitting.
The behaviour of the model largely changes according to its complexity,
as shown in Figure 2.4.

Polynomial degree: 1 Polynomial degree: 5 Polynomial degree: 13

Figure 2.4: Interactive Figure. Showing the best fits of a polynomial regression model
(in blue) to the collected data points (in red), where the complexity parameter of the model
is the polynomial degree. The under- and over-parameterized models shown on the left and
the right respectively, show examples when the model complexity doesn't fit the underlying
data.

The impact of the complexity parameter on a ML model is demon-
strated by the performance of the loss function on the validation dataset.
The true relationship between the input x and its corresponding output y
can be generally described as:

y=[fx)+e

where € is a Gaussian noise, known as the irreducible error, that is inherent
in the data. The purpose of our proposed model is to approximate f, and
we can denote the model with parameters 3, trained on the dataset D
as fD (z, ). Naturally, the performance of the model depends on both §
and the training data D. For a new data point, the expected error of our
approximation can be computed, and it will always include the irreducible
error, this is affected by neither the complexity of the model nor the
amount of available data. However, there are two additional components
for the expected loss: bias and variance.

The bias term represents the error introduced by approximating the
problem with a simplified model. A high bias means that the defined
hypothesis fp(z, 8) is too simple. Whereas the variance term represents
the error introduced by the sensitivity of the model to small variations
in the training data. A high variance means the model fits the training
data D very well, however this performance will not translate well to data
points not included in D. The optimal model balances the two last terms
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to minimize the expected loss for new data points [45]. This relationship
between training and validation errors, and how the validation error can
be decomposed into the three terms, is depicted in Figure 2.5.

Irr. error: N Irr. error: W Irr. error: M
Bias: I Bias: [ Bias:
Variance: | Variance: Il Variance: I
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Polynomial degree: 1 Polynomial degree: 5 Polynomial degree: 13

Figure 2.5: Interactive Figure. Showing the best fits of a polynomial regression model
(in blue) to the collected data points (in red), where the complexity parameter of the model
is the polynomial degree. The expected loss is further decomposed into the irreducible error,
bias and variance. In red we show the true underlying distribution where the red points were
sampled from, with an additional noise term and the errors of the fitting are decomposed
and shown on top. The irreducible error is constant, despite the complexity of the model,
whereas increasing the complexity decreases the bias while increasing the variance. The
balance of the two terms is shown by the case in the middle.

The bias-variance trade-off is essential to address when considering the
complexity and generalizability of a ML model.
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2.4 Deep Learning

Currently, DL is arguably the most popular field of ML, with a wide
variety of applications, from commonly used speech recognition features in
smartphones [28] to active research in restoring incomplete historical texts
from images [8]. DL is a subfield of ML that make heavy use of neural
networks, which are a cascade of hidden layers of nonlinear processing
units inside the model. Layers that operate on the outputs of previous
layers and pass their outputs to successive layers are called hidden layers,
as they don’t explicitly operate on the provided data, and don’t provide an
explicit model output. These hidden layers are very effective at extracting
abstract features from the input data. This level of complexity made DL
methods extremely effective within the field of ML.

When a model has at least one hidden layer between the inputs and
outputs, the model becomes "deep”, hence the term DL. The advantage of
DL is that the models prioritize a large number of hidden layers over us-
ing large layers that have large memory requirements. The hidden layers
are able to learn more complex features, which has made DL increasingly
popular in recent years. This is further supported by technological ad-
vancements such as the increasing VRAM of GPUs, that allow for large
model architectures.

2.4.1 Artificial Neural Networks

The interconnected processing nodes or neurons of DL models are often
called Artificial Neural Network (ANN)s. The "neural” terminology takes
inspiration from how the brain works, with neurons passing information
forward. The simile is faulty, and any drawn parallels extremely oversim-
plify the way human brains work [119], however, the effectiveness of ANNs
is undeniable [102]. ANNSs are efficient at learning and extracting complex
features from data, and surprisingly they appear to favor simple solutions
learned from large amounts of data, inherently having the ability to avoid
overfitting [124].

2.4.2 Numerical optimization

So far we have discussed the training of a ML model simply as minimizing
the loss function over a hypotheses space using our data. The optimization
problem can be written as

min £(9),
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where L is the selected loss function, and 6 is the model parameters from
the p dimensional hypothesis space PP.

The non-smooth, highly non-linear and non-convex nature of deep net-
works makes optimization a challenging task as they contain many local
minima, and it limits the range of optimization methods that can be used,
but still offer many options. Hence, it is possible that the optimization
process never reaches a global optimum, and it only finds a sub-optimal
local minimum. The training of a DL model is often stopped when a
sufficiently low loss is achieved, but it is not minimized in a global sense.

Given the complexity of DL models, there is no one-size-fits-all ap-
proach to minimize their loss. The selection of an optimization algorithm
depends on the model’s specific characteristics and the computational re-
sources available. It is important to experiment with different optimization
algorithms and hyper-parameter values to identify the best model for a
given task.

One of the most popular families of optimization algorithms for deep
learning is based on Stochastic Gradient Descent (SGD) [133]. This family
of methods is based on using first-order information with regards to the
model parameters 6 to reduce the loss. The loss function plotted as a
function of its parameters is called a loss surface, and it can help getting
a visual understanding of the optimization method. Since 6 is a variable
of the loss function f, the partial derivatives of this function with regards
to the model parameters can be collected into a vector, called a gradient,
as

of
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The gradient vector shows the direction of the steepest increase of f in
the parameter space at any given point. The dependencies between hidden
layers in DL models make this a generally difficult optimization problem.
The standard method used to compute the gradient is the backpropagation
algorithm that offers an efficient computation of the partial derivatives of
the model parameters, enabling the model to learn [133].

Backpropagation

All necessary computations made by a DL model can be stored in a com-
putation graph which also provides a way to visualize how the model
processes data and how it learns and updates its parameters. In a com-
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putation graph each node represents a specific operation, such as addition
or matrix multiplication, that transforms the inputs in a particular way.
The edges between nodes represent the flow of data through the graph,
with the output of one node becoming the input to the next. The first
two nodes operate on the inputs directly, as:

a; =21 +w

and

a2 = T2 - Wa,

introducing two model parameters: w; and wy. The third node is applied
to the outputs of the first two nodes, as:

a3:w3'a1+(1—w3)~a2, (21)

introducing a third model parameter: ws. The output of this node is
the model output y = a3. This model has a total of 3 parameters. This
example is visualized in Figure 2.6

The Directed Acyclic Graph (DAG) structure of the computation graph
means that it is unidirectional and there are no cycles in the graph, there-
fore the model’s output depends only on its inputs and not on any internal
state of the model. This generally holds for DL models with the notable
exception of recurrent neural networks [106]. Computing the predicted
output of the model using the input data and the current model weights is
known as a forward pass or forward propagation through the computation
graph. Figure 2.6 shows how example data can flow through the described
graph from Equation 2.1. The DAG structure also makes it possible to
compute the gradients of the loss function with respect to the model’s

Figure 2.6: Interactive Figure. A computation graph of Equation 2.1, used for forward
pass calculations. The prediction y depends on the two inputs z1 and z2 and also the
three model parameters (w1, w2 and ws). Changing any of these terms will affect the
predictions.
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parameters using the backpropagation algorithm [133], which exploits the
chain rule of calculus to efficiently propagate error gradients—the differ-
ence between the predictions and the ground truth output—through the
graph.

The chain rule enables the computation of the derivatives of a node
with respect to any earlier node in the computation graph. By breaking
down the computation into smaller parts, we can efficiently compute the
gradients of the loss function with respect to the model’s parameters.
For the graph in Figure 2.6, we can use an MSE loss function L(z,y) =
(r — y)? with the current ground truth label Y, and define the three
partial derivatives of the output loss L, with respect to the three model
parameters wi, we and wg as:

oL dal da3 6L
Swr  dw; dalda3 (1) (w3) - (2- (a3 -Y)),

oL da2 6a3 6L

and

0L a3 0L
m:m%:(al_QQ)'(Q.(a3_Y)).

The computation of these derivatives require al, a2 and a3 for a given
input, which requires a forward pass. Afterwards, the partial derivatives

|80 -|| ¥=1.60

L {MSE) = 0.50
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—————|
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L {MSE} = 0.50 L {(MSE) = 0.50
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LR=0.1 LR=0.1

Figure 2.7: Interactive Figure. A computation graph of Equation 2.1, used for back-
wards pass calculations. The adjustments to the model parameters (dwl, dw2 and dw3)
are calculated using the partial derivatives of the loss L.
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with regards to all parameters (w;, wa, ws) can be computed through
a process known as a backwards pass or backward propagation. This is
an elegant and computationally efficient way to reconstruct the partial
derivatives of a computation graph. The backpropagation algorithm in
action can be seen in Figure 2.7. The computed partial derivatives can be
used to adjust the model weights according to the propagated loss.

The use of backpropagation in a deep learning model imposes a require-
ment that each layer must be able to compute its output and derivatives
with respect to its inputs. Therefore, layers in DL models that cannot
meet this requirement are most commonly replaced by proxies similar to
replacing loss functions, as described in Section 2.1.3.

Stochastic Gradient Descent (SGD)

Using the backpropagation algorithm, the gradient vector calculated at
any given point of the loss surface gives the direction of steepest ascent.
The fundamental idea of the gradient descent algorithm is to start at a
random point on the loss surface and to move iteratively in the direction
of the negative gradient. The loss surface of a function with a single
parameter 6 is depicted in Figure 2.8 together with the slope directions.

Optimization methods based on first-order derivative information of
a function, are collectively called first-order optimization algorithms. In
smaller scale optimization problems, the second derivatives can also be
utilized, hence called second-order algorithms [7]. However, in deep learn-
ing, the second derivatives are often too expensive to compute, and the
first-order methods are a more feasible option.

Gradient: 2.4 Gradient: 0.0 ~ wrlaaient! s

Figure 2.8: Interactive Figure. The loss surface of function f(6) : R — R with a single
parameter: 6. The arrows show the direction of the derivative of f—which is the direction
of steepest ascent—at point 6, so to minimize the function, the value of 8 should be moved
in the opposite direction.
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Training a model using the gradient descent method is performed by
updating each model parameter as:

o+ — (&) _ an(Q(i)),

where the step size to take in the direction of the descent direction is
determined by the learning rate a. If « is too large, the algorithm might
step over the minimum, and if it’s too small, the optimization might be too
slow, or it might get stuck at local minima. For an example see Figure 2.9.
A crucial aspect of training a DL model is the selection of an appropriate
learning rate, to ensure that the iterative steps during training are in the
direction of the negative gradient (—V f(6)) so that the loss function is
converging toward a minimum [90].

It is important to stress, that the presented figures of One Dimensional
(1D) loss functions conceal the complexity of the optimization problem in
DL, where the number of parameters in 6 is often in the order of millions.

To compute the descent direction over all available data, the gradi-
ents for all data points must be computed and averaged, which can be
computationally expensive and time consuming. Instead, SGD offers an
efficient alternative by computing the gradient with respect to a single
data point and update the model parameters. This process is repeated for
each data point in the dataset, and a full pass over the dataset is called
an epoch. This allows training on extremely large datasets by storing only
the gradient with respect to a single data point at a time. However, the
optimization process in SGD is noisy, which can lead to the model taking
sub-optimal steps multiple times before reaching an optimal solution.

Figure 2.9: Interactive Figure. The alternative learning rates show the effects of local
minima, and the required number of steps to reach the smallest possible value of the
function. The figure on the left shows a scenario where the optimization doesn’t reach the
global, but only a local minimum. The middle and right figures show scenarios where the
global minimum was reached, however with different learning rates and number of steps.
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A way to improve upon the default SGD is by introducing a mini-batch
of data points, which is a subset of the available data. If the size of the
mini-batch is one, the method is identical to the default SGD, and if it is
the size of the entire dataset, it becomes the memory-exhaustive gradient
descent method. Ideally, the size of the mini-batch is increased as much
as to still fit into memory. The mini-batch SGD method is widely used in
DL.

Improving SGD

Although SGD is a simple and efficient optimization method, it is rela-
tively slow, and some proposed features can achieve practical benefits.

To accelerate the optimization process, a momentum component can be
added to the gradients [156], which accumulates an exponentially weighted
moving average of the passed gradients from previous training iterations.
This component can be viewed as an analogy to the concept of momentum
in classical mechanics—where moving objects continue moving in the same
direction with the same speed unless acted upon by an external force, in
our analogy, the gradient. During gradient descent optimization, the mo-
mentum component maintains the direction of the previous gradients and
by that is able to better avoid getting stuck in local minima. By incor-
porating momentum, we can improve the convergence rate and stability
of the optimization process. The effect of the momentum component is
presented in Figure 2.10.

Figures 2.9, and 2.10 show a scenario where 6 only contains one vari-
able. For higher dimensional hypothesis spaces, adaptive moment esti-

Figure 2.10: Interactive Figure. Results of an optimization process with using mo-
mentum. Multiple combinations of learning rates and momentum values can be used to
minimize the function value, but also for finding sub-optimal results. For the scenarios of
getting stuck at local minima (shown on the left), using momentum can help the optimiza-
tion.
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mation methods prove extremely effective by combining the momentum
component with an adaptive learning rate for each parameter in 6. This
accelerates gradient descent learning along parameters where the gradi-
ent is relatively consistent, while slowing down learning in the dimension
of parameters where the gradient is more turbulent or oscillating. Some
popular such methods include Adam [79], Nadam [31], Adagrad [32] and
RMSprop [55].

2.4.3 Common model components

With the breakneck speed of advancement in DL, trends shift quickly,
and it is difficult to keep up with the most advanced methods. Below we
go through some of the most relevant components that have been used
throughout the presented projects.

Convolutional layer The convolutional layer is one of the most widely
used layers in deep learning, and is based on the mathematical operation
of convolutions. The most commonly used form of convolution in DL is
the Two Dimensional (2D) discrete convolution. Due to its similarities
to linear spatial filtering—which is the actual operation performed by the
layer—both are commonly referred to as convolutions in the context of
DL. If we have two bi-variate functions of integer variables, denoted by f
and g, then the convolution function f * g is defined as:

oo oo

(fx)@d) =Y > fli—kj—0Dg(k1),

k=—o0l=—

annmnn
annmnn
aoanan

[Emannn

Eye - Gaussian - Laplace ~

Figure 2.11: Interactive Figure. Three example convolutions are presented with dif-
ferent kernels, from left to right: lIdentity, Gaussian and Laplace, respectively. For each
example, the input image in the top left is convolved pixel-by-pixel using the kernel, its
values shown in the middle with each pixel having a different color, and the convolutions
produce the image in the bottom right.
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where the limits of the summation extend over all possible values of k
and [. In practice, however, we usually assume that the values outside
the image and the filter are zero. This allows us to perform convolutions
efficiently, by sliding a filter over an image and computing the dot product
of the filter weights with the corresponding pixel values, practically a linear
spatial filtering process using a convolutional kernel. For an example,
see Figure 2.11.

An ANN with convolutional layers is popularly called a Convolutional
Neural Network (CNN). Convolutional layers are highly effective at feature
extraction, making them a key component of models designed to solve
image-based tasks, such as object recognition or image classification.

In a convolutional layer, multiple filters are applied to an input image
to perform convolutions, with each filter learning its own set of parameters
denoted by the filter mask g. Additionally, a bias term b is added to each
filter’s output as a learnable constant term. The bias term allows the
model to introduce a certain amount of flexibility to the output of the
convolution operation, by shifting the filter response to a different range
of values. The output of the convolutional layer is a set of feature maps,
where each feature map is the sum of the filtered input channels. The
output of the convolutional layer is then passed to the next layer in the
network.

A fundamental concept that underpins the effectiveness of convolu-
tional layers in deep learning is the notion of a receptive field. The re-
ceptive field of a convolutional layer refers to the area of its inputs that
influence a certain output activation. The receptive field of the first con-
volutional layer is determined by the size of the kernel used in that layer.
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Figure 2.12: Interactive Figure. Two examples of how a receptive field of 7 pixels could
be achieved using convolutions of specific kernel sizes. On the left, a receptive field of size
7 was reached using only a single layer with a large kernel size of 7, while on the right,
computationally less expensive kernels of size 3 were used to achieve a receptive field size
of 7 pixels, using 3 layers. In both cases a single output pixel (center pixel of the bottom
line) has a receptive field of 7 pixels of the input layer (top line).
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However, the receptive field is also influenced by the previous layers, hence
the receptive field of a given layer can grow rapidly as we move deeper
into the network. The increasing receptive field of the layers means that
they can capture features from larger areas in the input.

To illustrate this concept, Figure 2.12 shows the receptive field of mul-
tiple convolutional layers, to help visualize how the receptive field expands
as information is processed through deeper layers of the network.

Padding In the context of CNNs, image padding refers to the process
of adding extra rows and columns of pixels around the edge of an image
before applying a convolutional layer. As seen in Figure 2.11, the output
is smaller than the input, because there was no padding used. In the
simplest scenario of constant padding, the values outside of the image are
assumed to be a constant value (most often zero), and when convolutions
are performed around the edges of the image, these values are taken into
account. Padding allows us to adjust the behavior around the edges, for
a few examples see Figure 2.13. The type of padding used can have a
significant impact on the output of the convolution, particularly in deep
networks with many layers.

Activation functions These are element-wise functions applied to the
output of a layer. They introduce non-linearity into the output of the
individual layers, allowing the network to model complex relationships
between inputs and outputs.

One of the most common activation functions in deep learning is the
rectified linear unit (ReLU) function [18], which returns the input if it
is positive and return zero otherwise. ReLLU has been shown to be com-
putationally efficient and effective in preventing the vanishing gradient

Edge/Nearest .

Figure 2.13: Examples of padding options.
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problem [56], where the computed gradients become too small to make
a significant change to the model, halting learning. The effectiveness of
ReLLU makes it a popular choice in many neural network architectures.

Sigmoid functions that bound all input values to a specific range are
also widely used in DL. The logistic sigmoid function given by

1

Jsigmoid(x) = m

has an output range between 0 and 1 which is often interpreted as an
estimate of the probability that a value belongs to a particular class.
The softmax function, defined for each output neuron as

e
Osoftmax (I)i = W
J

is often used as an activation function for classification tasks. The softmax
function maps the output of a neuron to a probability distribution over
multiple classes. This allows the neural network to make predictions about
the most likely class for a given input.

Dense layer In dense layers, also known as fully connected layers, each
output neuron is a weighted sum of the input neurons plus a bias term.
Therefore, in dense layers, in contrast to the convolutional layer, each neu-
ron is connected to every neuron in the previous layer. Dense layers are
commonly used in deep neural networks for tasks such as image classifica-
tion, natural language processing, and regression. With a large number of
input or output neurons, dense layers can be computationally expensive.

Batch Normalization Batch normalization was introduced to speed
up the training time of DL methods [22]. Batch normalization has several
benefits, including improved training speed and stability, increased regu-
larization, and the ability to use higher learning rates, which can lead to
better performance. It works by normalizing the activations of each layer
in the network using the mean and variance of the current mini-batch
during training. This means that the activations are shifted and scaled
so that they have zero mean and unit variance, which is supposed to help
prevent the “internal covariate shift” problem that can occur during train-
ing, where the distribution of the activations in each layer changes over
time. This explanation has later been questioned [137, 154], and there is
still no proper justification of why batch normalization works so well.
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Dropout Dropout is a regularization technique used to prevent overfit-
ting by randomly deactivating—or dropping out—some activations during
training [55]. Dropout layers randomly set a fraction of the activations to
0 at each update during training time, which forces to evenly distribute
the contribution of the layers in the network, which reduces the likelihood
of overfitting. Generally, during inference or prediction time, all neurons
are active to make predictions.

Recently dropout has been found useful not only during training, but
testing too. By sampling multiple predictions from the same input, each
with different dropped-out units, we can compute the variance of the pre-
dictions and use it as an estimate of the model’s uncertainty. This ap-
proach can be particularly useful in tasks such as image segmentation
or anomaly detection, where the model is required to make predictions
with high confidence. This uncertainty estimate is called Monte Carlo
Dropout [40].

2.4.4 Common model architectures

A large number of DL architectures have been proposed so far, many show-
ing significant potential in medical imaging applications. Several popular
architectures (e.g. self-attention models, diffusion models) are excluded
from this list, only due to the fact that they were not explored in the pre-
sented projects. The following are the architectures used in the presented
work, along with a brief description of each.

U-Net U-Net is a very popular convolutional neural network archi-
tecture developed for image segmentation tasks [148]. It consists of a
contracting path between layers to capture context and a symmetric ex-
panding path to enable precise localization of objects in the image. The
contracting path consists of a series of convolutional and downsampling
layers to progressively reduce the spatial resolution of the input image,
while increasing the number of filters in each convolutional layer. The ex-
panding path uses transposed convolutional layers (or other upsampling
operations) to increase the spatial size of the feature maps, followed by
skip-connections to the corresponding feature maps from the contract-
ing path, to enable precise localization. The final layer commonly uses
a convolution with a kernel size of 1 x 1 to map the feature maps to the
desired number of output channels, typically corresponding to the number
of object classes in the image.
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SRResNet The SRResNet is a deep learning architecture proposed for
single-image super-resolution [88]. It contains multiple residual blocks,
which means the model does not aim to reconstruct the output image,
but the difference between the input and output images, their residual.
These blocks allow for efficient gradient flow and enable the network to
learn deeper features. In addition to residual blocks, SRResNet also uses
skip-connections, which help preserve spatial information and prevent
the vanishing gradients problem that can occur in very deep networks.
The skip-connections also allow the network to learn features at multiple
scales. Another important aspect of SRResNet is its use of a perceptual
loss function, which measures the similarity of the generated image to
a high-resolution reference image using a pre-trained image classification
network. This loss function helps improve the perceptual quality of the
reconstructed image, and has been shown to produce better results than
traditional pixel-wise loss functions like mean squared error.

General Adversarial Network (GAN) A GAN is a type of neu-
ral network architecture, and also a custom optimization approach, used
in unsupervised learning for generating synthetic data [92]. They have
been used in a variety of applications, such as image augmentation [37],
video synthesis [166] and style transfer [172]. GANs consist of two main
components: a generator network and a discriminator network. The gen-
erator network learns to generate realistic-looking data, while the discrim-
inator network learns to distinguish between the generated and the real
data. During training, the generator and discriminator networks play a
two-player min-max game, where the generator tries to generate realistic-
looking data to fool the discriminator, while the discriminator tries to
correctly identify the synthetic data. As training progresses, the genera-
tor becomes increasingly better at generating realistic-looking data, while
the discriminator becomes increasingly better at distinguishing between
the synthetic and real data. The ultimate goal is to train the generator
to generate synthetic data that is indistinguishable from the real data.

2.4.5 Common programming frameworks

The field of deep learning has evolved greatly during my studies (2018-
2024). The current state of programming in deep learning is dominated
by Python, with the two leading frameworks being PyTorch [118] and
TensorFlow [1] with the Keras API [47].

One of the challenges faced by the deep learning community is the
compatibility of models between different frameworks. The Open Neural
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Network Exchange (ONNX) is an open standard that provides a common
intermediate representation for neural network models, allowing for easy
conversion between frameworks and a wide usability. This is important for
ensuring compatibility and ease of use across different tools and platforms.

TensorFlow and PyTorch also have their own built-in saving proce-
dures, allowing developers to store and retrieve their trained models.
Tensorflow recommends using the SavedModel format that includes the
trained model weights, the computation graph and any additional meta-
data required to run the model. Additionally models can be exported
in a Frozen Graph format (.pb) that contains a serialized version of the
graph with the trained weights. PyTorch recommends saving the mod-
els in a TorchScript format that saves the entire model as a standalone
executable program, however another common format is to only save the
model parameters without the model architecture (.pth). These formats
allow developers to return to their models at a later time and make further
adjustments, including changes to the model’s weights. In both frame-
works, checkpoints are available that allow the user to easily revert to an
earlier state of the model training process.

When it comes to deploying trained models, standalone exports are
less common, as they are less useful for development. However, they are
highly beneficial for reproducibility, as they do not rely on the presence
of the original deep learning framework or its specific version. To deploy
models for later use, TensorFlow provides Frozen Graphs (.pb) and both
frameworks support the ONNX format.

In conclusion, the deep learning landscape is rapidly evolving, and
Python, TensorFlow, and PyTorch are currently the most popular tools
in this field. Developers have access to a variety of formats for stor-
ing and deploying their models, including built-in saving procedures and
standalone exports. Despite the abundance of options, it is important to
choose the right tools, being aware of concerns of reproducibility, and to
keep up-to-date with the latest developments in the field.
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Chapter 3

Imaging in radiotherapy

Several imaging modalities have been developed with the aim to acquire
signal from different physical properties of the scanned anatomy, provid-
ing functional (e.g. Positron Emission Tomography (PET), Single Pho-
ton Emission Computed Tomography (SPECT)) or structural information
(e.g. MRI, CT). Their signals complement each other, therefore it is be-
coming common for radiotherapy treatment to involve a combination of
modalities. This provides more information about the anatomy at the cost
of more work spent on time-consuming manual data processing.

The primary goal of radiotherapy is to design a treatment plan to
cure, shrink, or stop the progression of cancer [115]. This requires a good
anatomical understanding of the tumor and the surrounding organs at risk.
The two most common imaging modalities are MRI and CT both with its
unique strengths and limitations. MRI excels in providing high contrast
for soft tissue, whereas CT relies on ionizing radiation for diagnostics and
calculating the effects of the delivered dose during radiotherapy.

Computed Tomography Computed Tomography (CT) is an imag-
ing technique based on ionizing radiation, using X-rays to produce cross-
sectional images of the scanned anatomy. The scans are often used for
diagnosis and the monitoring of treatments, and since it provides infor-
mation about the relative electron density of the scanned anatomy, the
scans can be used to deliver the most effective radiotherapy treatment by
calculating the dose exposure of the tumor and surrounding organs [83].
The signal acquisition in CT involves the detection and conversion of
X-rays transmitted through the patient into electric signals, which are
then reconstructed into images of the scanned anatomy. The pixel in-
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tensities in CT images are called CT-numbers, which use the Hounsfield
Unit (HU) [57]. The CT-number is calculated from the attenuation of the
scanned anatomy, scaled to the attenuation coefficients in air and water,
which makes the pixel values of CT absolute, and directly comparable be-
tween scans. As the HU is related to the relative electron density of the
anatomy, which is related to the absorbed dose in the tissue, the CT scan
can be used to calculate the dose distribution of a planned treatment [68].

The CT scans for our projects were acquired at the University Hospi-
tal of Umed, Sweden with a Philips Brilliance Big Bore (Philips Medical
Systems, Cleveland, OH, USA).

3.1 MRI

MRI is a medical imaging modality that uses a strong static magnetic
field in combination with time varying magnetic fields, to create a non-
ionizing method to quantify the amount and molecular composition of
hydrogen atoms in the scanned area by detecting subtle changes in their
magnetism [105, 41].

Due to its ability to image soft tissue with high contrast, MRI holds an
important position for diagnostic and radiotherapy purposes. Addition-
ally, the modality has the possibility to arbitrarily position the imaging
planes, unlike CT. The non-ionizing property is another advantage of MRI,
valuable in pediatrics or in sensitive scenarios where CT cannot be used.

3.1.1 Magnetic Resonance Physics

Placing a subject in a strong, static magnetic field By induces a net macro-
scopic nuclear magnetization inside the scanned anatomy. This is caused
by the abundantly present hydrogen atom inside the human anatomy,
more specifically the hydrogen nucleus (a single proton) and its property
called spin, which has its foundations in quantum mechanics.

Spin

The proton has an electric charge, and due to the configuration of the
quarks that make it up, it also has a non-zero angular momentum. This
property, the spin entails that the proton cannot perfectly align with the
static magnetic field By, hence it experiences a torque expressed as:

T = j1 X By,
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where p is the magnetic moment of the proton. To explain the mag-
netization of the individual protons would involve quantum mechanical
formulations, however the main concepts around the image acquisition
process can be described using a classical mechanical-physics formulation.
For this, assuming that there is no interaction between the individual pro-
tons, we can define the sum of the magnetic moments for a system of
protons as:

M:“0+u1+"':Zﬂi-
i

The net magnetization M describes a large sample of protons (in the
magnitude of 10%3).

Despite the quantum mechanical nature of the interactions between a
magnetic field and the protons, the dynamics of the net magnetization M
in the magnetic field B are described well on a macroscopic scale by the
Bloch equation:

AM
@ M xB.
a M

Due to the non-zero angular momentum, the net magnetization cannot
align with the main field. The magnetization in the z direction (of the
magnetic field By) is expressed by the Bloch equation as

Mz(t) = Mz(0)7 (31)

whereas the torque 7 will cause My, (the component of M in the transverse
plane), to precess around the direction of By as

Mry(t) = Mxy(o)e_inta (32)

where v = 2.7 x 108 rad s~! T~ is the gyromagnetic ratio, and wy is the
frequency of the precessing of the proton, called the Larmor frequency,
defined as wy = vBy.

The dynamics of M during equilibrium are visualized in Figure 3.1.

RF Pulse

A Radiofrequency (RF) transmitter coil can be used to create an RF field
B, with a specified frequency wgrp. Since this is a time-varying field and
can be turned on and off, it is usually called an RF pulse. For the case
of wrr = wy, the RF pulse is at resonance, causing the macroscopic mag-
netization to tilt into the direction orthogonal of By—driven by subtle
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Figure 3.1: Interactive Figure. Larmor precession of the macroscopic magnetization
oriented parallel to Bg. Due to the spin of the individual protons, the magnetization
cannot align with a static magnetic field, causing it to precess with the Larmor frequency,
which scales with By.

quantum mechanical interactions. This means the decrease of the mag-
netization in the direction of By (M. ), and the increase of the transverse
magnetization (Mg,). The angle between M and By is called a flip angle
and is defined as:

a = vBit,,

where ¢, is the time of the pulse. Commonly used RF pulses are usually
denoted by their flip angle, such as a 90° pulse (where o = 90) or 180°
pulse (o = 180). The time of the pulse and the strength of B; is carefully
tailored to give the desired flip angle for each scenario.

Apart from tilting the direction of the magnetization, the RF pulse
also leads to the phase coherence between the microscopic magnetizations,
which leads to an increased net magnetization. Without phase coherence,
the different magnetizations would be out of phase, and therefore cancel
each other out. Instead, after a 90° pulse, M, = 0, the net magnetization
precesses around By and the individual magnetizations are in phase coher-
ence. At this point, the RF pulse is turned off. This oscillating magnetic
field can be used to induce voltage in a receiver coil, which is the basis of
the MRI signal.

The phase coherent transverse magnetization will produce the MRI
signal, not permanently however. The magnetizations continuously return
to their natural state, which means they begin to dephase, and realign
with By. The effects of the RF pulse on the magnetization can be seen
on Figure 3.2.

Relaxation times

The effects of an RF pulse that are utilized during signal acquisition are
better described by the magnetizations of systems of protons, as visual-
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Figure 3.2: Interactive Figure. The effect of an RF pulse on the macroscopic magneti-
zation. The magnetization is rotated towards the transverse plane of By as the RF pulse is
applied (right), and as the pulse turns off, the precession axis of the proton re-aligns with
Byo due to relaxation (left).

ized in Figure 3.3. In this scenario, we first decompose M into M, and
My, a component in the direction of By and in the transversal plane,
respectively. The M,, component can be further decomposed into the
individual magnetizations, showing how they lose phase coherence after
the RF pulse.

Before the RF pulse is applied, the net magnetization aligns with By,
which means M, = M. As the RF pulse is applied, the magnetization is
rotated towards the transverse plane of By, and for the case of the 90°
pulse, the RF pulse is turned off as the magnetizations align with the
transverse plane (M, = 0) with phase coherence.

After the pulse is applied, M, (the magnetization in the transverse
plane) will induce voltage in a receiver coil, and the signal starts decaying
as the magnetizations dephase and start to realign with By. The dif-
ferences in relaxation times between tissues will lead to different signal
intensities, contributing to the high contrast between tissue types that
makes MRI so useful.

The relaxation entails two mechanisms: the realigning with By, and
losing the phase coherence. Equations 3.1 and 3.2 do not account for these
re-alignments, however additional relaxation terms an be added to both.

As the magnetization begins to align with By, M, increases. This is

RFPuse -~ -~

Figure 3.3: Interactive Figure. An alternative visualization of the effect of the RF
pulse, now using 10 individual magnetizations. The phase of the magnetizations align in
the transverse plane and M, decreases to zero as the RF pulse is turned on (left figure),
and dephasing begins as the pulse is turned off (middle, and right figures). For each figure,
the left and right graphs show M. and M, plotted against time, respectively. They reflect
the state of the visualized magnetizations of systems of protons.
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known as spin-lattice, or T} relaxation. This is caused by an increasing
number of protons returning to their state parallel with By, and the energy
released by the protons is distributed in the body as heat, increasing the
body temperature by a very small amount. The changing of M, defined in
Equation 3.1 can be expanded with a term that accounts for the observed
T relaxation as:

M. (t) = M. (0)(1 — e~ "/™), (33)

where t is the time since the RF pulse has been turned off, and 73 is a
property of the scanned tissue.

The other mechanism that takes place is that the magnetizations be-
gin to lose their phase coherence, returning to their equilibrium state—,
also known as spin-spin or 75 relaxation. A term which accounts for Th
relaxation can be added to the changing of M., in Equation 3.2, making
it:

Mgy (t) = Mwy(O)e_wote_t/Tz, (3.4)

where T5 is the property of the scanned tissue. One cause of T5 relaxation
actually comes from the energy release during 77 relaxation. This means
that the processes causing 77 relaxation always results in 75 relaxation.
However, T5 relaxation can also be caused by other processes, such as local
field disturbances, or a pair of spins exchanging their longitudinal angular
momentum. This means that in general, T5 < T7.

The T7 and 75 relaxation times depend on the scanned tissue, spanning
between a few milliseconds (e.g. bone), to a few seconds (e.g. pure water).
In general liquids that are made up of small, rapidly moving molecules
(e.g. water, Cerebrospinal fluid) have high T} and T5 times, which means
they relax slowly. Whereas dense solids (e.g. tendons, proteins) have very
short T, values, meaning the spins dephase quickly. For most tissues, the
Ty relaxation times are around 10x larger than 75.

Figure 3.4: Interactive Figure. The T} and T5 relaxation times of the scanned tissue
affects how fast the spins realign with By and how fast they dephase with each other,
respectively. The left and right graphs show M and M, plotted against time, respectively.
They reflect the state of the visualized magnetizations of systems of protons.
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The measured magnetization therefore provides useful knowledge about
the scanned anatomy as it depends on the T; and 75 relaxation times, as
visualized in Figure 3.4.

3.1.2 Echoes for imaging

The relaxation times are not measured directly, but inferred from the
acquired signal. As the magnetization dephases, it can be refocused by
gradients and RF pulses to collect the signal. This refocusing effect that
causes the signal to get stronger again is called an echo, with the two most
common types called gradient and spin echoes.

Gradient echo After the RF pulse is turned off, a special coil is used to
create a gradient speeding up the dephasing of the protons. Afterwards,
the gradient is reversed, creating a negative gradient which causes the
previously dephasing protons to rephase.

Accelerating the dephasing of the protons with a gradient is required
for spatial encoding, however refocusing becomes more difficult, as more
time passes between the end of the RF pulse and the echo. The relaxation
caused by the positive gradient is actually a composite effect of T, the
inhomogeneities of the By field and the susceptibility of the tissue, which is
called effective T relaxation time, denoted as T5. The stages of a gradient
echo sequence are shown in Figure 3.5.

Figure 3.5: Interactive Figure. Gradient echo sequence. The left and right graphs show
M, and My, plotted against time, respectively. They reflect the state of the visualized
magnetizations of systems of protons. As the RF pulse is turned off, the spins begin to
dephase. This can be accelerated by a gradient (left figure). After a while, if the gradient
is reversed (middle figure), the dephased spins begin to rephase (right figure). As time
passes, the T> relaxation, independent of the gradients, will add to the dephasing of the
spins, making their refocusing less likely.

Spin echoes Spin echoes begin with a 90° RF pulse, after which the
spins start to naturally dephase. Applying an 180° RF pulse will flip
all the spins, so that the spins dephasing clockwise will now continue
dephasing counter-clockwise with the same speed. After the same length
of time as between the 90° and 180° pulse, the spins will refocus, forming
a spin echo. The stages of a spin echo sequence are shown in Figure 3.6.
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3.1.3 Spatial encoding

In a constant magnetic field By we can use the above described techniques
to obtain information about the protons inside the system, in the form of
magnetization in the transverse plane detected by receiver coils. However,
this setup cannot assign a spatial location of the protons based on their
magnetizations detected by the coils. For MRI to be useful, the acquired
information about the protons should be separated based on their spatial
origin.

The acquired MRI data is collected in the form of the k-space, which
gives spatial information about the scanned anatomy, encoded into the
signal using both its phase and the frequency.

This is achieved by three gradient coils G, G,, G, which slightly
increase the field strength depending on the spatial position of the pro-
ton along the x, y and z axes, respectively. This will also change their
precessing frequency.

Slice selection As described before, the RF pulse needs to be exactly
the same as the Larmor frequency wg to excite the protons. Therefore,
if the gradients increase the Larmor frequency of the protons as we move
along some selected direction (in our example this is z), then an RF pulse
with a specific frequency will only excite the protons at a specific location
of z. With adjusting the frequency of the pulse, we adjust which z location
to sample from, which defines the selected 2D slice. Additionally, adjusting
the bandwidth of the RF pulse can also be used to select the thickness of
the slice excited.

This is the first layer of spatial encoding in image acquisition. As
the RF pulse is applied we also apply the slice selection gradient which
will limit the received information by the coils to a single slice, as seen
in Figure 3.7.

Figure 3.6: Interactive Figure. Spin echo sequence. The left and right graphs show
M, and My, plotted against time, respectively. They reflect the state of the visualized
magnetizations of systems of protons. As the RF pulse is turned off (left figure), the spins
begin to dephase either clockwise (shown in blue) or counter-clockwise (shown in red).
Applying the 180° pulse (middle figure), their direction changes, as they eventually refocus
(right figure) and start dephasing again.
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Figure 3.7: Interactive Figure. The selected slice is visualized by the red overlay while
the currently acquired line is visualized by the dark red segment. Without the gradient G,
there is no spatial encoding, the acquired data is from the entire system. As we increase
the gradient, the frequency of the RF pulse defines the acquired slice.

Determining the orientation of the gradients will also determine the
orientation of the slices. Gradients that change along the medial-lateral
direction will create slices in the coronal plane, gradients that change
along the anterior-posterior direction create slices in the coronal plane,
while gradients that change along the superior-inferior direction will create
axial image slices. The directional terms are visualized in Figure 3.8

Phase encoding With phase encoding we can deduce where the data
came from along one direction in the excited 2D slice, using a gradient
orthogonal to the slicing direction. In this example the phase encoding
(PE) direction is selected to be y. This gradient will encode the position
into the signal based on the phase of the spins, according to their position
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Figure 3.8: Directional terms of the human anatomy.
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in y. After the RF pulse is applied, their phases are in coherence, however
by introducing G, the protons will dephase from this original direction
according to their location in y.

Let’s assume a uniform distribution of protons. We see that by in-
creasing G, we get a periodicity of protons being in phase amplifying the
signal, and canceling each other out resulting in a net magnetization of
0. This of course changes when the distribution of protons is not uni-
form, however covering a wide range of G, strengths, the behavior of the
signal describes the protons along y canceling each other out or amplify-
ing each other, which encodes the information about the protons based on
the spatial frequency of the system. A simple demonstration of the spatial

frequencies can be seen in Figure 3.9.
e o S ==

Figure 3.9: Interactive Figure. A visual example of phase encoding. If all five protons
are present, going through a range of frequencies shows a periodicity of the phases ampli-
fying and cancelling each other. This periodicity changes if one of the protons is removed.
Covering a wide range of frequencies we can infer the existence and abundance of protons.
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The number of different values of G, defines the resolution along that
direction, i.e. for a resolution of 256, the same number of different values
of G need to be applied. The time between acquiring two lines of data is
called a repetition time (Tr) and it’s one of the scanner settings.

Frequency encoding The same phase encoding technique can be ap-
plied in the remaining frequency encoding (FE) dimension, in our case z.
However instead of going through the range of frequencies one-by-one, we
can apply the gradient G, and measure different dephased signal while
collecting the signal from the echo created for the current G. This leads
to a significant speedup, as this encoding can be performed during a single
echo, essentially for free.

The time between the RF pulse and the created echo is called an echo
time (Tg) and it depends on the used echo sequence, and it is one of the
scanner settings defining the characteristics of the output image.
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Acquired data The acquired 3D data is collected in the frequency do-
main, the k-space. To transform the frequency signal into spatial signal
the Fourier transform can be applied on the data. While the middle of
the image space contains the signal from the middle of the scanned spa-
tial domain (the middle of the anatomy), in contrast, the middle of the
k-space shows the middle of the frequency domain, so the signal from the
lowest frequency content, visualized in Figure 3.10.

Figure 3.10: Interactive Figure. Collecting a smaller part of the center of the k-space
leads to a more blurry signal (right figure), as more higher frequency information is contained
in the image reconstructed from a larger k-space (left figure).

Data collection is faster in the FE direction than in the PE direction.
Hence, it leads to a more significant speedup to collect less of the k-space
in the PE direction, as seen in Figure 3.11.

3.1.4 Image acquisition

Gradient and spin echoes can be used to collect information about the
magnetization of the system, while gradient fields can be used to connect
the measured magnetization to spatial locations. The variety of available
sequences have a wide range of applications: while very short sequences are

Acquisition time: 10 sec Acquisition time: 4 sec

Figure 3.11: Interactive Figure. Collecting fewer lines in FE direction (left figure) gives
almost no speedup but loss of quality. It is more sensible to downsample the PE direction
instead (right figure) which as the quality decreases also leads to significant speedup.

41



beneficial in rapidly moving anatomies, longer sequences generally provide
an improved image quality with less noise.

Contrasts

Two essential settings that define the reconstruced image are connected
to how the echoes are created. For both gradient echo and spin echo
procedures, the echoes are repeated multiple times to increase the signal,
and to enable the encoding of the positions. The time difference between
the RF pulses is the repetition time (Tg), while the time between turning
off the RF pulse and achieving the echo is the echo time (Tg).

The selected Tr and Tr will affect the signal according to the 77 and
Ty relaxation times of the protons. The signal equation of a spin echo
sequence is the following:

Tr Te
s=PD- (1—e‘TT) e (3.5)
where PD is proton density, another tissue-dependent property. The se-
lection of Ty and T will define the contrast of the acquired image.

The two settings add weights on how much the three quantitative
information will be present in the output image according to Equation 3.5.
A short Tk will decrease the weight of the T relaxation times, while a
short Tg will decrease the weight of T5. If both are decreased, the output
signal is called PD-weighted. The effects of the two settings are visualized
in Figure 3.12.

Figure 3.12: Interactive Figure. The left and right images show T'2- and T'1-weighted
pelvic MRl slices, respectively. They were collected using different T and Tr times, which
change the contrast of the image.
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Imaging trade-off

The data acquisition of MRI is slow, compared to e.g. CT. Although
techniques are often used to speed up the acquisition time (e.g. parallel
imaging), as discussed in the previous parts, both the individual slices
and the phase encoded 1D lines of the k-space need to be collected in
succession. This means the acquisition time increases linearly with the
number of slices, and the number of pixels in the PE direction of the slice.

In MR imaging, a constant challenge lies in the balance between three
variables: Signal-to-Noise Ratio (SNR), resolution and imaging time. While
advancements in imaging techniques and hardware components may im-
prove all three aspects of the system, prioritizing one of these qualities
inherently results in a trade-off with the other two. Therefore, the choice
of the sequence must be adapted to improve the quality that is most im-
portant for the specific case.

3.1.5 Hardware

The MRI equipment detects very subtle changes in magnetism. There-
fore, despite the advanced engineering solutions and constantly improved
imaging techniques that make the images more detailed, the many com-
ponents of the scanner also lead to drawbacks and increase the possibility
of artefacts.

The scans for the presented studies have been collected on a 3T Signa
PET/MR scanner (GE Healthcare, Chicago, Illinois, United States) at the
University Hospital of Umea, Sweden.

In general, the MR scanner has three main components; the magnets
for generating By, the gradients for spatial encoding, and the RF system
for generating and detecting the signal. These components can be seen
in Figure 3.13.

Magnets The previously described steps for data acquisition all heavily
rely on the assumption that By is constant inside the system, most com-
monly 3T or 1.5T. However, since the main field is induced through a coil
(cooled down to its superconductive temperature), the slightest imperfec-
tions can cause inhomogeneities in the By field.

Gradients Three independent coils are responsible for the gradient fields
(Gz, Gy and G.) that are used for localization and for generating echoes.
It could be assumed from the previous description that the gradients are
turned on and off instantaneously, however, in reality, they have rise and
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Figure 3.13: Schematic drawing of the components of a PET/MRI system—which is what
we used throughout our projects.

fall times, for the coils to reach the specified strength. During these times
the gradients do not increase and decrease linearly, which can introduce
distortions in the reconstructed image. However, these distortions are rel-
atively easy to correct for. More significantly, Eddy currents are produced
in various places when the gradients are switched on and off, which disturb
the spatial encoding of the signal. These currents can lead to artefacts,
particularly during fast imaging techniques, and they are hard to predict
and correct for.

RF system The RF coils are placed inside the gradient coils, and for
a PET/MR system (which is what we used throughout our projects) the
PET ring is also integrated into this coil system. As with the main mag-
netic fields and the gradient coils, small imperfections in the RF system
can lead to unexpected signal. These artefacts in the reconstructed signal,
known as bias fields, might be caused by non-homogeneous transmitter
coils or spatial variations in the sensitivity of the receiver coils.

3.1.6 Patient safety

The imaging technique is non-ionizing, however, there are other safety
concerns related to the MRI system. Some of the main concerns and how
they are mitigated are listed below:

o Ferromagnetic objects can act as projectiles near the scanner. Hence,
there are safety precautions around the MRI scanner, with the scan-
ner being in a separated room where no magnetic objects are allowed.

e Metallic implants such as pacemakers may be affected by the MRI
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scanner. They might move due to the strong magnetic field, overheat
due to the RF, or stop working. More recent implants are designed
so they can be scanned without any complications.

e The force produced by the currents in the gradient coils cause an
excessive loudness during the imaging process. This might cause dis-
comfort during the scan. This issue might be mitigated by earplugs
or earmuffs.

o Peripheral Nerve Stimulation (PNS) caused by the rapid switching
of the gradient fields can lead to muscle contractions. Although not
dangerous, PNS can be very uncomfortable and can make it difficult
for the patient to lay still.

e A long-term concern about MRI is the accumulation of the contrast
agents, e.g. gadolinium [72], often used to enhance the visibility of
certain structures or tissues within the body. However this is only
an indirect effect of the imaging technique and it can also be avoided
by the use of multiple contrasts replacing the contrast agent, if the
concerns increase.

e The exposure to RF pulses leads to localized heating. This exposure
can be measured and therefore limited by the Specific Absorption
Rate (SAR), however, these are constantly monitored during the
scan, and the exposure cannot exceed the safety limit.

In a controlled environment and with careful consideration of a safety
guidance practice, the MRI system is considered very safe [105].

3.1.7 Artefacts

The MRI system is sensitive, small imperfections in some components
can lead to significant artefacts in the reconstructed image. The image
artefacts in MRI can generally be categorized into three main classes:
hardware-related, sequence-related or patient-related [105, 173].

Hardware

Noise Electronic noise, the motion of molecules in the patient, or the in-
evitable resistance of the coils, can all introduce a random Gaussian noise
in the collected data. When the k-space signal is converted to an image,
the distribution is skewed into a Rician distribution. This unstructured
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noise lowers the SNR of the image, and it can be mitigated by increas-
ing the acquisition time or by using denoising algorithms during signal

reconstruction?.

Bias Tissue-specific radio frequency penetrations and inhomogeneities
of the By and B fields can affect the strength of the signal depending on
its spatial origin. This breaks the assumption that a homogeneous tissue
will result in a homogeneous signal. Instead, the bias introduces a low-
frequency multiplicative noise over the image which leads to some parts of
the image being brighter or darker independent of the scanned anatomy.
Vendors frequently have built-in solutions that correct for the non-uniform
receiver-coils, and retrospective bias field correction algorithms are also
commonly used [151], most commonly the N4ITK algorithm [160], with
many tuneable parameters.

Sequence

Gibbs ringing As detailed above, collecting a larger k-space improves
the reconstructions of high-frequency changes in the image. Consequently,
when the collected k-space is not large enough, sharp changes in the image
intensities might not be recovered well enough. The undersampled k-space
introduces a ringing effect, known as a Gibbs artefact or Gibbs ringing [44].
The artefact stems from the Fourier transform that reconstructs the image
from the collected k-space data. It is a common artefact in undersampled
images, and it can be mitigated by increasing the resolution of the signal.

Aliasing If the collected k-space does not physically cover the scanned
anatomy, 7.e. the anatomy extends beyond the collected data in the PE
direction, the aliasing artefact will introduce an image wrap round. This
artefact can easily be avoided by sampling lines in the k-space more densely
for collecting more data.

Patient

Motion Some imaging sequences can take more time than others, with
a common scan spanning typically between 10 and 15 minutes. However
during one exam, multiple sequences might be performed. Patients might
find it difficult to remain still for the time of the scan for multitudes of
reasons, e.g. pain, claustrophobia, discomfort, or simply because they

Thttps://www.gehealthcare.com/products/magnetic-resonance-imaging/
air-technology/air-recon-dl

46


https://www.gehealthcare.com/products/magnetic-resonance-imaging/air-technology/air-recon-dl
https://www.gehealthcare.com/products/magnetic-resonance-imaging/air-technology/air-recon-dl

are not used to it. Although the phase encoding stage of the acquisition
is relatively fast, movement between acquiring these lines of data can
introduce ripple effects in the final image. Techniques to speed up the
acquisition time can make the scan more comfortable for the patient.

Medical implants Non-ferromagnetic medical implants such as dental
fillings are allowed inside the scanner, however they can also lead to is-
sues during imaging. They generally have higher susceptibilities than the
surrounding tissue, therefore they cause magnetic field inhomogeneities
leading to a loss of signal around the implants.
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3.2 Current radiotherapy workflow

In Sweden, more than 60,000 patients are diagnosed with cancer every
year [36]. The two most common cancer types, similarly to other Nordic
countries, are breast cancer and prostate cancer [9]. The most common
cancer treatment is surgery, however, more than half of all diagnosed pa-
tients also receive radiotherapy as a part of their treatment. Radiotherapy
can be used as a standalone treatment, but it can also be combined with
other cancer treatments, such as surgery or chemotherapy.

The goal of radiotherapy is to kill, shrink, or stop the growth of ma-
lignant tumors, and to reduce the risk of cancer spreading to other parts
of the body. This is achieved by delivering a high dose of radiation to
the tumor, while minimizing the dose to the surrounding healthy tissue.
The radiation is most often delivered through a photon beam, but other
particles (e.g. protons) or heavy ions can also be used [97].

With the quality of imaging systems constantly improving, the role
of medical imaging in radiation therapy treatment planning is steadily
increasing. The radiotherapy treatment planning—at the University Hos-
pital of Umea, Sweden—commonly starts with an MRI and a CT scan
of the patient. The images of the two modalities are derived from two
separate physical properties, and they also serve different purposes: organ
delineation and dose planning.

Organ delineation The MRI scan offers higher soft tissue contrast and
is therefore used to delineate the anatomy of the patient, identify the
tumor and surrounding healthy tissue. Often multiple scans of different
contrasts—such as Tj-weighted, and T5-weighted—are used to improve
the delineation of the anatomy.

High accuracy delineations are necessary for high accuracy treatment
planning, to calculate how much dose will be delivered to the tumor and to
the surrounding healthy tissue. An essential element of organ delineation
is identifying possible surrounding healthy organs sensitive to radiation,
so the treatment can be planned to avoid them [67]. The identified tu-
mor is first defined as the Gross Tumour Volume (GTV). This delineation
is expanded by a carefully defined certain margin to account for possi-
ble microscopic spread of malignant cells. This expanded margin defines
the Clinical Target Volume (CTV). This volume is further expanded to
account for all other uncertainties in the treatment (e.g. positioning, reg-
istration errors) defining the Planning Target Volume (PTV) that will be
treated.
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Dose planning The treatment plan aims to deliver the prescribed dose
to the PTV while delivering as little dose as possible to the surrounding
healthy tissue. Using the MRI for delineations together with the CT for
dose calculations, the MRI needs to be registered to the CT image frame of
reference since the two scans are performed in different scanners, and the
movements of the patient can introduce non-rigid deformations between
the two scanned volumes [161]. To ensure that the organ delineations and
the dose distributions are aligned, the two scans are registered retrospec-
tively. The combination of modalities greatly increases the effectiveness of
the treatments [125, 132], however possible errors in the registrations intro-
duce additional uncertainties in the precision of the treatment plan [131].

3.2.1 MRI-only workflow

The superior soft tissue contrast of MRI and the possible uncertainties
introduced by the registration process of MRI and CT have led to the
development of MRI-only workflows [68]. Here, the CT scan is replaced
by an MRI scan that is used both for delineation and dose calculation [114].
One popular approach for this is to convert the MRI scan into an Synthetic
CT (sCT) scan, providing synthetic HU values, which is then used to
calculate the delivered dose.

Although the modalities contain different physical information about
the anatomy, ML has been very successful at converting MRI images into
sCT images [66]. This solution eliminates the need for a CT scan for
radiotherapy treatment planning, the manual work of registering multiple
modalities and therefore speeds up the workflow.
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Chapter 4

The role of ML in
medical imaging

ML has shown promise for a wide range of applications in the field of
medicine due to its ability to process and analyze large volumes of data in
a relatively short amount of time [69]. Today, medical data is being gener-
ated at an unprecedented rate, providing further incentive towards the use
of ML, which has already been applied to analyze electronic health records,
medical imaging, genomic data, and wearable sensor data [146, 128, 29].
ML can assist in administrative tasks, such as organizing and analyzing
patient data [163], categorizing medical records, and optimizing hospital
bed allocation [24]. These can lead to more efficient hospital operations
and improved patient care. ML has also been used for medical applica-
tions of natural language processing to extract relevant information from
clinical notes and other unstructured data sources [158, 60]. Automated
processing of medical data such as symptoms, diagnoses and treatments,
has the potential to improve efficiency in the clinic by replacing the manual
labor of such tasks [143]. It could also be used to improve clinical docu-
mentation, medical education, and reduce errors in medical coding [76].
Furthermore, ML has tremendous potential in medical imaging appli-
cations due to its fast pace of data processing and analysis. The availabil-
ity of medical imaging tools and improved early detection techniques has
resulted in an increase in the popularity of all imaging modalities, however
this rise in medical imaging data has not been matched by an equivalent
increase in specialized radiation oncologists [51]. As a result, there is a
pressing need for more effective and resource-efficient radiotherapy and
diagnostic radiology workflows that can alleviate the burden on medical

50



staff.

ML algorithms can automate certain aspects of medical imaging analy-
sis, such as computer-aided detection and diagnosis. ML can be immensely
useful in this area as well, by automating time-consuming and repetitive
tasks, freeing up medical staff and allowing them to focus on more criti-
cal aspects of patient care. Overall, the potential applications of medical
imaging and ML in healthcare are vast and exciting, with the potential to
revolutionize the field and improve patient outcomes [98].

The popularity of ML solutions for medical applications has also in-
creased due to the general hype around the ML field. Publicly avail-
able datasets and ML challenges with prizes (such as publications in high
impact journals or cash) have created an attractive environment for re-
searchers to test and develop new ML algorithms, driving innovation in
the field !, but at the same time raising concerns about the quality of the
published data [167].

4.1 ML applications in radiotherapy

ML has potential applications in nearly all stages of the radiotherapy
workflow [61, 11]. In connection to medical imaging, ML techniques can
improve the speed and quality of data collection, manipulate the collected
images to gain more information about the underlying anatomy, or to
support various downstream processing tasks.

In the data collection stage, ML methods to speed up the scanning time
or to improve the quality of the signal are inherently linked to the scanning
equipment. In MRI, a speedup in the imaging process could be achieved
by collecting a smaller k-space and adding the higher frequency details
using ML. Here, an active decision would have to be made when setting
up the scanner parameters to achieve faster, but lower quality images,
knowing that ML solutions will improve their overall quality [111]. Some
MRI scanners have built-in ML-based solutions can improve the SNR of
the image 2. Whereas for the case of CT, high dose scans can be generated
using low dose scans using ML [62].

Some imaging artefacts can be corrected during the post-processing
stage as well, independent of the scanner, which means these solutions are
expected to work on a wide range of scanners and their respective settings,
unless their limitations are clearly stated. ML is effective at removing

Thttps://grand-challenge.org/challenges/
2h‘ctps ://www.gehealthcare.com/products/magnetic-resonance-imaging/
air-technology/air-recon-dl
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image artefacts, such as bias fields, motion artefacts, implants, and image
noise, which can impact the quality of MRI images [150]. These artefacts
can therefore affect the accuracy of downstream automated processes.

More common data manipulation tasks come in the form of modality
transfer, 7.e. transferring the signal to a modality that would not have
been possible to achieve using the given scanner, or it would have required
additional scans (e.g. sCT as described in Section 3.2.1). ML techniques
can be leveraged to provide additional information, such as changing the
image contrast, or providing quantitative MRI (¢QMRI) measurements [65],
which can reveal underlying tissue properties. As an example, the Sweden-
based company SyMRI? offers a workflow for acquiring the quantitative
properties of the brain, which can be used to construct synthetic MRI
scans with custom scanner settings.

One of the most powerful modality transfers helping MRI-only radio-
therapy is sCT generation from MRI images [114, 16]. By implementing
this in clinical practice, the need for an additional CT scan for radio-
therapy is eliminated. In fact, the company Spectronic Medical AB has
already taken a major step in this direction with a commercially available
sCT model that utilizes a T2-weighted MRI scan as input. This modality
transfer offers a more streamlined and efficient approach to radiotherapy
planning, reducing radiation exposure to the patients and imaging costs.

Downstream image processing tasks in radiotherapy with ML-based
solutions are wide-ranging. From the automated segmentation of clini-
cally relevant structures [123] to predicting the probability of a medical
condition, the registration of the CT and MRI images [104] or the recom-
mendation of deliverable treatment plans [52].

Commercial solutions The popularity and effectiveness of ML have
attracted large companies to join the field with research groups like FAIR*
and OpenAI®, funded by Facebook and Microsoft respectively. Apart from
research, there are a large number of commercially available solutions
performing a single task with an underlying model, trained on a valuable,
well-curated, not publicly available dataset [170].

The privacy around the used dataset increases the value of the product,
but it keeps users in the dark about the generalization and the possible
limitations of their proposed model. This is an often discussed topic in
other fields, such as Large Language Models (LLMs), however their impact
in medical imaging solutions is far more explicit and dangerous. This

Shttps://www.syntheticmr.com/
4https://ai.meta.com/
Shttps://openai.com/
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impact introduces an urgency to the field to address data availability and
transparency [142].

Research areas With the fast pace of progress in the field, there is
fierce competition to be considered state-of-the-art [141]. This can lead to
keeping published methods private, making them hard to reproduce, which
harms the scientific community as a whole. Additionally, it can lead to
methods built on other recently published components that might not be
appropriately validated. The frequent use of batch normalization, without
a proper justification for its good performance [137, 154] shows that the
majority of ML research is still exploratory, and the lack of empirical
foundations for the components is a common criticism of DL [141, 107].

Public challenges and datasets provide a solution to data availability
and transparency concerns. Popular challenges often connected to well-
known conferences provide a competitive, yet transparent way of compar-
ing solutions, using thoroughly reviewed, high quality datasets, whereas
other, smaller challenges might provide data that is not described suf-
ficiently, and therefore is hard to navigate. The simplicity of creating
challenges and public datasets, can make it difficult to assess the quality
of the provided data.

Challenges most often tackle a single task and therefore require a sin-
gle trained model [174, 53, 108], and the leaderboards of such challenges
represent a good benchmark of the performance of publicly available solu-
tions. Recently, more complex challenges have also been introduced that
require ML at multiple stages, and their goal is to get an overall sense of
the level of possible automatization®.

For different applications, the underlying physics of the task at hand
are often considered when designing the network architecture, loss func-
tion, evaluation metric, etc. These are often referred to as physics-informed
approaches [150, 65, 71].

4.2 Concerns
The expanding field introduces a long list of possibilities, but also nu-

merous concerns. These can be categorized into concerns around data,
interpretability and reproducibility.

Shttps://auto-rtp.grand-challenge.org/
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4.2.1 Data concerns

ML solutions are by design data-driven, making the careful selection and
comprehensive description of training and evaluation data crucial, espe-
cially in medical settings. The optimization process makes the models
perform well on the defined training data, however the variation within
this data allows for better generalization of the model, and for it to be
more useful in a wider range of scenarios. For instance, a model trained to
segment structures in MRI images is not expected to perform well when
applied to CT data. However, even variations in finer details such as the
scanned area, field of view, voxel sizes, orientation matrix, and poten-
tial artefacts within scans can significantly impact the effectiveness of the
model. Evaluating on validation and testing datasets can help with un-
derstanding the generalization of ML models, however all of these details
around the training dataset need to be thoroughly described to be able to
assess if the model is expected to work well in a certain scenario.

Data balance It is not only important to include a wide variation in
the training data, but also to ensure proper data balance across different
classes or categories within the dataset. It is worth considering if the best
option is to balance the classes representing their real world distributions.
As an example, proposed ML solutions have been shown to work sub-
optimally for pediatric patients [145], since they are often not represented
in the training data, but it is also an underrepresented class of data in the
real world. Underrepresented classes can be oversampled to have a larger
impact on the trained model, or they can be used separately to train a
model, resulting in a model that is intended to work well only on pediatric
data.

Medical imaging datasets are often heavily changed during pre-process-
ing, out-of-distribution images or entire volumes containing artefacts are
often removed. Thresholding algorithms are often used on the image slices
to mask out the background noise, and other artefact removal methods,
such as N4ITK bias field correction [159], are frequently implemented.
The reasoning for curating the available data is to improve the reported
performance on the model on the constructed, well-balanced dataset. This
is a fair approach, however, when using such ML models, the same pre-
processing steps must be performed to ensure the suitable quality of the
new data. This underlines that the detailed description of the training
dataset is essential.

Data imbalance is often addressed during evaluation by testing the
model in unfamiliar circumstances, such as using a different scanner or a
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different pre-processing pipeline [116]. Alternatively, it can be addressed
during training by using data augmentation or by adjusting the loss func-
tion to account for the imbalance [75].

Data leakage Using a validation dataset that closely resembles the
training data can give a good understanding on how well the model per-
forms. However, incorrect data processing when setting up the training
and validation datasets can lead to data leakage, which in turn will result
in a false validation performance score. Possible reasons for data leakage
depend heavily on the task, but as a rule of thumb, all pre-processing must
be done after the data has been split into training and validation sets, and
all model evaluations must be computed on the testing dataset.

For medical imaging the data split is most commonly performed patient-
wise. Even if the proposed method works on individual slices, having one
slice in the validation data, while its neighbouring slices are used during
training would give an unfair similarity between the two datasets that
should be independent. While how to split the data is usually straightfor-
ward, not raising these questions can lead to mistakes, and data leakage
can seriously undermine the impact of the work [94].

Data privacy The privacy of medical data is both a blessing and a
curse with regards to the popularity of ML in the field. Scientific re-
ports may have limited information about medical datasets due to ethical
approval constraints. Additionally, large high-quality medical datasets
are extremely valuable, which consequently leads to a decline in research
transparency and thorough model evaluations [64].

The increased popularity of public datasets and challenges has ad-
vanced transparency [93, 82, 108], as they raise awareness of data short-
comings through quality assessment and documentation, and minimizing
pre-processing steps. The level of anonymization differs between datasets,
from removing sensitive information from DICOM’ images, to blurring
faces in TotalSegmentator [170]. Public datasets are particularly valuable
in domains where data collection is challenging or impossible. They drive
advancements in tasks like rare image analysis®, drug discovery?, disease
diagnosis'®, and personalized treatment planning'! propelling the scien-

"https://wuw.dicomstandard.org/
Shttps://naturalscenesdataset.org/
9https://ntp.niehs.nih.gov/data/drugmatrix/
Onttps://challenge.isic-archive.com/
M Human Connectome Project (Open-access dataset with multi-modal brain imaging
data for healthy young-adult subjects), iBEAT V2.0 Cloud (Software for segmentation
maps.)
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tific field forward at a remarkable pace. Additionally, public challenges
provide platforms for sharing ideas and solutions, learning as a community,
and enabling continuous refinement of datasets and tasks, such as KiTS!?
and BRaTS!3. These challenges often offer attractive rewards, including
exposure at scientific venues and monetary prizes (e.g. Grand Challenge
on Medical Image Analysis '*), further motivating participation.

4.2.2 Interpretability concerns

While public challenges have gained popularity, the adoption of public
solutions in literature remains uncommon. Reproducible methods and
shared trained weights are crucial for enabling the widespread use of pro-
posed solutions in the field of ML. However, it is equally important to
ensure that these models are utilized correctly and that the limitations
of the models are understood. For instance, regarding data balance as
discussed in Section 4.2.1, where the model is used on data that it was
not trained or validated on (e.g. different hardware, scanner settings, or
patient anatomy), the model predictions must be carefully validated and
verified.

Reliability One crucial aspect of current ML models is that technically,
they can be used with input data that has not been pre-processed correctly,
and the predictions of the model may not indicate that the input format is
incorrect. This can lead to severely, or subtly flawed results that may go
unnoticed upon visual assessment. In clinical settings where accuracy is
most important, thorough and community-driven guidelines are necessary
to ensure appropriate pre-processing steps and avoid such issues.

Ensuring the quality of artificially generated images is crucial in terms
of diagnosis and treatment decisions. However, decisions based on such
images also present legal concerns, whether in medical imaging or when
using artificially enhanced images in court hearings [39].

Unsupervised methods such as GANs have a particularly concerning
property known as hallucination. This refers to the generation of realistic-
looking images that do not accurately represent the patient’s condition.
In medical imaging, it is essential to validate the outputs of unsupervised
methods using appropriate methods and to ensure that they do not lead
to incorrect diagnoses or treatment decisions due to such hallucinations.

2nttps://kits-challenge.org/kits23/
L3https://www.med.upenn.edu/cbica/brats/
Mpttps://grand-challenge.org/challenges/
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In sensitive scenarios (which is the majority of medical applications), ad-
ditional steps must be performed to improve the confidence in the model
outputs by improving their explainability.

Explainability For ML models with millions of parameters, it is im-
possible to clearly understand why a given input leads to a certain model
prediction. This issue is easier to understand for classifications, but they
are equally important for image-to-image tasks (e.g. sCT generation) [20].
The extreme complexity of the trained models is what leads to the anal-
ogy of a "black box” [130], which harms the level of public trust towards
DL. However, there are various tools that can shed a light on the inner
workings of the models, which is essential for building the general trust
towards ML.

Uncertainty metrics can play a vital role in explainability. One such
metric is the Monte Carlo Dropout technique, which estimates uncer-
tainty by using dropout layers during inference or prediction time. This
technique generates multiple predictions iteratively with different config-
urations of the final model, utilizing a different subset of trained neurons
to make each prediction. By analyzing the variations between the predic-
tions, we can determine the model’s level of confidence in the predicted
output and identify how much it depends on only a few neurons. The use
of such uncertainty estimation techniques (some alternatives are Bayesian
uncertainty [101] and Variational dropout [80]) can help enhance the in-
terpretability of ML models, and build trust in their predictions [43].

In addition to uncertainty metrics, another valuable tool for improving
model explainability is the use of saliency maps [147], which highlight the
input image pixels that have the most significant impact on the model’s
prediction. These maps can be generated by calculating the gradient of
the model’s output with respect to the input image and visualizing these
gradient values as heatmaps. By visualizing these salient areas of the
input image, we can enhance the interpretability of the predictions of the
model, and build trust among researchers.

General solutions To explore the unknown limitations of ML meth-
ods, recent advancements have focused on developing more general and
abstract solutions, which provide better control over what the model learns
and improve generalization to real-world scenarios. Pixel-based loss func-
tions have recently been replaced by higher-level losses such as shape de-
scriptors [74], and training on real-world data is often replaced by training
on synthetic, and evaluating on real datasets [42, 149]. Model evaluations
of robustness on a wider range of publicly available data is also becoming
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more popular [81, 33]. These trends shown promising results, suggesting
that ML models can be made more reliable and applicable to a wider range
of real-world scenarios.

4.2.3 Reproducibility concerns

Concerns of reproducibility can be found in all research fields. However,
they become especially important in computer science, and even more so
in ML where the rate of advancement is high and the impact of small
changes can be large [141, 64].

There are multiple levels of reproducibility [23], and it is important to
note the distinction between the reproducibility of the conclusions and the
reproducibility of the methods.

Reproducibility of the conclusions It entails that the conclusions
of a scientific report can be reproduced by other researchers using their
own data and methods. However, the complexity of the methods and the
number of variables is generally so large, that focusing on this form of
reproducibility requires the field of ML to still grow and mature. These
general, enourmous methodological issues surrounding the scientific field
build up what is called the reproducibility crisis.

Reproducibility of the methods This is a more attainable goal, as it
focuses on the proposed methods by a scientific report to be reproducible
using the report and additional materials. The most popular—and most
efficient [126]—method of ensuring this form of reproducibility is by shar-
ing the source code used for the report or publication.

Previously discussed concerns of data privacy, unfamiliarity with pub-
lishing source code, and the possible commercial value of the proposed
solutions all hinder the reproducibility of the field of ML. There are clear
advancements towards promoting reproducible research, such as the FAIR
principle'®, and reproducibility guidelines set in place at Nature'® and an
increasing number of ML conferences (NeurIPS'? [122], MICCALI [10]),
however these guidelines must be promoted until an established empiri-
cal rigor is followed by the scientific community, so higher level issues of
reproducibility can be properly addressed.

The reproducibility of the methods is often limited by using privately
acquired data for training, and the performance of the proposed methods

Bhttps://wuw.go-fair.org/fair-principles/
16h‘ctps ://www.nature.com/documents/GuidelinesCodePublication.pdf
"https://nips.cc/Conferences/2021/PaperInformation/CodeSubmissionPolicy
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are often driven by large and high-quality datasets. With reproducible
methods, the cross-examination of these solutions becomes possible, and
the effect of the individual proposed components, e.g. novel loss functions
and model architectures can be investigated in more depth.

Due to the concerns around code sharing, the pre-trained weights of the
proposed models are also difficult to find. Providing the weights in a stan-
dalone format would make for the easiest comparison to other methods in
further research. However, without the weights the entire training process
must be reproduced for comparison, which is a time-consuming process
with many caveats [17]. This means that when comparing to previously
established methods, it is inherently difficult to use them appropriately,
always giving an advantage to the currently proposed model.

4.3 Open questions, future directions

As the use of ML continues to expand, it has become increasingly acces-
sible for individuals without a background in artificial intelligence. While
this is a significant advancement towards making ML more transparent, it
also emphasizes the need for careful design and maintenance of the models
by researchers. The myriad of concerns around implementing ML methods
need to be popularized and empirical rigor must be employed to improve
the quality of the implementations.

In order for ML to continue to grow, it is not enough to merely address
the issues that arise. Instead, researchers must proactively take these is-
sues into consideration when designing a project. This includes carefully
selecting appropriate datasets, choosing the right algorithms, continually
testing and validating the models to ensure that they are reliable and pro-
duce accurate results, and sharing their code and trained models whenever
possible. By taking these precautions, researchers can ensure that the use
of ML remains ethical, safe, and beneficial to society as a whole.

Under careful supervision, the use of ML solutions could benefit virtu-
ally all stages of the radiotherapy workflow [61]. By processing the large
amount of collected medical data at a much faster rate than possible for
the already overworked medical staff can possibly do so, promising to be
an extremely effective and valuable asset in healthcare, motivating only
further exploration and development.

Current Al solutions have crucial limitations, that make the supervised
and wide-spread use of ML models extremely difficult. To move away from
the ”black box” analogy of ML, the models need to be distributed with a
thorough documentation of the significant decisions made during training.
The following are the most important aspects to always address [69]:
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e The data used for training and evaluation: Models are not expected
to perform well on data that is widely different than what the model
has been trained or evaluated on (e.g. different medical imaging
hardware, scanner settings, anatomy)

e The pre-processing steps: The model should be evaluated on data
that has been pre-processed correctly, as the predictions of the model
will likely not indicate if the input format is incorrect.

e Training approach: Supervised learning introduces different arte-
facts than unsupervised learning, such as GANs. For the case of
image segmentations, the former may introduce errors around the
edges of the segmentations, while the latter may introduce halluci-
nations of non-existent anatomies.

o An interpretation of the model predictions, together with other lim-
itations and potential biases.

By addressing the limitations of current ML solutions, we can enhance
their reliability, interpretability, and effectiveness in real-world applica-
tions. The presented projects below tackle medical imaging problems,
and they all focus on reproducibility and the generalization of the method
to previously unseen data. Given the increasing quantity and quality of
public datasets, the increasing popularity of public code repositories for
sharing implementations, the numerous empirical research [17, 16, 13, 129],
and the initiatives towards highly generalizable solutions, I believe the fu-
ture of ML in medical imaging is bright.
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Chapter 5

Summary of papers

The presented papers tackle some of the challenges discussed throughout
the thesis with DL solutions. The papers are organized to start with im-
proving the image quality of MRI, followed by how ML can help extract
additional information from the signal. The final paper assesses the re-
producibility of ML solutions in the field. The aim of these papers is to
promote general solutions that are widely applicable and share method-
ologies that are easy to implement in further research.

All the papers contain links to the trained models, which are avail-
able in standalone and standard formats. This makes it easier for medical
professionals to import the models into into existing medical image anal-
ysis software that which supports ML methods. The standalone format
also makes it possible for users to modify the models to suit their specific
needs.

In addition to the trained models, a repository for the code used in
these projects is available on Github'. This provides an opportunity for
researchers and developers to access the code, understand the methodol-
ogy, and make improvements or contribute to the development of these
models. The Github repository also serves as a platform for collaboration
and sharing of knowledge, which is essential in advancing the field of ML.

1https ://github.com/attilasimko/drs
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5.1 Improving MR image quality with a multi-
task model, using convolutional losses

Purpose During the acquisition of MRI data, patient-, sequence-, or
hardware-related factors can introduce artefacts that degrade image qual-
ity. We have identified four of the most significant tasks for improving
MRI image quality as bias field correction, super-resolution, motion-, and
noise correction. We developed a model to correct for all four aforemen-
tioned artefacts simultaneously using multi-task learning. Machine learn-
ing has achieved outstanding results in improving MR image quality for
these tasks individually, yet multi-task methods are rarely explored.

Relevance We propose a multi-task MRI artefact correction model that
simultaneously corrects for all four artefacts mentioned above. Addition-
ally, we explored a novel loss function that does not only aim to recon-
struct the individual pixel values, but also the image gradients, to produce
sharper, more realistic results.

Approach Two different datasets were collected, one consisting of brain
scans and the other pelvic scans. These were used to train two separate
models, implementing their corresponding artefact augmentations. The
difference between the evaluated methods was tested for significance using
a Friedman test of equivalence followed by a Nemenyi post-hoc test.
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Results Our proposed model generally outperformed other commonly-
used methods for individual artefact corrections, consistently achieving
equal or superior results in at least one of the evaluation metrics. A few
corrections are shown in Figure 5.1. For images with multiple simultaneous
artefacts, we show that the performance of using a combination of models,
trained to correct individual artefacts depends heavily on the order that
they were applied. The model trained using our novel convolutional loss
function always outperformed the model trained with a mean squared
error loss, when evaluated using VIF.

Conclusions We trained two models for multi-task MRI artefact cor-
rection of brain and pelvic scans. The proposed novel loss function that
significantly improved the image quality of the outputs over using mean
squared error. The approach performed well on real world data, and it
provided insight into which artefacts it detected and corrected for by an-
alyzing the returned residuals for each artefact type.?

Noise

Bias f-space subsampling Motion

Error map Corrupted image

Corrected image

Error map

Figure 5.1: Synthetic artefacts applied on an artefact-free brain scan, together with their
respective corrections by the proposed model. The first row shows the artefacted images,
while the third row shows their correction by the trained model. The figure shows examples
for all artefact types from left to right: bias, k-space subsampling, motion, and noise. For
each artefact type, the images and their difference to the original clean image are shown in
the second and fourth row, respectively.

2Source code: https://github.com/attilasimko/mri-ac
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5.2 MRI bias field correction with an implic-
itly trained CNIN

Purpose In the acquired MRI data, bias fields cause the signal from
homogeneous tissue to be inhomogeneous, which can limit the performance
of subsequent automatic medical imaging tasks. However, making the
correction task more difficult, the ground truth bias fields are generally
unknown.

Relevance Since bias fields are generally unavailable, their use in ML
as ground truth is an inherent limitation. For ANNs to be relevant for
the task of bias field correction, one must consider the performance for
observations across different scanners, scanner parameters, and scanned
body region.

Approach We introduce implicit training which sidesteps the inher-
ent lack of data—an important concern especially in the field of medical
imaging—and allows ML solutions to use more general data for training.
An outline of the training process is visualized in Figure 5.2. As a first
application, we trained a model implicitly for bias field correction with-
out using any medical data. The model was trained on ImageNet [135],
a large-scale image collection of natural images. The model was then
compared to a model trained traditionally on medical images in a fully-
supervised way, using bias-free MRI images as input. Both models were
compared to an optimized N4ITK-—the state-of-the-art method used in
clinical practice—, with evaluations done using six distinct datasets.
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Results The implicitly trained model improved the homogeneity of all
encountered medical data, and it generalized better for a range of datasets
compared to the model trained traditionally. The performance of the
implicitly trained model was comparable to the N4ITK, but the implicitly
trained model achieved a significant speed-up—by a factor of 100. Also,
once a model is implicitly trained, it requires no further tuning to a specific
scan, unlike the N4ITK algorithm.

Conclusions Without sacrificing generalizability, implicit training ap-
pears to be a fruitful alternative for image restoration tasks where ground
truth is not available but the artefact can be realistically augmented.?

Figure 5.2: Implicit Training. The input is an image (v) with an unknown bias field and
another, generated bias field (by). The ® and @ denote element-wise multiplication and
division, as the bias field is a multiplicative image artefact. The model is denoted F, and
the operations define £, the implicit loss. One training iteration entails the prediction on
the input image both with (vg) and without (v) adding the bias field and updating the
model based on the fraction of the two outputs (by), with the added bias (by) as target
data. Through training, the model learns to look for content with similar characteristics
as the generated target data in any input image v. The additional regularization terms
ensure that using the bias correction model on already corrected images will not change
them further. The illustrated bias fields are real outputs of the implicitly trained model.

3Source code: https://github.com/attilasimko/bfc
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5.3 Changing the Contrast of Magnetic Res-
onance Imaging Signals using Deep Learn-
ing

Purpose The contrast settings to select before acquiring MRI signal
depend heavily on what the resulting image will be used for. As different
contrasts highlights different tissues, automated segmentation tools for
example might be optimized for a certain contrast. Unfortunately, the
optimal contrast settings for the subsequent automated methods might not
be known during the time of signal acquisition, and performing multiple
scans with different contrasts increases the total examination time, and
registering the sequences introduces extra work and potential errors. The
presented work describes a novel approach for transferring any contrast
to any other.

Relevance MRI is an essential modality in the cancer treatment process
for guidance in radiotherapy. The decision support solutions that are cur-
rently being developed and implemented often require certain contrasts.
To expand the range of underlying data, tools already exist that transform
the domain of the images [176] or transferring the image to the desired
contrasts [25]. However, such methods usually transfers to only a single
contrast which limits the usefulness of the method.

Approach We collected pelvic scans using five different contrast settings
(two T'1-weighted, two T'2-weighted and one PD-weighted), and registered
them to the same frame of reference. We proposed a novel model architec-
ture incorporates the signal equation for spin echo sequences, and hence
the model inherently learns the unknown quantitative maps for proton
density, T'1 and T'2 relaxation times. This grants the model the ability to
retrospectively reconstruct spin echo sequences of any contrast by defin-
ing the contrast settings Echo and Repetition Times explicitly. The model
learns to identify the contrast of pelvic MR images, therefore no paired
data of the same anatomy from different contrasts is required for train-
ing. This means that the experiments are easily reproducible with other
contrasts or other patient anatomies.
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Results Regardless of the input image contrast, the model achieved
accurate results for reconstructing a set of different contrasts available for
evaluation. For the same anatomy, the quantitative maps are consistent
with values reported in the literature for a range of contrasts of the input
images. For an example, see Figure 5.3.

Conclusions The trained model is made public together with a tool
for running the model on example images. We believe that the physics-
informed approach shows great promise in the field. We believe that the
proposed method, and the trained model could be used effectively as a
data augmentation method, for example sCT generation which provided
the motivation for our subsequent study, Paper IV.*

Input Image [8, 4500] Target Image [75, 4500] Prediction [75, 4500]

] —]—
0.00 025 050 075 0 2 4000 005 010 0.15

Figure 5.3: A randomly selected example showing the transfer from P D-weighted contrast
('Input Image') to T2-weighted ('Target Image’) by plotting the corresponding prediction
of the model ('Prediction’). The echo and repetition times respectively, are shown in ms for
all three images in square brackets. The bottom row shows the quantitative maps acquired
from the input image.

4Trained model: https://zenodo.org/records/4530894
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5.4 Towards MR contrast independent syn-
thetic CT generation

Purpose Recently, ML approaches compete with analytical methods in
many areas of research, and they often prove reliable and accurate for
medical tasks. For generating sCT images from MR data, the current
state-of-the-art is ML-based. The commercially available methods for sCT
generation only support specific MR sequences and contrasts, which is a
significant limitation. The presented work investigates how the contrast
transfer method described in Paper III can improve the generalizability
of sCT generation.

Relevance ML solutions are generally trained on data collected from
a single scanner, using the same sequences. Such solutions might not
perform equally well on other datasets, limiting their general usability
and therefore value. Additionally, functional evaluations of sCTs such as
dosimetric comparisons with CT-based dose calculations better show the
impact of the methods, but the evaluations are more labor intensive than
pixel-wise metrics, hence they are generally not performed.

Approach We closely followed the work of Han [49] to investigate how a
model trained on a specific MR contrast to create sCT images generalized
for the same task using a different MR contrast. We investigated if the
generalization improved by using the contrast transfer method described
in Paper III for first decomposing the signal into synthetic quantitative
maps (sQ M), and then using those maps as inputs for the sCT generation
model. The outlines of the two approaches are visualized in Figure 5.4.
Apart from the pixel-wise evaluations of the generated sCTs, we also ap-
proximated dosimetric evaluations with a much simpler approach, based
on calculating radiological depths from the images [6].
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Results On T2-weighted images acquired with the same settings as the
training dataset, there was no significant difference between the perfor-
mance of the baseline and our proposed approach. However, when eval-
uated on T'1-weighted images and a wide range of other contrasts and
scanners from both public and private datasets, our approach (sCTsqgnr)
outperformed the baseline model (sCTy r). Our results for the approx-
imated dose evaluations align well with other evaluated models collected
by Johnstone et al. [66].

Conclusions The performance of our proposed model remains robust
towards a wide range of evaluated contrasts, even across different scanners,
when compared to a model trained on the same T'2-weighted MR images
directly. We further show that differences in dose calculations and more
simple, approximate methods are minimal, providing an alternative for
dosimetric evaluations that is easy to automate.’?

Baseline approach (sCTr)

Loss

MR image Target CT

Proposed approach (sCTuqar)

Loss

MR image Target CT

QM generator

Proposed data pre-processing

Figure 5.4: A summary of two approaches for training an sCT generator model (in blue).
The baseline approach (top) uses the input MR to train the sCT model, whereas our
proposed approach (bottom) uses a deep learning model proposed in Paper III to first
decompose the MR image into PD, T'1 and T2 maps, which are then used as input. For
both approaches, the CT images are used as target data during training.

5Source code: https://github.com/attilasimko/contrast-sct
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5.5 Reproducibility of the Methods in Med-
ical Imaging with Deep Learning

Purpose Concerns about the reproducibility of deep learning research
are more prominent than ever with no clear solution in sight. The Medical
Imaging with Deep Learning (MIDL) conference® has made advancements
in employing empirical rigor with regards to reproducibility by advocat-
ing open access, and recently also recommending authors to make their
code public—both aspects being adopted by the majority of the submitted
papers.

Relevance The research field of deep learning with medical imaging ap-
plications is constantly growing, and ML is often being questioned with
regards to transparency and trustworthiness. As such, reproducibility con-
cerns need to be acknowledged, discussed, and overcome for the scientific
field to grow and mature. Implementing empirical rigor is important, such
as advocating for open science 7 making the research accessible for all, and
it is certainly a way forward for improved reproducibility. However, there
are some aspects that can be addressed to speed up the progress [69].

Approach We have evaluated all 428 accepted full paper submissions to
MIDL between 2018 and 2023 using established, but adjusted guidelines
addressing the reproducibility and quality of the public repositories.

Shttps://wuw.midl.io/
"https://www.unesco.org/en/open-science

70


https://www.midl.io/
https://www.unesco.org/en/open-science

Results The evaluations show that publishing repositories and using
public datasets are becoming more common, which helps traceability, but
the quality of the repositories shows room for improvement in every aspect.
The results are collected in Table 5.1. Merely 22% of all submissions
contain a repository that was deemed reproducible in our evaluations.

Conclusions From the commonly encountered issues during the eval-
uations, we propose a set of guidelines for ML-related research for med-
ical imaging applications, adjusted specifically for future submissions to
MIDL. We presented our results to future MIDL authors who were eager
to continue an open discussion on the topic of code reproducibility.?

Table 5.1: Results of the evaluations of the full paper submissions to MIDL, between 2018
and 2023. Although the fraction of published repositories is increasing, their average quality
is not.

2018 2019 2020 2021 2022 2023

Number of submissions 47 47 65 59 98 112
Has Repository (%) 29,8 29,8 43,1 57,6 74,5 64,3
Public Data (%) 574 574 80,0 69,5 745 76,8
Dependencies (%) 50,0 28,6 53,6 52,9 56,2 58,3
Training Code (%) 786 78,6 750 76,5 79,5 70,8
Evaluation/Demo (%) 71,4 78,6 82,1 82,4 79,5 73,6
Trained model (%) 286 214 286 294 21,9 194
Documentation (%) 78,6 57,1 67,9 67,6 68,5 63,9
Licensing (%) 714 357 57,1 382 50,7 44,4
Model repeatability (%) 35,7 21,4 429 50,0 43,8 47,2

4,00+ 3,00 3,73+ 3,58+ 3,64+ 3,31+

Average score 1,81 1,52 158 1,74 155 2,08

8Link to the full paper evaluations
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Chapter 6

Discussion

The discussion of the presented projects can be divided into two stages,
focusing on their respective contributions to medical imaging and to DL.

Contributions to medical imaging We have proposed and imple-
mented DL-based solutions to assist multiple stages of the radiotherapy
pipeline. In particular, our aim was to develop solutions for the more
efficient use of MRI for automated tasks.

For data collection, Paper I focused on MRI scans of the pelvis and
brain and aimed to correct four types of artefacts simultaneously, whereas
Paper II focused on a single artefact, bias fields, and proposed a method
to correct for the artefact despite the image contrast or scanned anatomy.
The competitive performance of both proposed models was demonstrated
by thorough quantitative analysis.

Using the pelvic MRI data collected for the project in Paper III, we
proposed a method that uses a single input contrast to generate various
other contrasts. Increasing the number of available images can help im-
prove the accuracy of organ delineations and give a better sense of the
underlying anatomy. Our approach by design also decomposes the signal
into quantitative maps (PD, T} and T5 relaxation times) and the pre-
dicted relaxation times of selected organs are similar to values reported
in other literature [15, 153]. The model introduced in Paper III was
incorporated into Paper IV, where MRI scans were used to generate cor-
responding synthetic quantitative maps, which are used to train a model
for sCT generation. This presents a contrast-independent approach for
sCT generation, proving more robust than traditional approaches.

Our list of methods enable the collection of noisy, low resolution pelvic
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MRI data which can be corrected for artefacts to improve the overall image
quality (Paper I, Paper II), from which the corresponding quantitative
maps can be generated (Paper IIT), which can then be used for sCT
generation (Paper IV) together with an uncertainty estimation using
Monte Carlo Dropout [40]. An example for such a pipeline is presented
on the cover of the thesis.

Contributions to DL Our projects have proposed improvements to all
three main components of ML: better utilization of data, more generalized
loss functions and task-specific hypothesis spaces.

Focusing on data, we used augmented artefacts for training and eval-
uated models on real artefacts in Paper I, and we trained a model on a
non-medical dataset (a subset of ImageNet), and its performance trans-
lated well to medical data as presented in Paper II, both approaches
providing good alternatives when there is not enough available real data.

Our implicit training approach from Paper II and the physics-informed
loss function used in Paper III both allow the models to learn without
explicit ground truth data. For these cases, this means learning about
bias fields and quantitative maps respectively. In Paper I a multi-task
loss function was used that allows computing the loss for only a selected
artefact, while disregarding all others, and additionally we have used con-
volutional losses to focus on sharp edges, and hence more realistic model
predictions.

Additionally, the model architectures reflected the tasks at hand for
Paper I, Paper III and Paper IV, incorporating the number of arte-
facts, returning the quantitative maps, and handling the maps as inputs
respectively.

Collecting commonly encountered reproducibility issues within the scope
of Paper V, we have revisited the public repositories of all our papers
and improved them for easy usability, uploaded the trained weights, train-
ing and evaluation code, and adding documentation for easy navigation
between the files 1.

Addressing DL concerns Our projects have also aimed to address
commonly encountered concerns within the field.

The increasing number of applications and commercial solutions for
ML is raising concerns within the scientific community [21] and the general
public [34]. As more publicly available models, particularly commercially
available models, are integrated into medical imaging, it is essential that

Thttps://github.com/attilasimko/drs
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we establish a clear and accurate understanding of how these ML models
work and what their limitations are. We are currently in a crucial stage
of shaping our mindset regarding ML models, particularly as they relate
to medical imaging in order to effectively evaluate their capabilities and
limitations. It is important to recognize the potentially introduced arte-
facts and inaccuracies, which might have serious consequences in medical
diagnosis and treatment.

To establish a stable place for ML in medical imaging, researchers
must prioritize addressing the limitations of their data, ensuring the re-
producibility of their research, and enhancing the interpretability of their
final models. Both researchers and model users have important roles in
achieving these goals. By taking a comprehensive and transparent ap-
proach to ML research, we can build trust in these technologies and ensure
their safe and effective use in medical diagnosis and treatment.

Our main region of interest was the pelvic area, with Paper I, Paper
ITI, and Paper IV proposing models that operate on pelvic MRI scans.
This is a known limitation of the projects and of the published models.
This limitation is tackled in Paper II where we develop a model for bias
field correction that would perform well despite the input anatomy or
image contrast. This was achieved through implicit training, that allowed
for training the model on non-medical images, leading to an extremely
robust model that is not biased towards a specific type of MR images.
Additionally, Paper IV also focuses on robustness with regards to the
input contrast of the image and not the anatomy. Here, a pre-processing
step was added to the training of the model, that generates contrast-
independent quantitative maps. This leads to a model that was shown to
be highly robust towards the input image contrasts.

In Paper I, Paper II, Paper III, and Paper IV the aim was to com-
pare our methods to other well established, published methods, whenever
possible. For determining the best performing method, we always per-
formed statistical tests to ensure that the difference between the methods
is significant.

Public datasets were used for evaluation for Paper I, Paper II, and
Paper IV for easy benchmarking of our proposed methods. Unfortu-
nately Paper III used only privately acquired data due to the lack of
public, registered multi-contrast pelvic MRI scans. For Paper V all of
the used data is publicly available, therefore our results can be easily re-
produced.

We have published code repositories for all projects designed using the
guidelines proposed in Paper V. They include a list of all required python
packages, code for training and evaluating the proposed methods, the
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trained weights for the models evaluated in the paper, and documentation
for easy navigation inside the repository. Additionally, I have decided to
create a combined repository for all the projects included in this thesis.
The main aim for making our code public and easily accessible is to provide
transparency and to help the easy understanding of our work. The same
reasoning is behind creating the interactive figures for this thesis.

Related works Since I began working on these projects, there have
naturally been advancements in all the explored areas.

With regards to MR image restoration tasks explored in Paper I and
Paper 11, a vast amount of DL based methods have been published with
some also implementing multi-tasks solutions [95] that show an improved
generalization over new datasets similarly to our findings. More recently,
methods have proposed an alternative to correcting the artefacts in the
image space, instead focusing on how the data was collected as the models
operate on the k-space of the scan [50, 89, 117, 150].

There have been many publications showing the strength of using mul-
tiple modalities or image contrasts for a certain task to improve the re-
sults [99, 113, 177], however the logical next step of generating synthetic
contrasts to improve performance have received less attention. Contrast
transfer methods do exist, mainly based on GAN architectures [27, 171],
despite their known hallucination effects that can have a large impact
in medical applications. In Paper III and Paper IV we focused on a
model architecture closely connected to the signal equation to keep the
model physically plausible and investigated the impact of using synthetic
contrasts with promising results. Other papers investigating the same field
are still few [65].

The synthetic generation of CT images is still a prevalent research
area [16, 58, 162, 48] with the evaluation of the proposed methods recently
receiving bigger attention than their development [91, 104, 38].

There has been an increasing popularity of diffusion models in DL as
they rival the performance of GANs and supervised methods for image
synthesis tasks [30]. This has recently led to their implementation for
medical imaging applications as well [100, 121], however these models
were not explored in our projects.

In Paper V we have shown several major design flaws in publicly
available code repositories also shown by others [136, 126]. Some journals
require to follow a checklist to ensure code reproducibility, however, there
are no general guidelines, which means the quality of the shared code
can vary heavily. The problem is now well known, but its implications
are unclear, and since its unrealistic that all researchers will adhere to
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a community-driven guideline when building repositories, there are no
straightforward solutions in sight.

The works collected above show a promising direction towards more
robust, physics-informed models, alternative loss functions, and model
architectures to replace commonly used, but flawed techniques, and tools
to explain the inner workings of DL models. All of which are crucial for
building the future of AT in healthcare.
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Chapter 7

Conclusion

Our projects contribute to the list of achievements by DL-based solutions
for medical imaging applications. We propose a method for MRI bias
field correction that by design is highly generalizable, and it has been
shown to perform equally well despite the scanned anatomy or scanner
settings (Paper II). We further provide solutions for artefact removal
from pelvic and brain MRI data (Paper I). Furthermore we propose a
novel, automated pipeline for robust, contrast-independent pelvic sCT
generation (Paper III and Paper IV) which compared to CT images,
showed no significant differences in our dosimetric evaluations. Almost
all of our proposed models have been evaluated on public datasets for
easier future comparison, with the exception of the contrast transfer model
which was evaluated on a multi-contrast dataset acquired specifically for
the project that we were not able to share.

Our methodology for these solutions often combine current state-of-
the-art methods with novel components. Our introduction of implicit
training is a noteworthy step in the direction of training ML models with-
out available ground truth (Paper II). The physics-informed aspect of
the contrast transfer model, and hence the sCT generator model sheds
light on the underlying quantitative maps of the MRI signal providing
additional information which was not available during training (Paper
IIT and Paper IV). The multi-task artefact correction model shows how
training on augmented data can translate to good performance on real-
world data (Paper I). Our thorough analysis of other publications in the
field regarding their reproducibility, and our approach towards the trans-
parent presentation of our findings takes a strong position in favor of open
science and public solutions (Paper V).
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Our work presents steps forward in the development of DL models that
can be used to solve various medical imaging challenges. The availability
of trained models and the accompanying code on Github! aim to help the
widespread adoption of these methods and the advancement of the field
as a whole.

Thttps://github.com/attilasimko/drs
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