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Abstract

An engine oil has several important properties it must fulfil in order to provide
efficient engine operation. In addition to damping friction by lubrication, an engine
oil must be able to cool, protect against corrosion, dampen vibrations and clean
surfaces from contamination, wear and residual products. During the lifetime of
engine oil, it is subject to degradation processes which impair its properties. In order
to predict oil degradation and oil changes more accurately, there is a need to improve
the tools and methods used to study the characteristics and chemistry of oil. The
thesis investigates data and statistical models relevant to describing the nature of
engine oil and its degradation, and also discusses the use cases of statistical models
in process control. The results are statistically derived and confirm statements
found in the literature review. Factor analysis was used to find underlying concepts
such as wear materials, additive groups and the relation between different lubricant
analysis methods. Principal component analysis was used to cluster oil types and
conclude that there is a difference in oxidation rate between the engine oil in buses
and trucks. Multilayer perceptron was used to create an oxidation model with an
R-squared value of 0.7.
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Sammanfattning

En motorolja har flera viktiga egenskaper den måste uppfylla för att ge en effek-
tiv motordrift. Förutom att dämpa friktion genom smörjning, ska en motorolja
kunna kyla, skydda mot korrosion, dämpa vibrationer samt rengöra ytor fr̊an kon-
taminering, slitage och restprodukter. Under motoroljans livslängd utsätts den för
nedbrytande proccesser som försämrar dess egenskaper. För att kunna förutsäga
oljenedbrytning och oljebyten mer exakt finns det ett behov av att förbättra de
verktyg och metoder som används för att studera oljans egenskaper och kemi. Ex-
amensarbetet undersöker vilka data och vilka statistiska modeller som är relevanta
för att beskriva motoroljans egenskaper och dess nedbrytning. Dessutom diskuteras
användningsfallen för statistiska modeller i processtyrning. Resultaten är statis-
tiskt härledda och bekräftar p̊ast̊aenden tagna fr̊an litteraturstudien. Faktoranalys
användes för att hitta underliggande koncept som slitagematerial, additivgrupper
och förh̊allandet mellan olika analysmetoder för oljor. Principalkomponentanalys
användes för att gruppera oljetyper och även för att dra slutsatsen att det finns en
skillnad i oxidationstakt av motoroljan i bussar och lastbilar. Multilayer perceptron
användes för att skapa en oxidationsmodell, modellen hade en förklaringsgrad p̊a ca
70%.
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Chapter 1

Introduction

Efficiency, emissions and operating time are three factors that Scania strives to im-
prove. To optimise these factors, it is important that oil changes take place at the
right time to counteract engine wear and increased fuel consumption, which occurs
when the oil has lost its ability to lubricate properly. The ability of engine oils to
lubricate is a crucial function for effective engine operation. Engine oil reduces fric-
tion and wear, dissipates heat, and prevents corrosion and contamination. Engine
oil is subject to degradation processes that affect its lubricity during its lifetime.
Impaired lubricity can lead to engine failure. Engine oil changes at the right time
are essential for minimising wear on the engine and for maintaining ordinary fuel
consumption. At present, Scania’s oil drain intervals are based on previous research
and ongoing oil analysis, but there are good opportunities to improve the description
of oil properties and quality with existing and incoming analysis data.

There are numerous methods for studying the physical and chemical properties of
engine oils. Meaningful insights can be gained by combining data from oil analysis
methods with vehicle operating data and vehicle specification data and analysing it
with statistical methods. With new insights, it is possible to learn more about the
nature of engine oils and also create better conditions for engine oils to maintain
their lubricity and lifetime, which is also the purpose with the thesis.

In order to analyse the quality of the engine oil, it is necessary to understand the
composition of the engine oil and the degradation processes to which it is subjected.
The oil data investigated consists of multiple oil formulations used in different en-
gines, which have been exposed under diverse conditions. The data is provided by
Scania and consist of engine oil samples from buses and trucks. The engine oil sam-
ples are analysed using laboratory instruments and stored in a database. The thesis
demonstrates which data and statistical methods are valid for modelling engine oil
degradation.

The thesis begins with a literature review consisting of; the properties and func-
tionalities of engine oil, followed by degradation factors and the composition of
engine oils, and finally methods for analysing the oil. Furthermore, the theory of
statistical methods is presented in order to show the possibilities and potential of
the methods studied. The data used in the thesis are also discussed. Finally, results
and reasonings are presented followed by a discussion and suggestions for future
work.
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Chapter 2

Background

In this chapter, a literature review is conducted in order to demonstrate the nature
of engine oils. Firstly, the functions of engine oils are presented, followed by degra-
dation factors. Then the composition of engine oils is presented and finally how
engine oils are analysed today.

2.1 Engine Oil Functions

The main function of the engine oil is to reduce friction by maintaining an adequate
lubricating film between the moving parts of the engine, thereby reducing wear on
the engine. Engine oil also reduces the noise generated by the moving parts. In
addition, engine oil provides a seal between the moving parts so that gases are
enclosed in desired areas. Engine oil is active in extreme temperatures and will also
act as a cooler and dissipate heat, making it easier for the system to maintain desired
temperatures. Engine oil also cleans the internal engine parts of contaminants to
maintain the quality of the engine. Moreover, the engine oil protects the internal
engine parts from rust and corrosion [1].

2.2 Oil Degradation

In order to sustain the high-level performance of combustion engines, it is necessary
to be able to monitor and keep control of the degradation of the engine oil. There are
many factors that degrade engine oil and this section presents the most important
ones. Engine oils may also have different formulations, meaning that they can differ
in concentrations of base oil and combinations of additive packages, which in turn
results in different conditions for degradation. More about additives in section (2.3).

2.2.1 Oxidation

The driving factor in oil degradation is oxidation; when oxidation is present, the
acidity of the engine oil is increased and sludge is formed. The presence of acids
increases the risk of corrosion and reduces the quality of the engine oil. When the
engine oil is in contact with oxygen at elevated temperatures, the engine oil will
oxidise at a higher rate and therefore age faster. Metals can also act as catalysts in
the oxidation processes. A phenomenological way to describe the oxidation process
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is through the Arrhenius equation, where the rate constant k is given by.

k = A exp
−Ea

RT
(2.1)

A is a constant, Ea is the activation energy for a reaction in energy per mole, R is
the molar gas constant, T is the temperature in kelvin. For every 10◦C temperature
increase the oxidation rate will double.

The oxidation process occurs in several steps and each step contributes to oil degra-
dation in a different way. The hydrocarbon chains react with oxygen to form car-
boxylic acids, which are corrosive. These carboxylic acids are also cleaved to form
highly active radicals, which in turn react with other hydrocarbons, immediately
forming either another radical or a carboxylic acid. The radical reaction is cyclic
and needs to be decelerated by antioxidants. These processes are accelerated by the
presence of metals, both in the form of wear debris and as surface metals. Water
also acts as a catalyst [1, 2, 3, 4].

2.2.2 Nitration & Sulphation

Engine oils can also react with nitrogen oxide, resulting in additive depletion, in-
creased viscosity and deposit formation. Sulphation occurs when sulphur compounds
are oxidised and results in increased varnish and sludge, which significantly reduces
the performance of the engine oil. [5].

2.2.3 Contaminants

Contaminants in engine oil come in a variety of forms and each contaminant has a
different effect on engine oil degradation. These include solid contaminants such as
dust, sand, soot and metal particles from wear debris, liquid contaminants such as
water, coolant, fuel and acids, and gaseous contaminants such as air and exhaust
gases. Moreover, byproducts from both corrosion and additives can be contam-
inants. Wear debris from engine parts, fuel, water and coolant are the greatest
contributor to engine malfunction, and the worst consequence of the contaminants
is increased wear debris [6].

Wear Debris
Wear debris is a byproduct of friction between two rubbing surfaces, either from di-
rect contact or non-contact between metal surfaces. Friction and abrasive wear are
the main factors accelerating wear debris in engines and originate from the moving
parts of the engine such as in bearings, piston rings and cylinder liners. Factors
that affect the wear rate include the engine design, surface material, and compo-
nent technology. Moreover, does load, pressure and speed of the vehicle effect the
wear rate. Increased wear affects the performance and durability of piston rings and
cylinders, swash plates, journal bearings, gears, cams and rolling element bearings,
and can in the worst-case scenario lead to an engine failure. Wear debris can consist
of iron, lead, chromium, copper, aluminium, nickel, tin, antimony and molybdenum
[5, 7, 8].
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Water & Glycol
Water is not present in new engine oils, but it can get into the engine through fil-
ters, vents, cooling system leaks, condensation in reservoirs, and poor maintenance
techniques. Water and engine oil have different chemical properties and are separa-
ble, water can also be emulsified, meaning it is dispersed in the engine oil as tiny
droplets. In the presence of water and oxygen, metal oxides are formed which cause
rust and corrosion on the metal surfaces, these metal oxides oxidise the engine oil
and can also come off the surface and become wear debris. Hydrolysis occurs when
the engine oil undergoes a chemical reaction with water, which degrades the base oil
and additives. Ester-based lubricants are susceptible to hydrolysis and can become
acids and alcohols. Hydrolysis is accelerated by heat, acids and wear debris. Water
accelerates oxidation and therefore has a negative effect on antioxidants, water is
polar which has a similar effect as anti-wear and extreme pressure additives on metal
surfaces, reducing the effectiveness of polar additives. In addition, water contami-
nants will cause foaming, which is air entrapment, resulting in increased oxidation
and reduced lubricity [6, 9, 5, 1].

Glycol in engine coolants can contaminate the engine oil through poor engine and
pump seals, head gaskets, damaged engine blocks and cylinder seals, or through
poorly mounted head bolts. Glycol is substantially more corrosive than water. When
the engine oil is exposed to higher temperatures, the glycol compounds break down
into glycolic acids, which either react with the metal surfaces to form corrosion
products or react with the additives and water to form sludge. Water and glycol
impurities can include of potassium, magnesium, boron, chlorine and sodium [5, 10].

Fuel Dilution
Fuel is not always completely burnt, allowing the byproducts of exhaust gases to en-
ter the engine crankcase and dilute the engine oil. Fuel can also enter the crankcase
through damaged blocks, faulty head gaskets and leaking pumps. Higher levels of
fuel contamination reduce the viscosity of the engine oil, which is further reduced at
higher temperatures. A reduction in viscosity will reduce the thickness of the engine
oil film, as a consequence the corrosion protective additives reduce and wear debris
increases. Asphaltene content can give an indication of fuel dilution in engine oils
[6, 11, 5].

Air & Airborne Contaminants
Air contamination comes in four forms; free air, dissolved air, entrained air and
foam. Free air is pockets of air which are brought into the engine oil during the
combustion process and can cause foam and entrainment of air. Dissolved air is
dispersed air molecules which are distributed in the bulk of the engine oil, which
at elevated temperatures and pressures will oxidise the engine oil faster. Entrained
air is microscopic bubbles that, with its large surface area, promote oxidation. The
viscosity of the engine oil is also affected. By the presence of microbubbles, the
amount of dispersed air increases and foam is formed. The low density of foam will
have a negative effect on the lubricity. Vehicles operating in dusty and dirty envi-
ronments can introduce dust and sand contaminants into the engine oil through the
air intake, significantly increasing wear and friction. Dust and sand can be detected
by analysing the aluminium and silicon content in the engine oil [1, 7, 5, 12].
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Soot
Soot contamination is a byproduct of combustion. Most of the soot is exhausted, but
the engine oil in the crankcase can be contaminated by blow-by gases. Soot reduces
the lubrication efficiency, resulting in increased wear and deficient engine oil. Soot
increases wear on engine bearings, valve trains, piston rings and cylinder liners.
Soot will also reduce the effectiveness of anti-wear additives, with soot adsorbing
the anti-wear additives before they can fulfil their purpose. Soot increases viscosity,
forms abrasive substances that accelerate oxidation, and form sludge. Soot may
also agglomerate and cover greater surfaces, in a way that prevents the oil from
lubricating properly, and consequently leads to more wear [13, 14].

2.2.4 Operating Conditions

Driving conditions such as trip length, speed and number of stops will affect the
engine oil degradation. Shorter trips are typically characterised by frequent stops,
frequent accelerations and idling compared to longer trips. Oxidation, nitration
and sulphation have been found to increase on shorter trips, as so does the rate of
additive depletion. Fuel dilution, soot and viscosity index also increase on shorter
trips. Furthermore, the segment of the vehicle can have a significant effect on
engine oil degradation. For example, vehicles used in heavy-duty applications with
increased loads are prone to degrade at a higher rate as higher loads generate higher
temperatures. Cold ignition can have a negative effect on oil degradation [15, 16].

2.3 Oil Composition

Engine oils consist of two components, 70-90% base oil and the remaining part
consists of additives [17]. The base oil is produced from refined crude oil which
molecular structure mainly consists of hydrocarbons. The chemical structure of the
hydrocarbons and their molecular weight distribution will affect the properties of
the engine oil. The base oil will cover the basic functions of engine oil including,
separating moving parts, transferring heat, reducing friction and wear, preventing
corrosion and contamination, and reducing noise and vibration.

Additives are chemical compounds that are added to enhance the chemical and
physical properties under various operating conditions to protect the engine from
detrimental combustion products. Additive packages come as a combination of dif-
ferent additives which are diluted at high concentrations with the base oil, allowing
the engine oil manufacturer to determine the concentration of additives in the en-
gine oil. The way an additive package is formulated is determined by several factors,
such as the additives’ synergistic and antagonistic performance of the additives in
relation to each other, the base oil, and the primary properties of the additives and
regulations. There are three main additive groups that serve different purposes, and
additives can have multiple functions and can therefore belong to more than one
group.

• Surface protective additives impart new functions of the base oil.

• Performance additives enhance existing base oil properties.

• Protective additives suppress undesirable properties of the base oil.
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2.3.1 Surface Protective Additives

This group of additives adds new functions to the base oil, in particular the protec-
tion of metal surfaces. This group is divided into sub-groups; anti-wear additives,
extreme pressure additives, corrosion inhibitors, detergents and dispersants.

Anti Wear and Extreme Pressure Additives
Anti-wear additives are useful when the engine oil is thin see Figure (2.1), where
two surfaces are protected by an anti-wear film and separated by a thin lubricating
film. With a thin engine oil, there is a risk for asperities to collide and friction
will occur resulting in wear-debris. Commonly, anti-wear additives are active at
high temperatures and loads. Anti-wear additives are polar and react chemically
by chemisorbing onto the metal surface, resulting in an anti-wear film that protects
the metal surfaces. The anti-wear film itself is also exposed to high pressures, loads
and temperatures and will therefore be depleted over time. The anti-wear additives
are a finite source due to the depletion of the anti-wear film. When the anti-wear
additives have been fully consumed, the metal surfaces are exposed to adhesive
wear. Nitrogen, phosphorus and sulphur are elements which are commonly used as
anti-wear agents. ZDDP is a common compound used as an anti-wear additive. Ex-
treme pressure additives are similar to anti-wear additives but are active in extreme
conditions, and mainly consist of nitrogen, phosphorus, sulphur, chlorine and boron
[17, 1, 18].

Figure 2.1: Two surfaces with asperities separated by an engine oil. The orange part is
the engine oil and the blue part is the anti-wear film.

Corrosion Inhibitors
Corrosion occurs when the metal surfaces react chemically with their environment,
which happens gradually over the lifetime of the engine oil. A form of corrosion is
rust, which occurs when iron or steel reacts with oxygen and water. When corro-
sion is present, the engine oil is exposed to oxidation at a higher rate. Corrosion
inhibitors are therefore useful additives which reduce and remove corrosion by form-
ing a protective film on the metal surface, which neutralises acids and protects
against corrosion catalysts. ZDDP is a typical corrosion inhibitor [17, 1].
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Detergents and Dispersants
The purpose of the detergent is to protect the internals of the engine by reacting
with combustion residues and contaminants. The detergents have two main func-
tions, to protect surfaces from deposits and to neutralise corrosive acids produced
during combustion and oxidation. Ash and soot are natural byproducts of the com-
bustion of fuel and engine oil. Figure (2.2) demonstrates on the left an overbased
detergent which neutralises acidic components, which is continuously consumed as
demonstrated in the right. At high temperatures, ash and soot can form surface de-
posits which can cause adhesive wear. The detergents are effective at attaching onto
ash particles and enclosing them, and preventing them from depositing on surfaces.
The detergents also work as an alkaline reserve, the engine oil will produce acids
under combustion which will degrade both the engine oil and the additives’ func-
tions. However, the detergent will neutralise the acids before they can deteriorate
the engine oil. Detergents usually consist of calcium, magnesium and sodium.

Figure 2.2: The brown part is the bulk oil. The yellow part is the detergent and the black
markers are surfactants which work in synergy with the detergent. In the right part, the
detergent has been partly consumed.

Dispersants work in conjunction with detergents. Dispersants disperse polar con-
taminants such as soot and combustion residues by adsorbing onto the polar con-
taminants and preventing them from aggregating, see Figure (2.3). The process is
similar to that of surface protection films, but in this case, the contaminants are
spread throughout the engine oil. The presence of dispersants allows contaminants
to be dispersed and removed during an oil change, which will prolong the lifetime
of the engine oil. Dispersants typically consist of a long hydrocarbon chain with a
polar group containing nitrogen, oxygen, phosphorus or sulphur [17, 1, 19].
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Figure 2.3: The brown part is the bulk oil. The two parts of soot contaminants are
dispersed from each other with the help of dispersants, illustrated with the black markers.

2.3.2 Performance Additives

This group of additives enhances the existing properties of the engine oil. Sub-groups
belonging to performance additives are viscosity modifiers and friction modifiers.

Viscosity Modifiers
Viscosity modifiers allow the engine oil to maintain its viscosity over a wide tem-
perature range, particularly at high temperatures where engine oils have a tendency
to decrease in viscosity. Viscosity modifiers are polymer chains which expand at
elevated temperatures. As the temperature increases, the polymer becomes more
soluble with the base oil molecule, resulting in increased viscosity. The chemical
structures are polymer chains with side chains consisting of short hydrocarbons
[17, 1].

Friction Modifiers
Friction modifiers are added to engine oils to adjust the coefficient of friction in
order to improve fuel economy, that is, to increase the efficiency of fuel usage. A
typical friction modifier is composed of a polar group followed by an oil-soluble tail
of hydrocarbon. The friction modifiers are adsorbed onto a metal surface in multiple
layers, forming multiple films with low shear stability, resulting in lower friction for
the engine oil. Elements commonly found in inorganic friction modifiers are sulphur,
phosphorus and molybdenum, and organic friction modifiers consist of esters, fatty
acids and amides [17, 1, 20].
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2.3.3 Protective Additives

Protective additives counteract processes which degrade the engine oil and can be
divided into antioxidants and defoamants.

Antioxidants
Antioxidants extend the lifetime of the engine oil by reducing the oxidation rate.
The oxidation reaction process is a complex process that will degrade the engine oil
exponentially if it is not terminated with antioxidants. Antioxidants also reduce pro-
cesses, and varnish formation caused by insoluble components and corrosion caused
by acids. Antioxidants mainly consist of sulfur, phosphorus and zinc. A common
additive that works as an antioxidant is ZDDP, which mainly consists of sulphur,
phosphorus and zinc [17, 1].

Defoamants
Defoamants, eg. silicon oils are useful when air is present in the engine oil and
forms foam in the bulk engine oil. Defoamants prevent the air from forming foam,
and when foam is already present the additives will eliminate it. Foam is a poor
heat conductor and therefore has a negative effect on the cooling of the engine oil.
Defoamants are dispersed in the engine oil and are insoluble, they are active when
they attach to air bubbles and agglomerate into larger air bubbles which, when large
enough, rise to the surface and burst [17].

2.4 Oil Analysis

There are multiple ways to analyse engine oil quality. Engine oil is analysed through
oil samples with instruments, and in this section, different analysis methods are
presented which are essential for determining the health of the engine oil. The
following analysis methods are presented: Total Base Number (TBN), Total Acid
Number (TAN), Fourier-Transform Infrared Spectroscopy (FTIR), Inductively Cou-
pled Plasma Mass Spectrometer (ICP) and viscosity.

TBN gives an indication of the reserve alkalinity of the engine oil, in other words,
the ability to neutralise acids formed during engine operation. A high TBN value
indicates that the basic additives such as detergents and dispersants have not been
depleted during engine operation [1, 21].

TAN gives an indication of the acidity of the engine oil. New engine oil may consist
of acids such as; organic acids, inorganic acids, esters and acidic additives. How-
ever, an aged oil consists of more acids compared to a new one as a consequence of
degrading processes. Therefore, TAN is a useful tool for monitoring corrosion [1].

FTIR is a method used to analyse the molecular structure of chemical compounds.
FTIR analysis is performed by analysing absorption shifts in the spectrum for differ-
ent wavelengths. Different wavelengths correspond to different functional groups. In
the FTIR spectrum, one can measure oxidation, nitration, sulphation, soot, water,
gasoline, diesel, glycol and additives which are factors that affect oil degradation
[22]. TBN and TAN can also be determined from the FTIR spectrum [23]. Viscos-
ity, soot and water contaminants can also be determined from the FTIR spectrum.
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ICP determines the concentration of different elements in the engine oil. Since
metals have a significant role in oil degradation it is critical to monitor metals in or-
der to determine the level of wear, contamination and additives in the engine oil [24].

Viscosity is a measure of a fluid’s resistance to flow and can be described as the
ability of engine oil to flow and lubricate the engine parts. High-viscosity engine
oils are thick and have a good ability to separate asperities. However, they require
more energy to do so. Low-viscosity engine oils are thin and an engine oil that is too
thin will not separate asperities properly. The viscosity of the engine oil is affected
by differences in temperature, pressure and shear rate. Engine oils are available in
different viscosity grades to suit different applications [1].

All of these analysis methods provide unique information about the health of the
engine oil. By combining these methods and analysing their trends and levels, there
is great potential to gain meaningful insight.
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Chapter 3

Theory

This chapter presents the theory behind the statistical methods used to analyse
and model the behaviour of engine oil. Factor analysis is utilised in order to find
underlying concepts and patterns that occur under engine oil degradation. Principal
component analysis is used to find clusters and to investigate hypotheses. Lastly,
multilayer perceptron is utilised for modelling an oxidation model. Why and how
the methods are applied and utilised, is explained in more detail in Chapter 5.

3.1 Factor Analysis

Factor analysis is a dimensionality reduction technique that explains the correlation
between a large set of observed variables X1, X2, ..., Xp in terms of a small number of
unobserved latent variables, called factors F1, F2, ..., Fm. The factors are constructed
by finding highly correlated variables and grouping them into a common factor.
Factor analysis can be used to find underlying patterns and trends in data that may
not be apparent at first glance. The trade-off in simplifying observed variables into
factors is a loss of information. Factors can be derived in different ways depending on
the research question and the characteristics of the data. If done correctly, one can
derive a parsimonious model that succeeds to explain a desired level of information,
but with fewer variables. Figure (3.1) shows how six variables are grouped into two
factors, with three variables in each factor.

Figure 3.1: An example of factor analysis method with two factors consisting of three
variables each.
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The observed variables X = (X1, ..., Xp), can be modelled by linear combinations of
latent variables F1, ..., Fm and additional error terms,

X1 − µ1 = l1,1F1 + l1,2F2 + ...+ l1,mFm + ϵ1

X2 − µ2 = l2,1F1 + l2,2F2 + ...+ l2,mFm + ϵ2
...

Xp − µp = lp,1F1 + lp,2F2 + ...+ lp,mFm + ϵp

in matrix form,
Xp×1 − µ = Lp×mFm×1 + ϵ (3.1)

where X is p observed variables, µ is a vector holding the mean for each observed
variable, L is factor loadings, F is common factors, and ϵ is additional error terms,
which is the information not captured by the common variance in the factors. The
additional error term for each variable is a unique variance that is not shared with
other variables.

The coefficients li,j are factor loadings and represent how the observed variable
change when the value of the factor is adjusted. The values range from -1 to 1 and
can be interpreted as correlation coefficients. l1,2 is the loading of variable X1 on
factor F2. A large positive loading coefficient indicates a strong positive relation be-
tween the variable and the factor, a large negative value indicates a strong negative
relation and a value close to zero indicates an insignificant relation.

The following three assumptions are necessary for the factor model in Eq. (3.1)
to hold,

A1 : E(ϵ) = 0, Cov(ϵ) = Ψ, where Ψ = diag(ψ1, ..., ψp)

A2 : E(F) = 0, Cov(F) = I

A3 : Cov(F, ϵ) = 0

The first assumption implies that the error terms are independent of one another.
The second assumption implies that the latent factors are independent of one an-
other, however, this independence can be relaxed, and that the factors are stan-
dardised. The third assumption implies that the error terms are independent of the
derived factors. These assumptions are useful in validating the significance of the
factor model. The following equation shows the variance of the observed variable
Xi is showcased,

V ar(Xi) = l2i,1V ar(F1) + ...+ l2i,1V ar(Fm) + V ar(ϵi)

combining this expression with assumptions A1 − A3 gives an expression with two
parts.

V ar(Xi) = l2i,1 + ...+ l2i,m + ψi

σi︸︷︷︸
V ar(Xi)

= l2i,1 + ...+ l2i,m︸ ︷︷ ︸
communality

+ ψi︸︷︷︸
specific variance
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The first term, communality, represents the variance which is shared with the other
variables by the common factors, and the second term, specific variance, is the
unique variance that is not shared with the other variables, see Figure (3.2). By
evaluating the factor model in terms of these parameters, it is possible to determine
the adequacy of the observed variables.

Figure 3.2: Total variance in the factor model.

As mentioned above, the factors and loadings can be derived in different ways. The
following parameters are important to investigate and are subject to change for dif-
ferent research scenarios: method of factor-extraction, number of factors, loading
threshold cut-off value and method of rotation.

The factor extraction method determines how the factor and its loadings are ex-
tracted from the observed variables. Principal axis factoring method extracts factors
that explain the common variance between all observed variables and minimises the
specific variance. Maximum Likelihood Estimation (MLE) finds factors that can re-
produce the observed variables’ covariance matrix. The MLE method finds factors
that maximise the likelihood of producing the observed variables covariance matrix:
MLE requires the data to be sampled from a multivariate normal distribution [25].

The number of factors is determined by prior knowledge or by examining the eigen-
values of the correlation matrix. Ideally, one wants to reduce the number of factors
and maximise the total variance explained by the factors. The number of factors is
determined by the number of eigenvalues which are greater or equal to one, referred
as the Kaiser criterion. Another method is to construct a scree plot, a curve of the
eigenvalues against the factor number; by examining the curve for a bend, one can
determine where the variance of the incoming factors is insignificant [26].

Loadings in factor models are not unique; there exist infinite solutions that de-
scribe the data equally well. One can alter the loadings by rotating the axes of
the factors; either by orthogonal rotations, were the factors are not correlated, or
by oblique rotations, were the factors are allowed to be correlated. Rotating the
factors can create simple and more interpretable loadings. It is beneficial to have
a loading matrix where each observed variable has high loading on only one factor
otherwise the loading matrix will consist of cross-loadings, that is when a variable
has high loading on multiple factors. Cross-loadings will make it more difficult to
identify different concepts. A variable can have multiple effects on several factors.
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Non uniqueness of loadings is showcased by inserting an arbitrary m×m orthonor-
mal matrix T into the factor model, where TT⊤ = I,

X− µ = LF + ϵ

X− µ = LTT⊤F + ϵ

X− µ = L∗F∗ + ϵ

where L∗ = LT and F∗ = T⊤F.

as shown, a transformation of the loading and factor matrices will not affect the
factor model. There exists infinite orthonormal T with corresponding unique factor
rotations.

In Figure (3.3), rotation of axes is demonstrated graphically. The black axes repre-
sent two factors and the data points are loadings of the observed variables for the
two factors. The orange axes are the black axes after rotation has been applied. In
Figure (3.3a) the observed variables load non-zero values on both factors, resulting
in cross-loadings. A small loading on one factor and large loading on the other factor
is desired, which can be achieved by rotating the axes. In figure (3.3b) the axes are
rotated orthogonally; and the observed variables are clustered closer to one of the
two factors and not slightly on both factors, thus avoiding cross-loading. In figure
(3.3c) the axes are rotated obliquely, resulting in a better fit than in figure (3.3b),
giving simpler and more distinguishable factors; however, the factors are correlated
[27]. In some cases an orthogonal rotation gives a better fit than an oblique rotation,
and vice versa therefore the choice of rotation is dependent on the characteristics of
the data.

(a) Unrotated factors (b) Orthogonal rotation (c) Oblique rotation

Figure 3.3: Rotation of factors. Orange axes are rotated axes. Orthogonal rotation has
uncorrelated factors indicated by a 90◦ angle between the factors. Oblique rotation allows
for correlated factors and is indicated by an angle that is not equal to 90◦.

Factor analysis finds highly correlated variables and groups them into common fac-
tors; therefore, it is essential to have a data set with correlated variables. Bartlett’s
sphericity test is appropriate to conduct before factor analysis. The test compares
the correlation matrix of the observed variable to the identity matrix to determine
whether the variables are linearly dependent. If the correlation matrix is significantly
different from the identity matrix, the data is suitable for factor analysis.

H0 : corr(X) = I

HA : corr(X) ̸= I
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The test statistic has a chi-square distribution with p(p−1)
2

degrees of freedom. The
test statistic is calculated as,

T = −ln(det(corr(X)))

(
n− 1 −

(
2p+ 5

6

))
where n is the number of observations and p is the number of variables.

The Kaiser-Meyer-Olkin (KMO) criterion is another relevant statistical measure
to conduct before factor analysis. The statistic gives a value between 0 and 1 and
indicates how well each variable is predicted by other variables. A small value indi-
cates that the partial correlations are large relative to the sum of correlations, and
a large value indicates that the partial correlations are small relative to the sum of
correlations. A small partial correlation relative to the sum of correlation is better
as the common variance shared between variables will be high, and therefore allow
for distinct and separable factors [28]. The test statistic is calculated as,

KMO =

∑
j

∑
k r

2
jk∑

j

∑
k r

2
jk +

∑
j

∑
k p

2
jk

, and j ̸= k

where rjk is the correlation between two variables and pjk is the partial correlation
between the two variables.

3.2 Principal Component Analysis

Principal component analysis is another dimensionality reduction method that cre-
ates a new set of orthogonal variables, called principal components Y1, Y2, ..., Ym from
the observed variables X1, X2, ..., Xp, while preserving the most important informa-
tion. The principal components are constructed so that the principal components
are orthogonal to each other and thus linearly independent.

The principal components are modelled as linear combinations of the observed
variables with w as weights, which indicate the correlation between the principal
component and the observed variable,

Y1 = w1,1X1 + w1,2X2 + ...+ w1,pXp

Y2 = w2,1X1 + w2,2X2 + ...+ w2,pXp

...

Ym = wm,1X1 + wm,2X2 + ...+ wm,pXp

The weights are chosen so that the first principal component accounts for as much
variation in the data as possible, and the second principal component accounts for
the second most variation, and so forth.

The weights of the first principal component w1 = w1,1, w1,2, ..., w1,p are chosen
so that the variance of the first principal component is maximised,

V ar(Y1) = w1
⊤Σw1
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with the constraint of w1
⊤w1 = 1, and where Σ is the covariance matrix of the ob-

served variables. The weights for the second principal component w2 = w2,1, ..., w2,p

are chosen so that the variance which the first principal component did not account
for is captured, and is given by,

V ar(Y2) = w2
⊤Σw2

with the constraint of w2
⊤w2 = 1 and Cov(Y1, Y2) = 0. The latter constraint

takes into account the orthogonality between the principal components. Subsequent
principal components are constructed using the same procedure, but an additional
constraint is added, Cov(Yi, Yj) = 0 where i ̸= j.

Figure (3.4) shows a visual demonstration of principal components. The black axes
represent two observed variables. The orange axes are the principal components.
The directions of the principal components are chosen so that the variance of the
projection on data points is maximised. More specifically the weights w determine
the direction of the principal components. The first principal component accounts
for most of the variation in the data points. The second principal component is
orthogonal to the first principal component and captures less variation in the data.

Figure 3.4: Demonstration of principal components. Y1 denoting the first principal com-
ponent, and Y2 the second principal component.

To retrieve the weights one finds the eigenvalues and eigenvectors of the covariance
matrix Σ. The largest eigenvalue accounts for the most variation in the data, and its
corresponding eigenvector gives the direction of the first principal component. The
eigenvector is therefore the same as the weights w. Higher eigenvalues will explain
more variation in the data.
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3.3 Multilayer Perceptron

Multilayer Perceptron (MLP) is a deep learning method for prediction and classi-
fication of data and is efficient in modelling non-linearities. MLP is a feed-forward
artificial neural network (ANN), which means that the data flows in one direction.
The ANN is made up of neurons and layers. The network consists of multiple neu-
rons which are connected to each other between layers, the connections are called
edges. The ANN consists of at least three layers, an input layer representing the
observed variables x1, x2, ..., xp, an output layer representing the final prediction,
and hidden layers which are between the input and output layers. The hidden lay-
ers consist of multiple neurons, with each neuron performing computations on the
imputed data. The neurons between the layers are connected to each other, these
connections have weights that determine the previous neurons connection to the
next one. The neuron from the previous layer will have multiple inputs and will
therefore take the sum of the weighted inputs and apply it in an activation function.
Figure (3.5) shows an artificial neural network; the network has two hidden layers
with four nodes in each hidden layer.

Figure 3.5: An artificial neural network consisting of four layers. An input and output
layer, and two hidden layers with four nodes in each hidden layer.

Figure (3.6) illustrates forward propagation for a single neuron and shows how the
neurons of the artificial neural network process the data. In this case, the proceeding
layer is the input layer, which represents the observed variables.
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Figure 3.6: Single node in an artificial neural network. Taking the weighted sum of
inputs z and inserting into the activation function f(z) and getting an output which is
sent to the next node.

The activation function in a node transforms the weighted sum of inputs into an
output value that is passed on to the next layer of nodes. The activation functions
introduce non-linearities into the network, allowing complex and non-linear patterns
to be modelled. Without the activation functions, the neurons would compute the
output value only by adjusting weights and biases, which would only allow for linear
transformations. Tanh, Logistic and Rectified Linear Unit (ReLU) are non-linear
activation functions which are used to transform input data. Figure (3.7) presents
the activation functions.

Figure 3.7: Three activation functions used for transforming data and allowing for non-
linear and complex patterns.
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In addition to the activation function, there are other hyperparameters that can
be adjusted in the MLP model to minimise the prediction error. The number of
hidden layers, which refers to the number of layers between the input layer and the
output layer. The number of neurons, which refers to the number of neurons in the
hidden layers, as an example, one hidden layer can have 20 neurons where another
hidden layer has 100 neurons, hence the number of neurons does not have to be
equal across the different hidden layers. The learning rate, which determines the
pace which at which the optimisation algorithm updates the model parameters es-
timates. Different combinations of hyperparameters will give different predictions,
it is therefore relevant to investigate the predictions for different hyperparameter
combinations for determining the most suitable hyperparameters.

ANNs are trained to efficiently predict the variables of interest. Backpropagation
is the algorithm used to train the network to minimise prediction error. After for-
ward propagation is completed through the network layers, the predicted output
is compared to the desired output. Based on this difference, an error is sent back
through all the hidden layers to the input layer, adjusting the weights and biases to
minimise the error. This is repeated until the error is minimised. Furthermore, the
same network with optimised weights and biases is used on unseen data to predict
the desired outputs [29].
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Chapter 4

Method

In this chapter, the data sets and variables are explained and the processing of
the data is discussed. The first data set consists of oil samples and corresponding
analysis data. The second data set consists of information for each chassis and its
properties. The third data set is the operating data for each chassis. The samples
were standardised by subtracting the mean and dividing by the standard deviation
for every variable.

Data pre-processing and analysis were done with the programming languages Python
and R, in the editors Jupyter Notebook and RStudio. Furthermore, were the
following libraries used throughout the project for visualisation, mathematical oper-
ations, and data structures: matplotlib, seaborn and pandas. And the follow-
ing for data analysis, the python libraries, scikit-learn and FactorAnalyzer
and the R libraries, FactoMineR and factoextra.

4.1 Engine Oil Sample Data

4.1.1 Data Collection

The data consist of oil samples taken from different sources such as trucks, buses and
custom-made configurations which can be a subpart of the engine and created just
to analyse a part of the engine. In this thesis, data from custom-made configurations
are neglected and data from real trucks and buses are analysed, this delimitation
is done in order to investigate and model the real behaviour of engine oils. When
custom-made configurations are used, there is a research question that is intended
to investigate; therefore, the custom-made configurations are subjected to controlled
tests to achieve a certain result for a subpart of the engine. Perhaps the engine can
be exposed to severe conditions for an extended period of time, which is unlikely in
reality.

The oil samples are taken discretely at arbitrary time intervals, they are anal-
ysed physically with different instruments, and the analysis results are stored in
a database. Each oil sample has a unique sample number; a chassis number that
links it to the corresponding vehicle, the type of oil used, the age of the oil, and also
the mileage of the vehicle. The mileage is the point of time when the oil sample
has been taken. In addition to these attributes, the oil sample was analysed using
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FTIR, ICP and other traditional methods to obtain more attributes that describe
the oil samples. The FTIR analysis provides information on the levels of oxidation,
nitration, water content and soot content. Traditional methods provide information
on TBN, TAN and viscosity. ICP provides information on the concentration of each
element in the oil sample. Oil samples are taken from vehicles at workshops and
sent to laboratories for analysis. As presented in section (2.4). Table (4.1) shows a
subset of the oil sample data.

Sample Chassis Oil type Mileage Oilage Oxidation TBN Al ...

1 Chassis 1 Oil type 1 168180 159673 3.4 2.6 <0.5

2 Chassis 2 Oil type 1 144809 15930 16.5 2.4 12.9

3 Chassis 3 Oil type 2 146107 61851 3.7 5.4 4.2

4 Chassis 1 Oil type 1 170730 162223 5.5 3.1 14.2

Table 4.1: Subset of the oil sample data set.

4.1.2 Preprocessing Data

The analysis from the different methods amounts to 918 oil samples with 31 at-
tributes. However, an attribute can have mixed data types in its column. For
example, for an oil sample, the aluminium attribute may have the limit value of
”< 0.5”, seen in Table (4.1), which indicates that the value is between 0 and 0.5,
but not exactly what it is. In this case, the string ”< 0.5” needs to be converted to a
number in order to be used in the analysis; either by removing the entire oil sample
from the data set or by imputing a value. There are statistical imputation methods
that utilise the other attributes to approximate the missing data, but without any
data, these approximations cannot be verified. Another option is to impute the limit
value. However, the oil samples with limit values were removed with the reasoning
that the values less than the limit value have an insignificant effect, otherwise the
limit value would not exist. Another reason was that imputation without evaluat-
ing the imputation can lead to noise and uncertainty. A disadvantage of removing
a whole sample because an attribute has a limit value; is that useful information
in the other attributes is lost. Figure (4.1) shows the set of cut-off values in re-
lation to continuous variables, this matrix was created with the Python package
missingno. White spaces indicate limits and black spaces indicate continuous
values. Some columns have a large amount of limit values, which means that these
attributes do not have much variation in them; therefore, the entire attribute can
be dropped from the data set.
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Figure 4.1: Sparsity of the oil sample data, a subset of 100 samples. White spaces
indicate limit values.

In Figure (4.2) the attributes silver, barium, bismuth, cadmium, potassium, nickel,
lead, tin and vanadium have been dropped. With a few attributes dropped, the
data set is adequate and less sparse. The sparsity of the attributes mileage and
oilage is due to typing errors or different units such as minutes or hours, which
sometimes happens when the data is inserted into the database. However, there
are still some white spaces indicating missing data, the remaining missing data is
handled by dropping the oil sample containing missing data in any of the attributes.
Oil samples which contain a limit value are dropped. After pre-processing the data
set consists of 491 oil samples and 22 attributes.

Figure 4.2: Sparsity of the oil sample data with a few attributes dropped, a subset of 100
samples. White spaces indicate limit values or typos in attributes mileage and oilage.
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4.2 Vehicle Specification Data

This dataset contains information about the characteristics of the chassis and their
applications, see Table (4.2). Each row in the data set has a unique chassis number,
were the rows have information on the engine type, including engine displacement,
number of cylinders and power output in terms of horsepower, if the vehicle is a
bus or a truck. There is also information on the intended use cases of the chassis,
for example if the vehicle is supposed to be used in a construction environment, or
for long-distance driving such as haulage, or for distribution where short-distance
driving is typical, or for buses where many starts and stops occur. There is also
information on the country in which the vehicle is intended to be used, and whether
bio-diesel fuel (FAME) will be used in the vehicle. Moreover, information on the
exact application is given, such as if the vehicle is a tipper or a concrete mixer.

Chassis Engine type Bus or Truck Segment Country FAME Desc

Chassis 1 DC07 113/280hp Truck Haulage Sweden None Box

Chassis 2 DC09 108/320hp Bus Bus Finland Fame Bus

Chassis 3 DC09 108/320hp Bus Bus Poland Fame Bus

Chassis 4 DC13 144/460hp Truck Distribution Brazil None Box

Chassis 5 DC16 05/560hp Truck Construction Brazil None Tipper

Table 4.2: Vehicles specification data set.

Figure (4.3) shows the sparsity of the data. As seen, the attributes FAME and trans-
port application have a great amount of missing data, therefore, they are dropped.
The country attribute is also dropped because of the vast amount of different coun-
tries there exist. Hence, a lot of levels if treated as a categorical variable.

Figure 4.3: Sparsity of vehicle specification data. White spaces indicate missing data.
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4.3 Operational Conditions Data

The operating data considered included engine oil temperature of the sump, fuel
consumption and oil consumption. Since the temperature has a significant effect on
the degradation processes, this factor is relevant to investigate. Furthermore, fuel
consumption is useful as it gives an indirect indication of byproducts and contami-
nants present in the engine oil; the degrading factors will affect the performance of
the engine oil and therefore reduce fuel economy. Oil consumption is also relevant
to investigate, if there is an increased rate of oil consumption it can be an indication
of lubrication problems.

Each chassis has discrete temperature data for arbitrary mileages. Each time the
temperature is collected, a readout mileage and a histogram with temperature inter-
vals as bins are stored. Table (4.3) shows the temperature data. The column Temp
sum is the total amount of time the temperature has been measured for; the follow-
ing columns are bins for temperature intervals. Each column describes the amount
of time the engine oil has been at a temperature in that temperature interval; the
sum of the bins equals the Temp sum.

Mileage Temp sum 0-50 50-80 80-90 90-100 100-110 110-115 115-120 120-125

23897 78.3 1.7 2.2 3.4 27.4 36.2 7.1 0.3 0

25221 36.7 0.8 1.8 1.8 12.5 15.2 4.5 0.1 0

28342 69.9 0.9 0.5 1.5 17.9 37.6 10.9 0.4 0

Table 4.3: Temperature bins and sum taken in the operational conditions data set, as a
subset. Each row indicates the temperature distribution between the current and previous
mileage.

From this data an expected temperature can be calculated. Since the temperature
intervals of the bins are predetermined, it can be assumed that the temperature
distribution is uniform for each of the bins. For example, for bin 0-50 there are the
same amount of measurements for 5◦ as for 38◦. With this assumption, the average
temperatures of the bins are 25, 65, 85, 95, 105, 112.5, 117.5, 122.5. The probability
for the temperature bins is determined by dividing all the bins by Temp sum. The
probabilities and means for the bins give the corresponding expected temperature
for a mileage interval.

The temperature estimate will be valid for an interval, hence with longer mileage
intervals the variation in temperature will be more difficult to capture. Ideally one
would want to have small mileage intervals to make it easier to capture temporal
temperature changes. Table (4.4) shows a subset of the final temperature data set,
consisting of several chassis, expected temperatures, and corresponding mileages.
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Chassis Mileage Expected Temp

Chassis 1 132475 94.9

Chassis 1 132623 103.7

Chassis 1 163600 92.1

Chassis 2 287937 99.1

Chassis 2 309739 99.8

Chassis 2 378252 98.7

Chassis 3 23897 98.5

Chassis 3 25221 97.9

Table 4.4: Subset of the temperature data set. Expected temperature is calculated with
the temperature bins in Table (4.3).

Furthermore, in the operational data set, there exist periodised variables for each of
the chassis, these variables are; stop frequency, average speed, fuel consumption rate,
average weight and topography application. These variables are set as constants for
the chassis by taking the mean over the lifetime usage of the chassis, see Table (4.5).

Chassis
Stop

frequency
Average
speed

Fuel
consumption rate

Average
weight

Topography

Chassis 1 100 36 49.5 16000 Hilly

Chassis 2 104 35 37.8 15000 Flat

Chassis 3 60 53 36.1 14000 Very Hilly

Table 4.5: Subset of periodised variables from operational condition data set. The average
value for each chassis.

4.4 Temperature for Oil Samples

Since the temperature is significant in deteriorating the engine oil, a temperature
estimate for the distinct oil samples is suitable to add in Table (4.1) to find corre-
lations with other attributes. The temperature for the oil samples is calculated by
using the temperature in the derived temperature data set, Table (4.4), by merg-
ing it with the oil sample data of Table (4.1). The temperature approximation is
demonstrated in the following section.

Table (4.6) is the same table as Table (4.1) but filtered so that there is only one
chassis, and a column called Mileage at Oil change has been added, which is Mileage
subtracted by Oilage. This column indicates the mileage at which the vehicle has
replaced an old engine oil with a new one. Hence, at this mileage the conditions of
the engine oil are fresh and new. The analysis attributes can therefore be interpreted
as a consequence of all the degrading factors that have occurred between Mileage at
Oil change and Mileage.
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Sample Chassis Oil type Mileage Oilage
Mileage at
Oil change

Oxidation

Sample 1 Chassis 1 Oil type 1 500807 44056 456751 5.6

Sample 2 Chassis 1 Oil type 1 894970 54660 840310 13.1

Table 4.6: Oil sample data set for one chassis.

Figure (4.4) shows the estimations of oil sample temperatures. The blue data points
are temperatures from Table (4.4) for one chassis. The green vertical lines indicate
the mileage at which the oil of the vehicles was changed, and the corresponding red
vertical lines indicate when the oil samples were taken for analysis, these are Mileage
at Oil change and Milage in Table (4.6). By taking the average of the blue points
between the green and red lines, it is possible to estimate the average temperature
that the vehicles have had over a given mileage interval. The orange horizontal lines
are the estimated temperatures for the two oil samples for Chassis 1. This procedure
is done for all the chassis independently.

Figure 4.4: Visual demonstration on temperature estimation for two oil samples. The
blue dots are temperatures from Table (4.4) and the green and red vertical lines are from
the oil sample data set Table (4.6) for Chassis 1. By combing these two data sets an
average temperature is calculated, in orange.
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This procedure imputes a temperature estimate column in the oil samples data set,
seen in Table (4.7). The orange temperature cells are the same temperatures as
the orange horizontal lines derived in Figure (4.4). Since the temperature estimate
is an average over a mileage interval, it gives a good indication of how the average
temperature has changed due to degradation factors over the whole mileage interval.

The estimate of the oil sample temperature will depend on the number of tem-
perature data points there are in the oil sample mileage intervals. More data points
will give a better approximation. The estimate is also dependent on the size of the
mileage interval. A longer mileage interval will give a temperature estimate that
is less sensitive to temporary temperature deviations, which can have a permanent
deteriorating effect on the engine oil.

Sample Chassis Oil type Mileage Oilage
Mileage at
Oil change

Oxidation
Temperature
estimate

Sample 1 Chassis 1 Oil type 1 500807 44056 456751 5.6 102.7

Sample 2 Chassis 1 Oil type 1 894970 54660 840310 13.1 92.4

Table 4.7: Operational data for one chassis with imputed temperature estimate.
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Chapter 5

Results & Discussion

This chapter presents and discusses the results. The section is divided into three
parts and demonstrates different ways of investigating engine oil degradation. Firstly,
the underlying concepts of engine oil degradation with the oil sample data set of
Table (4.1) are explored using factor analysis. In the second part, categorical vari-
ables from the vehicle specification data set of Table (4.2) and periodised variables
from vehicle operating conditions of Table (4.5) are investigated using PCA to de-
termine their effect on engine oil degradation. In the last part, an oxidation model
is developed with MLP and tested with various variables from all three data sets.

5.1 Underlying Concepts of Engine Oil Degradation

As concluded, there are many factors that degrade the engine oil. The oil sample
data consist of 21 features and with a high degree of features it is cumbersome to find
trends and patterns across the features. It is therefore reasonable to use a dimen-
sionality reduction method. In order to better understand the underlying patterns
and concepts of engine oils, factor analysis was chosen as the analysis method. In
this section, the oil sample data of Table (4.1) consisting of 491 samples were used
with the Python package FactorAnalyzer to conduct factor analysis.

Prior to conducting factor analysis the Bartlett’s sphericity test presented in section
(3.1) was performed to determine whether the oil sample data were sufficient for
factor analysis. The null hypothesis states that the features of the oil sample data
are not correlated and if rejected it can be statistically concluded that the features
are correlated. The p-value came out to be 0.00, hence the features of the oil sample
data are significantly correlated. Moreover, was the Kaiser-Meyer Olkin criterion
test presented in section (3.1) performed to determine how well the oil sample data
can create distinct and separable factors. The KMO value for the oil sample data set
was determined to be 0.74, which was adequate and indicates that factor analysis
can be used. Both Bartlett’s sphericity test and Kaiser-Meyer Olkin criterion test
were performed with the FactorAnalyzer package [30].

The number of factors was determined to five by utilising a scree plot and the
Kaiser criterion. Figure (5.1) shows the scree plot, as can be seen, the first five fac-
tors have an eigenvalue greater than one, which is in line with the Kaiser criterion.
It can also be seen that the curve flattens after the fifth component, meaning that
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the subsequent factors do not contribute with a significant amount of variation.

Figure 5.1: Screeplot for oil sample data. The eigenvalue for the corresponding factor
(component number) gives the proportion of information which is explained by that par-
ticular factor. The first factor includes the most information and will therefore have the
highest eigenvalue, the second factor will have the second highest eigenvalue and will ac-
count for the second most information, and so forth.

In Table (5.1) we have the five factors, their corresponding eigenvalues and vari-
ances. The five factors explain about 75% of the variation in the data.

Factor Eigenvalue Variance [%] Cumulative Variance [%]

1 6.095 29.025 29.025

2 3.557 16.939 45.965

3 2.663 12.683 58.647

4 2.031 9.672 68.319

5 1.283 6.110 74.429

Table 5.1: Eigenvalues and variance for the five first factors.

Communalities is a measurement for evaluating the ability of factors to account for
variance in the observed variables. Higher communality for a variable implies that
the factors can explain the variation of the variable. At the initial conduction of
factor analysis, sodium had low communality and was therefore dropped from the
data set.

29



Factor analysis was carried out using the principal axis factoring extraction method
with oblimin rotation. Principal axis factoring was chosen because the extraction
method does not require a specific distribution. Maximum likelihood was considered
but got disregarded because the oil sample data did not follow a normal distribution.
Oblimin rotation is an oblique rotation method which allows for correlated factors
and was chosen with the reasoning that the underlying concepts are correlated, as
presented in the literature review.

Figure (5.2) shows the loading matrix of the derived factors. From the loading
matrix, one can distinguish which variables share common variance by examining
the loadings of the variables. High values for two or more variables indicate that
they share variance. The loading threshold has been set at ±0.3 since the sample
size of the data is large and therefore all variables with a loading outside of the
interval [−0.3, 0.3] are considered significant. Each of the factors is interpreted ac-
cording to the variables’ mutual properties [30].

Factor analysis finds the following factors; wear metals, additives, degradation
factor, detergents & friction modifier, and a time dependency factor.

Figure 5.2: Loading matrix for all oil types. The first factor accounts for the most
information and the second factor accounts for the second most information, and so forth.

The first factor is explained by the following variables: Al, Cr, Cu, Fe, Mn, Si
and Ti. All these variables have in common that they are wear metals. viscosity
has a negative loading which can be related to the differences in viscosity between
oil types.

The second factor is explained by the following variables: B, Ca, Mg, Mo, P,
Zn, TBN and viscosity. All of these variables are found to be additives. It
can be observed that Mg and Mo have a negative loading, while the rest of the
additives have a positive loading. The explanation for this is that the different oil
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types have various additive formulations, which are explained more in detail in fac-
tor four. However, the variables share variance and are characterised by decelerating
oil degradation. Calcium and magnesium are detergents and serve as an alkaline
reserve, therefore TBN has a high loading. Viscosity has a positive loading, which
is explained by differences in the initial viscosity of the oil types. Some of Scania’s
engine oils, which contain less magnesium, have a higher content of calcium, which
is characterised by a higher viscosity, which is reflected in this factor.

The third factor is explained by the following variables: B, Cr, Cu, H2O, ni-
tration, oxidation, TAN, TBN and viscosity. The mutual attribute of these
variables is degradation. Oxidation, nitration, soot, chromium, copper and water
are all degradation factors. Chromium, iron, copper and water can catalyse the
oxidation process. The high loading of TAN indicates higher levels of acids which is
common in oxidation and nitration, whereas the TBN loading has the opposite sign,
as the production of acids causes a depletion of the alkaline reserve. Viscosity has a
positive loading and indicates that viscosity increases with degradation. Boron is a
multi-purpose additive; detergent, lubricant and anti-oxidant, and is depleted over
time, which explains the negative loading seen here.

The fourth factor is explained by the following variables: Ca, Mg, Mo, TBN
and Ti. These variables are additives, calcium and magnesium are detergents and
molybdenum is a friction modifier. The byproducts of these additives are ash [31].
This factor measures detergent & friction modifier content. The formulation of
detergents can contain either calcium or magnesium, or a combination of the two.
The reason why magnesium has a negative loading is explained by the different
detergent formulations in the oil types. In some oil types, the calcium is replaced
with magnesium and therefore the factor displays the relation between calcium and
magnesium as a counteracting effect but in reality is explained by different deter-
gent formulations in the oil types. The loadings of TBN and Ti is explained by
differences in oil types.

The fifth factor is explained by the following variables: oilage, Al, Cu, Fe, H2O,
oxidation, soot and viscosity. This factor explains variables that are time-
dependent. The contaminants; aluminium, iron and soot, typically increase with
time. Furthermore, oxidation is expected to occur at higher rates in aged engine
oils. Water in the engine oil can come from leaks, however, it is likely to evaporate
and is therefore explained by a negative loading. Viscosity will also decrease over
time and can be explained by fuel dilution.

Viscosity is an important variable to keep track of, as seen in the factor model
it is present in four of the five factors and it explains different behaviour in all fac-
tors. Factor analysis succeeds in finding underlying patterns and concepts of engine
oil. However, the results need to be discussed in order to determine their validity.
Factor analysis for the oil sample data was conducted for oil sample data with mul-
tiple vehicles and oil types. The different oil types will have different applications
and formulations resulting in different conditions for degradation, the engine type
will also have an impact. Examples of different conditions can be that engine types
consist of different components with different metals or that the additive formula-
tion can differ between engine oils.
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The purpose of the factor analysis was to find general patterns that exist across the
engine oils, therefore, the factor analysis was conducted for a data set with mixed
oil types. The oil sample data consisted of 14 oil types where three of the oil types
accounted for 84% of the data, meaning that the data is unevenly distributed for oil
types. Not all factors explain general patterns for all of the oil types, some factors
show strong patterns as a consequence of differences between oil types. The reason
for keeping all 14 oil types even though three of the oil types accounted for most of
the variation was because one wanted to create factors after common variance across
all oil types and to minimise the risk of unique factors belonging to a certain oil type.

In Figure (5.3), the loading matrix is computed for all the engine oils except one oil
type, a low-ash oil. The loadings on the factors remain mostly the same, however,
there are some variables which change their loadings on the factors. In the loading
matrix in Figure (5.2), factor four shows strong loadings on the additives calcium,
magnesium and molybdenum, but in the loading matrix without the low ash oil, in
Figure (5.3), the loadings of calcium and magnesium move to factor two instead.
The low-ash oil has a higher magnesium content at the expense of the calcium con-
tent. So, removing a low ash oil from the data set does not show the difference in
detergent formulations with a single factor as in Figure (5.2). Instead, the difference
in the detergent formulations is presented in factor two in Figure (5.3), the removal
of one oil type caused the factor analysis model to associate calcium and magnesium
with the rest of the additives instead of creating a unique factor. The reason for
removing the low ash oil is to showcase that the factor model can create factors that
have no physical relation. A strong pattern can create a unique factor that is not
general to all oil types. It is important to note that factor analysis creates factors
by common variance and in this example, the factor model creates a factor because
of the difference in oil types and not for demonstrating a physical relation.

Figure 5.3: Loading matrix for all oil types except a low ash oil.
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Furthermore, factor analysis was conducted for single oil types and compared to
each other, one could find common concepts across multiple factor models such as
wear material and additives, however, the remaining factors could vary between the
factor models. This indicated that the degradation of engine oil differs between oil
types. Moreover, was factor analysis not conducted for distinct engine types from
the vehicle specification data set, Table (4.2), since the great number of different
engine types there exists, thus not giving an adequate domain of data as a conse-
quence of merging the oil data set with the vehicle specification data set.

The interpretations of the factors were consistent with the literature review in Chap-
ter 2, so factor analysis can be used to find underlying concepts of engine oils. How-
ever, the interpretations of the factors are not certain, they are hypotheses about
what the underlying concepts may potentially be. The variables in the oil sample
data set have many functions and are influenced in different ways, a variable may
serve one purpose in one engine oil and a completely different purpose in another
engine oil, making it difficult to draw general conclusions that apply to multiple
engine oils. Different engine oils have different formulations and use cases, making
it difficult to find common variances between engine oils. Even though the findings
are not certain they are useful in the manner that it allows for discussing different
behaviour which can be present in engine oils, which could lead to a better under-
standing of the degradation of engine oils.

Factor analysis can be a useful method in controlled tests where there is a bet-
ter understanding of the surrounding conditions. It can also be useful for testing
hypotheses. Vehicle specification and operating conditions also affect degradation
and should be included in a factor model, however, when the data sets were merged
the sample size decreased, since there does not exist data on all chassis for all data
sets, resulting in an insufficient data set. With the hypothesis that there are other
factors affecting the degradation of the engine oil, the next section is devoted to in-
vestigating categorical variables from the vehicle specification data set, Table (4.2),
and the oil sample data set, Table (4.1), and periodised variables from the vehicle
operating conditions data set, Table (4.5).
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5.2 Categorical Variables & Operating Conditions

This section examines the effect of the categorical variables on oil degradation. From
the previous section, it was concluded that the differences between oil types could
affect the degradation process of engine oils. With this hypothesis, PCA was per-
formed on the oil sample data to determine if the differences between oil types are
significant in modelling oil degradation. The PCA method was chosen because PCA
allows multivariate data to be represented by a smaller set of variables, making it
easier to find trends and underlying groups. The oil sample dataset was filtered
to retain the three oil types with the most samples in the dataset. The dataset
consisted of 411 samples and 21 attributes.

PCA on Oil Sample Data
To further analyse the oil sample data, Table (4.1), PCA from the sklearn package
was utilised. Figure (5.4) shows the oil sample data transformed plotted in terms
of the three principal components that explain most of the variance. The three
principal components account for 61% of the variation in the oil sample data. Both
plots show that PCA has successfully created three clusters and in the rightmost
plot the clusters are coloured by oil types, indicating that the clusters are oil types.
These clusters indicate that these oil types are different from each other. The oil
types are different and therefore subject to different degradation processes.

Figure 5.4: Clusters derived from principal component analysis. The three coloured
clusters indicate three oil types.

One explanation for why PCA succeeds in clustering the oil types may be that
the oil types have different formulations and PCA captures variation from different
variables. Another explanation could be that the oil types are susceptible to different
degradation factors. The application for the oil types may be different and therefore
the operating conditions may be different, both of which are expected to have an
effect on oil degradation.
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PCA on Oxidation and Driving Application Data
To further this analysis, the driving applications of the vehicles are investigated.
The vehicle specification data set contains information on the driving applications
in which the vehicles are intended to be used, column Segment in Table (4.2). The
vehicle applications studied are haulage, construction and bus. Distribution was ne-
glected due to a lack of samples. The driving factor of oil degradation is oxidation,
therefore the application of the vehicles is tested against oxidation. The oxidation
variable from the oil sample data set, Table (4.1), is used together with the vehicle
specification data set, Table (4.2). The data set consists of 966 oil samples with 46
oil types and 66 engine types.

The analysis of the driving application started off by performing PCA on the oilage
and oxidation variables from the oil sample data together with the categorical vari-
able, driving application. PCA was conducted with the R package FactoMineR
and the function FAMD which allows for conducting PCA on data sets including
both quantitative and qualitative variables. The input was therefore only three
variables; two continuous and one categorical. Limiting the number of continuous
variables was done in order to create principal components that capture variance
associated with the categorical variable. Figure (5.5) shows two principal compo-
nents, which cluster buses and trucks, but do not distinguish trucks used in haulage
and construction.

Figure 5.5: Principal components on oxidation, oilage and application. PCA clusters
buses and trucks.
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The first two principal components explain 62% of the variation in the data. Table
(5.2) shows the contribution of each variable to the principal components. The
visualisation and the contributions imply that the PCA succeeds in finding variations
in the continuous variables and associating them with the driving applications, but it
is difficult to draw any conclusions other than that there is a difference in oxidation
between buses and trucks.

Variable PC1 PC2

Oilage 62.3 1.42

Oxidation 25.1 40.3

Application 12.6 58.3

Variance 31.4 30.5

Table 5.2: Contribution of each variable to the principal components, in percentage.
The variance row is the amount of information in oilage, oxidation and segment that is
explained by each principal component, in percentage.

In Figure (5.6) the oxidation has been plotted against oilage in order to analyse
if the vehicle application has an effect on oil degradation. The engine oil in buses
oxidises faster than trucks in construction and haulage, as the data points of buses
are slightly shifted upwards compared to the trucks.

Figure 5.6: Oxidation versus oilage for three segments.

The data points of the three groups are sampled so that there is an equal amount
of samples for each group, but the oil samples are not evenly distributed for oilage,
so there are more samples in some oilage intervals and fewer in others. Figure (5.7)
shows box plots for the engine oil oxidation. The median (which is the vertical line
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inside the box) for the bus group is higher than for the construction and haulage
groups, hence the engine oil in buses oxidises more quickly.

Figure 5.7: Box plots for oxidation of the three segment groups.

As mentioned above, the distribution of oilage is not evenly sampled, which can
lead to misinterpretations when examining the plots. However, by examining the
distribution of oilage, it is possible to conclude that the previous result is acceptable.
Figure (5.8) shows box plots of oilage. The median oilage of buses is lower than for
construction and haulage, which means that oxidation is higher in buses even though
the oil samples are less aged. Therefore, the engine oil in the buses has been degraded
to a greater extent than the engine oil in the haulage and construction vehicles, with
respect to oilage.

Figure 5.8: Box plots for oilage of the three segment groups.
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One explanation for the higher rate of oxidation in buses can be linked to the way
buses are driven. Bus driving is characterised by many starts and stops and there-
fore frequent acceleration and braking, as well as idling, which is typical of buses.
The fluctuating driving style of buses can lead to more volatile vehicle temperatures,
which can affect oil degradation.

These behaviours are investigated by performing a PCA with oilage and oxidation
from the oil sample data set, Table (4.1), and stop frequency and idling variables
from the periodised data from the vehicle operating data set, Table (4.5), as well
as segment from the vehicle specification data set, Table (4.2). In Figure (5.9) a
loading plot is showcased, the arrows are variables and the angle between the arrows
indicates how well the variables correlate, a smaller angle gives a higher correlation.
As seen, with a lot of idling the vehicle tends to stop a lot as well. The stop fre-
quency and idling variables have a slight correlation with the oxidation variable.
Therefore, one can strengthen the hypothesis that the increased oxidation in buses
is explained by the driving style.

Figure 5.9: Loading plot. The angle between the variables (arrows) indicates their cor-
relation.

It is important to note that the distribution of oil types and engine types is different
for the three vehicle applications (bus, haulage and construction), which means that
buses may have used a particular group of oils, while the other groups used different
oils. This will affect the derived results as the three vehicle application groups have
different domains of data. To further analyse the driving application, similar plots
should be made for one oil type and one engine type, so that variations due to
differences in oil and engine type can be neglected, but this was not possible due to
lack of samples.
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As mentioned, the application groups have different distribution of oil types. For
haulage and construction, the two most common oils are the same, which means
that the domain for these groups is fairly similar. Wherein for the bus group, the oil
types are not the same as in haulage and construction. This can explain to why the
medians of haulage and construction are fairly the same compared to the median of
the bus. The difference in oxidation can therefore be related to the differences in oil
types.

The driving application found in the vehicle specification data set is the intended
application and does not need to match the actual usage of the vehicle, therefore
the haulage and construction groups in Figure (5.6) may show the same driving
patterns. This can also explain why the medians for haulage and construction are
similar. However, in this context, the comparison between buses and trucks remains
reliable, as buses are not used for either haulage or construction.

There is also information on the engine type in the vehicle specification data set.
The categorical variables that can be obtained from the engine type are the follow-
ing; engine capacity in terms of litres, which can be either 9, 13 or 16 litres, and
power output in horsepower which ranges from 220 to 770 horsepower. No signif-
icant results could be found for the categorical variable litres, and horsepower was
not examined due to its high cardinality. However, these variables are examined
indirectly as some engine types are more common in some applications and less
common in others.
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5.3 Oxidation Model

As shown in the previous chapters, the degradation of engine oil is influenced by
many factors. In this section an oxidation model is proposed. In Figure (5.10)
oxidation from Table (4.7) is plotted against the approximated temperature for
each oil sample, the orange cell in Table (4.7). As temperature increases, oxidation
increases exponentially, which is consistent with the Arrhenius equation (2.1), where
the rate of chemical processes are exponential. However, there is a lot of spread and
there are many factors that can explain the noise.

Figure 5.10: Oxidation against temperature.

As presented in the previous results the degradation of engine oil is complex, there
are a lot of factors affecting the degradation of oil. In factor analysis, the fac-
tor models differed between oil types, with PCA on the oil sample data the data
clustered into oil types, which could be explained by differences in oil formulation.
Furthermore, was it hypothesised and partly verified that the driving style (stop
frequency and idling variables) and the application of the vehicle has an effect on
engine oil degradation. Moreover, it was hypothesised that the engine type, speed,
fuel consumption rate and weight of the vehicle have an effect on engine oil degra-
dation. With these conclusions and hypotheses one investigated if it was possible to
model the driving factor of engine oil degradation, oxidation. Partial Least Squares
regression (PLS) was tested with the oil sample data, however, this model was not
successful in modelling the oxidation, therefore, MLP was chosen to model the non-
linear behaviour of oxidation, and was utilised by with function MLPRegressor
from package sklearn.neuralnetwork.
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The oil sample data set, Table (4.1), was split into two parts, a training data set
which consists of 70% of the data and a test data set consisting of 30% of the data, be-
fore splitting the data a few outliers were visually removed by plotting oxidation and
oilage. The function GridSearchCV from package sklearn.modelselection
was used to determine the following hyperparameters of the MLP model: activation
function, learning rate and hidden layer size. The learning rate defines the pace
at which the algorithm updates the parameter estimates. GridSearchCV utilises
K-fold cross-validation which splits the training data into K equally sized data sets.
The model chooses one of the K data sets as a validation set and uses the rest of
the (K-1) data sets to train the model on. This is repeated K times and done for
different combinations of predetermined hyperparameters in order to maximise the
model’s performance, the model is evaluated with negative mean squared error. Five
folds were chosen (K = 5) and the hyperparameters in Table (5.3) were tested in
the MLP model.

activation function: ReLU Tanh Logistic

learning rate: 0.0001 0.001 0.01 0.05 0.5

hidden layer size: (10,100) (100, 10) (100,100) (100,50) (200,200)

Table 5.3: Three hyperparameters with multiple values, all combinations of the values are
tested in the MLP model. Hyperparameter hidden layer size, (10,100) defines two hidden
layers, with 10 neurons in the first layer, and 100 neurons in the second hidden layer.

The following combination of hyperparameters gave the best-performing model for
the training data set. The number of neurons was set to 100 neurons in two hidden
layers. The activation function was set to ReLU and the learning rate was set to
0.05. The random state was set to 20. In Figure (5.11) the predicted oxidation is
plotted against the measured oxidation. The MLP model predicts oxidation fairly
well.

Figure 5.11: Measured oxidation versus predicted oxidation from the MLP model on the
test data set.
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The model obtained an R-squared value of 0.7, which means that the predictors in
the MLP model explain 70% of the variation in oxidation. The root mean squared
error of the MLP model was found to be 0.55. As 30% of the variation in oxidation
of the model was not explained by the data in the oil sample data set the model was
tested with more variables. Since it was hypothesised that the application of the
vehicles would have an effect on oxidation, the stop frequency and idling variables
from the periodised variables data set, Table (4.5), were inserted into the model.
The model then obtained an R-squared value of 0.73 and a root mean squared error
of 0.52 which is a slight improvement over the model without the operating vari-
ables. However, when the two data sets were combined, the final data set became
smaller, resulting in a different data domain and therefore not comparable with the
previous results.

The MLP model was also tested with the following periodised variables in Table
(4.5), fuel consumption rate, average speed and average weight. These variables
were included as lifetime averages for each chassis but did not improve the model.
From the vehicle specification data set, the categorical variables of driving appli-
cation and engine type were included in the model as dummy variables but did
not improve the degree of explanation. Oil type was also included without further
improvement. The temperature approximation from Table (4.7) for the oil samples
was added but did not improve the model, however, for this test the sample size was
small.
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Chapter 6

Future Work

The MLP model succeeds to predict oxidation relatively well, however, it is not
known which features are of significance. In future analysis, a feature importance
analysis should be performed to determine which features have a significant effect
on the prediction of oxidation. It may be possible to model the catalytic effects of
contaminants, which could give an indication of which contaminants are most de-
grading in Scania’s oils. There are several methods for analysing the importance of
features in MLP; examining how the weights change during the training of the ANN,
examining the patterns of activation of the neurons, introducing small variations in
the input variables and seeing the effect on the model’s accuracy.

The temperature approximation used in the oil samples was tested in all three
statistical models. In the factor analysis, the temperature did not have a significant
loading on any of the factors. In PCA, there were not enough samples for each group
to investigate the correlation between temperature and applications of the vehicles.
Lastly, the oxidation model did not improve with the approximated temperature.
The reason why the temperature was insignificant in both factor analysis and MLP,
may be because of the approximation applied to the temperature before it was used.
The approximation of the temperature is done twice, first when calculating an ex-
pected temperature from the histogram in the operational data set and then when
using these expected temperatures to calculate a mean for the oil samples. The
adequacy of the temperature approximations will vary between oil samples because
the length of the oil sample intervals are different. A long interval with very few
temperatures will not give a good average compared to a short interval with many
temperatures.

The effect of temperature on oil oxidation and degradation is significant and should
be further analysed. For example, there also exist highly resolved data from engine
rigs that have not been considered in this work. In this analysis, the temperature
which is taken from the oil sump may not be the only important temperature that
has an effect on the engine oil. The engine oil is present in the oil sump most of
the time, but it does not mean that most of the temperature deviations that have a
degrading effect on the engine oil degradation occur only in the oil sump. Temper-
atures from other areas in the engine should be analysed as well.
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When conducting the analysis, there was sometimes a lack of samples. During the
data pre-processing entire samples were removed due to missing values in single or
multiple columns. A larger dataset could be obtained by correctly imputing the
missing data. Data imputation was tested using various methods, but the predicted
imputations could not be verified, so the analysis continued by removing whole oil
samples.

In addition, the periodised variables contain information on the use and driving
patterns of the vehicles, which may be related to the temperature deviations. Oil
consumption and fuel consumption are continuous variables, so it may be possible
to approximate the fuel and oil consumption rate in a similar way to the way the
temperature was calculated for the oil samples. It might also be useful to include
information on the formulations of the different oil types, knowing the initial com-
position of the oils might make it easier to detect anomalies. Creating a categorical
variable for groups of oil types according to their similarity in formulations will allow
the study of oil types without the problem of high cardinality. Moreover, it should
be investigated how engine types can be grouped to create a categorical variable.

Another source of information that has not been considered in this report is the
entire FTIR spectrum, except from the specific wave numbers defining soot, oxida-
tion, nitration and water. There are possibly more wave numbers to investigate by
analysing other parts of the FTIR spectrum to find the effects of sulphation and
antioxidant depletion etc.

As presented in the results there are a lot of factors affecting the degradation of
engine oil. It is hypothesised that the oil type, engine type, driving style and appli-
cation can all have an effect on engine oil degradation. With a lot of factors affecting
the degradation of engine oil, the engine oil data is non-linear and subject to a lot of
variation and therefore has a complex behaviour, which makes it difficult to model
a general behaviour that is true for all engine oils and vehicles. By conducting con-
trolled experiments where one fixes variables, one can remove variance in the data
which could make it easier to derive results. As an example, by analysing only one
oil type and one engine type one can neglect variation in the data that originates
from differences in oil and engine types. Fuel consumption rate, average speed and
average weight did not improve the MLP model and could be explained by that the
variations of these variables are small compared to the differences in oil types and
engine types.

The oil sample data consists of multiple variables, these variables are measured
with different methods and therefore also prone to have different measurement ac-
curacy. Moreover, can some variables have very low values which when standardised
can correlate with other variables which do not have a physical relation in reality.
Before conducting statistical analysis one should conduct a data reliability analysis
in order to determine the adequacy of the variables’ measurements.
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Chapter 7

Conclusion

Scania seeks to improve three factors: efficiency, emissions, and operating time. To
optimise these aspects, oil changes must be performed at the right time to prevent
engine wear and elevated fuel consumption, which occur when the oil loses its capac-
ity to lubricate effectively. The aim of the thesis was to gain a better understanding
of engine oil degradation. By investigating what data and models can be used to
model engine oil degradation, it is possible to learn more about the nature of engine
oils and thus create better conditions for improving vehicle efficiency and uptime,
as well as reducing emissions.

The thesis demonstrates how the dimensionality reduction methods factor analy-
sis and PCA can be used as explanatory models to investigate the behaviour and
characteristics of the data, and MLP as a predictive model for oxidation. The first
explanatory model is factor analysis, which was utilised to find underlying concepts
and patterns, more specifically to understand how the observed variables are related
to each other. Factor analysis was successful in finding underlying concepts such as
wear material, additive groups and the relation between different analysis methods.
The second explanatory model is PCA, which was conducted to analyse how cate-
gorical variables and operating conditions affect engine oil degradation. PCA was
successful in clustering the oil sample data into different oil types and also determin-
ing that there is a difference in oxidation for buses and trucks as a consequence of
different driving styles. MLP was utilised to predict engine oil oxidation, resulting
in a model with an R-squared value of 0.70.

The application of statistical methods with vehicle and engine oil data has shown
that there is great potential for data-driven analysis and that statistical methods
can be used to test hypotheses. Factor analysis can be used in process control to
investigate problems where the cause is unknown or difficult to identify. PCA is able
to cluster oil types and can therefore be used in process control to label the oil type
of the oil sample when it is missing or incorrect. The MLP model can be further
analysed by performing a feature importance analysis to determine which features
are significant in predicting oxidation. The scientific contribution lies in confirming
parts of the statements found in the literature review in Chapter 1. Wear metals,
contaminants, and additive groups are recognised to be present in the engine oil,
which verifies the statements found in the literature review. Also in the literature
review, the operating conditions are stated to have an effect on engine oil which is
partly verified by analysis of buses and trucks.
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Brandenburger, Michael Schandl, Charlotte Besser, and Nicole Dörr. Com-
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