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Abstract

Cloud computing and containerisation have experienced significant growth in
recent years. With cloud providers requiring users to specify resource limits
and requests, the need for performance and resource optimisation has emerged
in the cloud computing domain. This thesis focuses on examining three
autoscaling approaches in the Kubernetes container orchestrator: Hybrid Pod
Autoscaler, Vertical Pod Autoscaler (VPA), and Horizontal Pod Autoscaler
(HPA). To conduct the analysis, a production-grade microservice was deployed
on a GKE cluster, replicating the workload of the host company Nordnet Bank
AB, a pan-Nordic platform for savings investments. The main objective was
to investigate the impact of the different autoscalers on the 50th and 99th
percentile response times. The study also aimed to investigate whether a
hybrid pod autoscaler, combining VPA and HPA, could outperform HPA and
VPA in terms of response time and CPU usage. Additionally, the study aimed
to identify the service metrics that an orchestrator can use to achieve response
times similar to those obtained when resources are over-provisioned.

The research findings indicate that response times varied significantly
depending on the autoscaling strategy. While the 50th percentile response
times remained consistent, the 99th percentile exhibited greater variation.
Among the strategies, HPA demonstrated consistent performance, albeit with
greater variability in the 99th percentile response times. The VPA strategy, in
contrast, resulted in higher response times for both the 50th and 99th percentile
compared to the baseline.

The hybrid approach generally outperformed VPA in terms of response
times while showing comparable performance to HPA, although with slightly
greater variability. CPU usage patterns of the hybrid approach were more
closely aligned with HPA than VPA.

CPU usage and request rate were effectively used as service metrics
for orchestrators in achieving acceptable 99th percentile response times, as
demonstrated by both HPA and the hybrid approach. Nevertheless, these
findings are contingent on the specific autoscaler configuration, microservice,
and workload model used in this study and may not be universally applicable.

Keywords

Cloud Computing, Containerisation, Kubernetes, Google Kubernetes Engine,
Autoscaling, Horizontal Pod Autoscaling, Vertical Pod Autoscaling, Hybrid
Pod Autoscaling.
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Sammanfattning

Cloud computing och containerisering har under de senaste &ren haft en
betydande tillvixt. I och med att molnleverantrer ger anvindare mdgjlighet
att sjdlva specificera resursgrinser, har behovet for prestanda- och resur-
soptimering inom molntjdnster blivit alltmer framtridande. Denna forskning
fokuserar pa att undersoka och utvdrdera tre olika autoskalningsmetoder
i Kubernetes containerorkestrator: Hybrid Pod Autoscaler, Vertical Pod
Autoscaler (VPA) och Horizontal Pod Autoscaler (HPA).For att genomfora
utvirderingen implementerades tre mikrotjdnster i en GKE-klustermiljo.
Arbetsbelastningen hos den svenska banken och handelsplattformen Nordnet
Bank AB replikerades.

Det primira syftet med studien var att undersoka hur de olika autoskal-
ningsmetoderna paverkade svarstiden i den 50:e och 99:e percentilen. Utdver
detta, syftade ocksa till att undersdka om en hybrid pod autoscaler, som
kombinerar bdde VPA och HPA, kunde oOvertriffa de enskilda metoderna
i svarstid och CPU-anvidndning. Dessutom identifiera vilka métviarden en
orchestrator kan anvéinda for att uppné svarstider som liknar dem som uppnés
nir resurserna Overdimensionerade. Resultaten fran forskningen visar att
svarstiderna varierade avsevirt beroende pa vilken autoskalningsstrategi som
anvindes. Medan svarstiderna for 50:e percentilen var relativt konsekventa,
uppvisade 99:e percentilen storre variation. HPA visade generellt sett jamn
prestanda, men med en ndgot storre variation i 99:e percentilen av svarstider.
A andra sidan resulterade VPA i hogre svarstider bade for 50:e och 99:e
percentilen. Hybridmetoden presterade generellt sett béttre an VPA nér det
géller svarstider och visade liknande resultat som HPA, dven om det fanns en
nagot storre variabilitet. Monstret for CPU-anvindning for hybridmetoden lag
nidrmare HPA @n VPA. CPU-anvindning och forfrdgningshastighet visade sig
vara effektiva métvirden for att uppné acceptabla svarstider i 99:e percentilen,
vilket bekriftades av bdde HPA och hybridmetoden. Det dr dock viktigt
att notera att dessa resultat dr specifika for den autoskalningskonfiguration,
mikrotjanst och arbetsbelastningsmodell som anvéndes i studien och kanske
inte dr universellt tillampliga.

Nyckelord

Molntjanster, Containerisering, Kubernetes, Google Kubernetes Engine, Au-
toskalning, Horisontell Pod-autoskalning, Vertikal Pod-autoskalning, Hybrid
Pod-autoskalning
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Chapter 1

Introduction

1.1 Background

Over the last decade, cloud computing has emerged as a crucial component of
the computing landscape, granting organisations access to scalable and flexible
computing resources and services through a pay-as-you-go model [37].
Containerisation, a form of virtualisation offered by most cloud providers, has
become prevalent. Among the container orchestrators, Kubernetes stands out
as the leading choice for service providers, providing comprehensive lifecycle
management for containerised applications [34]. Kubernetes utilises pods,
which are abstractions that encapsulate one or more containers, providing
them with shared resources and networking capabilities to enable efficient
orchestration and management of containerised applications [20].

One significant advantage of containerisation within cloud computing is
its elasticity, allowing resources to be dynamically scaled based on demand
[21]. Given the fluctuating workloads experienced by many organisations,
there exists a trade-off between optimising resource usage and meeting
performance requirements. Determining the appropriate resource requests
and limits requires domain knowledge and ongoing monitoring. Autoscaling
strategies can be adopted to automatically adjust the allocated resources to an
application according to specific metrics and models. Kubernetes offers two
pod autoscaling models: Horizontal Pod Autoscaling (HPA) and Vertical Pod
Autoscaling (VPA) [20].

These autoscaling methods use reactive rule-based policies with static
thresholds, responding to the current state of the system based on a variety
of metrics. These metrics can be low-level, such as CPU or memory usage, or
high-level, application-specific metrics, such as latency or requests per second



2| Introduction

[20]. The VPA dynamically adjusts the resource allocations of pods, based on
their historical and real-time usage, by terminating old pods and creating new
ones with the updated configuration. The HPA, on the other hand, observes
either high-level or low-level metrics and dynamically modifies the replica
count based on static thresholds [35]. It is also possible to combine HPA and
VPA into a so-called hybrid pod autoscaler, where the HPA monitors high-
level metrics and VPA monitors low-level metrics [35].

Despite the availability of HPA and VPA, there is a lack of research
analysing the efficiency of VPA in comparison to HPA in terms of performance
and CPU usage for production-grade microservices with high availability and
response time requirements on real-world workload models. This thesis aims
to evaluate the performance and CPU usage impact of HPA, VPA, and a
hybrid approach for managing the workload of a microservice in a trading
application during the opening of the stock market. To conduct this evaluation,
a production-grade microservice was replicated and deployed on a production-
grade GKE cluster. The workload at the hosting company Nordnet Bank AB
was monitored over a week, and 9 different workload scenarios were tested
using 3 different ramp-up durations and 3 different peak workloads.

1.2 Research Questions

Main research question:

* How does the 50th and 99th percentile response time change when
using the Kubernetes built-in reactive autoscalers for a microservice
in a trading application during a surge in workload?

Sub-research questions:

* Do the benefits of combining the HPA and VPA in terms of 50th and 99th
percentile response time and CPU usage surpass those of using VPA or
HPA individually?

o Which service metrics can the orchestrator use to make decisions that
lead to an acceptable 99th percentile response time?

The presented research questions revolve around the possibility of
achieving acceptable 99th percentile response times and optimising CPU
usage using HPA, VPA, or a hybrid pod autoscaler combining VPA and HPA.
The primary metric for evaluation is the 50th and 99th percentile response
time, while CPU usage is considered a secondary metric. Determining
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acceptable response times in the 50th and 99th percentile is done through
baseline testing.

1.3 Research Methodology

This research was conducted following the methodology outlined in Fig-
ure 1.1. The research problems and goals were established in collaboration
with the host company Nordnet Bank AB. To define the project’s scope
and gain insights into the current state-of-the-art, a preliminary literature
review was conducted. Based on the findings from the preliminary literature
review, the research questions were formulated, and a pre-study was carried
out. During the pre-study, a microservice to replicate was selected, and the
workload model was created based on the monitoring of production data
over a week. Additionally, a load testing tool was chosen. After the pre-
study, a test environment was set up, and the selected microservice was
implemented along with the load tests. Baseline testing was performed to
determine the optimal performance of the system under test and establish
the resource limits for testing the autoscaling strategies. HPA, VPA, and
the hybrid pod autoscaler were deployed, and different configurations were
tested and evaluated. Subsequently, the testing of HPA, VPA, and the hybrid
pod autoscaler was conducted, and relevant data was collected. Finally, the
collected data was analysed, and conclusions about the results were drawn.

1.4 Delimitation

This research aims to provide a systematic comparison of the autoscaling
strategies HPA, VPA, and the hybrid pod autoscaler in terms of 99th
percentile response time and resource usage for a microservice deployed
on a GKE cluster. The service used for this experiment is a simplified
replica of a microservice utilised by the host company. The workload
model was determined by analysing the real-world workload of the replicated
microservice, and evaluating the autoscaling strategies for other workload
models is beyond the scope of this research. Since there are numerous
cloud providers available, this research will be conducted using Google Cloud
Platform (GCP) and GKE.
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Identify Research Problems and Goals

l

Preliminary Review of literature

l

Determine Research Questions

l

Pre-study including Literature Review

l

Implementation of test system

l

Baseline testing

l

HPA & VPA deployment, configuration and evaluation

l

Testing and data gathering

l

Data Analysis & Conclusions

Figure 1.1: Research Methodology

1.5 Ethical sustainability and social aspects

During the course of this research, the author has not identified any significant
negative social, economic, or environmental impacts that could result from
the outcomes of the study. Instead, the research presents the potential to
positively contribute to the United Nations Sustainable Development Goals
(SDGs), specifically in the areas of industry, innovation and infrastructure,
responsible consumption and production, and climate action.

* SDG 9: Industry, Innovation and Infrastructure: By optimising
cloud computing resource management and enhancing the performance
of microservices, the research can contribute to the development of
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resilient infrastructure and promote sustainable resource usage in cloud
computing.

SDG 12: Responsible Consumption and Production: The analysis of
the efficiency of VPA and HPA in terms of performance and CPU usage
can encourage more responsible and efficient consumption of computing
resources. This can lead to reduced energy consumption and waste.

SDG 13: Climate Action: Efficient resource usage in cloud computing
can contribute to reducing the overall energy consumption of data
centers, which are significant contributors to greenhouse gas emissions.
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Chapter 2

Background

This chapter provides a short introduction to the concepts, terminologies,
tools and related work used in this research. The initial section presents an
overview of cloud computing in Section 2.1, the mircoservice architecture in
Section 2.2 and containerisation Section 2.3. Subsequently, an introduction
to Kubernetes and Kubernetes autoscaling in Section 2.4 and Section 2.5.
Finally, an examination of the related work in the field of autoscaling in
Section 2.7.

2.1 Cloud Computing

Cloud computing refers to the delivery of on-demand computing resources
[37]. This approach reduces the need for businesses to purchase, own, and
maintain physical data centers, offering greater flexibility and economies
of scale through the internet. The concept of cloud computing has a
long history, having evolved from the beginning of the internet in the late
1950s [33]. Despite name changes, from service bureau to application
service provider, to the Internet as a service, to cloud computing, the core
objective of delivering IT services through the internet or in the cloud remains
unchanged. Cloud computing is usually divided into three widely recognised
models: Infrastructure-as-a-Service (IaaS), Platform-as-a-Service (PaaS), and
Software-as-a-Service (SaaS). These models vary in the level of control and
responsibility that organisations have over the underlying infrastructure and
the applications they use [33].

The choice of a deployment model has a significant impact on the
autoscaling capabilities as it determines the level of control over the
infrastructure. In the [aaS model, the customer has a great amount of control
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over the autoscaling process as they control the infrastructure level. In contrast,
in the PaaS model, the cloud service provider is responsible for managing
the infrastructure, thereby limiting the customer’s control over autoscaling to
a certain extent. The same is true for the SaaS model, as the provider has
complete control over both the infrastructure and the application software.

One key characteristic of cloud computing is its elasticity. Elasticity
is defined by Herbst et al. as the degree to which a system is able to
adapt to workload changes by provisioning and de-provisioning resources
in an autonomic manner, such that at each point in time, the available
resources match the current demand as closely as possible [11]. Elasticity
is provided through software virtualisation, and a majority of public cloud
providers, including Amazon EC2, Google Cloud Platform, and Microsoft
Azure, provide both virtualisation and containerisation technologies to run
their cloud infrastructure [11].

2.2 Microservice Architecture

In recent years, the development and deployment of applications have shifted
from monolithic applications to microservices [23]. Monolithic applications,
which were traditionally developed, deployed, and managed as a single entity,
face several challenges such as high costs for scaling up, the need for complete
redeployment when updated, and a requirement for significant computing
resources. These challenges have led to the adoption of the microservices
architecture, which involves breaking down a monolithic application into
smaller, independently deployable services that communicate with each other
via APIs.

The microservice architecture offers greater flexibility in terms of scaling
as it is possible to scale only single services. By dividing the application into
smaller components, it is possible to scale only specific services as required,
rather than scaling up the entire application. This results in cost savings
and improved resource usage. Additionally, changes to one microservice do
not require a complete redeployment, allowing for faster and more efficient
updates to the application.

However, the microservices architecture also has its limitations. The
increased number of components and inter-dependencies between them can
result in a more complex system, with multiple applications running on the
same host potentially having conflicting dependencies. To overcome these
limitations, containerisation is widely used as a solution for microservices,
providing a consistent environment for deploying microservices [23].
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2.3 Containerisation

Containerisation [11] is a virtualisation method that packages software
applications and their dependencies into a single container image. These
containers run in an isolated user space while sharing the host OS with other
containers on the same virtual machine (VM). This differs from traditional
virtualisation, where each application emulates a physical computer with
its own operating system. Containerisation is more efficient for smaller
applications with lower hardware overhead, while traditional virtualisation is
better suited for larger applications.

The popularity of containerisation skyrocketed with the release of the
open-source Docker project in 2013 [6]. Docker simplified the processes of
building, deploying, and running containers. However, managing containers
at scale using Docker poses challenges such as coordinating and scheduling
containers across multiple clusters, deploying applications without downtime,
and monitoring container health. To address these challenges, container
orchestration tools are necessary. The most popular container orchestrators
are Kubernetes and Docker Swarm [6].

2.4 Kubernetes

Kubernetes is an open-source project originally designed by Google and
currently the most widely used container orchestration tool [32]. It is
primarily tasked with container orchestration, making it responsible for
scheduling and executing containers that carry out various workloads on
physical or virtual machines. Additionally, Kubernetes monitors the state
of all running containers and ensures their functionality by replacing those
that are unresponsive, dead, or unhealthy. As previously noted, all major
cloud providers offer container hosting services, with some solutions based
on Kubernetes, such as GKE used in this research [32].

2.4.1 Kubernetes Architecture and Components

In Kubernetes, a pod is the smallest unit of deployment, serving as an
abstraction layer for containers [20]. By using pods, Kubernetes enables users
to interact with the pod layer instead of the underlying container technology,
such as Docker. Kubernetes provides a virtual network that assigns unique IP
addresses to each pod. However, pods are ephemeral and can easily terminate,
leading to new IP addresses being assigned. To address this, Kubernetes
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has a Service component that is independent of the pod lifecycle, providing
permanent IP addresses attached to each pod that remain consistent even if the
pods terminate and are recreated [20].

Deployments in Kubernetes serve as blueprints for application pods.
Instead of creating individual pods, one typically creates a deployment in
Kubernetes. Deployments are an abstraction layer on top of pods and provide
a more convenient way to interact with and replicate pods. In a deployment,
you can specify the number of replicas needed and their scalability [20].

Kubernetes operates with two types of nodes: worker nodes and master
nodes. The worker node contains multiple pods that are executed on the
node. To manage these pods, three processes need to be installed on each
worker node: a container runtime, such as Docker; the kubelet, a component
of Kubernetes that serves as the pod scheduler and interacts with the container
runtime and node; and the Kube Proxy, which is responsible for forwarding
requests to pods [20].

The master node manages the cluster state and worker nodes. A
Kubernetes cluster typically consists of multiple master nodes and worker
nodes. In GKE, the master nodes are managed by Google, which means
that users do not have direct access to them, and Google takes care of their
maintenance, updates, and scaling. The master nodes are responsible for
managing the overall state of the cluster [10].

2.5 Kubernetes autoscaling

In Kubernetes, it is possible to scale based on the workload at the pod level.
One of the main benefits of microservice architecture and containerisation is
the ability to scale services independently. The challenge lies in determining
when and what to scale. Kubernetes provides two built-in autoscaling options:
Horizontal Pod Autoscaling (HPA) and Vertical Pod Autoscaling (VPA).

2.5.1 Horizontal Pod Autoscaling

The Kubernetes Horizontal Pod Autoscaler (HPA) is a dynamic scaling
mechanism that adjusts the number of replicas in a deployment based on
the load [3]. It responds to increases in load by deploying additional pods
and decreases the number of running pods in response to decreases in load.
The HPA is implemented as both a Kubernetes API resource and a controller
within the control plane, working towards achieving the desired state of the
cluster. The behavior of the controller is determined by resource usage or
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Figure 2.1: Basic architecture of a Kubernetes cluster [36]

custom metrics, as it continuously monitors metrics such as CPU usage,
memory usage, or any other custom metric. This behavior is implemented as
a control loop running intermittently within a user-specified interval to check
the specified metric, which can be obtained from either the resource metrics
API or the custom metrics API [3].

The HPA uses the following equation to estimate the desired number of
replicas based on the current workload:

desiredReplicas = currentReplicas x currentMetricValue
1 = Cu 1
P P desiredMetric Value

where currentReplicas is the current number of replicas of the deployment,
currentMetricValue is the current usage of the monitored resource (e.g., CPU
usage), and desiredMetricValue is the target usage defined by the user in the
HPA configuration. Both the minimum and the maximum number of replicas
can be specified.

HPA includes features such as target tracking and custom metrics to allow
for more nuanced scaling behavior [3]. The target tracking feature enables
the HPA to maintain a specific target usage level, rather than simply scaling
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based on usage spikes. The custom metrics feature allows scaling based on
application-specific metrics, rather than just resource usage. This allows for
more advanced scaling behaviors, such as scaling based on the number of
requests or error rate [3].

It’s important to note that the HPA does not guarantee zero downtime
during scaling events [3]. Some level of downtime may occur as the system
adjusts the number of replicas, although this downtime can be minimised by
using rolling updates and smart scheduling. Additionally, it’s recommended
to monitor the behavior of the HPA to ensure that it is functioning as desired
and to make any necessary adjustments to the HPA configuration [3].

2.5.2 Vertical Pod Autoscaling

The Kubernetes Vertical Pod Autoscaler (VPA) is a tool that dynamically
adjusts the CPU and memory allocation of containers within a pod [35].
This is achieved by scaling the resource allocation, as opposed to replicating
the containers as in the case of the HPA. The VPA consists of three main
components: the Recommender, the Updater, and the Admission Controller.

The Recommender gathers CPU and memory metrics from the Metrics
Server, which collects data from the kubelets on the worker nodes. Based
on these metrics and the VPA algorithm, the Recommender generates
recommendations for the monitored containers regarding CPU and memory
usage. The lower and upper bounds, as well as the target value, are provided
to the pod.

The Updater component reads the resource recommendations for the pods
and initiates their termination. The terminated pods are then rescheduled by
the cluster’s Control Manager. During the pod recreation process, the VPA
Admission Controller retrieves the resource recommendations for the pod.
Since Kubernetes does not support dynamically changing the resource limits
of a running pod, VPA terminates pods that have outdated limits and replaces
them with new pods that have updated resource requests and limit values,
as determined by the Admission Controller. Finally, the VPA Admission
Controller applies the updated resource recommendations to the new pod [35].

The recommender component of the VerticalPodAutoscaler generates four
metric recommendations: an uncapped target, a target, a lower bound, and
an upper bound. These recommendations are stored in the VPA resource.
The VPA recommender is linked to the metrics server application of the
Kubernetes cluster and retrieves data for each targeted Pod from Prometheus.
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Figure 2.2: Vertical Pod Autoscaler architecture [36]

The VPA recommender uses a decaying histogram of weighted CPU samples
collected over a default period of eight days. The CPU samples have a default
half-life value of 24 hours.

The VPA histogram uses exponential decay or forgetting factor weighting,
which is a statistical technique that assigns more importance to recent data
points while gradually reducing the importance of older data points [19]. The
histogram takes into account the weight of each sample by calculating the time
elapsed between the sample time and a reference time, which can be seen as
the starting point for the decay process. The weighting is determined using a
formula that calculates a decay factor based on the half-life of the samples.

The formula for the decay is that each sample decreases by half for each
period equal to the half-life. In the case of the default half-life of 24 hours, a
sample taken 24 hours ago will have half the weight of a sample taken currently
[19]. The CPU histogram buckets represent specific ranges of CPU values.
The initial bucket indicates no usage of the CPU, while the succeeding buckets
exhibit an increase in CPU usage until the final bucket, which represents a
significantly high level of CPU usage.

The histogram values for CPU and memory are storedinaVerticalPo-
dAutoscalerCheckpoint resource object. The VerticalPodAu-
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toscalerCheckpoint is tied to the VPA object name and is persistent
in the cluster. Data is collected by saving snapshots of pod resource usage at
predetermined intervals, called checkpoints, by default at a rate of one sample
per minute.

The target recommendation is based on the 90th percentile of all historical
samples collected over the 8 days, while the lower bound is calculated using
the 50th and 95th percentiles respectively. The targeted resource usage aims to
be above 90% over time. The upper and lower bounds can be viewed as confi-
dence intervals and are multiplied with so-called confidence multipliers based
on the length of the historic data and the number of samples collected from the
resource. The VPA Recommender combines the percentileEstimator,
marginEstimator, and confidenceMultiplier to make resource
recommendations.  The percentileEstimator calculates specific
percentiles of CPU and memory peak distributions to determine actual
resource usage, while the marginEstimator estimates a safety margin to
ensure pods can handle spikes in usage. VPA adds a fraction of computed
recommendation.

The confidenceMultiplier adjusts the confidence level of the
recommendations and widens the recommended resource range based on the
length of historical resource usage. The confidence multiplier is based on how
many days we have collected samples. For the upper bound, the estimation is
computed as:

1
estimation = estimation X | 1 +
( history-length-in-days )

For the lower bound, the estimation is computed as:

0.001
timation = estimation x | 1
estimation = estimation ( + (history-length-in- days)2>
The Vertical Pod Autoscaler (VPA) utilizes upper and lower bounds to
manage pod evictions. If the current resource request falls below the lower
bound or exceeds the upper bound, and there is a 10% deviation in resource

requests compared to the target estimation, there is a possibility of pod eviction
[35].
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2.5.3 Hybrid Pod AutoScaling

The Hybrid Pod Autoscaling or Multidimensional Autoscaling (MPA) strategy
attempts to combine horizontal and vertical scaling. It dynamically adjusts
both the number of pod replicas and the resource allocation to each pod [21].
Current hybrid autoscaling approaches involve executing hybrid techniques in
a cascading manner, where vertical scaling is applied first to determine the
resource allocation for each pod, and then horizontal autoscaling is applied
to determine the number of pods. All pods in a deployment are assigned the
same resources, and the amount of resources determined by VPA is applied to
all pods instantiated by HPA. However, in some cases, this can result in lower
pod usage for newly instantiated pods in cases of fluctuating traffic [21].

2.5.4 Reactive and predictive autoscaling

Autoscaling can be either reactive or predictive. Reactive autoscaling
considers the current workload and thresholds for different metrics, such
as CPU and memory usage. Predictive autoscaling, on the other hand,
involves forecasting future workloads and adjusting the system’s resources in
anticipation of that workload [22].

2.6 Istio

Istio, a popular open-source service mesh, is used on various Kubernetes
platforms, including GKE. It enhances security, observability, and traffic
management for microservices-based applications running on Kubernetes
clusters. In this research, Istio is utilised for network traffic management
between microservices and for collecting telemetry data [14].

Istio follows a two-part service-mesh architecture: the data plane and the
control plane . The data plane is responsible for managing communication
between microservices, while the control plane handles policies and
configurations for data plane proxies. The data plane consists of Envoy proxies
deployed as sidecar containers alongside each microservice. These proxies
intercept all traffic to and from the service, acting as intermediaries [14].

Observability is a key concept in Istio, achieved through the generation
of telemetry data that captures microservice and mesh behavior. This data is
derived from both inbound and outbound traffic passing through the Envoy
proxies. Istio collects two types of metrics: proxy-level metrics that measure
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the performance of the sidecar proxies, and service-level metrics that monitor
service communication, including latency, traffic, errors, and saturation [14].

Istio’s DestinationRule defines policies for inbound traffic to a specific
service after routing. It configures load balancing and connection pool size
for the sidecar, as well as outlier detection settings to identify and remove
unhealthy hosts from the load balancing pool. The DestinationRule can also
set a warmup duration for a specific service [14].

The warmup duration specified in the DestinationRule is applied when a
new endpoint is created. During this time, Istio gradually increases traffic to
the endpoint instead of immediately sending a proportional amount of traffic
to the service. This warmup feature is particularly effective during events like
scaling in Kubernetes when only a few new endpoints are created at a time
[14].

2.7 Related work

In recent years, there has been a substantial amount of research dedicated
to improving the default Kubernetes autoscalers, with a focus on various
system characteristics. In line with [21], the current research will be examined
according to four categories: application architecture, methods, timing, and
indicators. This will provide a comprehensive overview of the existing body
of research in this field.

2.7.1 Application architecture

Microservice Architecture is widely adopted by various organisations for
delivering their software solutions, and containers have become the de facto
deployment mode for microservice architecture in the cloud environment [15].
However, the monolithic architecture, due to its simplicity, can also be utilised
in research to optimise autoscaling methods or timing [21]. A notable example
of this is the extensive use of the simple monolithic HTTP website of the 1998
FIFA World Cup [1] to evaluate autoscalers in [S] among others.

In a microservice architecture, on the other hand, multiple standalone
services interact with one another, and dependencies can impact scaling
decisions [21]. However, the microservice architecture facilitates indepen-
dently scalable and deployable services, permitting both isolated analyses of
microservices and consideration of dependencies. Works including [9], [17],
[18], [30] propose autoscaling solutions based on analysing resource demand
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for each individual microservice, while [8] focuses on analysing microservice
dependencies to determine the service to scale.

2.7.2 Autoscaling model

Research has been conducted to examine the potential improvement of
autoscaling decisions by incorporating additional metrics in the default
Kubernetes Horizontal Pod Autoscaler.  These metrics include traffic
characteristics [13], [26] and response latency [7]. In [12], the performance
of five general autoscaling Policies and two Workflow-Specific Autoscaling
Policies was analysed. The paper [27] presents the results of an evaluation
of autoscaling performance in two-layered virtualisation environments (VMs
and Kubernetes pods) on public clouds provided by AWS, Microsoft, and
Google. The evaluation was carried out using the autoscaling performance
measurement tool developed by the authors.

Due to the constraints of vertical scaling, there has been less research
conducted within this field. However, three studies have attempted to address
these limitations and provide potential solutions [9], [28], [38]. For example,
the studies [9], [28] utilises the container checkpoint technique CRIU to save
the state of containers before they are terminated, thereby allowing for scaling
operations.

The topic of hybrid scaling has received limited attention in the academic
community. Current hybrid autoscaling approaches, such as those described
in [2], [4], [18], use a cascading approach, utilising the VPA to determine
resource allocation and then the HPA to dynamically allocate pods.

2.7.3 Timing

The timing aspect of autoscaling refers to the monitoring of workload, which
can be carried out reactively or proactively. In the domain of reactive
autoscaling, several studies have focused on monitoring high-level metrics,
such as traffic workload [26], [39], or low-level metric resource usage [2], [9],
[17], [25], [28], [41] in real-time, and subsequently triggering scaling actions
once certain predefined thresholds are surpassed.

Proactive autoscaling, on the other hand, involves forecasting future
workload based on historical data and trends, and scaling resources
preemptively to handle anticipated spikes in traffic. In recent years,
sophisticated techniques have been developed to predict future workload, with
machine learning and artificial intelligence being prevalent in the development
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of autoscaling models [21]. The most commonly used machine learning
models for workload forecasting in recent research include regression [30],
[40], deep neural network [7], [8], [24], and reinforcement learning [18], [29].

2.7.4 Indicators

The autoscale relies on performance indicators that can be obtained from either
Kubernetes or application-specific sources, such as metrics related to resource
usage, container health and availability, network throughput and latency, and
cluster capacity and scalability. The simplest approach is to use Kubernetes
performance metrics and scale within predefined upper and lower bounds,
most autoscalers typically use CPU and/or memory usage as service metrics
[4], [9], [18], [25], [28], [29]. These performance indicators have been widely
used in industrial systems, such as Google’s Autopilot [31]. As the VPA is
limited to the CPU and memory metric, high-level metrics, such as traffic and
workload rate [8], [26], [30], request-response latency [4], [17], and service
level agreements [39], can only be used to support autoscaling decisions for
the HPA. Since Kubernetes does not provide these high-level metrics, they
cannot directly trigger scaling actions [21].

2.7.5 Research gap

Despite the extensive body of research in the field, there remains a research
gap concerning the efficiency of autoscaling strategies in terms of performance
and CPU usage for production-level microservices. This gap is particularly
evident for microservices that require high availability and rapid response
times. Moreover, limited research exists on how these studies apply to real-
world workload models, such as those found in trading applications.
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Chapter 3
Method

This chapter provides an overview of the methods used in this research.
The first section, Section 3.1, describes the system architecture and inter-
component communication designed specifically for this study.  The
following section, Section 3.2, outlines the metrics collected during the
study and specifies the data sources for each metric. Section 3.3 introduces
the load testing tool used and provides a description of the workload
characteristics. ~ Finally, Section 3.4 presents the strategy employed for
establishing performance and resource baselines through baseline testing.

3.1 System Design

The aim of this study was to develop a system that simulates a typical
microservice application used in a trading platform. The system was designed
to use price data collected over a week for the 100 largest companies on the
NASDAQ stock exchange. The system consists of three services, referred to
as Service A, Service B, and Service C. Each service is implemented as a Java
Spring Boot application.

Service B acts as the entry point for API requests from users, or in this case,
workload generators. When a user sends a request to Service B, it includes the
user’s ID and data ID. Service B then queries Service A to validate whether the
user with the given ID has access to the requested data. To do this, Service B
sends a REST API request to Service A with the user ID and data ID. Service
A checks the ID against an instant lookup table and returns either "True" or
"False" depending on whether the user has access to the data. If the user
does not have access, Service B throws an "unauthorised access" error. If
the user has access, Service B queries Service C with the data ID. Service C
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then performs a database query to obtain the price data over the last five days,
with data collected every hour. This data is then analysed by calculating the
Pearson correlation coefficient.

To cover a range of widely used application attributes, the test application
design considers three distinct application attributes as per [16]. As research
has shown that auto-scaling can be dependent on the specific application,
the aim of this design was to include these three attributes. Service B
has dependencies on two other services, while Services A and C have
no dependencies. Additionally, Service C is computationally intensive.
These varying levels of dependencies and computational intensity among the
services allow for a comprehensive evaluation of the built-in Kubernetes auto-
scaling capabilities for handling different types of microservices.

Locust/Users
Request: User ID and Data ID Response: Analysed data or Unauthorised error
User ID and Data ID Data ID
Service A Service B Service C
True or False Analysed Data
Get Access for IDs True or False Get Data with Data ID J Data with Data ID
Look up table

database

Figure 3.1: High-Level architecture of the system.

3.2 Evaluation Metrics

The following metrics were used to evaluate the system and compare the
different methods for auto-scaling:

* Resource Allocation:

— Number of pods for each service.

— CPU and Memory limit and request rate for each service.
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* Response time:

— 50th percentile response time.

— 99th percentile response time.
* CPU usage:

— CPU usage in percent.

— CPU usage in mCores.
* Scaling events:

— Scaling events triggered by the HPA.
— Scaling events triggered by the VPA.

To collect the mentioned metrics, the following tools and components were
utilised: Prometheus and Grafana were employed for metric collection and
visualisation. CPU usage data was obtained from the kube let component of
Kubernetes. Scaling and deployment information was gathered using kube-
state-metrics. Istio provided response time and request rate metrics.

3.3 Load testing

To determine the workload model for this research, workload metrics from
the Nordnet Bank AB trading platform were monitored in Grafana over a
span of 5 days. The focus of the study was on the stock market opening, a
period characterised by high demand and usage. During this time, there is a
surge in user requests, leading to increased network traffic, system congestion,
and potential delays. Handling this workload is crucial for the business,
as customers rely on performing actions such as authentication, accessing
real-time market data, trade execution, and order monitoring. The workload
exhibits a sharp increase in demand at the opening bell at 09:00, followed by
a gradual decline throughout the day.

The workload model in this study considers two main variables: peak
requests per second and ramp-up duration. Peak requests per second represents
the maximum number of requests sent to the system per second, while ramp-up
duration measures the time taken to reach the peak requests per second. These
variables were chosen as they assess the system’s ability to effectively scale
up and handle increasing workload without crashes or performance issues.
Additionally, these workload parameters align with the observed workload
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characteristics. The workload models for these scenarios are visualised in
Figure 3.2.

Locust, a Python-based load testing tool, was selected as the workload
generator for this study. It was deployed on the GKE along with the
applications under test. Locust was utilised to distribute requests across
multiple target paths and generate load testing traffic for the system.
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Figure 3.2: Workload pattern for ramp-up 1, 2 or 3 minutes with peak
workload 250, 500 or 750 rps.

3.4 Baseline Testing

To establish a performance and resource baseline for the application, an
initial testing phase was conducted using the workload model described in
Section 3.3. The main objective of this phase was to determine the optimal
response time of the application when an ample amount of resources was
provisioned. Additionally, this phase determined the appropriate number of
pod replicas and their corresponding resource and CPU allocations capable of
handling the load. The resource allocation was determined through iterative
testing, gradually increasing the number of pods and allocating resources
until the application achieved satisfactory response times without resource
constraints.
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Chapter 4

Implementation

4.1 Testing environment

A testing environment was deployed through GKE. A Kubernetes cluster,
consisting of six nodes with version of 1.24.10-gke.2300, was deployed using
GKE general-purpose machine-type n2-standard-4 with an AMD EPYC Milan
processor, containing 4 virtual vVCPUs and 32 GB of memory. The nodes were
deployed across three zones, namely europe-northl-a, europe-northl-b, and
europe-north1-c, within the same GCP region located in Finland.

4.1.1 Load Testing Setup

The Locust framework utilised multiple worker containers to generate load
testing traffic. The deployments, including locust-master and locust-worker,
were placed in the same cluster and namespace as the applications under
test. However, to avoid resource sharing and interference with other pods and
services, the locust nodes were deployed on a separate node. This isolation
ensured more accurate results and prevented resource contention issues. The
locust-master deployment managed the load test and coordinated the execution
across the worker nodes, which were responsible for executing the load testing
tasks. The worker nodes were distributed across the Kubernetes cluster using
a single deployment.

4.1.2 Warm-up Script and Database caching

In order to minimise distortions and ensure accurate performance assessment
during load testing, the study implemented a warm-up script and used database
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caching. The warm-up script performed all database calls before each test
scenario, preparing the system for optimal resource usage and handling of
expected loads. This approach reduced variability by mitigating the impact of
initial load spikes. By incorporating the warm-up script and database cache,
the load testing environment better reflected real-world conditions, resulting in
more reliable and accurate results. It ensured that the system’s resources were
fully utilised and capable of handling the expected loads, promoting stability
during load testing.

4.2 HPA Configuration

Evaluating the performance and resource implications of using the HPA for
applications with the workload tested in this research required configuring the
HPA to handle rapidly increasing workloads. A scaling policy was configured
with the following parameters:

* Minimum and maximum replicas: Minimum and maximum replicas
established the lower and upper bounds for replica count. The baseline
testing provided an estimate of the required number of replicas to meet
the response time criteria. The minReplicas was determined as
the baseline replica count divided by two and maxReplicas was
configured using the baseline replica count.

* Scaling metrics: HPA supports both low-level metrics and high-
level custom metrics, and both were utilised. @A custom metric
named istio-request-rate was created to monitor the number
of requests to each pod of each service. Additionally, CPU was used as
a scaling metric.

* Target usage values: Given that both CPU and request rate were
used as scaling metrics, averageUtilization for CPU usage
and averageValue for request rate in the HPA specification
needed to be configured. These values indicate when the HPA
should initiate a scaling event. Through testing different values,
averageUtilization at 75% and averageValue at 100 rps
were chosen.

* Metrics collection interval: The HPA collected metrics at regular
intervals, as defined by the metricsInterval field in the HPA
specification. This interval was set based on the expected rate of change
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in workload demand and the overhead of collecting metrics. The default
metrics collection interval of 15 was reduced to 10. A decreased interval
can impose extra load on the application, which must be considered.

* Warm-up duration: The warm-up duration in the Istio Destina-
tionRule was determined based on the time required for a new pod
to start and receive traffic. This warmupDurationSecs value was
identified through testing different configurations and set at 100 seconds.

In addition after running each load test the application was allowed to scale
down to the minReplicas replica count before running a new load test.

4.3 VPA Configuration

The evaluation of VPA performance and resource implications for the tested
workload in this study required specific VPA configuration. As the VPA is
deployed on a GKE cluster, the configuration is limited to the VPA deployment
YAML file. The scaling policy was configured with the following parameters:

* Update Policy: The updatePolicy’s updateMode was set to
Auto, indicating that the VPA sets new CPU recommendations
throughout the pod’s lifetime.

* Controlled Values: The controlledValues wassetto Request—
sOnly, indicating that the VPA only controls the CPU requests and not
the CPU limits.

* Minimum and Maximum CPU Request: The minAllowed CPU
was set to 50 mCores, and maxAllowed was set to 500 mCores.

* Warm-up duration: The warm-up duration in the Istio Destina-
tionRule was determined based on the time required for a new pod
to start and receive traffic. This warmupDurationSecs value was
identified through testing different configurations and set at 100 seconds.

4.4 Hybrid Pod Autoscaler

The Hybrid Pod Autoscaler used the configurations specified above, except:
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* VPA Update Policy: The updatePolicy’s updateMode was set
to Initial, indicating that the VPA should only provide resource
recommendations when the HPA is starting a new pod.

* Scaling metrics: When combining HPA and VPA, they should not use
the same scaling metric. Hence CPU was removed as a scaling metric
for the HPA.
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Chapter 5

Results & Analysis

The purpose of this chapter is to present and analyse the results obtained during
the load testing. Section 5.1 presents the findings and analysis in regards to the
main research question. While Section 5.2 and Section 5.3 present the result
and analysis for the first and second sub-research question respectively.

5.1 Response time

To answer the Main Research Question: How does the 50th and 99th percentile
response time change when using the Kubernetes built-in reactive autoscalers
for a microservice in a trading application during a surge in workload? the
findings for each scaling strategy was compered to the response times in the
baseline shown in Table 5.1.

Table 5.1: Response time during baseline testing.

50th Percentile 99th Percentile
Ramp-up Peak RPS Value (ms) Std (ms) Value (ms) Std (ms)
1 min 250 2.59 0.28 9.59 3.77
2 min 250 2.50 0.14 7.80 1.59
3 min 250 2.57 0.16 8.65 1.47
1 min 500 2.54 0.17 8.72 1.75
2 min 500 2.61 0.24 10.57 3.75
3 min 500 2.61 0.23 10.55 3.56
1 min 750 2.63 0.22 11.42 4.50
2 min 750 2.69 0.26 12.74 541

3 min 750 275 0.37 14.00 7.32
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The response times in the 50th and 99th percentile of the HPA can be found
in Table 5.2. The HPA approach consistently demonstrated performance on
par with the baseline in both the 50th and 99th percentile response times across
all scenarios. However, HPA exhibited a higher standard deviation for the
99th percentile response times. This increased variability in response times
suggests that the performance of HPA is not as consistent as the baseline setup.

Table 5.2: Response time during HPA testing.

50th Percentile 99th Percentile
Ramp-up Peak  Value (ms) Std (ms) Value (ms) Std (ms)
I min 250 rps 2.49 0.39 8.45 3.22
2min 250 rps 2.45 0.28 7.16 2.49
3min 250 rps 2.51 0.23 8.17 3.82
I min 500 rps 2.52 0.29 10.52 5.50
2min 500 rps 2.53 0.33 10.21 6.01
3min 500 rps 2.54 0.34 10.47 5.88
I min 750 rps 2.70 1.24 13.83 11.44
2min 750 rps 2.65 0.41 13.76 9.15
3min 750 rps 2.66 0.48 12.69 8.16

The response times in the 50th and 99th percentile of the VPA can be
found in Table 5.3. Comparing the VPA approach to the baseline, the results
indicate that both the 50th and 99th percentile response times tend to be higher
compared to the baseline testing. For instance, during baseline testing, the 50th
percentile response time ranges from 2.50ms to 2.75ms across all ramp-up and
peak RPS scenarios, while the response times with VPA vary from 2.88ms to
3.52ms.

The 99th percentile response times with VPA are significantly higher than
those in the baseline across all ramp-up durations and RPS levels. For instance,
with a ramp-up duration of 1 minute and a peak RPS of 250, the 99th percentile
response time under VPA is 20.30 ms, compared to 9.59 ms in the baseline.
The standard deviations of both the 50th and 99th percentile response times
under VPA are also generally higher than those in the baseline. This suggests
greater variability in response times when using VPA, particularly for the 99th
percentile response times.
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Table 5.3: Response time during VPA testing.

50th Percentile 99th Percentile
Ramp-up Peak Value (ms) Std (ms) Value (ms) Std (ms)
1 min 250 2.97 0.42 20.30 23.95
2 min 250 2.89 0.42 17.19 12.48
3 min 250 2.88 0.29 16.78 5.37
1 min 500 3.13 0.61 36.54 46.56
2 min 500 3.06 0.39 77.33 160.41
3 min 500 3.21 0.67 48.27 71.36
1 min 750 3.40 0.99 192.65 235.64
2 min 750 3.52 0.54 129.38 247.43
3 min 750 3.52 0.73 156.64 213.77

The response times in the 50th and 99th percentile of the Hybrid Pod
Autoscaler can be found in Table 5.4. The 50th percentile response times, as
well as the 99th percentile response times with a peak RPS of 250, achieved
using the Hybrid Pod Autoscaler, are equivalent to the baseline testing setup.
However, slight differences are observed in the 99th percentile response times
for peak RPS values of 500 and 750, as the average 99th percentile response
time and its standard deviation are higher compared to the baseline.

Table 5.4: Response time during Hybrid Pod Autoscaler testing.

50th Percentile 99th Percentile
Ramp-up Peak Value (ms) Std (ms) Value (ms) Std (ms)
1 min 250 2.62 0.23 10.10 3.82
2 min 250 2.53 0.15 8.20 2.24
3 min 250 2.53 0.27 7.86 2.23
1 min 500 2.67 0.41 12.94 8.82
2 min 500 2.64 0.34 13.71 7.27
3 min 500 2.64 041 11.79 6.34
1 min 750 2.66 0.42 14.46 12.14
2 min 750 2.97 1.00 20.44 21.98
3 min 750 2.76 0.41 11.56 8.08

In summary, it becomes apparent that the system’s performance was
influenced by various factors, including ramp-up durations, peak RPS, and
scaling strategy. The 50th percentile response time consistently fell within
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the range of 2.45 ms to 3.52 ms across all scenarios. These results indicate
that response times in the 50th percentile were consistently comparable with
the baseline, regardless of the peak RPS, ramp-up durations, or scaling
method used. In contrast, the 99th percentile response time exhibited greater
variability across scenarios, as evidenced by response times ranging from 7.16
ms to a significantly higher value of 192.65 ms.

To gain further insights into the results, a summary of response times is
provided in Appendix A, as well as visualised data for each scenario in the form
of histograms in Appendix B and the scaling action taken by the autoscalers
in Appendix D.

5.2 Hybrid Pod Autoscaler

To answer the Sub-Research Question: Do the benefits of combining HPA
and VPA in terms of 50th and 99th percentile response time and CPU usage
surpass those of using VPA or HPA individually? the response times and
CPU usage of the three scaling approaches were examined. The findings from
Table 5.2, Table 5.3, and Table 5.4 indicate that the Hybrid Pod Autoscaler
consistently achieves lower response times at the 50th percentile compared
to VPA across all ramp-up times and peak RPS values. When compared
to HPA, the Hybrid Pod Autoscaler shows a slight increase in average 50th
percentile response time, but the difference is within the standard deviation.
For the 99th percentile, the Hybrid Pod Autoscaler consistently outperforms
VPA, exhibiting significantly lower response times across all ramp-up and
RPS durations. In terms of the 99th percentile response time, the Hybrid Pod
Autoscaler is comparable to HPA, as their ranges overlap for all scenarios.
The Hybrid Pod Autoscaler also demonstrates smaller standard deviations
than VPA, indicating more consistent response times. However, its standard
deviations are generally larger than those of HPA, suggesting slightly greater
variability in response times.

For the assessment of CPU usage, the mCore metric was chosen because it
can account for different allocations between scaling methods and scenarios,
unlike percentage-based usage. CPU usage for Service A can be found in
Table 5.5, Table 5.6, Table 5.7, and Table 5.8.
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Table 5.5: CPU usage of Service A during baseline testing
Usage (%) Usage (mCore)

Ramp-up Peak Mean Max Mean Max Total

1 min 250 10.72 3545 0.03 0.11 11.58
2 min 250 7.61 15.12 0.02 0.05 9.89
3 min 250 775 15.03 0.02 0.05 10.68
1 min 500 1246 25.69 0.04 0.08 13.98
2 min 500 1243 25.69 0.04 0.08 15.95
3 min 500 12.03 25.07 0.04 0.08 16.78
1 min 750 1696 35.00 0.05 0.10 19.59
2 min 750 16.19 38.44 0.05 0.12 21.29
3 min 750 19.21 50.22 0.06 0.15 28.16

Table 5.6: CPU usage of Service A during HPA testing
Usage (%) Usage (mCore)

Ramp-up Peak Mean Max Mean Max Total

I min 250 1820 254.67 0.05 0.76 19.52
2 min 250 1536 197.11 0.05 0.59 18.90
3 min 250 16.61 227.11 0.05 0.68 21.25
1 min 500 24.68 277.67 0.07 0.83 2493
2 min 500 2292 217.11 0.07 0.65 27.19
3 min 500 21.76 245778 0.07 0.74 28.81
1 min 750 2725 212.44 0.08 0.64 26.35
2 min 750 21.16 215.12 0.08 0.86 33.40
3 min 750 19.74 19733 0.08 0.79 35.81
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Table 5.7: CPU usage of Service A during VPA testing
Usage (%) Usage (mCore)

Ramp-up Peak Mean Max  Mean Max Total

1 min 250 13241 97949 0.14 0.86 38.03
2 min 250 130.00 1287.69 0.12 0.84 35.27
3 min 250 131.29 148486 0.12 0.85 36.51
1 min 500 249.00 1591.00 0.18 0.86 48.78
2 min 500 186.20 1262.67 0.19 0.80 51.12
3 min 500 164.36 1447.33 0.19 0.87 60.44
1 min 750 181.27 1588.00 0.23 094 58.90
2 min 750 195.02 1396.89 0.19 0.89 51.44
3 min 750 107.07 882776  0.22 0.85 66.78

Table 5.8: CPU usage of Service A during Hybrid Pod Autoscaler testing
Usage (%) Usage (mCore)

Ramp-up Peak Mean Max Mean Max Total

1 min 250 21.22 19342 0.07 0.62 20.78
2 min 250 23.58 270.78 0.06 0.75 21.38
3 min 250 20.21 306.67 0.05 0.77 19.85
1 min 500 69.44 54150 0.08 0.65 27.76
2 min 500 31.84 26592 0.11 0.83 27.34
3 min 500 22775 24333 0.07 0.76 29.98
1 min 750 2947 28478 0.09 0.86 32.95
2 min 750 6441 57142 0.12 099 36.09
3 min 750 25.34 211.58 0.08 0.71 34.78

HPA demonstrates the lowest mean, max, and total mCore usage, while
VPA shows the highest values across these metrics. The hybrid approach falls
between HPA and VPA, with its CPU usage being more comparable to HPA
than VPA. Similarly, for Service B, the resource usage data is available in
Table 5.9, Table 5.10, Table 5.11, and Table 5.12.
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Table 5.9: CPU usage of Service B during baseline testing
Usage (%) Usage (mCore)

Ramp-up Peak Mean Max Mean Max Total

1 min 250 10.85 2947 0.05 0.15 19.84
2 min 250 8.25 1553 0.04 0.08 17.85
3 min 250 8.73 1645 0.04 0.08 20.27
1 min 500 14.16 2833 0.07 0.14 26.47
2 min 500 1422 2853 0.07 0.14 30.20
3 min 500 14.17 28.13 0.07 0.14 32.86
1 min 750 19.79 40.07 0.10 0.20 3791
2 min 750 19.59 43.27 0.10 0.22 43.03
3 min 750 20.71 45.67 0.10 0.23 50.39

Table 5.10: CPU usage of Service B during HPA testing
Usage (%) Usage (mCore)

Ramp-up Peak Mean Max Mean Max Total

I min 250 24.69 24144 0.07 0.72 26.81
2 min 250 2429 23133 0.07 0.69 2949
3 min 250 2327 226.11 0.07 0.68 31.12
1 min 500 37.31 267.67 0.11 0.80 4091
2 min 500 35.06 251.89 0.11 0.76 4292
3 min 500 3250 24550 0.10 0.74 44.29
1 min 750 4828 287778 0.14 0.86 54.15
2 min 750 34.65 22938 0.14 092 58.38
3 min 750 33.01 203.67 0.13 0.81 59.98
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Table 5.11: CPU usage of Service B during VPA testing
Usage (%) Usage (mCore)

Ramp-up Peak Mean Max  Mean Max Total

1 min 250 120.06 724.19 0.24 0.86 60.58
2 min 250 12694 65721 024 0.85 6148
3 min 250 171.07 1307.38 0.23 0.84 66.39
1 min 500 401.43 2072.00 041 1.04 85.69
2 min 500 228.81 1087.96 0.28 0.92 74.97
3 min 500 176.43 1026.67 0.29 0.98 83.01
1 min 750 169.76 949.73 024 0.85 71.28
2 min 750 125.09 1064.46 0.33 1.02 86.02
3 min 750 120.68 62136 0.31 0.93 98.71

Table 5.12: CPU usage of Service B during Hybrid Pod Autoscaler testing
Usage (%) Usage (mCore)

Ramp-up Peak Mean Max Mean Max Total

1 min 250  28.82 223.61 0.08 0.60 2791
2 min 250  29.69 153.60 0.08 0.38 28.25
3 min 250  26.79 20994 0.07 0.53 27.99
1 min 500 110.32 65427 0.13 0.84 44.31
2 min 500 7251 511.14 0.11 0.76 43.14
3 min 500 87.87 537.06 0.10 0.61 4348
1 min 750 150.30 893.67 0.15 0.89 54.90
2 min 750  90.50 555.02 0.18 1.01 60.17
3 min 750 40.85 201.23 0.13 0.65 57.09

In this case, the Hybrid Pod Autoscaler exhibits the lowest maximum
mCore and total usage, while HPA demonstrates the lowest mean usage. VPA
shows the highest values across these metrics. For Service C, the resource
usage can be found in Table 5.13, Table 5.14, Table 5.15, and Table 5.16.
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Table 5.13: CPU usage of Service C during baseline testing.
Usage (%) Usage (mCore)

Ramp-up Peak Mean Max Mean Max Total

I min 250 14.62 3646 0.04 0.11 4241
2 min 250 12.04 2353 0.04 0.07 39.06
3 min 250 12.63 2531 0.04 0.08 43.88
1 min 500 2237 4578 0.07 0.14 50.15
2 min 500 21.67 4533 0.07 0.14 68.62
3 min 500 21.69 4333 0.07 0.13 74.68
I min 750 31.30 64.56 0.09 0.19 90.23
2 min 750 3041 64.00 0.09 0.19 99.02
3 min 750 33.86 8233 0.10 0.25 12230

Table 5.14: CPU usage of Service C during HPA testing.
Usage (%) Usage (mCore)

Ramp-up Peak Mean Max Mean Max Total

1 min 250 16.63 199.13 0.08 1.00 62.80
2 min 250 14.05 200.40 0.07 1.00 60.74
3 min 250 1431 192.07 0.07 096 67.47
1 min 500 2431 22933 0.12 1.15 9236
2 min 500 2335 21667 0.12 1.08 104.81
3 min 500 2041 160.80 0.10 0.80 101.63
1 min 750 32.10 22353 0.16 1.12 126.69
2 min 750 2590 22230 0.17 1.50 150.24
3 min 750 20.00 159.52 0.14 1.12 145.37
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Table 5.15: CPU usage of Service C during VPA testing.
Usage (%) Usage (mCore)

Ramp-up Peak Mean Max  Mean Max Total

1 min 250 71.15 620.06 0.13 097 92.26
2 min 250 58.66 575.09 0.14 097 102.03
3 min 250 117.49 1157.65 0.19 1.07 110.42
1 min 500 278.44 1994.00 0.22 1.15 138.29
2 min 500 216.76 1687.47 0.26 1.57 161.20
3 min 500 150.61 1735.28 035 198 216.88
1 min 750 235.73 1873.36 0.40 2.39 22235
2 min 750 190.04 1791.63 041 2.38 238.52
3 min 750 138.87 1590.09 047 2.46 28494

Table 5.16: CPU usage of Service C during Hybrid Pod Autoscaler testing.
Usage (%) Usage (mCore)

Ramp-up Peak Mean Max Mean Max Total

1 min 250 3943 452.12 0.09 1.01 59.73
2 min 250 38.77 53345 0.08 1.06 61.95
3 min 250 31.29 451.09 0.07 094 49.06
I min 500 89.80 91594 0.14 1.29 102.85
2 min 500 81.71 68445 0.18 146 9292
3 min 500 7739 74935 0.11 1.09 110.34
1 min 750 91.15 693.19 0.16 1.17 124.26
2 min 750 77.11 728.10 022 202 162.24
3 min 750 5743 546.77 0.16 1.50 154.08

HPA demonstrates the lowest mean, max, and total mCore usage, while
VPA exhibits the highest values across these metrics. The hybrid approach
shows similar results to HPA.

Overall, across Services A, B, and C, HPA consistently demonstrates the
lowest mean, max, and total mCore usage, while VPA consistently exhibits the
highest values. The hybrid approach falls in between, with CPU usage closely
aligned with HPA.

Resource allocation for each service during the different testing scenarios
can be found in Appendix C.
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5.3 Service Metrics

To address the second Sub-Research Question: Which service metrics can the
orchestrator use to make decisions that lead to an acceptable 99th percentile
response time?, this research examined two key metrics: low-level metric
CPU usage and high-level metric request rate. Both the HPA and Hybrid
Pod Autoscaler approaches demonstrated comparable 99th percentile response
times to the baseline tests, indicating that CPU usage and request rate can serve
as effective service metrics for the orchestrator to make decisions that result
in an acceptable 99th percentile response time.

However, it is important to note that these findings are specific to the
autoscaler configuration, microservice, and workload model used in the
research. The suggested metrics may not be universally applicable to other
autoscaler configurations, microservices, and workload models.



38 | Results & Analysis



Methodology Discussion | 39

Chapter 6

Methodology Discussion

This section provides an discussion of the methodology used in the research. It
begins with a discussion on the reliability and validity analysis in Section 6.1,
highlighting measures taken to enhance the reliability of the collected data
and ensure the integrity of the tests. The next subsection focuses on the
configurations of the autoscalers, Section 6.2, specifically the HPA, VPA, and
Hybrid Pod Autoscaler, describing the considerations and decisions made for
each.

6.1 Reliability and validity

To enhance the reliability of the collected data, each test scenario was repeated
three times. This iterative approach aimed to identify and address any outliers
and reduce variations that could potentially impact the reliability of the results.
In the evaluation, the mean and standard deviation were calculated for each test
scenario.

To ensure the integrity of the tests, a dedicated cluster was deployed
specifically for the application and load tests. This setup ensured that
no external traffic would interfere with the test results. Furthermore, the
application under test and the locust worker responsible for generating the
load were deployed on separate nodes within the cluster. This separation
guaranteed that the locust worker did not influence the performance of
the application. Additionally, metrics were collected from the Istio proxy
deployed on the cluster, rather than relying solely on metrics from Locust.

While the microservice designed for this thesis aimed to replicate a
production-grade application, certain functionality and dependencies were
simplified and reduced to fit the scope of the research. Nevertheless,
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the microservice retained the essential features of a typical microservice
architecture and replicated the most important features of the replicate
microservice.

The performance evaluation was designed to collect user data over a period
of one week. This approach aimed to simulate real-world conditions and
accurately capture the performance of the autoscaling strategies under this
specific workload model. To ensure validity, interviews were conducted with
domain experts to gain insights into how the workload could fluctuate. The
nine different scenarios selected cover a range of ramp-up durations and peak
RPS which was determined to be sufficient for this thesis.

The performance metrics of CPU usage and the 99th percentile response
time were chosen because they reflect the performance and responsiveness
of the autoscaling strategies under varying workloads. Memory usage was
not considered as a metric since the microservice under test was designed to
be CPU-intensive rather than memory-intensive. Consequently, the memory
consumption remained consistent and did not fluctuate significantly with
increased load. Each pod was allocated a large memory overhead of 1000Mi
to prevent performance issues related to memory constraints.

It is important to note that the auto-scaling configuration used in this
research was specifically tailored to the microservice under test and the
specific workload. Therefore, the exact configuration parameters may not
be universally applicable to other microservices, even within the same
domain. However, to increase generalisability, the configured parameters
are presented, discussed, and their effects are thoroughly explained. This
allows others to understand the rationale behind the parameter changes and
apply them accordingly, albeit with potentially different values, to their own
microservices. This parameters include such as Istio warm-up duration, pod
replica count and CPU limits.

During the deployment of the cluster on GKE preemptible node pool where
selected instead of a regular GKE node pool. Preemptible instances offer
lower pricing compared to standard Compute Engine instances. However,
since preemptible nodes have a higher chance of experiencing failures or being
terminated, extra measures were taken to mitigate the potential impact on the
tests conducted. To ensure the reliability of the testing environment tests where
monitored and in case of a node failure the test was re-run.
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6.2 Autoscaler Configurations

6.2.1 HPA configuration

To optimise HPA for any application, a considerable amount of configuration
is required. In order to determine the resource limit and request for HPA, the
resource allocation obtained during baseline testing was initially considered.
However, after running nine different scenarios with this resource allocation, it
was concluded that both the limit and resource request needed to be increased
for scenarios involving peak 750 RPS with 2-minute and 3-minute ramp-up
times. During this phase, it was also determined that the usage in mCore
should be presented in the results to assess the implications of scaling.
Minimum and maximum replicas were also determined through baseline
testing, as the goal was to use the same amount of resources for an accurate
comparison. However, due to the warm-up duration required for HPA, it would
have been beneficial in terms of response time to increase the number of
replicas even more than during baseline testing. Nonetheless, this option was
ultimately not pursued as it would have significantly increased resource usage.

6.2.2 VPA configuration

To improve the responsiveness of the VPA to rapidly fluctuating workloads,
it would have been valuable to test configuration of the VPA algorithm.
These adjustments would have allowed for a more fine grained control of the
configuration, in particular by changing the frequency of the recommendations
and update tasks. In this research the —updater interwval parameter flag,
which determines how often the VPA updates resource requests for pods, uses
the default setting of 1 minute. It would have been useful to experiment with
different configurations, such as reducing this interval. This would result in
more frequent updates of the resource requests, which would allow a faster
reaction to changes in the workload.

Similarly, the —~-recommender-interval parameter flag, which has
a default setting of 1 minute, specifies the frequency of the VPA’s resource
request recommendations for pods. Given that the VPA recommender
generates suggestions by examining the targeted pods’ resource usage history,
a high-volatility environment would resulted a broader range of resource
recommendations. To mitigate the impact of such volatility, the —cpu-
histogram-decay—-half-11fe parameter flag could have been tweaked
to better adapt to the brief history length typical of a test environment.
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Despite considerable efforts to realise this approach, the author encoun-
tered obstacles preventing its successful implementation on the configured
cluster. This likely stemmed from the research being carried out on a GKE
cluster, which inherently restricts access to the master node, limiting the
feasibility of directly implementing these changes.

6.2.3 Hybrid configuration

To optimise the use of VPA and HPA together, only two fields were changed
from the VPA and HPA: the update mode and removing CPU as a scaling
indicator of HPA. There are several reasons why these changes remained the
only ones. First and foremost, the author was unable to change the VPA source
code and configuration. The most prominent change that was considered
was altering the —~recommender—interval parameter flag to reflect the
current CPU requirements rather than relying on historical data. Another
reason for changing the update mode was that, from the previous testing
with the two autoscalers, the inherent problem with the HPA was the over-
provisioning of resources, while the inherent problem with the VPA was the
restarting of pods. Hence, using the HPA to decide and restart pods, while
VPA allocated resources, was deemed the best combination of both.
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Chapter 7

Conclusions & Future work

The purpose of this chapter is to present conclusions and future work.
Section 7.1 details the conclusions. Section 7.2 details future work.

7.1 Conclusions

In this study, the 50th and 99th percentile response time and CPU usage impact
of the HPA, VPA, and hybrid pod autoscaler on a microservice deployed
on a GKE cluster were investigated. The evaluation shows that the HPA
demonstrated performance similar with the baseline in both the 50th and 99th
percentile response times, although with slightly higher variability in the latter.
In contrast, the VPA generally resulted in higher response times compared to
the baseline, both in the 50th and 99th percentiles. The hybrid configuration
achieved response times comparable to the baseline in the 50th percentile, but
slight differences were observed in the 99th percentile for higher peak RPS
values.

In terms of the hybrid configuration’s performance, it consistently
outperformed VPA in both the 50th and 99th percentile response times,
and exhibiting smaller standard deviations. When compared to HPA, the
hybrid configuration showed similar response times, but with slightly greater
variability. The analysis of CPU usage revealed that HPA consistently exhibits
low mean, maximum, and total CPU usage across the tested scenarios. VPA,
on the other hand, demonstrated the highest mean, maximum, and total CPU
usage. The hybrid configuration fell between HPA and VPA, showing CPU
usage more aligned with HPA. This suggests that HPA and the hybrid approach
are more efficient in terms of CPU utilisation compared to VPA. Based on
these findings, it can be concluded that the hybrid scaling approach offers
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distinct advantages over VPA in terms of response times, while demonstrating
comparable performance to HPA. Moreover, the hybrid approach exhibits CPU
usage efficiency similar to HPA and surpasses VPA.

These results in this study indicate that both CPU usage and response time
can serve as useful service metrics for the orchestrator to make decisions that
lead to an acceptable 99th percentile response time.

7.2 Future work

As demonstrated in this research, configuring autoscaling for microservices
can be a complex and challenging task. In this study, specific configurations
were set for each of the autoscalers using the built-in Kubernetes autoscaling
models. However, this leaves room for further exploration and investigation
into alternative configurations that may yield improved results.

One particular area of interest is whether and how it is possible to improve
the Kubernetes Vertical Pod Autoscaler (VPA) by changing the default
configuration. By experimenting with various configuration parameters, such
as the frequency of recommendations and update tasks, it may be possible
to fine-tune the VPA’s behavior and improve its responsiveness to rapidly
fluctuating workloads.

Additionally, this research focused on a specific workload model and
application characteristics, which may not be representative of all scenarios.
This could also involve considering diverse service metrics such as memory
utilisation, network traffic, or other specific metrics relevant to the target
application.

Future research could also further expand on the integration of artificial
intelligence techniques to predict CPU resource requirements and determine
optimal pod replica counts. This could be very beneficial for this type of
workload and application as the workload model is receptive.
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Appendix A

Result Summary

In this section, the response times in the 50th and 99th percentiles, as well as
the CPU usage during all workload scenarios, are summarised in Table A.l
and Table A.2.
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Table A.1: Summary of response times obtained during testing of scenarios.
Response Time (ms)

Ramp-up Peak RPS Scaling 50th percentile 99th percentile

1 min 250 - 2.59 9.59
HPA 249 8.45
VPA 297 20.30
Hybrid 2.62 10.10
2 min 250 - 2.50 7.80
HPA 2.45 7.16
VPA 2.89 17.19
Hybrid 2.53 8.20
3 min 250 - 2.57 8.65
HPA 2.51 8.17
VPA 2.88 16.78
Hybrid 2.53 7.86
1 min 500 - 2.54 8.72
HPA 2.52 10.52
VPA 3.13 36.54
Hybrid 2.67 12.94
2 min 500 - 2.61 10.57
HPA 2.53 10.21
VPA 3.06 77.33
Hybrid 2.64 13.71
3 min 500 - 2.61 10.55
HPA 2.54 10.47
VPA 3.21 48.27
Hybrid 2.64 11.79
1 min 750 - 2.63 11.42
HPA 2.70 13.83
VPA 3.40 192.65
Hybrid 2.66 14.46
2 min 750 - 2.69 12.74
HPA 2.65 13.76
VPA 3.52 129.38
Hybrid 2.97 20.44
3 min 750 - 2.75 14.00
HPA 2.66 12.69
VPA 3.52 156.64

Hybrid 2.76 11.56
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Table A.2: Summary of average CPU usage during testing of different

scenarios.
Average CPU Usage per service (mCore)

Ramp-up Peak RPS Scaling Service A Service B Service C

1 min 250 - 0.03 0.05 0.04
HPA 0.05 0.07 0.08

VPA 0.14 0.24 0.13

Hybrid 0.07 0.08 0.09

2 min 250 - 0.02 0.04 0.04
HPA 0.05 0.07 0.07

VPA 0.12 0.24 0.14

Hybrid 0.06 0.08 0.08

3 min 250 - 0.02 0.04 0.04
HPA 0.05 0.07 0.07

VPA 0.12 0.23 0.19

Hybrid 0.05 0.07 0.07

1 min 500 - 0.04 0.07 0.07
HPA 0.07 0.11 0.12

VPA 0.18 0.41 0.22

Hybrid 0.08 0.13 0.14

2 min 500 - 0.04 0.07 0.07
HPA 0.07 0.11 0.12

VPA 0.19 0.28 0.26

Hybrid 0.11 0.11 0.18

3 min 500 - 0.04 0.07 0.07
HPA 0.07 0.10 0.10

VPA 0.19 0.29 0.35

Hybrid 0.07 0.10 0.11

1 min 500 - 0.05 0.10 0.09
HPA 0.08 0.14 0.16

VPA 0.23 0.24 0.40

Hybrid 0.09 0.15 0.16

2 min 500 - 0.05 0.10 0.09
HPA 0.08 0.14 0.17

VPA 0.19 0.33 0.41

Hybrid 0.12 0.18 0.22

3 min 500 - 0.06 0.10 0.10
HPA 0.08 0.13 0.14

VPA 0.22 0.31 0.47

Hybrid 0.08 0.13 0.16
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Appendix B

Response Time Visualisation

The response time in the 50th percentile as well as the 99th percentile for each
peak RPS is visualised in histograms in the following section.
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B.0.1 Baseline Response Time Visualisation

Ramp-up duration
1 min
[ 2 min
400 — [ 3min
300
>
o
i~
5]
=]
o
o
= 200
100
0 T T T
1 2 3 4 5 6

Response Time (ms)

Figure B.1: 50th Percentile Response Times at peak load 250 rps for ramp-up
duration 1, 2 and 3 minutes.
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Figure B.2: 99th Percentile Response Times at peak load 250 rps for ramp-up
duration 1, 2 and 3 minutes.
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Figure B.3: 50th Percentile Response Times at peak load 500 rps for ramp-up
duration 1, 2 and 3 minutes.

350 Ramp-up duration
) = 1 min
2 min
1 3min
300
250
3
e 200 4
Q
3
o
o
w
150 4
100
50 -
0-

T T T T 1T T T T T T T
4 5 6 7 8 9 10 M 12 13 14 15 16 17 18 19 20 21 22 23 24

Response Time (ms)

Figure B.4: 99th Percentile Response Times at peak load 500 rps for ramp-up
duration 1, 2 and 3 minutes.
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Figure B.5: 50th Percentile Response Times at peak load 750 rps for ramp-up
duration 1, 2 and 3 minutes.
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Figure B.6: 99th Percentile Response Times at peak load 750 rps for ramp-up
duration 1, 2 and 3 minutes.
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B.0.2 HPA Response Time Visualisation
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Figure B.7: 50th Percentile Response Times at peak load 250 rps for ramp-up
duration 1, 2 and 3 minutes.
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Figure B.8: 99th Percentile Response Times at peak load 250 rps for ramp-up
duration 1, 2 and 3 minutes.
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Figure B.9: 50th Percentile Response Times at peak load 500 rps for ramp-up
duration 1, 2 and 3 minutes.

Ramp-up duration
s 1 min
2 min

300
1 3min

250

8
o
1

Frequency

150 4

100

18 20 22 24 26 28 30 3R H#
Response Time (ms)

Figure B.10: 99th Percentile Response Times at peak load 500 rps for ramp-up
duration 1, 2 and 3 minutes.
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Figure B.11: 50th Percentile Response Times at peak load 750 rps for ramp-up
duration 1, 2 and 3 minutes.
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Figure B.12: 99th Percentile Response Times at peak load 750 rps for ramp-up
duration 1, 2 and 3 minutes.
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B.0.3 VPA Response Time Visualisation
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Figure B.13: 50th Percentile Response Times at peak load 250 rps for ramp-up
duration 1, 2 and 3 minutes.
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Figure B.14: 99th Percentile Response Times at peak load 250 rps for ramp-up
duration 1, 2 and 3 minutes.
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Figure B.15: 50th Percentile Response Times at peak load 500 rps for ramp-up
duration 1, 2 and 3 minutes.
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Figure B.16: 99th Percentile Response Times at peak load 500 rps for ramp-up
duration 1, 2 and 3 minutes.
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Figure B.17: 50th Percentile Response Times at peak load 250 rps for ramp-up
duration 1, 2 and 3 minutes.
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Figure B.18: 99th Percentile Response Times at peak load 250 rps for ramp-up
duration 1, 2 and 3 minutes.
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Figure B.19: 50th Percentile Response Times at peak load 750 rps for ramp-up
duration 1, 2 and 3 minutes.
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Figure B.20: 99th Percentile Response Times at peak load 750 rps for ramp-up
duration 1, 2 and 3 minutes.
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B.0.4 Hybrid Pod Autoscaling Response Time Visualisa-
tion
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Figure B.21: 50th Percentile Response Times at peak load 250 rps for ramp-up
duration 1, 2 and 3 minutes.
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Figure B.22: 99th Percentile Response Times at peak load 250 rps for ramp-up
duration 1, 2 and 3 minutes.
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Figure B.23: 50th Percentile Response Times at peak load 500 rps for ramp-up
duration 1, 2 and 3 minutes.
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Figure B.24: 99th Percentile Response Times at peak load 500 rps for ramp-up
duration 1, 2 and 3 minutes.
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Figure B.25: 50th Percentile Response Times at peak load 250 rps for ramp-up
duration 1, 2 and 3 minutes.
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Figure B.26: 99th Percentile Response Times at peak load 250 rps for ramp-up
duration 1, 2 and 3 minutes.
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Figure B.27: 50th Percentile Response Times at peak load 750 rps for ramp-up
duration 1, 2 and 3 minutes.
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Figure B.28: 99th Percentile Response Times at peak load 750 rps for ramp-up
duration 1, 2 and 3 minutes.
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Appendix C

Resource Allocation

C.0.1 Resource Allocation Baseline testing

The resource allocation during baseline testing is shown in Table C.1.

Table C.1: Resource allocation for Service A, B, and C.
Pod CPU (mCore) Pod Memory (Mi)

Service Pod Count Request Limit Request  Limit
A 4 300 1000 1000 1000
B 4 300 1000 1000 1000
C 10 200 1000 1000 1000

C.0.2 Resource Allocation HPA testing

The resource allocation during HPA testing is shown in Table C.2 and
Table C.3.

Table C.2: Resource allocation for Service A, B, and C for all scenarios with
peak rps of 250 and 500, and for scenario with peak rps of 750 and ramp-up

1 minutes.
Pod CPU (mCore) Pod Memory (Mi)

Service Pod Count Request Limit Request  Limit
A 2-4 300 1000 1000 1000
B 2-4 300 1000 1000 1000

C 5-10 500 2000 1000 1000
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Table C.3: Resource allocation for Service A, B, and C for all scenarios with
peak rps of 750, and ramp-up 2 and 3 minutes.

Pod CPU (mCore) Pod Memory (Mi)
Service Pod Count Request Limit Request  Limit
A 2-4 400 2000 1000 1000
B 2-4 400 2000 1000 1000
C 5-10 600 2500 1000 1000

C.0.3 Resource Allocation VPA testing

The resource allocation during VPA testing is shown in Table C.4.

Table C.4: Resource allocation for Service A, B, and C.

Pod CPU (mCore) Pod Memory (Mi)
Service Pod Count Request Limit Request  Limit
A 4 100 - 500 2000 1000 1000
B 4 100 - 500 2000 1000 1000
C 10 100 - 500 2500 1000 1000

C.0.4 Resource Allocation Hybrid Pod Autoscaler test-
ing

The resource allocation during Hybrid Pod Autoscaler testing is shown in
Table C.5 and Table C.6.

Table C.5: Resource allocation for Service A, B, and C for all scenarios with
peak rps of 250 and 500, and for scenario with peak rps of 750 and ramp-up
1 minutes.

Pod CPU (mCore) Pod Memory (Mi)
Service Pod Count Request Limit Request  Limit
A 2-4 100 - 500 1000 1000 1000
B 2-4 100 - 500 1000 1000 1000
C 5-10 100 - 500 2000 1000 1000
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Table C.6: Resource allocation for Service A, B, and C for all scenarios with
peak rps of 750, and ramp-up 2 and 3 minutes.

Service Pod Count

A
B
C

2-4
2-4
5-10

Pod CPU (mCore) Pod Memory (Mi)
Request  Limit Request  Limit
250 - 500 2000 1000 1000
250 - 500 2000 1000 1000
250 -500 2500 1000 1000
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Appendix D

Scaling Actions

D.0.1 HPA Scaling Actions

The scaling actions of the HPA are visualised in this section. In the context of
the HPA, scaling actions are represented by the desired replicas value, which
is used by the HPA to determine the number of pods to be scaled up.
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Figure D.1: Desired replicas during scenario with ramp-up 1 min and peak
load 250rps.
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Figure D.2: Desired replicas during scenario with ramp-up 1 min and peak
load 500rps.
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Figure D.3: Desired replicas during scenario with ramp-up 1 min and peak
load 750rps.
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Figure D.4: Desired replicas during scenario with ramp-up 2 min and peak
load 250rps.
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Figure D.5: Desired replicas during scenario with ramp-up 2 min and peak
load 500rps.
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Figure D.6: Desired replicas during scenario with ramp-up 2 min and peak
load 750rps.
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Figure D.7: Desired replicas during scenario with ramp-up 3 min and peak
load 250rps.
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Figure D.8: Desired replicas during scenario with ramp-up 3 min and peak
load 500rps.
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Figure D.9: Desired replicas during scenario with ramp-up 3 min and peak
load 750rps.
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D.0.2 VPA Scaling Actions

The scaling actions of the VPA are visualised in this section. In the context of
the VPA, scaling actions are represented by the CPU recommendation. The
VPA uses this recommendation to determine whether and how the Pod’s CPU
allocation should be scaled up.
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Figure D.10: VPA CPU Recommendation during scenario with ramp-up 1 min
and peak load 250rps.
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Figure D.11: VPA CPU Recommendation during scenario with ramp-up 1 min
and peak load 500rps.

500 { —— Service A —_—
—— Service B
—— Service C
450

400
350 A —‘
300 A

250 A [_

200 A

150 - /

CPU request

100 4

Time

Figure D.12: VPA CPU Recommendation during scenario with ramp-up 1 min
and peak load 750rps.
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Figure D.13: VPA CPU Recommendation during scenario with ramp-up 2 min
and peak load 250rps.
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Figure D.14: Desired replicas during scenario with ramp-up 2 min and peak
load 500rps.
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Figure D.15: VPA CPU Recommendation during scenario with ramp-up 2 min
and peak load 750rps.
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Figure D.16: VPA CPU Recommendation during scenario with ramp-up 3 min
and peak load 250rps.
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Figure D.17: VPA CPU Recommendation during scenario with ramp-up 3 min
and peak load 500rps.
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Figure D.18: VPA CPU Recommendation during scenario with ramp-up 3 min
and peak load 750rps.
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