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Abstract 

This thesis investigates Natural Language Processing (NLP) techniques to extract relevant 

information from long and unstructured insurance policy documents. The goal is to reduce the 

amount of time required by readers to understand the coverage within the documents. The 

study uses predefined insurance policy coverage parameters, created by industry experts to 

represent what is covered in the policy documents. Three NLP approaches are used to classify 

the text sequences as insurance parameter classes. 

The thesis shows that using SBERT to create vector representations of text to allow cosine 

similarity calculations is an effective approach. The top scoring sequences for each parameter 

are assigned that parameter class. This approach shows a significant reduction in the number 

of sequences required to read by a user but misclassifies some positive examples. To improve 

the model, the parameter definitions and training data were combined into a support set. 

Similarity scores were calculated between all sequences and the support sets for each 

parameter using different pooling strategies. This few-shot classification approach performed 

well for the use case, improving the model’s performance significantly. 

In conclusion, this thesis demonstrates that NLP techniques can be applied to help understand 

unstructured insurance policy documents. The model developed in this study can be used to 

extract important information and reduce the time needed to understand the contents of an 

insurance policy document. A human expert would however still be required to interpret the 

extracted text. The balance between the amount of relevant information and the amount of text 

shown would depend on how many of the top-scoring sequences are classified for each 

parameter. This study also identifies some limitations of the approach depending on available 

data. Overall, this research provides insight into the potential implications of NLP techniques for 

information extraction and the insurance industry. 
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Populärvetenskaplig sammanfattning
Över 96% av Sveriges befolkning har enligt Konsumentverket en hemförsäkring. Det är
däremot inte alltid enkelt att förstå vad ens hemförsäkring täcker, trots att villkorsdoku-
menten finns lättillgängliga på försäkringsbolagens hemsidor. Dokumenten är ofta långa
och använder ett fackligt språk med juridiska termer och specifika undantag som kan vara
svåra att upptäcka. Insurely, ett teknikföretag inom försäkringsbranschen, har genomfört
konsumentundersökningar i Sverige och Frankrike som visar att ungefär hälften av re-
spondenterna inte helt förstår vad som ingår i deras hemförsäkring.

Det kan även vara svårt att förstå vad som ingår i en hemförsäkring på grund av att olika
försäkringsbolag beskriver skydden på olika sätt och har olika villkor för varje skydd.
Detta gör det framför allt svårare att jämföra olika försäkringar och hitta den som passar
bäst utefter behov. Insurely arbetar bland annat med att standardisera försäkringsvillkor
för att göra det lättare att jämföra försäkringar. Företaget har skapat en lista med 34
"försäkringsparametrar", som beskriver de olika delar av en hemförsäkring som kan ingå,
till exempel "Brandskydd" och "Reseskydd". Varje försäkringsparameter har en kort-
fattad definition som förklarar vad den innebär. Genom att jämföra försäkringar utifrån
vilka försäkringsparametrar som ingår, kan konsumenter enklare fatta ett beslut om vilken
försäkring som passar deras behov bäst.

För att standardisera informationen som finns i varje försäkringsbolags omfattande vil-
lkorsdokument krävs det mycket tid och försäkringsexpertis från Insurelys sida. Detta
är problemet som denna masteruppsats behandlar - att automatisera tolkningen av infor-
mationen i försäkringsdokumenten, för att avgöra om en viss försäkringsparameter ingår
eller inte. Målet med arbetet är att använda tekniker från forskningsområdet Natural Lan-
guage Processing (NLP) för att extrahera de meningar eller stycken av text från svenska
hemförsäkringsdokument som är viktiga för att förstå vilka av försäkringsparametrarna
som ingår i dokumentet. Syftet är att spara tid och underlätta för den som arbetar med att
standardisera innehållet i försäkringarna och därigenom göra det lättare för konsumenter
att förstå sina egna och andras försäkringar.

Först och främst påbörjades arbetet med att strukturera upp dokumenten i textsekvenser,
indelade i meningar eller stycken som hörde ihop i dokumenten. Sedan utforskades olika
metoder för att klassificera dessa textsekvenser baserat på försäkringsparametrarna, dvs.
bestämma vilka sekvenser som var relevanta för vilka parametrar.

En första metod för att klassificera textsekvenser från dokumenten var att söka efter speci-
fika nyckelord som var kopplade till försäkringsparametrarna. Därefter bestämdes om en
textsekvens indikerade att en viss parameter ingick i försäkringen. Ett exempel på detta
är användningen av nyckelorden "brand", "explosion", "sot" och "rök" för att indikera
försäkringsparametern "Brand". Om något av dessa ord fanns i en textsekvens ansågs den
vara relevant för parametern. Problemet med denna metod var att den kunde extrahera
mer text än som fanns från början i ett dokument, eftersom en mening kunde anses vara
viktig för flera parametrar samtidigt.

En mer avancerad metod testades som visade mycket bättre resultat. Metoden byggde på
liknande tekniker som den populära chattmodellen ChatGPT är byggd på, det vill säga
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Large Language Models (LLMs). Denna metod involverade användning av en färdigtränad
språkmodell kallad Sentence-BERT (SBERT). Genom att modellen tränas på att förutspå
ord och på att lära sig om två meningar hör ihop eller inte, har SBERT fått en god förståelse
för naturligt språk, relationen mellan ord och den semantiska betydelsen av meningar.

Med hjälp av en färdigtränad språkmodell skapad av Kungliga Biblioteket kunde varje
textsekvens och varje beskrivning av försäkringsparametrar omvandlas från text till en
numerisk vektor, som innehåller den semantiska betydelsen av texten. Genom att beräkna
hur lika två vektorer är och därmed hur semantiskt lika två meningar är, kunde varje
parameterdefinition och varje textsekvens jämföras. De mest lika sekvenserna bedömdes
som viktiga för varje parameter. Genom denna metod kunde 76% av alla viktiga meningar
identifieras och antalet meningar i dokumenten reducerades i genomsnitt med 75% genom
att klassificera sju sekvenser med högst likhet mot varje parameter.

För att ytterligare förbättra modellen användes en del av textdatan från dokumenten som
träningsdata. Träningsdatan användes som exempel på sekvenser som tillhör en viss
parameter. De sekvenser som hade högst semantisk likhet med parameter definitionen
och träningsdatan för en parameter bedömdes som viktiga. Olika metoder användes för
att beräkna den slutgiltiga likheten mellan en parameter och en sekvens. Till exempel
att beräkna ett medelvärde på sekvensens likhet med all träningsdata för en parameter.
Eller att använda den högsta likheten en sekvens har med någon del av träningsdatan.
Det här är en metod som kallas för Few-Shot Classification. Resultatet visade att det
var ett effektivt sätt att förbättra modellens förmåga att extrahera viktig information från
dokumenten. Modellen hittade nu ungefär 88% av alla viktiga meningar och reducerade
samtidigt antalet sekvenser med 67%. Modellen lyckades ge tillräcklig information för att
en användare ska kunna förstå om en parameter ingår eller inte för 33 av 34 parametrar, i
genomsnitt.

I masteruppsatsen har det visat sig att färdigtränade språkmodeller, såsom SBERT, är
användbara för att hitta semantiska likheter mellan olika meningar. Genom att använda en
del av data som träningsdata kan dessa likheter mellan meningar sedan användas för att
extrahera viktig information från långa och komplexa försäkringsvillkorsdokument. Det
framkom även i uppsatsen att effektiviteten i att hitta sekvenser kan variera beroende på
hur vanlig eller ovanlig den sökta informationen är i dokumenten. Dessutom påverkar
utformningen av parametrarna som används för sökningen hur väl den fungerar.
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1 Introduction
The field of Natural Language Processing (NLP) has been rapidly growing in recent years,
as businesses across various industries are seeking to extract insights from large amounts
of unstructured text data. The process consists of two parts: first, extracting text from
documents to a usable data format, and second, understanding the extracted text.

The first part has led to the development of numerous parsing models, which have signifi-
cantly improved the efficiency of text extraction. However, the second part, which involves
automating the process of understanding the extracted text, requires more sophisticated
techniques. NLP is a field that combines machine learning, artificial intelligence, and
linguistics research to automate tasks such as semantic understanding, summarizing text,
information retrieval, and more. Applying NLP solutions to real-life problems is a key
focus of this thesis.

NLP applications are interesting in the insurance industry, because of the vast amount of
information stored in insurance policy documents. By making use of this information,
insurers can provide valuable insights for consumers. However, to do so, the information
must first be presented in an accessible way, such that the consumer can understand their
coverage in relation to other insurances.

1.1 Digitalization of the Swedish Insurance Industry
The insurance industry in Sweden has traditionally not been associated with innovation
[1]. However, digitalization has in recent years introduced new insurance products and
streamlined existing ones. More insurance services have moved online, and digital services
have enabled insurance companies to make internal workflows more efficient. Insurance
information has increasingly been moved to digital documents, for easier access and shar-
ing of documents.

However, sharing information between insurance companies and consumers is still often
unnecessarily complicated. To understand one’s insurance coverage, the most relevant
information is located in long insurance policy documents [2], written from a legal per-
spective and not necessarily easily understood without insurance and legal expertise. This
puts expectations on the consumers to read through many pages to understand their cov-
erage.

When managing large quantities of text in insurance documents, digital applications can
be useful. Most of the time, a human needs to read and analyze the texts to transform it
into structured information [3]. Instead, NLP applications could perform the same work,
saving resources.

Some NLP applications have been explored for extracting information from insurance
documents with a standardized structure (see Section 2 for examples). However, in the
case of insurance policy documents, their structure varies by company. Furthermore, the
companies use different words to describe comparable insurance coverage. This raises the
issue of applying NLP techniques capable of handling unstructured documents containing
non-standardized data in this industry.
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1.2 Insurely
Insurely [2], a tech company within the Swedish insurance industry, were the insurance
experts and clients for this thesis, providing information and context to the project, and
formulating its purpose. Insurely is a company working on making insurance informa-
tion more accessible for consumers. They do this by standardizing insurance coverage
information across the industry. This makes it easier for consumers to understand their
insurance coverage, and compare it to other insurances. They have established themselves
on the Nordic markets primarily, and are looking to expand to other European countries.

Insurely has developed their own set of definitions for different types of insurance policy
coverage. By collecting and reading through insurance policy documents from different
insurance companies, Insurely can match that information to their own definitions of
insurance policy coverage, see Figure 1. These definitions were created by the company to
represent the coverage of all insurance policy documents, even though different companies
formulate their coverage in different ways. The definitions of insurance policy coverage
will be referred to as "insurance parameters" or "parameters" in this thesis.

Figure 1: Visual explanation of the purpose of insurance parameters

The result is a comparable list of what each Swedish insurance company offers in terms
of coverage. However, matching the contents of multiple insurance policy documents to
their insurance coverage definitions requires both a lot of time and insurance industry ex-
pertise. Instead, Insurely wants a tool to automatically extract and show the most relevant
information. This would make the process of standardizing the information more efficient.
The tool would be designed to receive a document as its input, and for each insurance
parameter present a small amount of relevant text, so that the system user swiftly can de-
termine whether the parameter is included in the document or not. Because of regulatory
requirements on insurance actors, the information shown to consumers must be accurate.
Therefore, human confirmation will always be needed.

8



1.3 Aim
The goal of this thesis was to create an NLP model that could extract the most relevant
information for the coverage of insurance policy documents. This thesis focused on home
insurance in Sweden. To do this, the thesis aimed to classify sentences and paragraphs
from the documents as insurance parameter classes, making this a text classification prob-
lem. The insurance parameter definitions were created by the domain experts at Insurely.
By automating the process of finding the most relevant text, the thesis aimed to reduce the
time required by a reader to standardize the contents of an insurance policy document. The
thesis was done in collaboration with the company Insurely. Since the aim was centered
around the NLP model application, parsing tools for PDF text extraction were neither
investigated nor used.

The challenge of the thesis was the length, complex and varied language, and variety of
document structures of digital insurance policy documents. For a human, interpreting
these documents requires not only time but insurance and legal expertise. Is it possible
to automatically identify the coverage of different insurance companies when their policy
documents are unstructured, and do not use the same language to describe the coverage?
These challenges leads to the following research questions:

• What NLP approach is most suitable for extracting relevant insurance coverage
information from unstructured insurance policy documents?

• How do different NLP models perform on this problem, and what affects their
performance?

• How easy are the parameters to classify in relation to one another? If there is a
difference, why?
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2 Related Work
In the insurance space, NLP models have many possible applications [3]. E.g. making the
process of accepting or denying claims more efficient, using text mining to track changes
in insurance documents, or aiding fraud detection. By using text mining on injury and
incident descriptions in combination with other data such as demographics, the authors of
[4] were able to predict insurance claim costs in an improved way. To aid in fine-tuning
premium costs, [5] showed the potential of using a word2vec NLP model to predict the
presence of substances in car accidents. That said, limited academic attention has been
put toward automatically extracting insurance parameters from insurance documents. In
2022, [6] published an article about extracting insurance contract information using NLP.
They were able to reduce the time required to produce a technical summary of an in-
surance contract by 99% while keeping the Accuracy, compared to manual information
extraction. These contracts include information such as name, address, price of insurance,
etc. To achieve this, they relied on the standardized structure of the insurance contracts,
which enabled easy location of required information, and rule-based matching. They
admit that their approach would be unstable for use on unstructured documents and that
using NLP techniques on unstructured data is a challenge for the industry. For this thesis,
the data used consists of insurance policy documents, as oppose to insurance contracts.
The documents were unstructured, which means that their approach could not be replicated.

NLP applications for unstructured data have been researched better for use in the medical
field. Recently, [7] (not yet peer-reviewed) have explored the use of NLP to extract relevant
health information from unstructured medical documents (for example clinicians’ notes
and lab reports). This was done to save time when gathering data for medical research
purposes, something historically performed by clinical experts. They established a set of
variables for the NLP model to identify the files of a given patient. Examples of variables
include: what diagnosis the patient has, whether they are a smoker/non-smoker, previous
diseases, etc. They used different deep-learning architectures, including LSTM, GRU,
and BERT. The output was a list of variables true for that patient. To achieve this, they
first collected words and phrases associated with each variable by consulting clinician
experts. Then, they predicted the variables by using the NLP models to compare the text
in the medical documents to those words/phrases. The resulting outputs were able to meet
the standards of human abstraction performance. Their problem is similar to that of this
thesis since the desired output is standardized variables from an unstructured document.
However, in their case they heavily relied on access to a large and high-quality corpus of
labeled ontology EHR data, to train their deep learning models. For this thesis that was
not possible, since there was no such ontology for insurance data available.

Dealing with an imbalanced data set was a challenge in this thesis. In 2022, [8] proposed a
method of data augmentation for a data set of patient data. They wanted to predict adverse
events (unforeseen negative side effects of drugs) for medical patients based on patient
drug history and background, but some adverse events were very low-frequent in the data.
Mixing information from similar patients, they generated synthetic patients to increase
the number of rare adverse events in the data set. This data augmentation approach was
combined with the undersampling of common data, to create a more balanced data set.
Using these methods they were able to increase the performance of their model when
predicting low-frequency classes, especially for classes with positive ratings ranging from
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1.0% to 2.1%. Since the data set used in this thesis is similarly imbalanced (see section
4), exploring methods of data augmentation, or re-balancing of the data, was relevant.
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3 Background
The field of NLP research has been through advancements since its original applications in
the 1940s when Machine Translation emerged as a new research area [9]. In this section,
relevant techniques for this thesis within the research field will be presented. First,
different cleaning and preprocessing techniques used to prepare text data for analysis.
Second, representing text as numerical vectors for the purpose of classic machine learning
models and similarity score calculations. Third, text classification problems and their
solutions, using different models and their evaluation methods. Last, data augmentation,
used to create more positive examples of the training data.

3.1 Preparing Text for NLP Applications
There are multiple techniques used to prepare text data for NLP applications. One way is
to remove unnecessary information, such as special characters or stop words. This also
often includes reducing words to their base form to allow algorithms to understand that
e.g. like and likes are the same words in different tenses. This saves both computation
time and storage space for large data sets. It also reduces the amount of noise in the data
and ensures that the NLP models are not affected by words that do not have any meaning
for the purpose in question.

Tokenization
Tokenization is the process of segmenting a given text (sentence, paragraph, etc) into
lexical units, and is a crucial step for many text analysis applications [10, 11]. These
lexical units can be sentences, words, sub-words, or characters depending on the purpose
of the tokenization. For Latin, English, Swedish, and other similar languages, word seg-
mentation is achieved by separating the words, called tokens, by white space.

Special character removal
Removing special characters in the text is a common preprocessing step in NLP, often done
together with tokenization [10]. Special characters are sometimes utilized as separators
for tokenization and removed after. For most cases, and most languages, it is popular to
remove special characters and tokenize by white space only [12]. Special characters, such
as exclamation marks, punctuation, hyphens, or brackets used for references, add no value
to the understanding of the text and can increase the noise in NLP algorithms and models.
Therefore they are often removed as a part of cleaning the data.

Stop word removal
Stop words refers to words that do not add any semantic meaning to a text sequence,
and are commonly removed in NLP, to prepare for further analysis [11, 13]. Removing
stop words from the data reduces the dimensionality of the data set and saves storage and
processing time. The most common words in documents are usually prepositions, nouns,
and pronouns, e.g the, is, are, a etc. These words usually do not contribute to the semantic
meaning of the text nor are they important keywords for most NLP applications.

However, removing stop words incorrectly can affect an analysis depending on what you
are looking for. For example, if the purpose of the application is to predict positive or
negative sentiment in text, removing words such as "not" will affect the results negatively.
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Removing stop words is usually achieved by using a predefined list of words to remove,
depending on the purpose of the analysis, and simply removing them from the data set
[13]. Another popular method is to look at the most common words in the data set and
specify a list of stop words based on these.

Stemming
Stemming is a type of word normalization, where the purpose is to merge different forms
of a word into one [11, 13]. This way one can gather the same semantic meaning from
multiple words with the same base form. It can also reduce the size of the data set in favor
of computational time and storage space.

There are a few algorithms commonly used for stemming, where the most basic method
is called Truncate (n) stemmer [11, 13]. This algorithm truncates all words at the n-th
character. A more sophisticated algorithm is the Porter stemming algorithm, proposed in
1980 [14], and is still today one of the more popular stemming methods. The algorithm
has a few steps, depending on the modification of the algorithm and the language, but the
general idea is to for each word:

1) Based on a list of suffixes, remove the longest suffix appearing in the word.

2) Based on a list of other suffixes, remove them from the word.

3) Fine-tune the word based on a set of rules.

An example to illustrate the results of Porter’s stemming in English is that the words likes,
liked, likely and liking would all be reduced to the base form like.

For the Swedish language, a stemmer based on Porters stemming algorithm, using common
Swedish suffixes such as -er, -a, -en, would, for example, reduce the words springa and
springer into the base form spring. However, it would not be able to reduce the word
sprang into spring, even though it is the past tense of the verb springa.

3.2 Text Representation
Since computers do not understand text or characters, in order to train and use classical
machine learning models on language, the text needs to be transformed into a numeri-
cal representation. This is called text representation, and there are multiple ways to do this.

One of the most common text representation techniques is to represent text as a numerical
vector. The most basic approach is to assign 1 to a single element in a vector, representing
one word in the corpus. The rest of the words are assigned 0. This method is called
One-Hot encoding, illustrated in Figure 2.
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Figure 2: Example of one-hot encoding

There are multiple issues with simple word embedding techniques. The high dimension-
ality of the vectors results in a problem called "the curse of dimensionality". This means
that the number of data points required for good performance is high, in order to avoid
model complexity, which would lead to overfitting. For large corpora, the vectors are
very sparse, which increases computational time and model complexity. There is also no
local nor global context; words that have multiple semantic meanings in the language are
represented the same.

A lot of progress has been made in for the last 10 years to tackle the issues described
above. Word2Vec was developed in 2013 and uses a single hidden layered network to
predict words in the middle of a sentence based on local context, and the context based
on a target word [15]. This enables it to understand the local context of the text. GloVe
is another example, presented in 2014, outperforming Word2Vec by also including global
context [16]. In 2018, ELMO was presented and achieved state-of-the-art results, using
character-level Convolutional Neural Networks to better represent semantics in the embed-
dings with global context [17]. All of the above-mentioned methods were outperformed
when the Google AI team presented BERT, which is the method this thesis will use to
represent text as vectors.

Bidirectional Encoder Representations from Transformers (BERT) is a large masked-
language model that achieved state-of-the-art performance on numerous NLP tasks when
published in 2018 [18]. BERT is multi-layered and deeply bi-directional, meaning that it
trains on the context to both the left and right of each token compared to casual transformer-
based models that train based on the input before or input after each token [19]. BERT
uses two unsupervised training strategies; Masked Language Modeling (MLM) and Next
Sentence Prediction (NSP). MLM tries to predict a masked input token, and NSP tries
to predict if two input sentences are adjacent. Training by masking words and predicting
them based on the other words in the input allows BERT to learn the context of words and
how they are related to each other semantically. Training by predicting if two sentences
are adjacent allows BERT to understand long-term dependencies between words across
sentences.

There are multiple pre-trained versions of BERT, both language-specific and multi-lingual.
Using these models for a novel input sentence, the output embeddings are semantic rep-
resentation of each token in that sentence. The embeddings can be used to measure the
semantic similarity between them and other embeddings since they contain semantic infor-
mation [20]. The output of the BERT-base model presented in [18] is a 768-dimensional
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vector.

Although most of the base form pre-trained BERT models return word embeddings and not
an embedding for a sentence, there are ways to get an embedding representing longer text.
In the training step of BERT, the model adds two tokens to the input representation, a [CLS]
token, and a [SEP] token, as seen in Figure 3. The purpose of this input representation
is to be able to represent both a single sentence and a pair of sentences in one token
sequence. This way, the representation can be used for tasks that require one single
sentence represented, and tasks that require two sentences (e.g. question answering). The
[CLS] token is a special classification token and is added to the beginning of the two
input sentences. The [SEP] token is added between the two sentences and after the second
sentence, to indicate when a sentence ends. [18]

Figure 3: The input representation for BERT: The input embeddings are the sum of the
token embeddings, the segmentation embeddings, and the position embeddings. [18]

The output vector (embedding) from the [CLS] token in the final layer represents a contex-
tual embedding for the input sentence since the output of it is deduced by all other words
in the sentence. However, the [CLS] token is often a poor sentence embedding, worse than
taking the average GloVe word embeddings which is shown by [21]. To address this issue,
[21] presented the model Sentence-BERT (SBERT), which is a fine-tuned BERT with an
additional pooling layer that maps the word embeddings of the input tokens to a fixed-size
768-dimensional vector. In [21], three different pooling strategies were evaluated; mean,
max, and using the CLS token - which showed that mean-pooling outperforms the others.
Using SBERT with sentences as input results in a sentence embedding that can be used
for tasks such as sentence similarity. Since BERT uses all information in a sentence,
including stop-words, punctuation and different forms of the same word, preprocessing
the text data is not necessary before using a pre-trained SBERT.

3.3 Text Similarity Evaluation Metrics
Based on the sentence embeddings vectors, it is possible to calculate how similar two
vectors are, based on their placement in the vector space. Since the embeddings from
SBERT are based on the embeddings from BERT, which contain semantic information,
how close they are in the vector space can be used as a metric of how semantically similar
the sentences are.
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Figure 4 illustrates the concept of vector similarity between words in a two-dimensional
space. While the sentence embeddings from SBERT are of 768 dimensions, the concept
is the same: two sentences with similar semantic meanings are close to each other in the
vector space, and two that have completely different meanings are far away from each
other.

Figure 4: Vector similarity illustration.

The most common approach to vector similarity is to calculate the angle between the
vectors with cosine similarity [22]. This measurement is based on the cosine of the angle
between the two vectors in the Euclidean space. It can be calculated for two vectors, A
and B, by the following formula, where m is the length of the vector.

𝑐𝑜𝑠(𝐴, 𝐵) =
∑𝑚

𝑖=1 𝐴𝑖𝐵𝑖√︃∑𝑚
𝑖=1 𝐴𝑖

2
√︃∑𝑚

𝑖=1 𝐵
2
𝑖

=
𝐴 · 𝐵

| |𝐴| | | |𝐵 | | (1)

Two proportional vectors have a cosine similarity of 1, while two orthogonal vectors have
a similarity of 0, and two opposite vectors have a similarity of -1.

3.4 Text Classification
Supervised machine learning models, such as Support Vector Machines (SVM) can be
used to classify text based on their sentence embeddings. However, most of these methods
require a lot of training data to perform well.

Common approaches for text classification with limited training data are zero-shot, one-
shot, and few-shot classification [23]. Zero-shot is an ML approach where you train on
one set of labels but evaluate on a never before seen other set of labels. Few-shot learning
is a method used in different fields of machine learning, that uses only a few labeled data
points (a support set) to learn a classifier. When only one data point per class is available,
it is called one-shot learning. This is a fundamental task in NLP since many problems
have a large number of output classes but only a few training examples per class.

A few-shot approach is used by [24] to classify text documents, with a small number of
labeled documents for a multi-class classification problem. They collect each annotated
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training document by class and create document embeddings for them. These embeddings
are then combined by taking the mean of all embeddings for that class and are later used
as a class representative. For classes that only have one labeled document for training,
the embedding of that document is used as the class representative (one-shot). Using
cosine similarity between the class representative vectors and the documents to predict,
they classify based on the highest similarity score.

3.5 Classification Evaluation Metrics
There are a few different metrics commonly used for text classification problems. These
metrics can be calculated to evaluate how well the model is classifying, each metric giving
different insights on the model.

Calculating these metrics is based on the following notations:

Table 1: Evaluation Metrics Notations.
Notation Description

N Number of observations
TP True Positive
TN True Negative
FP False Positive
FN False Negative
𝑇𝑃𝑡 True Positive of the t-th label
𝑇𝑁𝑡 True Negative of the t-th label
𝐹𝑃𝑡 False Positive of the t-th label
𝐹𝑁𝑡 False Negative of the t-th label

Accuracy
Accuracy is a fundamental metric in classification problems and shows the percentage of
observations correctly predicted [25].

Accuracy is calculated by the following formula:

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =
𝑇𝑃 + 𝑇𝑁

𝑁
(2)

Precision
Precision is a measurement of the ratio of correctly classified positive samples out of the
total positive samples [25].

Precision is calculated by the following formula:

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
(3)
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Recall
Recall is the fraction of relevant observations. It is a measurement of how many of the
classified positive observations are correctly classified [25].

Recall is calculated by the following formula:

𝑅𝑒𝑐𝑎𝑙𝑙 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
(4)

F1-score
F1-score is a vital metric for unbalanced data sets, by taking the harmonic mean of Preci-
sion and Recall [25].

F1-score is calculated by the following formula:

𝐹1 =
2 × 𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 × 𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑅𝑒𝑐𝑎𝑙𝑙
(5)

Macro-F1 score
Macro-F1 score is an unweighted average of all individual class F1-scores. It gives the
same importance to each class, which makes it a good measurement for multi-classification
problems with an uneven class distribution [25].

Macro-F1 score is calculated by the following formula, where S is the number of classes.:

𝑀𝑎𝑐𝑟𝑜 − 𝐹1 =
1
𝑆

∑︁
𝑡𝜖𝑆

2𝑃𝑡 × 𝑅𝑡

𝑃𝑡 + 𝑅𝑡

(6)

where

𝑃𝑡 =
𝑇𝑃𝑡

𝑇𝑃𝑡 + 𝐹𝑃𝑡

, 𝑅𝑡 =
𝑇𝑃𝑡

𝑇𝑃𝑡 + 𝐹𝑁𝑡

(7)

3.6 Data Augmentation
Data Augmentation (DA) is commonly used for classification problems where the amount
of available training data is small. DA refers to different techniques to create more diverse
training data, and gained popularity in the Computer Vision field [26]. DA has gained
more attention in the NLP field in recent years, showing promising results on NLP prob-
lems with little training data. In 2019, [27] presented Easy Data Augmentation (EDA),
and showed that randomly inserting, deleting, and swapping tokens as well as replacing
tokens with synonyms improved the performance of many text classification applications.
This makes it possible to re-balance an imbalanced data set by creating more positive
examples that can be used for training ML models. It can also increase the variance of the
data, which can reduce bias in the model.

Data augmentation has been used and shown to increase performance in few-shot ap-
proaches to easily add more labeled examples of classes [26]. While synonym replace-
ment has been shown to increase performance in text classification tasks, it is dependent
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on a dictionary of replacement words for all words in the corpus. Another way to achieve
similar results is to replace or insert words using contextual embedding augmentation
(CEA) techniques with e.g. BERT or Word2Vec [28]. This approach masks a word or
inserts a masked token randomly in a sentence and tries to predict what that word is based
on the context of the sentence, and replaces the masked word with the predicted to create
an augmented version of the input sentence.
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4 Data
This section presents the process of transforming the contents of insurance policy doc-
uments into usable data consisting of text sequences (see Figure 5). This allowed NLP
techniques to be applied on the data, to find the most relevant text for each insurance
parameter.

The text describing the insurance policies and what parameters they cover was stored in
multiple PDF documents. Text was extracted from these PDFs as sequences and structured
in CSV files, as described in Section 4.2. Each extracted text sequence was labeled by
the thesis authors with appropriate standardized insurance parameters, or 0, see Section
4.1.1. Two version of the data set were created. For one of them stop-words and special
characters were removed, and tokenization and stemming were performed. See Section
3.1 for further explanation of the preprocessing. The other version was left unprocessed
for the purpose of using SBERT.

Figure 5: A schema explaining the process from PDF to usable csv. file

The final two versions of the data set each contained 9 393 rows of data. Each row
had a text sequence, information about where the text sequence originated, and a label
for a standardized insurance parameter. The last part of this section will discuss the
characteristics of the final data sets, and the methods used to create them.

4.1 Insurance Policy Documents
The data source for this project consisted of nine Swedish condo insurance policy docu-
ments, each originating from a different insurance company. Some of these documents
also contain additional information not relevant for the condo insurance coverage, which
adds to the complexity of the document. As shown in Table 2, the documents average 69
pages and 22 417 words, making for 619 pages and 201 770 words.
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Table 2: Policy document metadata.
Document Number of words Number of pages

1 36 705 91
2 24 008 85
3 27 564 33
4 24 669 112
5 21 215 53
6 19 992 39
7 20 414 93
8 15 403 26
9 11 780 87

Avg. 22 416.66 68.77
Sum. 201 770 619

4.1.1 Standardized insurance parameters

For this project, 34 condo insurance parameters were available. The parameters were
created by insurance experts based on a combination of industry expertise and comparison
to other standardized insurance parameters (see Section 1.2). As an example, one of the
parameters is shown in Table 3. It is a parameter called "smallBoat" which describes under
what conditions the insurance of a small boat applies. Since insurance companies may
have their own specific conditions for when small boat insurance applies, this standardized
parameter was made to capture multiple definitions. All parameters used for this project
are presented in Appendix A.

Table 3: Insurance parameter "smallBoat".
Name Definition

smallBoat

Ger ersättning för förlust eller skada på en liten båt som inte är
längre än 6 meter med en motor på max 15 hästkrafter och/eller
en segelyta på 10 kvadratmeter. Innehåller även ansvars- och
rättsskydd för dig i rollen som brukare, ägare eller förare av den
försäkrade båten.

For the baseline model described in Section 5.1, the parameters and their definitions will
be used to create dictionaries of words for each parameter. To determine what parameters
an insurance cover, the model will search the insurance policy documents for the words in
the dictionaries.

With the sentence embedding approach described in Section 5.2, a similarity score will
be calculated based on the sentence embeddings of the sequences and the parameter
definitions.

4.2 Data Extraction & Labelling
To use the text in the PDF documents, it was first necessary to extract and structure it
in a suitable way for NLP applications. This is possible using several parsing models
and techniques. For this thesis, NLP techniques was the focus. Therefore, extracting the
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text from the documents was performed manually; in a way to ensure that the coherence
of the text remained. For more information about the extraction, see Section 4.2.1. If
an extracted text sequence matched an insurance parameter definition, the text sequence
was labeled accordingly (see Section 4.1.1). The labeling process is described further in
Section 4.2.2. Extracting and labeling sequences from all nine documents resulted in 9
393 rows, where 9 003 were labeled 0 (not fulfilling definitions of insurance parameters).
At this stage, the data was on the form seen in Table 4. The distribution of the number of
words in all sequences and how many of them were labelled are presented in Table 5.

Table 4: Sample of extracted and labeled sequences
Insurance Company Parameter Sequence

generic-insurance-company 0 H1.1 Stöld och skadegörelse i bostad
och på byggnad eller tomtmark.

generic-insurance-company burglaryDamage

Försäkringen gäller för - stöld eller
skadegörelse som utförts av någon
som olovligen tagit sig in i bostaden.
(se avsnitt C1.1. beträffande vad son
anses utgöra försäkrad bostad.) -
stöd och skadegörelse på byggnad och
tomtmark om händelsen orsakats av
någon som inte haft tillåtelse att vis-
tas på den försäkrade fastigheten.

generic-insurance-company 0 Utökat skydd om du har stöd i
bostaden

generic-insurance-company 0 Särskilda aktsamhetskrav

generic-insurance-company 0
Dörrar till bostaden ska vara låsta.
Altan-, terass- och balkongdörrar ska
vara låsta eller stängda och reglade.

Table 5: Sequences metadata
Num. of words in sequence Num. of sequences Num. of labelled sequences

0-20 6 037 56
21-40 1 759 121
41-60 855 82
61-80 360 42
81-100 162 36
100+ 220 53

4.2.1 Extracting text sequences

For each document, text was extracted manually as sequences based on a set of self-
imposed rules, and saved in a spreadsheet for further processing. The rules were followed
to make sure that the text sequences kept their language coherence. For example, each
line break would indicate a new sequence. If items in a bullet point list were meant to be
read together, they were grouped together in a sequence, otherwise in seperate sequences.
See Figure 6 for an example. For a full list of the extraction rules, see Appendix B.
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Figure 6: Examples of how the sequences were extracted from the PDFs

4.2.2 Labeling

Each extracted sequence was labeled with an insurance parameter class, if it contained
enough information to entail the parameter definition. If it did not, the sequence was
labeled as 0. There were 34 labels, each corresponding to one of the 34 parameters (see
Section 4.1.1). 9 003 out of 9 393 sequences were labeled as 0, meaning only 390 text
sequences were labeled with at least one parameter. Four sequences were labeled with
multiple parameters. Some parameters were represented more than others, as presented
in Figure 7. This shows that there was an uneven class distribution. For models using
parts of the data set for training, see Section 5.2.3, some parameters will have fewer data
points available. How this affects performance will be discussed as results are presented
in Section 6 and more in detail in Section 6.4.
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Figure 7: Number of positively labeled sequences for all parameter classes.

Deciding if a sequence contains enough information to be labeled as a specific parameter
class, interpretation was required and could have been affected by bias. In order to verify
the Accuracy of the manual labeling process, a person who was not involved in the original
labeling was asked to review a subset of the data. The reviewed subset consisted of 400
sequences, extracted from all nine documents, with 24 of them labeled with a parameter
class. This represents 6 percent of the sequences, and was similar to the real distribution
of the whole data set.

The label confirmation showed an Accuracy of 99 percent, with two false negatives and
zero false positives. This gives a Precision of 100 percent and a Recall of 92 percent.

4.3 Preprocessing
To further prepare the data for NLP applications, the text sequences were preprocessed and
cleaned according to the methods described in this section. The result of these methods
is a reduction of unnecessary characters and words. It also reduced the number of unique
words, as presented in Table 6. To be able to utilize NLP libraries and their built in
preprocessing methods, the sequences were first loaded into a data frame with the help
of the Python library pandas [29]. The preprocessed sequences were then used for the
baseline model described in Section 5.1. However, for the sentence embedding approaches
the sequences were not preprocessed (see Section 5.2).
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Table 6: Number of words, characters & unique words
Preprocessing steps Words Characters Unique words

Original data 201 770 1 435 036 8554
After special characters removal 201 770 1 389 546 8554

After stop word removal 122 432 949 334 8446
After stemming 122 432 814 253 6119

4.3.1 Special characters removal

Special characters, as described in Section 3.1, do not contribute to any semantic meaning
of a sequence. They are also important to remove if it is desired to match and search
for words regardless of if they, for example, have punctuation after them. Therefore,
special characters were removed from all sequences through the function sub() provided
by the Python library RegEx [30]. Removal of special characters resulted in a reduction
of characters from 1 435 036 to 1 389 546.

4.3.2 Stop word removal

Stop word removal removes words that are commonly used in the language but do not have
a purpose for the semantic meaning of a sentence. This is more thoroughly explained in
Section 3.1. The Swedish stop words removed for this thesis were based on a list provided
by Kaggle [31], which consists of 114 words. Removing stop words resulted in a reduction
of unique words from 8554 to 8446 words, meaning only 6 words in the stop word list did
not exist in the data at all. In total, this reduced the number of words in the data set with
79 338 words, from 201 770 to 122 432.

4.3.3 Tokenization

As described in Section 3.1, tokenization is the process of splitting up a text sequence into
tokens, in this case words. The text sequences were tokenized to allow further prepro-
cessing methods to be applied to each word separately. This was achieved by using the
function word_tokenize() from the NLP library NLTK [32]. The function separates words
from each other by splitting at white-space characters.

4.3.4 Stemming

With the words separated as tokens, it is desirable to reduce the words to their common
base form. Stemming allows matching words like "båtar" (plural), and "båten" (definite
article) with the base form word "båt" (singular). Stemming the tokens in the data set was
achieved by using the function stem() from the SnowballStemmer module provided by the
NLTK library [32]. The function is based on the Porter stemming algorithm described
in Section 3.1, with a list of suffixes defined for each step of the algorithm specific for
the Swedish language. Applying the function on all words in all sequences resulted in a
reduction of unique words from 8 446 to 6 119.
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4.4 Final Data
In conclusion, two version of the data set were used. One data set was processed according
to Section 4.3 and later used for the baseline model. One data set was left unprocessed,
for the purpose of creating sentence embeddings. As described in 3.2, removing charac-
ters and stemming words can be counter-productive to keep the semantic meaning of a
sequence.

Each version of the data set contained 9 393 rows of data. Each extracted sequence had
its own row, alongside complementary information: what insurance policy document the
sequence was from (i.e insurance company name), and a label for what insurance parameter
the sequence matched. If it did not match any parameter, the label was set to 0. 95.84%
of the sequences are labeled as 0, meaning that the data set was heavily imbalanced. Not
only was the amount of non-zero labeled data small, but the labels were also unevenly
distributed.

4.4.1 Discussion of extraction and labeling methods

Extracting the text was performed manually, by following a set of rules, see Appendix
B. The rules were made to keep the coherence of the text. This approach ensured that
the results of the different NLP models were not affected by bad parsing. Although, if
any of the NLP models presented in this thesis were to be put in production, creating an
automatic parser would be relevant. This is however for future considerations and not
within the scope of this thesis.

The confirmation of the labeling method showed an Accuracy of 99 percent, which means
that a person not involved in this thesis similarly interprets the sequences and definitions.
If this result was much worse, it would imply that the labeling method was very prone to
bias, or that the insurance parameter definitions were too unclear and required substantial
interpretation. The Recall of 92 percent showed that interpretation had some impact on
the labeling. However, the results of the labeling confirmation were deemed tolerable.
Still, this is something that needs to be considered while evaluating the performance of
the models.
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5 Method
This section will describe the techniques and models used to reach the goals of the thesis.
Besides the baseline, each model classified a varying number of sequences as true per
parameter. This number will be referred to as n.

First, a baseline model was developed. A list of words that were expected to appear in
text relevant for each parameter was created by the two thesis authors and one domain ex-
pert. If a sequence contained any of those words, it was classified as true for that parameter.

The second approach was a one-shot classification model that calculated the cosine sim-
ilarity between the sentence embeddings of all sequences and all parameter definitions.
The n sequences with the highest similarity score were classified as true for each param-
eter. The sentence embeddings were created by using the pre-trained model SBERT (see
Section 5.2).

The last approach was a few-shot model, similar to the one-shot, but where some of the
data was used as training data. The parameter definition and training data combined to
a support set for each parameter. The similarity score was then calculated between the
sequences and the respective support sets. This was done by using three different pooling
strategies; max, mean, and max of mean/max-pooling, see Section 5.2.4. The top n scor-
ing sequences was classified as true for each parameter.

Data augmentation techniques were used to create augmented versions of the parameter
definitions, resulting in an expanded support set of each parameter. Similar to the few-shot
approach, different pooling strategies were used to calculate the cosine similarity score,
which was used for classification. This essentially made the one-shot approach a few-shot
approach without including any training data.

All models were evaluated by the metrics: Accuracy, Recall, Precision, and Macro-F1.
Additional metrics to estimate how well the models would perform in production, for
the specific use case described in Section 1.2, was calculated; "Sequence Reduction" and
"Success Rate". Sequence Reduction measures how much the model reduces the number
of sequences an end user needs to read. Success Rate counts how many of the parameters
present in a document are correctly classified at least once.

5.1 Baseline Model
As a baseline model, this thesis used a basic search approach; classifying each sequence
as true for a parameter class if the sequence contained any word expected to appear in a
relevant sequence. A list of words for each parameter was created by the thesis authors and
a domain expert and then combined into a dictionary. The contents of the dictionary and
the input sequences were preprocessed, as described in Section 4.3. For each parameter,
sequences were classified as true for the class if they contained any of the words in that
parameter’s word list, as illustrated in Figure 8. An evaluation was made for each parameter
separately and then combined into average metrics.
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Figure 8: Baseline model flow for each parameter. (Yellow: search word dictionary. Red:
sequences. Green: final output.)

5.1.1 Generation of dictionary

The dictionary with words to be searched for was created by the two thesis authors and
one domain expert. Each person wrote a list of expected words per parameter. I.e words
they expected to find in the text when manually extracting parameter information. The
lists were collected in three separate dictionaries. Some parameter dictionaries contained
the same words, as shown for the parameter weather in Table 7.

Table 7: Dictionaries for parameter weather

Parameter Definition Dict. 1 Dict. 2 Dict. 3

Ersättning för skada på dina
saker till följd av storm, vind,
hagel eller snötryck

storm
vind
hagel

snötryck

storm
vind
hagel

snötryck

storm
vind
hagel

snötryck

For other parameters, the dictionaries contained both similar and different words. Many
times the words differed only in the suffixes but had the same base form, as can be seen in
Table 8.
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Table 8: Dictionaries for parameter accident

Parameter Definition Dict. 1 Dict. 2 Dict. 3
Allrisk är ett skydd för plöt-
sliga och oförutsedda otur-
shändelser, som den vanliga
hemförsäkringen inte täcker
- till exempel om du skulle
tappa din mobiltelefon.

allrisk
oförutsedda

otur
oturshändelser

plötsliga

allrisk
oförutsedd

otur
plötslig

allrisk
drulle

plötslig

The words in all three dictionaries were stemmed in order to be matched against stemmed
words in the input sequences. They were then combined into one final dictionary, contain-
ing all unique words for each parameter. The amount of words for each parameter varied,
as can be seen in Table 9. The number of words in each parameter dictionary is shown
in Appendix C. As an example of the effects of stemming, the parameter underInsured-
Protection had eight unique words, shown in Table 8, but after stemming, the resulting
combined dictionary contained 6 unique words (12 words in total), shown in Table 9. This
is a result of the words plötsliga and plötslig being stemmed to the same base form plötslig
and the words oförutsedda and oförutsedd being stemmed to oförutsedd.

Table 9: Sample of number of words in dictionaries.

Parameter name Dict. 1 Dict. 2 Dict. 3 Combined dict.
accident 5 4 3 6

underInsuredProtection 2 1 2 5
weather 4 4 4 4

5.1.2 Classification

With the search word dictionaries finalized and stemmed, and the text sequences prepro-
cessed according to Section 4.3, the final step was to classify the sequences. If a sequence
contained any of the words in the dictionary for a parameter, it was classified as true for that
class. This means the same sequence could be assigned multiple classes. Otherwise, the
sequence was classified as false. Each parameter classification was evaluated separately,
as described in Section 5.4.

5.2 Sentence Embedding Classification Approach
The sentence embedding classification approaches were based on finding similarities be-
tween the input sequences and the parameter classes using sentence embeddings and cosine
similarity score. Using SBERT, all sequences in the data, and all parameter definitions,
were encoded. Then, the top n scoring sequences for each parameter were classified as
"true", where n varied between 1 and 20.

Two classification methods were used. The first, a one-shot approach, calculated the
similarity score between each sequence and each parameter definition, see Section 5.2.2.
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The second, a few-shot approach, calculated the similarity score between each sequence
and a set of training data, including the parameter definitions, see Section 5.2.3.

Data augmentation was applied on the one-shot approach to create more positive exam-
ples.This meant creating augmented versions of the parameter definitions. Three different
pooling strategies were applied to calculate the cosine similarity score, see Section 5.2.4.

5.2.1 Creating sentence embeddings

To start, all sequences and parameter definitions had to be encoded into sentence embed-
dings. SBERT, described in Section 3.2 was chosen as the sentence embedding encoder.
SBERT was used through the Python framework SentenceTransformers [21]. The pre-
trained Swedish model used for this thesis was the sentence-bert-swedish-cased trained
and presented by KBLab [33].

By using the sentence-transformers library, with the model sentence-bert-swedish-cased,
each sequence and parameter definition were transformed into 768-dimensional sentence
embeddings. The input data was not preprocessed as described in Section 4.3.

5.2.2 One-shot classification

Using the one-shot classification approach, finding relevant sequences was done by com-
paring them to the parameter definitions. Each encoded sequence was compared to each
encoded parameter definition, using cosine similarity. The n sequences with the highest
cosine similarity score for each parameter were classified as "true". The rest of the se-
quences were classified as "false". n ranged between 1 and 20 to see the difference in
performance. The complete flow of this one-shot model for each parameter is displayed
in Figure 9.

Figure 9: One-shot model flow, for each parameter. (Blue: parameter definitions. Red:
sequences. Purple: similarity score. Green: final output.)
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5.2.3 Few-shot classification

The few-shot classification model was a continuation of the above mentioned one-shot
classification approach. Instead of looking for similarities between a sequence and the
parameter definitions, this few-shot model included training data for each parameter. Out
of the nine available documents, six were used as training data, and the three remaining
documents were used for testing. The training data consisted of the positively labeled
sequences from the training documents. They served as examples of sequences that
should be predicted as "true" for a parameter class. The training data and the parameter
definitions were collected in a dictionary. This resulted in a support set for each parameter,
see Figure 10.

Figure 10: Generation of few-shot classification support set, for each parameter. (Blue:
parameter definition. Red: sequences. Yellow: support set)

Using the support sets, each sequence had more opportunities to show similarities to a
parameter, in comparison to the one-shot approach. Three different pooling strategies to
calculate cosine similarity score were used, as described in Section 5.2.4. Figure 11 shows
the general flow of operations for the few-shot classification model. For each parameter,
the top n similarity scoring sequences were classified as "true" for the parameter class.
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Figure 11: Few-shot classification approach, for each parameter. Three different pooling
strategies of cosine similarity calculations were applied. (Yellow: support set. Red:
sequences. Purple: similarity score. Green: final output.)

K-fold cross validation
Depending on which documents were in the training set and which documents were in the
test set, the performance of the model could differ. Therefore, the average performance of
the model was calculated using k-fold cross-validation. The nine documents were divided
into three folds, with each fold containing three documents. Two of the folds were used
to populate the support sets, and one was used for testing. The model was evaluated three
times, changing the testing fold each time. The final metrics of the model was an average
of the three evaluations.

5.2.4 Pooling strategies

Three different pooling strategies were used: mean-pooling, max-pooling, and a combi-
nation of the two. Figure 12 illustrates the mean-pooling strategy and Figure 13 illustrates
the max-pooling strategy.

Figure 12: Mean-pooling. Figure 13: Max-pooling.

Mean-pooling
The first pooling strategy for similarity score calculations used the mean value of the
support set’s sentence embeddings, as illustrated in Figure 12. All items of the support set
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(parameter definition and training data) were encoded using SBERT, represented by the
dotted yellow vectors in the figure. The mean value of all encoded vectors was calculated,
represented by the solid yellow vector. As a result, the support set of a given parameter
class consisted of only one encoded vector, encapsulating all semantic contents of the
support set. For each parameter, the similarity score was calculated between the input
sequences and the support set mean vector.

Max-pooling
The second pooling strategy looked for the highest similarity between a sequence and
all items in a support set, as illustrated in Figure 13. All items of the support set were
individually encoded using SBERT, for each parameter respectively. Then, each sequence
was compared to all items of a given support set, using cosine similarity. The highest
similarity score between a sequence and an item was used as the sequence’s similarity to
the parameter class. This pooling strategy will therefore only prioritize the closest item in
the support set, and the score will not be affected by the other items.

Combining max and mean-pooling
The final pooling strategy was a combination of the two previous ones. Two similarity
scores for each sequence and parameter were calculated. One using the mean-pooling
strategy, and one using the max-pooling strategy. Then, the highest score of the two was
used as the sequence’s similarity to that parameter class. This pooling strategy will be
referred to as max-mean-pooling.

5.3 Data Augmentation
To increase the variance in the data used for cosine similarity calculation, a few different
data augmentation techniques were explored and combined with the one-shot model. The
first approach was to use the EDA techniques random swapping and random deletion,
described in Section 3.6. The second approach used contextual embedding replacement
and contextual embedding insertion by using BERT and the Python library NLPAug [34].

The first algorithm using EDA techniques to create augmentations is shown in Algorithm
1. For each word in a sentence, one augmentation was made with the swapping technique,
and one was made with the deletion technique.

Algorithm 1: Algorithm to create augmentations of a sentence using EDA tech-
niques.

Input: Sentence S, Number of words in S q
Output: Augmentations A
for i = 1 to 5 do

for j = 1 to ⌊𝑞/5⌋ do
remove i words in S and save in A;
swap i words in S and save in A;

end
end

The second algorithm used to create augmentations is shown in Algorithm 2. For each
word in a sentence, one augmentation was made with the insertion technique, and one was
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made with the replacement technique.

Algorithm 2: Algorithm to create augmentations of a sentence using CEA tech-
niques.

Input: Sentence S, Number of words in S q
Output: Augmentations A
for i = 1 to 5 do

for j = 1 to ⌊𝑞/5⌋ do
replace i words in S and save in A;
insert i words in S and save in A;

end
end

The amount of words augmented varied between one and five for both algorithms to create
a large variation of the random effect of the augmentation techniques. To evaluate the
augmentation’s effect on the one-shot model, five different augmentation sets were created.
An average of the performance was calculated. This method, combined with the large
number of augmentations, ensured a wide distribution of random word augmentations, in
order to get a good estimation of the effect on performance.

For the one-shot model, the parameter definitions were augmented as described above.
With the expanded support sets, the same pooling methods described in Section 5.2.4
were used to calculate the similarity score. This essentially resulted in a few-shot model,
without including any new training data.

5.4 Evaluation
To get a complete understanding of the performance of each model, evaluations were done
in two ways. First, by classifying all sequences of all documents at the same time. And
secondly by classifying the sequences of each document separately.

Classifying all sequences
By letting the models classify all available data at once, the general metrics of the models
could be compared. For these runs, n ranged between 10 and 120.

Classifying documents separately
The use case of this thesis is to extract the insurance parameters of a given document. By
classifying the sequences of each document separately, the metrics more accurately show
how the models would perform in production. For these runs, n was varied between 1 and
20.
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5.4.1 Metrics

To evaluate the performance of all models, the following metrics were used:

• Accuracy

• Precision

• Recall

• Macro-F1

• Sequence Reduction

• Success Rate

Since Accuracy, Precision and Recall are calculated for each class separately, the metrics
presented in Section 6 are averages of each all classes’ performance. Macro-F1 was used
to evaluate model performance because of the uneven class distribution. Two additional
metrics were created, to measure the performance of the models for the specific use case:
"Sequence Reduction", and "Success Rate":

Sequence Reduction
Sequence Reduction measures the percentage reduction of sequences an end user needs to
read. It was calculated by dividing the number of positively classified sequence with the
total number of sequences for each document. This gives an indication of the time saved,
using the models compared to manual parameter extraction.

Success Rate
Success Rate count how many of the parameters present in a given document are correctly
classified at least once. This metric shows how well the models would perform in operation,
since one correctly classified sequence is enough to claim that a parameter is included in
an insurance. In summary, a parameter was deemed to be "completed" for a document if
one of the following conditions were met:

• There are no labeled sequences for the parameter in the document, i.e. no positive
examples are to be found.

• There is at least one labeled sequence for the parameter in the document, and at least
one is found.
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6 Results
In this section the results of all models will be presented, with the evaluation metrics
described in Section 5.4. The abbreviations used in all tables are presented in Abbrevia-
tions. Discussions about the results are embedded into each subsection. First, the baseline
model results are presented. Second, the results of the one-shot approach, including data
augmentation. Last, the results of the few-shot approach with different pooling strategies.

6.1 Baseline Model
The baseline model was a basic word search model, as described in Section 5.1. The
performance of the model when run on all data is presented in Table 10. As seen,
Recall was at 91.57%, which means that the model found most of the positively labeled
sequences. Success Rate gave a score of 97% for all data, a satisfactory result for the
use case. Accuracy was also high, at around 95%, which was expected since there are
many zero-labeled sequences in the documents that concern other things than parameter
coverage.

Table 10: Results of dictionary classification on all data. (%)
Acc. Prec. Rec. Ma.F1 Seq. red. S. rate

94.62 5.75 91.57 10.14 -86.28 97.06

However, the Precision very low, which means that the model incorrectly classified many
zero-labeled sequences as positive. As can be seen by Sequence Reduction, an end user
would have to read 86% more sequences than the original documents contained. This is
the result of multiple incorrect classifications, and no limit on the amount of sequences
shown per parameter.

Out of the 34 parameters, one was never correctly classified as positive. This was the
parameter extendedElectronic, which had two labeled examples in the data set. After
using the model to classify all available data at the same time, an evaluation was run for
each company separately. As shown in Table 11, Success Rate was at 100% for 6 out of
9 documents. However, the results also showed that the Precision of the model averages
around 6%, which drags down the Macro-F1 to average 15%. Notable is that document 9
has the lowest Recall at 83%, while the others range between 89% and 99% which could
indicate that its language differs from that of the other documents.

Table 11: Results of dictionary predictions for each document seperately. (%)
Doc. Acc. Prec. Rec. Ma.F1 Seq. red. S. rate
1 94.44 5.37 98.72 11.95 -92.38 100
2 94.59 6.34 96.86 14.98 -86.86 100
3 94.40 4.78 89.17 10.46 -92.86 94.12
4 94.95 5.68 98.61 13.96 -75.11 100
5 95.05 6.00 91.29 11.73 -71.72 94.12
6 94.87 5.99 93.33 13.64 -77.19 97.06
7 94.87 7.36 98.48 18.98 -78.36 100
8 93.40 6.92 98.22 15.99 -130.66 100
9 94.38 5.42 82.78 19.60 -94.34 100
AVG 94.55 5.98 94.16 14.59 -88.83 98.35
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The results of the baseline model showed that it did not perform well for the use case.
The model could find most of the positively labeled sequences and performed well in that
sense, as seen by the high Recall and Success Rate. However, the model also incorrectly
classified many sequences as positive, shown by the low Precision. Sequence Reduction
shows that the model would require an end user to, on average, read 88% more sequences
than present in the original documents. This is a result of multiple positive classifications
on many sequences. This is not a satisfactory result since the purpose is to reduce the
number of sequences. On top of that, creating dictionaries of words to search for requires
an effort from insurance experts, which increases the time this model would require for it
to be used.
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6.2 One-shot Classification
6.2.1 Top n - all data

As a starting point, the one-shot classification model classified the top n scoring sequences
per parameter of all data. This allowed for comparisons with the baseline model. The
number of classified sequences, n, ranged between 10 and 120, which results in a range of
Sequence Reduction between 96% and 57%. The results are presented in Table 12. The
highest Macro-F1 score was achieved at n = 10, which is a result of a balanced Precision
and Recall (both at 41%). Success Rate were at 82%, meaning 6 out of 34 parameters were
never correctly classified as true. For higher values of n, the Macro-F1 score drops; the
Precision decreases faster than the Recall increases. However, the Success Rate improves,
which is important for the use case.

Table 12: Results of one-shot classification on all data. (%)
n Acc. Prec. Rec. Ma.F1 Seq. red. S. rate
10 99.86 41.76 41.78 37.8 96.38 82.35
20 99.78 27.79 54.81 33.64 92.76 88.24
30 99.69 20.59 58.53 28.04 89.14 88.24
40 99.6 16.84 61.69 24.59 85.52 88.24
50 99.5 14.65 66.8 22.43 81.9 91.18
60 99.4 12.7 68.11 20.07 78.28 91.18
70 99.3 11.3 70.19 18.34 74.66 91.18
80 99.2 10.44 78.14 17.31 71.04 97.06
90 99.1 9.35 78.93 15.78 67.42 97.06
120 98.79 7.38 81.03 12.89 56.56 97.06

As an example of what parameters the model struggles to classify, for n = 40, four
parameters were never correctly classified. These are extendedAway, extendedElectronics,
reducedDeductible and rental. They each had between one and five positive examples in
the data. As n increases, three of them are eventually classified correctly at least once.
However, even for n = 120, the parameter rental is never correctly classified, even with
five positively labeled sequences in the data. A deeper analysis of this parameter will be
presented in Section 6.4.

6.2.2 Top n - per document

For this evaluation, the top n scoring sequences were classified as true for each parameter,
for each document separately. An average of the performance for all documents was
calculated, for each n. The results are presented in Table 13. The purpose of this was to
get an understanding of how n affects the different metrics when classifying each document
with the one-shot approach separately. Thus making the results more representative of
how the model would be used in production.
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Table 13: Results of top n classifications for each parameter for each document separately.
(%)

n Acc. Prec. Rec. Ma.F1 Seq. red. S. rate
1 99.84 39.22 41.74 44.87 96.31 66.99
2 99.76 28.10 55.27 42.68 92.61 77.45
3 99.67 22.00 62.57 38.34 88.92 83.01
4 99.58 18.30 67.86 34.65 85.22 86.27
5 99.48 15.36 70.30 30.77 81.53 87.58
6 99.38 13.67 74.02 28.42 77.83 89.54
7 99.28 12.42 76.71 26.47 74.14 90.85
8 99.18 11.11 77.37 24.23 70.44 90.85
9 99.07 9.99 77.72 22.21 66.75 91.18
10 98.97 9.15 78.51 20.69 63.05 91.83
12 98.76 7.87 80.52 18.28 55.66 92.81
15 98.44 6.56 83.97 15.81 44.58 94.77
20 97.91 5.18 87.54 12.86 26.10 96.41

As n increases, Recall and Success Rate increase. At the same time, Precision, Macro-F1,
and Sequence Reduction decrease. This is a similar trend as the classification of all data
in Section 6.2.1.

The highest Macro-F1 score is achieved with n = 1, which is the result of relatively high
Precision. However, the Recall and Success Rate are quite low. Therefore, classifying
only one sequence per parameter would not perform well for many parameters. Figure
14 shows how the metrics change with increasing n. As more sequences are positively
classified, Recall and Success Rate increase. At n = 7, the increase somewhat stagnates.

Figure 14: Graph showing metrics for one-shot similarity score, classifying n sequences
for each parameter.

At n = 7 the Recall is at 77%, which is quite a bit lower than the baseline model (94%).
However, the model had a Success Rate of 91% (31 out of 34 parameters correctly classified
at least once per document, on average) while at the same time reducing the number of
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sequences by 74%, on average. A closer look at model performance for each document
with n = 7 is shown in Table 14.

Table 14: Results for each document separately for top 7 scorers prediction. (%)
Doc. Acc. Prec. Rec. Ma.F1 Seq. red. S. rate
1 99.54 12.18 59.08 23.16 84.10 82.35
2 99.55 14.71 83.81 29.54 83.27 94.12
3 99.45 13.03 83.45 25.79 79.29 91.18
4 99.45 14.29 86.11 31.13 78.84 97.06
5 99.40 13.45 75.86 23.74 77.86 85.29
6 99.40 11.76 82.00 26.12 77.84 91.18
7 99.37 14.29 87.12 33.28 75.94 97.06
8 98.79 11.76 82.49 25.44 56.57 94.12
9 98.61 6.30 50.48 20.05 53.52 85.29
AVG 99.28 12.42 76.71 26.47 74.14 90.85

The model’s ability to correctly predict positive examples was worse than the baseline
model, but the Precision was higher. The amount of sequences reduced by the model
averaged 74%, compared to the large increase by the baseline model. An average of 3 out
of 34 parameters (90.85%) were not successfully classified at least once per document.
This model with n = 7 showed potential, but also that there was room for improvement.
Similar to the baseline model, document 9 performed worse regarding Macro-F1 as a
result of both lower Precision and Recall.

6.2.3 One-shot approach with data augmentation

After the first attempt of scoring against only the parameter definition, the augmentation
algorithms described in Section 5.3 was run to create augmented versions of the parameter
definitions. This led to having multiple positive examples for each class. The three pooling
methods described in Section 5.2.4 were used to calculate the score between the sequences
and the augmented parameter definitions.

The EDA algorithm swapped and deleted words randomly in the parameter definitions.
The CEA algorithm inserted and replaced words randomly based on their context. The
difference in Macro-F1 for the three different pooling strategies as a function of n is shown
for both algorithms in Figure 15 and 16. As seen in the figures, the difference is minimal
between the original one-shot approach and the models using augmentations for both EDA
and CEA, for all three pooling strategies.
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Figure 15: Macro-F1 comparison be-
tween one-shot models, with and without
EDA techniques.

Figure 16: Macro-F1 comparison be-
tween one-shot models, with and without
CEA techniques.

Success Rate is presented as a function of n, with different pooling strategies for EDA
and CEA in Figure 17 and Figure 18. Similar to the Macro-F1 results, the difference is
quite small. For the EDA approach with mean-pooling, there is a slight improvement for
n between 7 and 12. At the same time the max and max-mean-pooling strategies slightly
impaired the performance. The difference between the CEA approaches is even smaller.

Figure 17: Success Rate comparison be-
tween one-shot approach, with and with-
out EDA techniques

Figure 18: Success Rate comparison be-
tween one-shot approach, with and with-
out CEA techniques.

The effects on the performance of the augmented definitions were small both, using
EDA and CEA techniques. In general, mean-pooling performed better than the other
pooling strategies, but only slightly. Because of the small effect on performance by the
augmentations and because of the random nature of data augmentation, it is hard to draw
any conclusions about the effect of using augmentation techniques for this problem.

6.2.4 One-shot classification conclusions

The results of the one-shot model differed quite a lot from the baseline model. Even
with 20 predicted sequences per parameter per document, there is a Sequence Reduc-
tion of 26%. This compared to the large increase by the baseline model shows that the
one-shot model would be a better fit to be put in production. At n = 20, Recall is 87%
and the model reduces the amount of sequences by 26%. Although it is not perfect, it
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still could be used in production to replace manual reading and extraction. However, it
would mean that incorrect information would be shown for on average 1 out 34 parameters.

Looking at lower values of n, the Sequence Reduction is quite high. At n = 7, the system
would show 74% less sequences, but on average give faulty information for 3 parameters.
This model with n around 7 could be used if the priority is to reduce the number of
sequences, but is obviously not optimal for the purpose of showing correct information.
It comes down to what an acceptable error rate would be for the system and where the
priorities lie.

Data augmentation only had minor impact on the performance of the model. Because of
this and since augmenting all parameter definitions require computational time, it is not
considered a worthwhile effort for a future tool.
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6.3 Few-shot Classification Model
The performance metrics of the few-shot classification model were calculated using k-fold
cross-validation, as described in Section 5.2.3. This procedure was repeated for each of
the three pooling strategies (see Section 5.2.4).

6.3.1 Pooling strategies evaluation

To examine the change in performance based on the number of positively classified se-
quences per parameter, different values of n were used. For each of the three pooling
strategies, the model metrics are presented for n between 1-20, see Table 15, Table 16 and
Table 17.

Table 15: Mean-pooling few-shot classification performance metrics for n between 1-20.
(%)

n Acc. Prec. Rec. Ma.F1 Seq. red. S. rate
1 99.87 54.58 58.33 62.65 96.31 82.35
2 99.79 34.48 68.87 52.92 92.61 88.24
3 99.71 26.91 76.45 46.93 88.92 92.48
4 99.61 21.16 79.18 40.27 85.22 93.46
5 99.51 18.04 82.51 36.19 81.53 94.44
6 99.41 15.58 84.52 32.54 77.83 95.42
7 99.31 13.87 86.48 29.98 74.14 95.75
8 99.20 12.46 87.25 27.50 70.44 96.08
9 99.10 11.18 87.68 25.21 66.75 96.41
10 98.99 10.26 88.34 23.48 63.05 96.41
12 98.79 8.88 90.35 20.89 55.66 97.06
15 98.47 7.32 92.08 17.77 44.58 97.71
20 97.93 5.62 94.04 14.12 26.10 98.69

Table 16: Max-pooling few-shot classification performance metrics for n between 1-20.
(%)

n Acc. Prec. Rec. Ma.F1 Seq. red. S. rate
1 99.87 52.29 55.88 60.01 96.31 80.07
2 99.80 35.29 69.15 53.94 92.61 87.91
3 99.71 27.23 76.17 47.42 88.92 91.18
4 99.62 21.98 80.08 41.53 85.22 92.16
5 99.51 18.17 81.75 36.41 81.53 93.14
6 99.41 15.80 84.12 33.08 77.83 93.79
7 99.31 13.77 85.60 29.82 74.14 95.10
8 99.20 12.38 87.44 27.50 70.44 96.08
9 99.10 11.26 88.59 25.50 66.75 96.73
10 98.99 10.23 88.96 23.59 63.05 96.73
12 98.78 8.77 90.42 20.84 55.66 96.73
15 98.47 7.41 92.66 18.09 44.58 97.06
20 97.94 5.75 94.52 14.47 26.10 97.71
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Table 17: Max-mean-pooling few-shot classification performance metrics for n between
1-20. (%)

n Acc. Prec. Rec. Ma.F1 Seq. red. S. rate
1 99.87 53.59 58.07 62.27 96.31 81.37
2 99.80 35.46 69.80 54.28 92.61 88.56
3 99.71 27.67 77.16 48.05 88.92 91.83
4 99.62 22.06 80.25 41.60 85.22 92.48
5 99.51 18.24 82.31 36.55 81.53 93.46
6 99.41 15.85 84.62 33.20 77.83 94.44
7 99.31 13.77 85.33 29.79 74.14 94.77
8 99.20 12.38 86.96 27.44 70.44 96.08
9 99.10 11.22 88.17 25.38 66.75 96.73
10 98.99 10.20 88.53 23.48 63.05 96.73
12 98.78 8.77 90.35 20.81 55.66 97.06
15 98.47 7.43 93.13 18.15 44.58 97.71
20 97.93 5.75 94.68 14.47 26.10 98.37

The performance of the three pooling strategies did not differ much. The insignificant
difference between them could be an indication that SBERT is quite good at catching
the semantic meaning of the sequences, even though they differ a lot in how they are
formulated (word choices and amount of words). Accuracy stayed between 100% and
98%, which is similar to the one-shot approach. Precision ranged from around 50% for
lower n to around 6% for higher n. While Precision decreased, there was also a steady
increase in Recall for higher n, ranging from around 55% up to 95%. Macro-F1 decreases
as a result of a larger Precision reduction than Recall increase, similar to the one-shot
approach. The Macro-F1 is however higher overall than for the one-shot approach for
each n. In fact, the performance improved by all metrics for all three pooling strategies
compared to the one-shot approach. For n = 20, the Macro-F1 is at 14.51%, which is very
similar to the baseline model (averages at 14.59%). Success Rate was 81% on average for
n = 1, but approaches 98-99% for n = 20. The baseline model achieved a Success Rate
of 98.38% , similar to what the three pooling strategies achieved at n = 20. However,
where the baseline model increased the number of sequences by 88%, the few-shot model
reduced them by 26%.

Success Rate, Macro-F1, Recall and Precision are presented as a function of n in Figure
19, 20 and 21, to illustrate the performance change when increasing n.
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Figure 19: Mean-pooling. Figure 20: Max-pooling.

Figure 21: Max-mean-pooling.

As seen in the figures above, the performance of all pooling strategies changed in very
similar ways based on the value of n. This was similar to the behaviour of the one-shot
model. The most radical changes occur for smaller values of n. Between n = 1 and n =
5, there is a sharp increase in Success Rate and Recall. A similar decrease happens for
Precision and Macro-F1. After n = 9, the performance metrics did not change as much.

For the use case of this thesis, Sequence Reduction, and Success Rate should be as high
as possible. A high value for Sequence Reduction means an end user saves substantial
time using the model for parameter extraction. A high Success Rate means the model
correctly extracts the parameters expected from an insurance document. Therefore, an
optimal n is needed.

6.3.2 Max-pooling strategy for n = 9

At n = 9, there is a balance between Success Rate and Sequence Reduction. For this
n, max-pooling performed the best, with 96.74% Success Rate and 27.5% Macro-F1.
Increasing n to 10, there is no improvement for Success Rate. Beyond n = 10, it increased
minimally. Since Sequence Reduction decreases linearly by 3.26% per n, increasing n
beyond nine would not be worthwhile, to keep both metrics high.

The number of training documents’ effect on performance is shown in Table 18. It presents
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the results for max-pooling, top n = 9 classification for the different number of training
documents.

Table 18: Max-pooling few-shot classification performance metrics by number of training
documents (#TD), n = 9. Results of 3-fold cross validation. (%)

#TD Acc. Prec. Rec. Ma.F1 Seq. red. S. rate
1 99.09 10.60 83.38 24.02 66.75 94.44
2 99.09 10.97 86.29 24.87 66.75 95.75
3 99.10 10.97 86.96 24.96 66.75 96.08
4 99.10 10.93 87.86 24.96 66.75 96.73
5 99.10 10.93 86.95 24.85 66.75 96.41
6 99.10 11.26 88.59 25.50 66.75 96.73

Including only one document in the support set improved the Recall by 6, Macro-F1 by 2,
and Success Rate by 3 percentage points compared to the one-shot model for n = 9.

Adding more training data to the support set generally increased all metrics of the model.
Yet a small decrease in Recall, Macro-F1 and Success Rate can be seen between the fourth
and fifth rows. A possible explanation for this is the small size of the data set. As shown
for both the baseline and the one-shot approach, some documents generally got worse
results than others, when classifying their sequences. These documents could affect the
model’s performance, either when included in the support set or used for testing. In the
support set, they could affect the similarity scores of the input sequences, and when used
for testing their sequence could be challenging to correctly classify. The opposite is also
true; a document with good test performance could improve the model by being added
to the training support set. However, not testing the model on that document could show
an impaired performance. While the k-fold cross-validation showed a generally improved
performance when adding documents to the support set, more available documents would
be needed to allow for further evaluation of the effect.

6.3.3 Few-shot classification conclusions

Compared to the one-shot model, this few-shot model improved the performance by all
metrics. Comparing the three pooling strategies, the difference in performance was small.
For n = 9, resulting in a good balance between Success Rate and Sequence Reduction,
max-pooling performed best by a narrow margin. This version of the model had a Success
Rate of 97% and a Sequence Reduction of 67%. The Macro-F1 score was however still
low as a result of poor Precision. Recall was higher than for the one-shot approach, only
missing 11% of all positively labeled sequences. Using training documents has shown to
be an effective way of improving the model for all metrics. If there were more documents
available, the effect of adding training documents could be furthered investigated, and
a convergence could possibly be seen. This is something to consider in the future if
new documents from new insurance companies on the Swedish home insurance market
become available.

Out of the evaluated models, the few-shot model, classifying around n = 9 sequences
per parameter, using as many training documents as possible, have shown the best
performance for the use case. With this model it would be possible to decrease the
amount of sequences required to read in a document by around 67% while at the same

46



time catching almost 90% of the relevant text. The Success Rate for n = 9 is very high, at
around 97 %. However, 1 out of 34 parameters would be missed per document on average.
Meaning that the model would fail to extract useful information for one parameter when
there was useful information to be found. If this system were to be put in production and
to be used, there would need to be discussions if a 3% error rate is acceptable or not. As
discussed in Section 4.2.2, there is some bias and interpretation involved when working
with these unstructured and complex insurance policy documents. Because of this, an
evaluation should be made of what error rate there currently is when an insurance expert
manually reads the policy documents and extract information.

While the balance between the Success Rate and Sequence Reduction is something to
consider, the thesis authors assess that this model fulfills the aim of the thesis. This model
can be used to extract the most relevant information of the coverage of an insurance policy
document while at the same time reducing the number of sequences required to read.
Furthermore the thesis authors believe that the model would only improve with time, if
more home insurance policy documents become available.
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6.4 Parameter Analysis
An analysis of a few specific parameters is made in this section, to explore why some
parameters behave differently than others. Section 6.4.1 presents how the size of the few-
shot model support set affects the performance for classifying some parameters. Section
6.4.2 presents some parameters that are semantically similar to other parameters, and how
that affects the results.

6.4.1 Effect of support set size

As discussed throughout Section 6, the few-shot model with max-pooling, n = 9, and
the largest support set possible seems to be the most suitable model for its purpose.
That being said, the model did not improve its Recall and Success Rate for every single
parameter, when increasing the support set size.

Comparing the one-shot model to the few-shot model, 18 parameters increase their Recall
with the few-shot model, and 11 are unchanged. This shows the positive impact of
including training data, and for some parameters, the increase in Recall is very high. An
example of this is the parameter specialItem, which had 40% Recall with one document in
training. At six documents in training, it averaged 83%, which is a significant improvement.
This indicates that the positively labeled sequences in different documents at times are
more similar to each other than they are to the parameter definition. In total, five parameters
out of the 34 get their highest Recall using the one-shot model, as opposed to the few-shot
model. Parameters away and personalAccident get worse Recall with any training data,
and bullying, fire, and smallBoat get worse Recall with too much training data, see Table
19.

Table 19: Parameters that get the best Recall using the one-shot model. Row 0: One-shot
n = 9. Row 1-6: Few-shot max-pooling, n = 9. #TD shows the number of training
documents used to populate the support set. (%)

#TD away personalAccident bullying fire smallBoat
One-shot 0 87.96 83.33 100 89.81 100
Few-shot 1 76.85 75 100 100 100

2 73.15 75 100 100 100
3 75.93 75 100 81.48 100
4 75.93 75 100 85.19 100
5 75.93 75 75 85.19 94.44
6 74.07 75 75 88.89 94.44

This means the similarity score between an input sequence and the parameter definition
was a better tool to classify the sequences, than including training data - for the parameters
away and personalAccident. The reason for this could be that the parameter definitions
contain more useful information and semantic meaning than the training data itself, or
that the included training data for these parameters was of poor quality. Including training
data of poor quality with the max-pooling strategy increases the likelihood of input
sequences getting a high similarity score to a parameter class, even though they should
be classified as 0, for example. For bullying, fire and smallBoat, a support set is useful in
terms of Recall only up to a certain size. Limiting the size of the support set could be a
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solution to keep the Recall high for these parameters.

To reiterate: the average Success Rate is the highest when using few-shot max-pooling
with a large support set size. Compared to the one-shot model, 13 out of 34 parameters get
a higher Success Rate using the few-shot model, and 19 are unchanged. Some parameters
see a bigger increase than others. The parameter brfInsurance hugely increases from 44%
with one-shot to 100% with few-shot, for example. The parameters accident, away and
bullying are the only parameters that get worse Success Rate using the few-shot model as
opposed to the one-shot model, see Table 20.

Table 20: Parameters that get the best Success Rate using the one-shot model. Row 0:
One-shot n = 9. Row 1-6: Few-shot max-pooling, n = 9. (%)

#TD accident away bullying
One-shot 0 100 100 100
Few-shot 1 88.89 88.89 100

2 88.89 88.89 100
3 88.89 88.89 100
4 88.89 88.89 100
5 88.89 88.89 88.89
6 88.89 88.89 88.89

Worth noting is that accident and away get a worse Success Rate with any training
data used. For bullying the decrease only happens for bigger sizes of the support set.
Similarly to the Recall performance, this could be the result of poor quality training data.
Furthermore, away was the only out of these parameters to also score a better Recall with
one-shot. Meaning, a worse Recall does not necessarily result in a worse Success Rate,
and vice versa.

6.4.2 Effect of semantically similar parameter classes

Rental
Rental is one of the few parameters that performed poorly, especially for the one-shot
approach. None of the five positive examples in the data were correctly classified, even
with n = 120, when classifying on all data. Looking closer at the definition, it is structured
in a way that is quite different than most other parameter definitions.

The first part of the definition gives context. "Hemförsäkring täcker vanligtvis inte stölder
utförda av någon du släpper in frivilligt..." states that a home insurance generally does
not cover if someone that the insured have let in to their home steals something. The
second part states the actual coverage of the parameter. It covers theft when the insured
have rented out their home to someone; "men med uthyrningsskydd utgår ersättning vid
stölder när du hyr ut din bostad.".

The first part of the definition is semantically similar to burglaryDamage and extend-
edTheft. burglaryDamage covers theft in the insured home if someone breaks in, but
not if someone was invited to the home. extendedTheft covers theft in the home from a
person that is allowed access by being a healthcare provider or similar.
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Looking closer at the top scoring sequences against the parameter rental, the top five
scorers are labeled as extendedTheft, which is reasonably a result of the first part of
the rental parameter definition. To understand the effect of similar wording between
the parameter definitions, the rental definition was reformulated by excluding the first
part. The results showed that two out of five positive rental sequences were correctly
classified with the same approach that earlier missed them all. This demonstrates that the
model performance can be affected by how differentiable the parameter definitions are.
The Recall for the parameter increased from 0 with the one-shot model, to 0.67 for the
few-shot model. This shows that a "poorly" formulated definition can be overcome by
including training data.

For future considerations, companies or researchers working on similar problems
should consider optimizing the wording of class representatives to ensure they are
distinguishable from one another. The one-shot model created in this thesis does perform
quite well, and could perhaps be improved by reformulating the parameter definitions.
If improved enough, the model could replace the few-shot model. Thus, there would
be no need for training data, which would save resources. The one-shot model could
also be applied to novel markets and novel insurance types, e.g. car insurance, more easily.

Travel and extendedTravel
The parameters travel and extendedTravel have definitions very similar to each other.
The cosine similarity score between the two definitions, encoded with SBERT, is 0.8.
Both parameter definitions contain coverage information for overseas travel. travel is
the basic protection, which includes reimbursement for sickness, accidents, and ruined
vacation days. As suggested by the name, extendedTravel extends the basic protection by
including additional reimbursement for the same incidents. On top of that, it also includes
cancellation coverage. travel has 51 positive examples in the data while extendedTravel
has 31. It is however not obvious how they could be reformulated to make them more
distinguishable from one another, as it was for the parameter rental.

The max-pooling few-shot model with n = 9 shows that the parameters affect each other.
However, not to the extent that was expected by the thesis authors. When classifying travel,
5 out of the 81 top-scoring sequences (9 per document) were labeled as extendedTravel.
For extendedTravel, 7 out of the 81 top-scoring sequences were labeled as travel. Instead,
a large majority of both parameters were labeled as 0. Looking closer at the zero-labeled
sequences, in most cases, the text contains minor specific conditions regarding travel
coverage but does not in itself entail either of the two parameters. An example is shown
in Table 21.

Table 21: Example of zero-labeled sequence classified as both the parameters travel and
extendedTravel.

Label Assigned Classes Sequence

0 travel
extendedTravel

Vi betalar nödvändiga och skäliga kostnader samt
kost och logi, för två nära anhörigas resa från
Sverige och åter, vid sjukdom, olycksfall eller
dödsfall utomlands som omfattas av försäkringen •
om ditt tillstånd av läkare bedöms vara livshotande
• om du har avlidit och ska begravas på platsen.
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The sequence informs that if the medical condition of the insured is deemed life-
threatening, the insurance covers the cost of travel and lodging for two close relatives
to visit the insured. While this is something outside the definitions of travel and ex-
tendedTravel, it is closely related. This is not necessarily something that the model does
poorly, nor that there is an issue with the labeling. It shows the struggles of trying to
capture all contents of different insurance companies and the information within their
policy documents into a few standardized insurance parameters.
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7 Conclusions
This thesis aimed to answer the following research questions:

• What NLP approach is most suitable for extracting relevant insurance coverage
information from unstructured insurance policy documents?

• How do different NLP models perform on this problem, and what affects their
performance?

• How easy are the parameters to classify in relation to one another? If there is a
difference, why?

Multiple models have been evaluated to answer the questions. The baseline model showed
that a simple approach is insufficient (see Section 6.1). The one-shot model significantly
improved performance compared to the baseline model (see Section 6.2). The few-shot
model improved the performance further by including training data (see Section 6.3). All
parameters were not as easy to classify as others, regardless of the model used, and some
parameters got worse performance with a bigger size of support set. This matter, and
possible explanations as to why, are described in Section 6.4.

In this section, conclusions are presented about the achievements of the research questions
in Section 7.1. Then, the data limitations of this project are discussed in Section 7.2.
Following, the lessons learned by the thesis authors are presented in Section 7.3. Last,
discussions on future works are presented in Section 7.4.

7.1 Answering the Research Questions
What NLP approach is most suitable for extracting relevant insurance coverage
information from unstructured insurance policy documents?

As shown by [7] in Section 2, deep learning models could be used for NLP applications
on unstructured documents. The issue is that the approach requires a large corpus of
high-quality for training, which is not available for Swedish insurance policy documents.
Due to the unstructured nature of the data, rule-based matching does not work either. A
search-word approach has been shown in this thesis not to be a suitable approach for the
problem since it increased the number of sequences required to read by a user.

Using a few-shot classification model based on sentence embeddings from SBERT,
cosine similarity calculations with a max-pooling strategy and classifying 9 sequences
per class has been shown to be a suitable NLP approach (see Section 6.3). The model has
a Success Rate of 97% while reducing the number of sequences by 67%, which is the best
result achieved by the different NLP approaches developed in this thesis.

The few-shot classification approach uses a support set with parameter definitions and
training data. The max-pooling strategy allows the highest similarity score between
an input sequence and any of the support set items to represent the input sequence’s
similarity, for a given parameter class. With a big and diverse support set, this allows accu-
rate classification, even if the input sequences themselves differ in their semantic meanings.
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How do different NLP models perform on this problem, and what affects their
performance?

The best-performing model out of the explored approaches was the max-pooling few-shot
model, with a large support set and n = 9. In general, the performance improved when
including more training data in the support set, see Table 22.

Table 22: Comparing the one-shot and few-shot models. One-shot model (n = 9) &
max-pooling few-shot model (n = 9). Training documents used to populate support set:
TD (%)

Model Acc. Prec. Rec. Ma.F1 Seq. red. S. rate
One-Shot 99.07 9.99 77.72 22.21 66.75 91.18
Few-Shot (1 TD) 99.09 11.00 85.51 24.82 66.75 95.10
Few-Shot (6 TD) 99.10 11.22 88.17 25.38 66.75 96.73

Even using a single training document to populate the support set increases the perfor-
mance by all metrics, as seen by comparing rows one and two. An even larger increase in
performance is seen for more training documents in the support set (row three). Where
the benefit of increasing the size of the support set stops is unclear. With a larger data set,
further testing could be done. Three pooling strategies were tested (Section 6.3), but their
effect on the model performance was not substantial. Data augmentation did not improve
the performance, as shown in Section 6.2.3.

How easy are the parameters to classify in relation to one another? If there is a
difference, why?

Even though a larger support set on average greatly improves the model’s ability to
correctly classify sequences, that is not true for every single parameter, see Section 6.4.1.
The reason for this is three-fold: First, the quality of the training data. Second, the
wording of the parameter definition. Third, the rarity of some parameters.

The quality of training data is a result of different insurance policy documents describing
coverage in different ways, leading to less specific semantic representations of the
parameter classes. This ties back to the problem described in Section 1.2; it is hard
to interpret and standardize information from multiple insurance policy documents.
This is a result of the contents being written in a legal and industry-specific language,
which also differs depending on the insurance company. It is also a result of different
specific conditions on coverage, something that the insurance parameters try to capture by
generalizing. But since the specific conditions are present in the documents, they affect
the model performance when included as training data.

For some parameter classes, the semantic meaning is very similar to that of other
parameters, see Section 6.4.2. Meaning, that the sequences that should be classified
as one parameter, instead could be classified as another very similar one. The solution
for this problem could be to differentiate the meaning of the two parameters more, by
altering their definitions. More training data could also possibly help in distinguishing be-
tween similar parameters. With more training data available, this could be explored further.
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Some parameters are however rare for insurance companies to offer their consumers, which
is a problem not necessarily solved by having more data available.

7.2 Data Limitations
As mentioned in Section 4.2.2, there was an uneven distribution between the parameter
classes. There were a few parameters that only had one or two positive labeled sequences
in the data set, and they performed quite poorly for some models. The parameters
extendedAway, extendedElectronics and reducedDeductible only had one, one, and two
respective positively labeled examples in the data. Therefore it is hard to analyze and
draw any conclusions about the definitions and the performance of the models regarding
them. However, the answer to this might not be as easy as finding more or better data;
these parameters are rare in Swedish home insurance policy documents in general. An
unbalanced data set was expected due to the rarity of some types of insurance coverage,
but only having one or two positive examples for some parameters in the data set was not.
As mentioned, this problem is not easily solvable, but since a large majority of parameter
classes had multiple positive labeled sequences available, the evaluation of the models
is valid. For problems similar to this thesis, there might be rare information that users
want to extract. Therefore future work looking closer into how to handle rare information
could be interesting to further improve the models.

For the classes with few examples, classifying a set number of top-scoring sequences is
going to affect Precision and therefore Macro-F1. It has been shown in Section 6 that
the Macro-F1 score is at its highest with the lowest n evaluated for each model. Instead
of solely relying on Macro-F1 as an indicator of the model’s performance, some other
metrics were needed. This is the reason why the metrics Success Rate and Sequence
Reduction were created, to give an estimate of how many of the parameters the model
correctly shows information for, and how much time it would save a user.

The uneven class distribution also raises the question of whether classifying a fixed
number of sequences for each parameter class is the most appropriate for the use case.
For rare parameters, an unnecessarily high number of sequences are classified as true.
But since classifying the top scoring nine sequences lead to a high Success Rate, this
problem have minimal consequences. If someone used the proposed few shot model with
n = 9, they would sometimes have to sift through a handful of unimportant sequences, but
the time save overall would still be substantial.

With a limited amount of positive examples in the data, classic machine learning models
were not considered. This could be attempted but is most likely not going to perform well
since they, in general, require more data points than are available for Swedish insurance
policy documents.

7.3 Lessons Learned
Working on this project in a team of two, communication was of the utmost importance.
A thesis project provides lots of potential experience and learning for both of us thesis
authors, and since we have different goals and needs we needed to adapt our work
to maximize the personal benefits and project results. At the start of the thesis, we
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discussed personal goals, preferences in ways of working and identified personal needs
and wants. By doing this early, we could align personal goals to the project goals
as well as possible, and allocate time to ensure our personal learning outcomes were
not neglected. This proved to be very useful, and in future projects, we will try to
replicate this approach as much as possible. During the thesis work, transparency and
continuous communication lead to identifying issues early. This included issues with
the project itself, but also personal issues. Many things can happen in life over the
course of five months. In the moments when life happened, the thesis work was flexibly
adapted to fit whatever situation at hand. More time was put towards the thesis some
days, and less some days. Where we worked also varied. Work happened from the
Insurely office in Stockholm, from the Uppsala University campus, and from home -
whatever fits the week’s schedule. This communication and adaptability made for a
very pain-free project in terms of workload. Every week substantial progress was made,
but crunch time and stressful work were avoided well. The results of the project were
probably also positively influenced by this approach. A lot of this be attributed to the
trust we had in each other, and the autonomy given to us by Insurely and the thesis
reviewer, giving us the freedom needed for flexibility. A big learning outcome was
therefore how communication and leadership affect a collaborative project such as this one.

In this master thesis, there were three elements of importance: The academic relevance
of the project, that the project can benefit Insurely, and the personal growth of ourselves
as master thesis students. Balancing these three again required some communication
skills. It was a great experience for us, managing how to develop the project without
neglecting any one part. Our relationship with Insurely was handled well. Early in
the process, we had meetings about their expectations of us and project deliverables.
We were also given the opportunity to speak freely about our expectations of them,
and our needs from them for the success of the project. They included us in their
daily stand-up meetings. We got a good grasp on day-to-day operations, and they got
insights into our daily progress. This was also a learning outcome in itself: seeing how
a professional team communicates internally. We also got exposure to how Insurely
handles development cycles, reflection, and feedback, and how they keep a pleasant work
environment. As a start-up, Insurely had a young workforce and a focus on self-leadership
and accountability that was very inspiring to be a part of. Even with the difficult goal of
expanding the business, the people at Insurely still found time to be welcoming and inclu-
sive. This was a great experience for us and served as an example of great company culture.

Another important learning outcome for us was how to deal with the data for the thesis,
something that differed quite a lot from university projects. In courses like Machine
Learning and Artificial Intelligence at Uppsala University the data is always provided, it
is prepared, it has an even class distribution and there are enough data points to apply the
models on. This was not the case for this thesis, which have have been a great lesson for
us. The world is not perfect and future projects we take on will probably not be either. We
have learned a lot about how to create the data set ourselves in a way that is both efficient
and correct, and how to deal with personal bias in regards to labeling. The small amount
of data has also forced us to think outside the box regarding what techniques and methods
can be used and how they are affected by the data limitations. An example of how we
tried to address the data limitations is data augmentation. Even though it did not prove
beneficial for our project it has been a learning that could prove useful in future projects.
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Given the context of the thesis, we naturally learned about the insurance industry. It was
interesting to familiarize ourselves with this, for us, previously unexplored market with
all its challenges and potentials. We have had to understand the specific struggles with
insurance policy documents and the Swedish insurance industry to understand the thesis
problem correctly. Doing this in the future with another industry will be necessary for
future job roles, especially if we would take on projects as consultants with clients in
varying industries.

Last but not least it has been very interesting to learn more about the NLP field in general,
in times when advanced chatbots such as Chat-GPT have taken the world by storm. By
learning more about how LLMs work, we now know that there is no magic involved
in these chatbots - yet they are very impressive. Having a better understanding of how
the technology behind them works, it is easier to understand the output and behavior of
chatbots. With this, discussions about the ethics, limitations, and possibilities are easier
to understand, in times when some scientists are calling for a break in the development of
LLM-based chatbots. It will be most interesting to keep following the advancements in
the field.

Writing long and technical reports is challenging, especially when the text needs to be
clear, correct, and convincing. During our five years of engineering studies, writing texts
on the level of a master’s thesis is rare. Through trial and error and feedback from our the-
sis reviewer, we improved our writing skills significantly. That was very noticeable during
reviews of what we wrote early in the process. Throughout the project, we got less and less
feedback about incorrect sentence structures and weird word choices, showing our gradual
improvements as writers. Besides needing a thesis report, writing made for a great form
of reflection. Continuously writing about our successes and challenges helped us to keep
track of the project’s development over time. Many times, this gave us ideas about where to
take the project moving forward. Putting your thoughts on paper is a valuable skill, and this
project has been the most valuable learning experience for writing in our university studies.

One of our personal goals was to get more comfortable working on a data science project
with Python and libraries commonly used. During these five months, we have spent a
lot of time coding, and with each day we have felt more confident in our coding skills.
We have also improved our ability to use different sources such as forums and articles
to solve the errors and issues we have had. Writing code for university course projects
usually focuses on functionality. The focus on writing clean and understandable code has
been minimal during such projects. One important learning for us during this thesis has
been how to communicate our learnings through notebooks so that a person with limited
knowledge of the project can understand what we have done and how we have done it.
Handing over well-structured and commented notebooks was one of the deliverables to
the company, and have been great practice for us in terms of writing proper explainable
code. On top of the notebooks, we have also created a repository where our model can be
used in a production environment. This code was reviewed by the Insurely team, which
gave us insights into both the process of code review but also insights on how to improve
our code in general. After this thesis, both of us would feel a lot more comfortable taking
on a new data science project.
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7.4 Future Work
To look further into the specific use case of Swedish insurance policy documents, it would
be interesting to apply the same models to another type of insurance, e.g. car insurance.
This would indicate how generalizable the approaches used are.

As mentioned throughout the report, it would be interesting to use the same approach
but with more available documents. Most interesting would be to see if the performance
converges by adding more training sequences to the support set. This would also
allow a deeper analysis of each parameter definition wording and how that affects the
performance. With enough data from the insurance policy domain, fine-tuning a BERT
model could be possible, allowing the model to better understand the specific language
used in the documents and possibly improve performance. Furthermore, this could
improve the model’s ability to classify rare parameters.

The models performed worse on some documents and better on others. Exploring why
some documents were more difficult for the models to classify correctly would be an
interesting project. An analysis from a language complexity perspective was initiated.
However, it was quickly realized that it would require a lot of research and time, which
did not fit into the scope of this thesis. Therefore, a language complexity analysis of
the documents and how that relates to model performance would be interesting in the future.

Last, using an automatic parser would not only be interesting but also required to put this
model into operation. The structure of the policy documents varies heavily. Building a
parser that accurately extracts coherent text from multiple unstructured documents would
be an interesting master thesis on its own.
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