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HABTEGEBREIL KASSAYE HAILE
Department of Mathematics and Computer Science

Abstract

The continuous increase in the number and type of Internet services and
their requirements for improved QoS has driven the evolution of cellular
networks towards the current fifth-generation (5G) systems. However,
updating the network to 5G is insufficient to satisfy application require-
ments since performance limitations can also arise in the transport used
by the applications. Legacy transport protocols and congestion control
algorithms (CCAs) are not suitable for applications with requirements
for both throughput and delay. This mismatch has inspired new trans-
port protocols and CCAs, such as QUIC and BBR. Nevertheless, cellular
networks present challenges that can make it difficult for newly proposed
CCAs to achieve consistent throughput and delay.

The main focus of this thesis is in enhancing transport protocols and
CCAs to achieve low delay and high throughput in cellular networks. An
extensive review of available end-to-end CCAs for cellular networks is
provided, along with the challenges and future directions for research.
The delivery rate at a receiver is an important quantity that has found
increased use in modern CCAs, and in this thesis, we propose and validate
a Kalman-filter-based technique to obtain a steady estimate of the delivery
rate for a cellular bottleneck. This thesis also proposes an extension to
the QUIC protocol to make receiver-side delivery rate estimates available
to the sender CCAs. Using the proposed rate estimation method and
extension to the QUIC protocol, this thesis proposes modifications to the
recently proposed CCAs BBR and Copa. The proposed modifications
are evaluated over real cellular networks and through extensive trace-
based emulations. The modified BBR results in lower packet delays with
similar throughput to standard BBR in cellular bottlenecks. On the other
hand, the modification to Copa strives to provide a more consistent and
predictable delay performance across different cellular bottlenecks.

Keywords: QUIC, BBR, Copa, TCP, Congestion control, Throughput,
Queuing Delay, Performance Evaluation, 4G, 5G, Kalman Filter
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1 Introduction

The Internet is continuously evolving. The evolution is driven by the need
to support new application requirements and improve the performance
of existing applications [1]. The layered architecture of the Internet
enables this progression to take place on a specific layer without the
need to make changes to components on other layers. Consequently,
successive generations of cellular technologies have been deployed to
deliver Internet Protocol (IP) data. At the same time, Transmission
Control Protocol (TCP) and User Datagram Protocol (UDP) remained
the main transport protocols used over the Internet. However, upgrades
limited to a specific layer or component are often not sufficient to produce
the desired application performance. When upgrading cellular networks,
the performance issue might simply shift to the application or transport
layer [2H5]. Upgrading technologies on a specific layer might also have an
undesired effect on systems operating in other layers. For instance, the
interplay between new millimeter wave (mmWave) wireless technologies
and transport layer congestion control algorithms can result in throughput
and delay performance issues [6]. Therefore, it is important to evaluate
the interaction between cellular networks and upper-layer mechanisms,
such as transport layer congestion control, and provide solutions to any
issues that may arise.

In the context of the Internet, congestion control is a mechanism that
controls the rate at which end nodes inject data into the network. It is
an important component of the Internet that was introduced to prevent
throughput collapse caused by excessive packet loss in an overloaded
network [7]. During most of the Internet’s existence, throughput and
fairness have been the primary focus of congestion control [8]. Thus,
congestion control has traditionally been designed to achieve maximum
throughput while sharing a bottleneck fairly in the wired networks of
the early Internet. Wired links are unlikely to experience packet cor-
ruption and loss because the medium offers protection from external
interference. In such networks, packet loss is more likely to occur from
congestion-induced buffer overflow than packet corruption in the transmis-
sion medium. Therefore, packet loss has been used as the primary signal
to detect congestion. However, as the Internet expanded to include early
generations of cellular networks, classical loss-based congestion control
algorithms (CCAs) were experiencing poor throughput performance. The
poor throughput performance was associated with the increased likelihood
of non-congestion packet losses over wireless links [9]. Thus, traditional
congestion control wrongly reacts and unnecessarily reduces throughput
in case of, e.g., packet loss caused by unstable wireless links. A number of
alternative congestion control mechanisms were proposed to overcome the
problem with non-congestion-related packet loss [10, [11]. Nevertheless,
successive generations of cellular networks have evolved to achieve low
levels of packet loss, allowing classical CCAs to persist.
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Figure 1: 5G use cases

Despite the above, there has now been a renewed interest and urgency
for new CCAs. This interest is driven by new applications and services,
such as virtual/augmented reality and cloud gaming, with requirements
that are not easily fulfilled by classical CCAs and legacy cellular net-
works [12]. These requirements of new applications and services, as defined
for the fifth generation (5G) cellular networks, can loosely be grouped in
to three use cases: enhanced Mobile Broadband (eMBB), ultra Reliable
Low Latency Communication (uRLLC), and massive Machine Type Com-
munication (mMTC). The use cases and their requirements are shown
in Figure (I From the three use cases, eMBB applications require high
throughput and can also have requirements for low delay that are not met
by classical buffer-filling CCAs. Some example eMBB applications that
require high throughput and low delay are cloud gaming and virual reality.
Cloud gaming typically requires a minimum throughput of 15 Mbps [13]
and 20-30 ms of latency [14], while 2K virtual reality (VR) could require
30-50 Mbps throughput and less than 20 ms latency [15]. The requirements
for 4K and 8K VR applications is even more stringent with throughput of
up to 400 Mbps and 1 Gbps, respectively, and a latency of 10 ms for the
case of 8K VR [16].

In addition to developing novel CCAs, the fifth generation of cellular
networks (5G) is now expanding to support applications like the ones given
above. 5G networks incorporate technologies, like mmWave and shorter
symbol duration, that not only increase a network’s capacity and data rate
but also reduce the latency. That said, current cellular networks can also
come with new challenges and unforeseen side-effects when interacting



with currently existing CCAs. Contemporary cellular networks experience
high rate variations and are typically equipped with large buffers that store
packets to be transmitted when more bandwidth becomes available. As a
consequence, packets from flows using buffer-filling CCAs experience long
delays inside large buffers in cellular bottlenecks, which is a phenomenon
now referred to as bufferbloat [17]. This can be an issue for the growing
number of new applications where delay requirements are becoming more
important. The sudden changes in capacity in modern cellular networks
are also difficult for CCAs to track and predict. Thus CCAs could fail to
react fast enough to maintain low queuing delay or avoid underutilization.
Thus, state-of-the-art CCAs should be evaluated in these environments
and enhanced to fully utilize the potential of 5G networks and support
the requirements of new applications.

This thesis aims to improve the performance of modern CCAs for
eMBB applications over current and future cellular networks and enhance
transport protocols to support features that enable CCA improvements.
To that end, the thesis identifies and focuses on four aspects that will
facilitate the fulfillment of the above-stated objective. As a starting
point for developing improved CCAs, this thesis presents an extensive
review of recent CCAs for cellular networks to provide insight into current
CCA approaches. The second aspect of this thesis is the proposal and
validation of a practical and adaptive way of tracking and estimating the
delivery rate at a cellular-access bottleneck. In this thesis, an adaptive
Kalman-filter-based delivery rate estimation mechanism that could be
useful to multiple CCAs is proposed and validated. The third aspect
is the formulation and integration of support for the transmission of
useful delivery-rate information between the communicating peers. The
transmission is important given that the delivery rate is a metric that is
only directly observable at the receiver but could be useful to most CCAs,
which are typically located at the sender side. Thus, in this thesis, an
extension to the QUIC transport protocol is proposed, implemented, and
utilized in multiple CCA enhancements. The fourth aspect of this thesis
is the evaluation and enhancement of CCAs to produce predictable and
consistently good throughput and/or delay performance over a wide range
of cellular bottlenecks. To achieve this goal, two popular CCAs, BBR
and Copa, are extensively evaluated and enhanced with modifications to
improve delay performance and consistency.

The remainder of this introductory summary is organized as follows.
Section [2| gives a brief background on modern cellular access networks,
popular Internet transport protocols, and pertinent congestion-control
algorithms. In Section [3] the research questions that this thesis aims to
answer are presented. The contributions of this thesis and their relation
to the thesis’s research questions are discussed in Section [4] Section
[B] describes the research methods employed. Brief summaries of the
appended papers are provided in Section [6] Finally, Section [7] concludes
the introductory summary and discusses avenues for future work.



2 Background

This section provides background on the core areas associated with the
works presented in this thesis. The access technologies used in 4G and 5G
networks and the challenge of acquiring a viable delivery rate estimate
in those networks are discussed briefly in the first subsection. Next, the
transport protocols relevant to this thesis are presented with a focus
on extending the protocols. The final part of this section describes the
operations of the CCAs that are evaluated or enhanced in this thesis.

2.1 4G/5G Cellular Access

Early Internet access through mobile networks was only possible through
circuit-switched voice-optimized 2G networks with very low rates. The use
of new access technologies, i.e., Wideband Code Division Multiple Access
(WCDMA), enabled higher data rates in subsequent 3G networks. In the
next-generation cellular networks, 4G/LTE networks, further evolution
in architecture and access technologies resulted in a significantly higher
peak rate than the earlier generations. 5G networks with even more
advanced access technologies are now expanding to support services with
diverse requirements. This section provides a brief background on the
4G and 5G radio access network and air interfaces that enable the very
high data rates. Approaches to estimate the data rates in these cellular
networks for congestion control are also discussed. Thus, this section
aims to highlight the complexity and scale of the system that determines
the rate achieved in 4G and 5G networks. This complexity presents a
challenge to end-to-end CCAs as outlined in Paper [[] and motivates the
need for works like Paper [[1}

2.1.1 E-UTRAN

LTE [28] is a cellular network technology standard by the 3rd Gener-
ation Partnership Project (3GPP) that was created as a foundation
for complying with International Mobile Telecommunications-Advanced
(IMT-Advanced) requirements (4G). The Evolved Universal Terrestrial
Radio Access Network (E-UTRAN) is the radio access network (RAN)
of LTE and consists of a collection of E-UTRAN Node Bs (eNodeB)
that provide network access to cellular user equipment (UE) through the
E-UTRA. The E-UTRA is the air interface responsible for exchanging
user data and signaling messages between UE and an eNodeB.

The technology used by E-UTRA to share the radio frequency (RF)
spectrum among cellular devices is called Orthogonal Frequency Division
Multiple Access (OFDMA). In OFDM, a single RF channel is divided into
several orthogonal narrowband subcarriers. This allows OFDM symbols to
be transmitted over a longer duration than symbols for wideband carriers,
thus reducing the impact of inter-symbol interference. OFDMA extends
OFDM by grouping the subcarriers into subchannels consisting of one or
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Figure 2: An LTE Table 1: LTE channel bandwidths

resource block and peak rate (1x1, 64 QAM) [18]

more resource elements. The subchannels are allocated for downlink or
uplink of control and data transfer to the UEs in the RAN.

LTE supports channel bandwidths of 1.4, 3, 5, 10, 15, and 20 MHz.
Each channel is divided into several orthogonal 15KHz subcarriers. LTE
allocates resources on a per-resource block (RB) basis. A single RB is a
slot of 0.5 ms with 12 subcarriers as shown in Figure 2] LTE carries seven
symbols per slot, and depending on the selected modulation and coding
scheme each symbol can carry one, two, four, or six bits per symbol. Thus,
when using a single input single output (SISO) configuration, the downlink
rate reach up to 75 Mbps. The peak data rates for SISO LTE channels
are given in Table[l] The range of data rate that a UE experiences could
increase further if a multiple input multiple output (MIMO) system is
used. MIMO is a method used to achieve spatial multiplexing through
multiple antennas. Multiple transmission modes (TM) are specified in
4G LTE/LTE-A to use MIMO systems to increase the data rate or
improve resiliency depending on the channel quality. The most extensive
MIMO system defined for LTE is 4x4 MIMO downlink, which can provide
nearly four times the maximum rate given above, and 2x2 uplink. An LTE
scheduler allocates resource blocks (RB) for transmissions to and from UEs.
It can take into account the channel quality, QoS, buffer status, previous
allocation, and system information to map data on the time-frequency
RB grid [19]. LTE scheduling happens at 1ms intervals and resources
allocated to users can vary widely between successive intervals [20].

LTE-Advanced (LTE-A) [21] integrates additional features that in-
crease the speed and robustness of LTE. The main features introduced in
LTE-A are carrier aggregation, higher MIMO transmission modes (8x8
MIMO) and relay nodes. Higher-order modulation and coding schemes
were also introduced in LTE-A (128 QAM). Carrier aggregation allows
the transmission of data to a UE using multiple channels. In LTE-A, up
to five component channels can be aggregated, resulting in a maximum
bandwidth of 100MHz when using 20MHz channels. LTE-A doubled the
supported MIMO configuration to 8x8 for downlink and 4x4 for uplink.
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Figure 3: Simplified view of 4G and 5G access networks

A high-level schematic of 4G E-UTRAN is given in Figure [3a] where the
E-UTRAN is connected to the Evolved Packet Core (EPC) for IP-based
access to data and voice.

2.1.2 NG-RAN

The Next-Generation Radio Access Network (NG-RAN) is the access
network that provides a connection to 5G devices through the 5G New
Radio (NR) air interface [22]. A simplified NG-RAN architecture is given
in Figure[3b] The 5G architecture given in the figure is for the Standalone
(SA) deployment scenario, where NG-RAN is connected to a 5G core. A
Non-Standalone (NSA) deployment option with NG-RAN connected to
an EPC is also possible. In 5G NR, it is possible to have higher channel
bandwidths of 400 Mhz by utilizing bands above 6 GHz. 5G NR also
defines multiple subcarrier spacings and a corresponding number of slots
per subframe with a higher number of slots for configurations using wider
subcarrier spacing. Similar to LTE, a resource block in 5G NR contains
12 subcarriers in one time slot. The difference between 5G and LTE
is that the frequency width of a resource block can vary depending on
the subcarrier spacing in 5G, while in 4G LTE it is always 180 KHz.
5G subframe and resource block is illustrated in Figure Allocation
of resources to a large number and/or high-priority traffic and devices
could result in high variations in allocated resources to an EMBB service.
Thus, with an increasing number of mMTC devices and high priority
of URLLC devices combined with a higher amount of peak resources,
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an eMBB device could likely experience large and sudden rate or delay
variations [23].

Scheduling in 5G is also expected to be more complicated and dy-
namic to accommodate more diverse requirements (URLLC, mMTC),
consider more system configurations (load, QoS, power), and manage a
larger amount of transmission resources with varying levels of sensitivity
(mmWave, massive MIMO) [24]. Dynamic spectrum sharing (DSS) and
dual connectivity allow for the radio resource to be shared between differ-
ent cellular access technologies. As seen in Figure 3] a 5G NG-RAN can
contain 4G access through next-generation eNB (ng-eNB) in addition to
new radio (NR) access through gNBs. Ng-eNBs allow 5G subscribers to
connect using the 4G air interface with 5G NG-core. DSS allows the reuse
of existing spectrum and antennas to service both 4G and 5G devices,
i.e., the resource allocated to a device from one technology is affected not
only by devices of similar technology but also a different one. Multi-RAT
DC (multi radio access technology dual connectivity) can be configured in
multiple master-slave configurations between LTE and 5G. Similar to DC
in LTE-A, 5G-LTE DC can cause large changes in available rates when
devices move in and out of 5G cell ranges.

2.1.3 Delivery Rate Estimation for Cellular Access

As follows from the above discussion, cellular networks are capable of
allocating large quantities of resource elements over a short period of time,
something facilitating extremely high peak data rates. However, the data
rate observed by a cellular receiver, over a specific time interval, can depend
on several factors. These factors include cellular technology, modulation
and coding scheme (MCS), network load, and scheduling algorithm. A
device might switch between different technologies, channels, and MCS
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schemes employed or competing network load might vary considerably. For
instance, in LTE the MSC scheme depends on the radio link quality. Radio
link quality can be affected by many factors including the distance to the
base station (BS), interference from outside sources, the weather, and the
position of the device. The amount of load in the network depends on
location, the density of network, time of day, and other factors. The factors
affecting signal quality and network load can be stable or fluctuating.
Thus, the current signal quality might only be valid for a short period
of time. It is also hard to identify or predict the state of the load in the
network, given that the factors that affect network load are less observable
from the end device’s point of view. Therefore, keeping track of all the
factors and the nature of their dynamics to predict or make a reliable
estimate of the data rate can be difficult.

Despite the above difficulties, it could be useful to keep track of the
delivery rate in cellular networks. The disparity between the sending
and delivery rate is at the core of the creation of network queues and
network underutilization. Long queues will be formed if the sending rate
is consistently higher than the delivery rate. On the other hand, if the
sending rate is consistently lower than the delivery rate, then the network
will be underutilized. Therefore, it is crucial to ensure that a sender allows
just enough packets to enter the network over a period of time so that it is
sufficiently utilized without creating excessive queues. This task, which is
commonly handled by a congestion controller located at the sender, can be
a lot easier if the congestion controller has a timely and reliable knowledge
of the delivery rate at the receiver. However, in cellular networks, the
delivery rate is continuously changing due to a number of factors, some of
which were mentioned above. Therefore, acquiring a viable delivery rate
estimate would be a useful first step towards integrating the delivery rate
into a congestion control mechanism for cellular networks.

There have been attempts to estimate/predict the rate observed by
an end device using information about the state of the factors that affect
the rate [25130]. These works depend on the availability of information
about the state of some of the lower-layer factors affecting the rate such as
channel quality, number of resource blocks, or discontinuous transmission
rate. This approach requires access to lower layers of the network stack or
assistance from the network to estimate the rate. While these approaches
can produce relatively accurate rate estimates, it is hard to guarantee
that all the information required to make the estimates is readily available
for all networks, devices, and systems. Typically, it would require an
external third-party tool to extract all cellular network information to
the extent required to make reliable estimates [31]. In addition to the
above, there are also receiver-side delivery rate estimation approaches
that do not directly rely on low-layer information |20} 32, 33]. However,
these approaches can have mechanisms closely tied to a specific cellular
technology, are yet to be evaluated over multiple cellular networks, or fail
to perform consistently [34].
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Some works attempt to obtain rate estimates at the sender |20} 35].
The delivery-rate information is typically used in the congestion control
mechanism at the sender. Thus, making the estimate at the sender al-
lows one party (i.e., the sender) to make changes to the communication
stack unilaterally and reduces the overhead of transferring the delivery
rate information from the receiver to the sender. However, sender-side
estimates are likely to be less accurate than receiver-side estimates, given
that the delivery rate is only directly observable at the receiver. The
performance of some services could suffer in scenarios where a sender-
side approach is likely to make inaccurate delivery rate estimates [306].
In addition, the high rates available in 5G make the small overhead of
communicating receiver-side estimates tolerable with minimal impact on
application and/or network performance. Therefore, a receiver-side esti-
mation method that is able to adequately track and estimate the delivery
rate, without needing extra information outside the transport layer, can be
useful. To this end, the thesis proposes an adaptive Kalman-filter-based
receiver-side rate estimation approach that attempts to reduce the impact
of transient variations by extracting a viable steady-state rate, Paper [T}
Our evaluations show that the proposed rate-estimation approach is able
to estimate and track the delivery rate in multiple cellular technologies
(4G, 5G) by using transport layer information alone.

2.2 Transport Layer Protocols Over the Internet

Transport layer protocols are responsible for providing end-to-end services
between communicating hosts over the Internet. TCP [37] and UDP [38]
are the two main transport protocols used for data transfer across the
Internet. The two protocols, which are typically implemented in kernel
space, differ in the level of service they provide. TCP is a reliable end-to-
end transport protocol that provides multiple services to the application.
In contrast, UDP is a bare-minimum protocol that only offers message
integrity through checksums. Despite its multiple features, TCP evolves at
a very slow pace, and some TCP issues, such as head-of-line blocking and
longer connection establishment latency, can hurt application performance.
As aresult, a new transport protocol called QUIC [39] is gaining popularity
for providing TCP-like services in user space. QUIC works on top of UDP
and avoids some of the pitfalls of TCP. Table [2| summarizes the features
and characteristics of TCP, UDP, and QUIC. In the following subsections
we discuss TCP, QUIC and how to extend these protocols to enable new
features.

2.2.1 TCP

TCP is a stream-based, connection-oriented transport protocol that offers
reliable, ordered, congestion- and flow-controlled end-to-end connections.
TCP uses a handshake procedure to establish a connection between
communicating peers. In particular, TCP connection establishment is
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TCP UDP QUIC
Connection-oriented Connectionless Connection-oriented
Reliable - Reliable
Sequence numbers - Sequence numbers
Congestion control - Congestion control
Flow control - Flow control

Single stream - Multiple streams
Open header Open header Encrypted header
Typically kernel space Typically kernel space User space

Table 2: Features and characteristics of TCP, UDP, and QUIC

A
A\ 4

32 bits

Source Port Destination Port

Sequence Number

Acknowledgement Number

Header Reserved Flags Advertized
Length 9 window
Checksum Urgent
Pointer

TCP Options (0 - 40 bytes)

Figure 5: TCP header

performed through a three-way handshake procedure that takes 1-RTT to
complete. Once the TCP handshake has been completed, Transport Layer
Security (TLS) handshake for services that require secure communication
can proceed. TLS 1.3 [40] requires a further one RTT to perform a
handshake before data transfer can begin.

The units of data handled by TCP are called segments. Reliable
delivery of segments through sequence numbers, acknowledgements, and
retransmissions is a core feature of TCP. Standard TCP uses cumulative
acknowledgements that acknowledge the reception of all segments with
lower sequence numbers. Cumulative acknowledgements can be inefficient
for non-contiguous reception, and retransmission timeouts might take too
long to detect packet loss. Duplicate acknowledgements, selective acknowl-
edgements [41], and recent acknowledgements [42]| are a few techniques
that have been presented to complement cumulative acknowledgments for
improved loss detection and recovery.
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In-order delivery is enabled through the use of sequence numbers.
At the receiver side, TCP makes sure all data sent before a segment is
delivered to the application before delivering the segment itself. Segments
from different application data streams over a single TCP connection can
block each other from being delivered if packets with a lower sequence
number are delayed, thus causing head-of-line (HOL) blocking. While
congestion control is a feature of TCP that prevents the sender from
overloading the network, flow control is a TCP feature that prevents
senders from overwhelming the receiver. Standard TCP uses a loss-based
congestion control and flow control is achieved by limiting the sender to
no more than the receiver advertised window of data. Congestion control
is discussed in more detail in Section

TCP segments include a header that can be up to 60 bytes long. The
first 20 bytes include mandatory header components, while the next 40
bytes are for optional use to extend the protocol. The source and destina-
tion ports, which identify the source and destination application, occupy
the first four bytes. The segment sequence number and acknowledgment
number take up the next eight bytes. The next four bytes contain the
header length, reserved bits for future use, multiple flags, and the receiver
window size for flow control. Bytes 16 to 20 contain the TCP checksum to
confirm segment integrity and the urgent pointer to indicate the portion of
the segment that should be delivered as quickly as possible. The structure
of the TCP header is given in Figure 5] The TCP header is not encrypted,
therefore all the information contained in the header is visible as the
segment traverses the network.

2.2.2 QUIC

QUIC [39] is a transport protocol on top of UDP that has several features
that are similar to the ones found in TCP. QUIC was initially designed
to mitigate some of the issues experienced in TCP, such as head-of-line
blocking, long startup latency, and TCP connection teardown during
radio disconnection. To overcome head-of-line blocking, QUIC ensures
transport-layer separation between traffic streams so that a packet loss in
one stream will not hold up the delivery of packets from other streams
to the upper layer. Another motivating factor for QUIC was reducing
the startup latency of TCP with TLS. QUIC achieves a fast connection
setup by combining the procedures of TCP and TLS into a single protocol.
Finally, instead of the address-port pair used by TCP, QUIC uses unique
connection IDs to identify sessions. As a result, a QUIC connection does
not have to be torn down and re-established every time the connecting
endpoints change their addresses. Another important consideration in
the design of QUIC is that it should be widely deployable. To bypass
middleboxes and allow fast deployability without requiring kernel changes,
QUIC is implemented as a user-space protocol on top of UDP. Below are
some of the QUIC features that give it an advantage over TCP:
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Zero RTT start-up latency : QUIC offers a zero RTT connection-
establishment latency using parameters from a previous connection.
Zero RTT resumption is possible in TLS 1.3. However, when TLS1.3
is used together with TCP one RTT is still required for the initial
TCP connection setup. In QUIC, the connection establishment,
TLS handshake, and application-data transfer can be performed in
the first RTT.

Avoiding HOL blocking : QUIC is able to multiplex multiple distinct
transport streams. This means that any loss in one stream will not
affect the delivery of segments belonging to another stream.

Partial reliability : QUIC is a reliable protocol. However, it is
possible to configure the level of reliability experienced by QUIC
packets to suit the needs of an application through the use of the
datagram extension [43].

Support for migrating clients : The use of connection IDs in QUIC
enables connections to avoid tear-down and restart when the address
of the client changes. Client address changes can occur frequently
in mobile devices that switch between different cellular networks or
wireless technologies.

Per-stream flow control : In the same manner as TCP, QUIC
provides congestion control and connection-wide flow control. In
addition, QUIC also incorporates stream-level flow control. This
per-stream flow control prevents a single stream from overwhelming
the connection and filling up all the buffer at the receiver.

Encrypted headers : In addition to the QUIC payload, most of the
fields in a QUIC header are also encrypted [44]. This reduces the
risk of middleboxes interfering in the QUIC connections, and opacity
to middleboxes facilitates the addition of new QUIC extensions.

Detailed ACKs : QUIC acknowledgements are delivered through
ACK frames that contain acknowledgement blocks with up to 256
data ranges. ACK frames also contain the ACK delay at the receiver,
and could also contain ECN count information for better congestion
control [45].

QUIC is a versioned protocol that can evolve through time. The
collective existence or absence of multiple features can be indicated with a

version identifier. A version merely identifies the base features one should
expect from a QUIC implementation since standalone applications can

extend an implementation with custom features. There are currently two

versions of QUIC. QUIC version 1 has reached RFC status, while QUIC

version 2 [46], which serves as a starting point for future QUIC changes,
currently deviates from QUIC version 1 in minor ways. Unless specified

otherwise, the term QUIC refers to the version 1 in this thesis.
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Figure 6: QUIC header types

QUIC defines two types of packet headers: the long header and the
short header. The structures of the QUIC long and short headers are given
in Figure[6] The type of header used for a packet depends on the type
of QUIC packet. The long header is used by five types of QUIC packets:
Initial, Handshake, 0-RTT, Retry, and version negotiation packets. The
content of some fields in the long header depends on the type of packet.
The 1-RTT packet, which is used for all other packets and for transferring
the data after the connection setup, uses the short QUIC header. For
most QUIC packets, only the majority of the header before the source
and destination connection ID is visible in the network. This means that
the type-specific header in long packet headers and the packet number
in short packet headers are not visible to middleboxes. For packet types
that contain a length field after the connection ID fields in the header,
the fields up to the length field are visible in the network.

In addition to the packet types, QUIC defines various frame types that
carry application, QUIC control and management, or cryptographic data
in QUIC packets. QUIC version 1 defines 20 frame types. Currently there
are 13 connection-related, five stream-related, and two security-related
frames. QUIC frames are encrypted inside a packet and are not visible on
the wire. This protects QUIC ACK frames from middleboxes that try to
control the delivery of acknowledgments to influence end-to-end behavior.
A QUIC packet can contain more than one frame of the same or different
types. QUIC frames can be ack-eliciting or non-ack-eliciting, and some
QUIC frames might not be counted in the congestion and flow control.
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The proportion of services using QUIC continues to increase [47, [48],
but it is yet to reach parity with or overtake TCP/TLS [49|. Application
footprint increases when integrating QUIC compared to applications
working on top of TCP. QUIC might also require more system resources
than TCP since it does not benefit from kernel optimizations in the
same way as TCP does [50]. QUIC implementations can also vary in
performance, maturity, features and support [51, [52]. The above reasons
might discourage the use of QUIC for new extensions, but most of the
issues are likely to improve as the protocol’s implementations become
more mature.

2.2.3 Extending TCP and QUIC

Exploring ways to enhance standard transport protocols such as TCP and
QUIC with useful features could open up the possibility for developing
better CCAs. For instance, maintaining the balance between the injected
and delivered packets mentioned in Section could become a lot
easier if the congestion controller could easily access the delivery rate
information. Since the congestion controller is typically located at the
sender side, making the delivery rate information from the receiver side
available to the sender could be a valuable feature to include in a transport
protocol. Below we discuss how to extend TCP and QUIC to enable new
features or improve protocol performance and provide background on why
QUIC is chosen for the rate feedback used in Paper [[TI} Paper [V]and

Paper [Vl

Extending TCP : Several TCP extensions have been proposed to
improve the protocol’s performance. A highly recommended extension is
TCP Selective Acknowledgment (SACK) [41]. The TCP SACK extension
allows TCP to acknowledge the discontinuous reception of packets. The
feature is negotiated during connection establishment using the SACK-
Permitted option. Once the peers have agreed to use SACK, the SACK
option is included in the segments from the receiver with the list of data
blocks that have been successfully received. Another important TCP
extension is Explicit Congestion Notification ECN [53]. ECN is intended to
notify the senders about congestion before packet drop occurs from buffer
overflow, and it makes use of a bit in the reserved field of the TCP header.
Recent Acknowledgement (RACK) [42] has been proposed using TCP
timestamp and SACK options to replace duplicate acknowledgements
in loss detection. Multipath TCP (MPTCP) [54] is a TCP extension
that aims to improve performance by utilizing multiple paths available
to devices. TCP Fast Open [55] is a modification that aims to improve
the latency experienced by short connections by sending application data
in the TCP handshake packets. Most of the above extensions use the
reserved bits and/or options field of the TCP header shown in Figure
to communicate information specific to the extension.
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Despite the possibility of extending TCP as indicated above, deploying
and experimenting with the use of different extensions is not a trivial task.
Proposed TCP extensions have found different fates. Some extensions
have been widely deployed and used; others have been deployed but not
used, yet another group has barely been deployed, however, are still valid,
i.e., not obsoleted by subsequent extensions. There also exists extensions
that have become obsolete by subsequent proposals. For example, a TCP
extension to invalidate cwnd during the app-limited phase [56], which
resulted in unpredictable performance for some application traffic patterns,
has been made obsolete by [57]. Thus, as application patterns change some
TCP enhancements may need to be continuously evaluated and updated.
Various measurement results have also shown that the universal adoption
of TCP enhancements/configurations is slow [58-60]. The measurements
in [59] suggest that different initcwnd configurations are used by different
content delivery network (CDNs), while [60] shows the slow adoption of
TCP SACK, timestamp, and window scaling. In [58], it is shown that the
adoption of ECN was still not universal more than 20 years after it was
proposed. Another TCP enhancement, TCP fast open, is also shown to
have had limited deployment in [58, |61].

Multiple factors contribute to the slow adoption of TCP enhancements.
One crucial factor for the slow adoption of TCP enhancements is the
ossification of the protocol due to interference from middleboxes [62].
While ossification tends to be more of a problem for the deployment of
a new transport protocol on top of IP, it has also impacted the use of
TCP extensions [63]. This is as a result of the inconsistent treatment
of TCP extensions by middleboxes that have made it difficult to deploy
new TCP features |62, 63]. In addition to middlebox interference, the
success of new TCP enhancements in the protocol implementations is
usually at the mercy of a few operating system developers. Extending or
updating TCP with features that could improve its performance is thus
not a trivial task. However, it is now possible to extend and tune the
Linux TCP implementations through the extended Berkeley Packet Filter
(eBPF) and get around the delay in waiting for a TCP extension to be
included in the mainstream kernel [64} 65]. Still, such extensibility might
not be possible for TCP implementations in all operating systems. The
above issues motivate using an alternative transport protocol, such as
QUIC, that is more favorable to including and deploying extensions.

Extending QUIC : QUIC is a protocol that continuously evolves by
adding new features that improve the performance and manageability of a
connection. For instance, the first QUIC draft [66] only defines ten frames,
and by the time the QUIC RFC [39] was released, the number of frames
had doubled. This shows QUIC’s potential for fast extensibility. QUIC can
also be customized to an application’s needs since its implementation is in
user space. Extensibility is so inherent in QUIC that there are proposals
for dynamically enhancing the services offered by a QUIC connection
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through plugins [67].

When extending QUIC, changes to the QUIC packet format are typi-
cally applied in three ways. The first approach is repurposing the existing
QUIC fields, which can confuse the interpretation of the repurposed field.
The second approach is to add new transport parameters to configure the
peers at the beginning of a connection. Finally, the third and most com-
mon approach of extending QUIC is through the definition of additional
frames. There have been several QUIC extensions that are intended to
improve data transfer performance and that define new frames to facilitate
their goal. One such extension is the BDP_FRAME |68 [69]. This extension
allows the transfer of stored congestion control information from the
receiver to the sender when a connection is resumed. A QUIC extension
for calculating one-way delay using a TIMESTAMP frame, which is negoti-
ated during startup using QUIC transport parameters, is given in [70].
Another QUIC extension is Multipath QUIC (MPQUIC) [71]. The draft
proposal for MPQUIC introduces additional frames like PATH_ABANDON,
PATH_STATUS, and ACK_MP.

However, there could be some drawbacks to using QUIC to integrate
new extensions. QUIC is a new protocol with evolving specifications. As
a result, a diverse set of implementations are still maturing [51]. This has
led to implementations supporting different updates of the protocol [72].
Unlike TCP, where multiple extensions and features are integrated, QUIC
implementations are relatively new and lack a lot of features that can
be useful. For instance, TCP implementations come with a multitude of
CCAs, but most QUIC implementations support only one or two CCAs.
Therefore, an extension proposed to improve CCA performance might not
have as many CCAs to advantage from its services in QUIC.

2.3 Congestion Control

This section gives an overview of the CCAs of particular interest to
this thesis. It first discusses the need for evaluating and enhancing
CCAs for cellular networks in Section [2.3.1] Then, in Section [2.3.2
classical congestion control and its most prominent derivative, CUBIC,
are discussed. Finally, the new breed of CCAs that this thesis builds upon
are presented in Section [2:3.3]

2.3.1 Evaluating and Enhancing Modern CCAs

In recent years, delay has become an important issue closely associated
with buffer-filling CCAs |17, |73]. Long packet delays can have a detrimen-
tal effect on the performance of a number of applications. For instance,
packet delays can cause rebuffering events and /or lower bitrates to degrade
the Quality of Experience (QoE) of video streaming applications |36}, [74].
The delay resulting from a competing buffer-filling flow can also have
more severe consequences in latency-sensitive applications [75]. Therefore,
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reducing delay could improve the performance of a number of existing
services, and pave the way for new delay-sensitive services.

However, in networks with highly variable available bandwidth, tar-
geting very low queuing could result in lost opportunities for packet
transmission when more bandwidth becomes available. In such cases, the
achieved throughput can be notably lower than the available capacity.
This is especially true for cellular networks, since without sufficient queu-
ing connections will be slow to utilize newly available capacity when there
is a sudden improvement in channel conditions or drop in network load.
It is therefore important for new CCAs intended for mobile broadband
applications (MBB) to maintain low delay while also being able to provide
a high enough throughput to sufficiently utilize available capacity.

Several end-to-end CCAs have been proposed in recent years to achieve
the seemingly opposing targets of high throughput and low delay. The
newly proposed CCAs vary in their approaches to achieve the above-
mentioned goals. The choice of the signal selected to prompt a CCA
to decrease its sending rate is an important decision. Using the wrong
or unreliable congestion signal can result in the CCA experiencing poor
throughput and/or delay performance. The use of packet loss as a sign of
congestion is a prime example of an unreliable congestion signal because
loss can happen even when there is no network congestion. The use of
delay is a popular alternative to detect congestion in place of the standard
use of loss. However, delay can also be susceptible to issues such as noisy
delay measurements and changes in the path round-trip time (RTT) [76].

Congestion control based on a model of the connection path is a
different approach than the typical congestion-event-based congestion
control. Bottleneck Bandwidth and Round-trip propagation time (BBR)
[77] is perhaps the most well-known CCA using this type of approach.
The model of the connection path, which can be updated at fixed or
variable intervals, is used to decide on the number of packets to inject in
to the path. This type of approach has gained interest for connections
over cellular networks since the work of Winstein et al. [32]. In their work,
it is argued that due to per-user buffering in cellular access networks, the
delay experienced by packets in a connection is more likely self-inflicted
and could be avoided by sending at the proper rate based on a model
of the cellular access link. However, model-based congestion control can
have its drawbacks [78]. Acquiring an accurate model can be difficult,
and inaccurate models can result in poor performance. It is therefore
important to evaluate the model construction in use case environments to
verify the reliability of the method used in the model construction. For
applications intended to be used over specific environments, the model
construction could take advantage of known characteristics of the intended
environment. However, this comes at the cost of universality.

This thesis explores the growing number of recent congestion control
algorithms for cellular networks, identifies and classifies CCAs based on
the given design approaches, and presents an outlook for the development
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of new CCAs (Paper . In addition, the thesis evaluates and improves
the performance of recently proposed and deployed predictive model- and
congestion-event-based CCAs (Paper Paper |V|, Paper . In
the subsequent subsections, we discuss CCAs relevant to this thesis by
starting with classical CCAs and then moving on to modern ones.

2.3.2 Classical Loss-based CCAs

The classical TCP congestion control algorithm is a collection of four
mechanisms: slow start, congestion avoidance, fast retransmit and fast
recovery. Slow start is used to probe the network for capacity when the
connection is initialized by incrementing the congestion window(cwnd) by
one for every acknowledgement (ACK). The sender transitions from slow
start to the less aggressive congestion avoidance stage when the slow-start
threshold (ssthresh) is reached or congestion is detected. Congestion
avoidance is the stage after slow start, and between two congestion events,
where the sender becomes more conservative in its sending rate to avoid
overloading the network. In this stage, the sender will only be adding one
segment per RTT [79] to the cwnd. Fast retransmit and recovery allows
retransmission of data before a retransmission timeout occurs through the
use of three duplicate ACKs as a signal of loss. If loss is detected through
duplicate ACKs, the sender will retransmit the lost data, and sets the
new cwnd and the ssthresh to half of the current cwnd. The NewReno
modification [80] to TCP congestion control freezes the decrement of the
cwnd until all the packets in the current window are acknowledged. Figure
[ illustrates a simplified TCP congestion control.

CUBIC : CUBIC [8]1] is a CCA that is intended to improve perfor-
mance over standard TCP congestion control for connections with large
bandwidth-delay-product (BDP). After a congestion event, CUBIC saves
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the last cwnd before the congestion event as W,,,, and decreases the
cwnd multiplicatively by a factor of 8. Then CUBIC starts increasing
the cwnd based on the function W(z) = CAf® + Wy,ux, where At = (1 — K),
K = YWuaxB/C, t is the time elapsed since last congestion in seconds, K
is the duration that it takes for the mechanism to get back to W4y, B is
the multiplicative decrease factor, and C is a scaling factor for the cubic
function. In the congestion avoidance phase, the cwnd increase displays
two distinct behaviors before and after reaching W,,,,,. While approaching
Winax, the cund increases in a concave fashion with the value flattening
out as it gets closer to W,,.. After passing Wy,,x, the cwnd will stay
close to Wyqx for a while and then start probing for more bandwidth in a
convex manner. If a congestion event happens at any point during the
above procedure, then the cycle will restart by multiplicatively decreasing
the cwnd. In addition to the above, implementations of CUBIC may
include a delay-based mechanism [82] for early exit from slow start.

The value of B affects the convergence of the CCA and is set to 0.7 [83],
but an adaptive scheme to adjust 8 is also possible. The scaling value, C,
determines the aggressiveness of CUBIC. In [83], 0.4 is the value to use for
C to allow CUBIC to be more aggressive than standard TCP in large RTT
connections while being fair to standard TCP in small RTT connections.
In general, CUBIC improves on standard TCP in two significant ways.
First it achieves improved utilization of long RTT and high BDP networks
while still remaining fair to standard TCP congestion control in short
RTT connections. Second, the RTT fairness of CUBIC is better than
standard TCP since it’s cwnd increment is not dependent on RTT. The
notable improvements above have led to CUBIC being used as the default
CCA in Linux and more recently in Windows as well [84].

In the same way as standard TCP, CUBIC uses packet loss to detect
congestion. Thus, CUBIC can still be susceptible to issues related to
the use of loss as a congestion signal [85]. Underutilization due to a
loss-based CCA’s reaction to a buffer overflow in bottlenecks with small
buffers is a well-known issue of loss-based CCAs [86, |87]. CUBIC, similar
to other loss based CCAs, does not work well over bottlenecks with
small buffers [88]. A more pertinent problem of CUBIC and loss based
CCAs in current cellular networks is related to bufferbloat [17] and its
impact on delay-sensitive applications. Cellular networks can provision
large buffers to absorb bursts and allow high utilization over a variable
bottleneck [89,90]. TCP CUBIC flows have been shown to experience
long RTTs due to bufferbloat in cellular networks [91} [92]. As a result,
there has been an increasing interest in novel end-to-end CCAs. The next
section will discuss two popular recently proposed CCAs used for cellular
services.

2.3.3 Modern Model-based and Delay-based CCAs

The above-mentioned shortcomings of CUBIC and related loss-based
CCAs have motivated the proposal of several CCAs with a different



22

7 T
No BW estimate BW estirxte exists
BW inflight RTT
stagnates=—»|  Drain <= =3 ProbeBW }—not updated ProbeRTT
for 3RTTs BDP for 10s
RTT
'not updated'
for 10s

Figure 8: BBR states and state transitions

approach to congestion control. A more detailed commentary on the
different approaches and a list of associated CCAs are given in Paper
This section discusses the operating principle of two prominent modern
CCAs that are important for the work presented in this thesis. The first
CCA is BBR, which was proposed in 2016, and the second is Copa, which
was proposed in 2018.

BBR : BBR [93] is a congestion control algorithm proposed by Google.
It has gained popularity due to its ability to consistently achieve high
throughput with lower packet delay than loss-based CCAs [77]. The
algorithm is currently being used for Google.com, YouTube, the Google
cloud platform [94], and over the wider Internet [95]. In addition, the CCA
is included in Linux TCP and several open-source QUIC implementations.

As a model-based CCA, the operating principle of BBR is very different
from traditional loss- or delay-based CCAs that consider various packet
events as signs of congestion. BBR builds a model of the network and uses
the constructed model to control the injection of packets in to the network
by the sender. An estimate of the bottleneck bandwidth is extracted using
delivery rate values, and in combination with round-trip propagation time
estimates, it is used to model the BDP of the connection. The constructed
model sets a target operating point close to Kleinrock’s optimal operating
point [96], where the flow achieves the maximum throughput and the
minimum RTT. To maintain the system at this operating point, BBR
controls three parameters: the congestion window (cwnd), the pacing rate,
and the send quantum. The cwnd limits the amount of in-flight data,
the pacing rate controls how fast data is injected into the network, and
the send quantum determines the maximum chunk size the transport
layer delivers to the network. The cwnd is calculated by multiplying a
gain value (cwnd_gain) by the estimated BDP, and the pacing rate is the
product of a pacing gain value and the estimated bottleneck bandwidth.

To determine the network model and control the sending behavior
at the sender, BBR transitions through four states: Startup, Drain,
ProbeBW, and ProbeRTT. Figure [§ illustrates the transition between
the four BBR states. In Startup, BBR keeps doubling its sending rate
every round-trip until the estimated bandwidth plateaus for three rounds.
The CCA then proceeds to the Drain state to clear the queue created at
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the end of the Startup. To achieve this, BBR reduces the pacing rate
by using a pacing gain that is well below one. Once the initial Startup
and Drain phases are completed, BBR spends the rest of its time by
alternating between the ProbeBW and ProbeRTT states. The ProbeBW
state is where BBR spends most of its time. In this state, BBR goes
through a cycle of probing, draining, and cruising by having a pacing
gain of 5/4, 3/4 and 1, respectively. The probing and the draining are
carried out consecutively for around one round trip time (RTprop), and
the cruise is carried out for six rounds. The probing phase can last longer
if the in-flight data has not reached 5/4 * BDP within one RTprop. The
draining phase is aimed to remove any queuing that might have occurred
during the probing phase, and it can end earlier than RTprop if the
amount of in-flight data becomes lower than the estimated BDP. The
ProbeRTT state of BBR is intended to get an estimate of RTprop. BBR
enters ProbeRTT if it has not detected a lower RTprop sample in the
last ProbeRTTInterval, which is set to 10s in BBRv1l. In ProbeRTT,
BBR reduces its cwnd value to BBRMinPipeCwnd of four packets for at
least ProbeRTTDuration of 200 ms and one round trip.

The available bandwidth estimation mechanism of BBR is based
on determining the maximum delivery rate of a connection over a given
period of time. To acquire the delivery rate samples used in the bottleneck
bandwidth estimation, BBR applies a novel technique at the sender [35].
When an ACK arrives, the sender generates a new delivery rate for every
packet that is newly ACKed or SACKed. Based on the notion that delivery-
rate samples tend to be lower than the actual bottleneck bandwidth, BBR
uses a max filter to process delivery rate samples and obtain an estimate
for the bottleneck bandwidth. The max filter is applied over samples from
the most recent Bt1BwFilterLen window. In BBRv1, Bt1BwFilterLen
is set to 10 rounds, which is meant to cover a full ProbeBW cycle. When
the delivery-rate samples are taken when the sender is application limited,
the estimator discards the rate samples unless the values are greater than
the current Bt1Bw estimate.

To obtain an RTprop estimate, BBR takes the minimum RTT sam-
ple over an RTpropFilterLen (10s). This allows to filter out samples
that are affected due to queuing, radio channel variations, or delayed
acknowledgements. In BBRv1, the length of RTpropFilterLen is chosen
to be long enough to include samples from at least one ProbeRTT state.
Changes in the propagation delay are also presumed to happen in an
interval larger than RTpropFilterLen.

BBR’s novel operating principle, quick deployment, and availability of
multiple implementations have motivated a large number of research ana-
lyzing and evaluating its performance. In addition, several modifications
to the algorithm have also been proposed. For the most part, early evalu-
ations of and modifications to BBR have been focused on the algorithm’s
fairness to competing flows with the same or different CCAs [97-100].
In cellular networks, the evaluations of BBR generally show improved
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delay or throughput performance when compared to standard loss-based
CCAs [101H103]. There have only been a handful of works that are focused
on the CCA’s overestimation of the bottleneck bandwidth [36} 104} [105].
There are even fewer works on the interaction between cellular networks
and BBR’s delivery rate estimation mechanism [105]. In [105], the authors
formulate a sender-side delivery rate estimation that is based on a Kalman
filter and evaluate the modified CCA in the ns-3 simulator.

There are currently two versions of BBR. The first version, BBRv1,
was proposed in 2016. It has found wide-scale implementation and has
been evaluated extensively. The description of BBR given in the previous
paragraphs is for BBRv1. The primary contribution of BBRv2 concerns
dynamic workloads, i.e., in achieving better fairness towards competing
loss-based CCAs. To achieve this, BBRv2 considers additional connection
information, such as loss rate and ECN, to regulate the aggressiveness of
BBR. Although parts of BBRv2 were disclosed at earlier IETF meetings
[106-108|, BBRv2 was not fully specified until 2021. Thus, BBRv2 is yet
to be widely implemented and extensively evaluated in as many systems
as BBRv1. Therefore, the work and discussions in this thesis mainly apply
to BBRv1. The issues that BBRv2 addresses are beyond the scope of
this thesis. Throughout this thesis, the term BBR refers to BBRv1 unless
otherwise specified.

Copa : Copa [109] is a recent end-to-end congestion control algorithm
with a simpler approach than BBR. Copa works by adjusting its congestion
window towards a target window. The target window is obtained from
a target rate that maximizes the function logd — 6logd, where A is the
average throughput and d is the packet delay. In |[109], under Markovian
arrival-rate assumptions, this target rate A, is shown to be equal to
1/(éd,), where d, is the queuing delay and ¢ is a latency-throughput
tradeoff parameter. Another feature of Copa is that it integrates a system
that allows it to be more competitive when competing with buffer-filling
CCAs.

Copa calculates the queueing delay d, as the difference between the
RTTstanding and RTTmin. RTTstanding is the smallest RT'T over a recent
interval that is equal to half of the smoothed RTT, and RTTmin is the
smallest RTT over a time window of 10 seconds. The target rate is then
calculated as previously mentioned. To determine if the sender should be
increasing or decreasing the cwnd, the CCA calculates the sending rate
A as cwnd | RTTstanding. Copa then employs additive-increase-additive-
decrease (AIAD) by v/(é - cwnd) depending on whether A, is greater than
A or not, where v is a velocity parameter. While v should be one in steady
state, Copa defines a mechanism to adapt v for faster convergence when
the BDP experiences large changes. In such cases, if the connection stays
in the additive increase or additive decrease part for longer than three
rounds, the value of v is doubled. When the direction of the window
increase or decrease changes, then v is reset to 1. The startup of Copa
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is similar to TCP slowstart, where the cwnd doubles every RTT. This
continues until the send rate exceeds the target rate.

The ability to adapt to competition from a more aggressive buffer-
filling CCA is another useful feature of Copa. When detecting the filling
of buffers, Copa switches to a competitive mode with a § value that is
adjusted accordingly. To detect the presence of an aggressive competing
flow, Copa relies on its characteristic of emptying the queue every five
RTTs. If the queuing delay does not go lower than 10% of the maximum
delay observed in the last four RTTs, then 6 is set to a value lower than
the default value of 0.5. This allows Copa to operate at a higher target
rate and be more competitive with the perceived buffer-filling flow.

Copa has received less attention in comparison to BBR due to its
relatively short age, lack of ubiquitous implementation, and limited use in
services on the Internet. However, the CCA has found some backing from
Facebook/Meta that included it in its mvfst QUIC framework |110] and
is using it in its Facebook Live video uploads on mobile devices [111}[112].
This has motivated a small number of evaluations of Copa [113H115].
In [113], evaluations of Copa in different types of residential broadband
connections is presented. The results suggest that Copa’s performance
in those connections depends on the choice of §. In [114], the authors
propose a modification of Copa for information-centric networking (ICN).
The issue of Copa failing to clear the queue accumulated at the bottleneck
in certain conditions is analyzed and a solution that allows Copa to
periodically drain the queue is proposed in [115].

3 Research Questions

The overall research objective of this thesis is to evaluate and improve
congestion control for mobile broadband (MBB) services and enhance
transport protocols to support the features required for the improved
CCAs. In particular, the thesis work aims to answer the following research
questions.

RQ1 What approaches do modern CCAs employ to achieve high bandwidth
and low latency in cellular networks?

There has been a significant increase in the number and type of applications
that require high throughput and low delay. To satisfy these requirements,
a number of CCAs are being proposed. A considerable portion of the
proposed CCAs are focused on cellular networks. A good understanding of
these approaches to congestion control in cellular networks is fundamental
to achieving the overall research objective stated above. With that in
mind, it could be useful to gather as many available CCAs as possible and
identify shared approaches and common functionalities in their design.
Extracting such pattern would allow future CCA designers to identify
preferred approaches to use and/or possible research directions to target.
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RQ2 How can we estimate and track the delivery rate of a cellular
bottleneck?

The delivery rate is increasingly used as input to the congestion control
mechanism of prominent CCAs such as BBR. Typically, one could opt for
simple direct measurements over a specific interval as an estimation of the
delivery rate. In cellular networks, where the bottleneck bandwidth is very
variable, direct use of simple measurements taken over a specific interval
can lead to inaccurate estimations. If the delivery rate measurement
interval is long, the measurement might include packets that were delivered
before a rate change occurs. On the other hand, if the measurement
interval is too short, then the measurement can be affected by transient
variations, such as bursts resulting from a scheduling scheme. Therefore,
since it is difficult to set a sampling interval that works for all situations,
exploring alternative schemes to direct sampling might be better. As
indicated in Section [2.1.3] different approaches exist for estimating delivery
rates for use in CCAs, each with shortcomings. With that in mind, it can
be useful to explore a viable new delivery rate estimation scheme that
processes samples from short intervals to extract a steady state estimate
while removing spurious artifacts.

RQ3 What transport-layer enhancements could improve congestion control
performance and how do we realize the enhancements?

The type of information available to be used by a CCA depends on what is
provided by the transport protocol inside which the CCA is implemented.
Thus, there could be some features that could improve congestion control
performance, but might not be available in popular transport protocols.
An example is a way to make quantities that are only observable at the
receiver, such as the delivery rate, available at the sender side. This thesis
aims to explore ways to enhance transport protocols with extensions that
could possibly improve the performance of any CCA, which for our case
is in a cellular network context.

RQ4 How can we enhance the performance of modern CCAs through the
use of an accurate bottleneck-bandwidth estimate in cellular networks?

Several CCAs have cases when the algorithm’s performance diverges
from the intended ideal performance. For instance, due to the high
variability experienced in cellular networks, the model construction process
of some model-based CCAs might not work well in cellular networks. The
overestimation problem of BBR in cellular networks indicated in Section
[2:333] is one such example. In addition, some congestion-event-based
CCAs react slowly to congestion or overreact to perceived congestion.
The accumulation of long queues by CUBIC in large-buffered bottlenecks
and by Copa in low-bandwidth bottlenecks are some examples. Accurate
bottleneck bandwidth estimate is an important characteristic that could
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assist the congestion control mechanism of both types of CCAs. Therefore,
exploring how to apply good estimates of the bottleneck bandwidth to
improve the path model retained by predictive model-based CCAs or
the mechanism for congestion detection in congestion-event based CCAs
could be useful.

4 Research Contributions
The main contributions of this thesis are:

RC1 A review of recently-proposed CCAs for achieving high throughput
and low delay in cellular networks.

With an increasing number of CCAs being proposed for cellular networks,
it could be overwhelming to go through them and recognize trends in
how the congestion control problem is approached in cellular networks.
To make the above task easier for researchers, Paper [I] identifies the
challenges of designing CCAs in modern cellular networks and gathers
several CCAs intended to achieve high throughput and low delay in modern
cellular networks. The gathered CCAs are classified into groups based on
the approach they use to address the congestion control problem. Possible
deployment factors and how each CCA can be affected by the considered
deployment factors are also examined. This contribution addresses RQ1.

RC2 A real-time adaptive cellular delivery rate estimation technique using
receiver-side samples.

Estimating the delivery rate as a measure of the available bottleneck band-
width is a core part of some general-purpose CCAs, such as BRR [77],
and cellular-network-oriented CCAs, such as CQIC [25] and Sprout [32].
The variability of the rate available in cellular networks is one of the
challenges to congestion control in cellular networks. A viable adaptive
estimation approach based on a conceptual framework could result in
better estimates than hard-coded empirical approaches for the diverse
cellar network environment. Paper [IT] proposes and evaluates such an
adaptive approach that uses the Kalman filter. In the paper, the Kalman
gain is dynamically adjusted based on the perceived amount of measure-
ment and process noise. The viability of the adaptive estimation scheme
is demonstrated using multiple real-network delivery rate measurements.
This contribution addresses RQ2 by proposing a technique to estimate
the delivery rate at the receiver in a cellular-access bottleneck.

RC3 A proposal and an implementation to communicate delivery rate
information to a sender in QUIC.

This thesis presents a proposal and prototype implementation of an exten-
sion to the QUIC protocol for communicating delivery rate information
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between peers. This includes defining a new QUIC frame to transport the
rate samples and specifying a protocol for excluding invalid rate samples.
The proposed QUIC extension is instrumental in the CCA modifications
in Paper [[TI} Paper [[V] and Paper [VI] This contribution addresses
RQ3.

RC4 An alternative bottleneck bandwidth estimate in the model-based
CCA BBR in order to improve the transport delay in cellular networks.

As mentioned in Section BBR is a relatively new model-based CCA
that has received much attention. The bottleneck bandwidth estimation
method of BBR could be susceptible to overestimation in cellular networks,
which can cause long queuing delays to be experienced. In Paper [ITI]
and Paper [[V] we modify the BBR bottleneck bandwidth estimation
method using receiver-side rate estimations. Our evaluations show that the
modification is able to achieve improved delay performance with minimal
loss in throughput. This contribution addresses RQ4 by proposing a
modification to the bottleneck bandwidth estimation scheme of BBR.

RC5 An enhancement to the congestion-event based CCA Copa for con-
sistent and predictable performance in cellular networks.

Another promising CCA that has found some deployment is Copa (Section
. Copa’s congestion detection mechanism could result in inconsistent
performance over networks with a wide range of bottleneck bandwidths.
These bottleneck conditions are likely to exist in current 4G and 5G
cellular access networks. The same Copa configuration may result in high
delay and high throughput or low delay and low throughput depending
on the bottleneck conditions. To mitigate this issue, Paper [VI proposes
a solution to dynamically adjust the Copa latency-throughput tradeoff
parameter (§) to achieve a more consistent performance across different
bottlenecks. This contribution addresses RQ4 by proposing to integrate
bottleneck bandwidth estimates to make a congestion-event-based CCA
perform more consistently.

RC6 Extended performance evaluations of BBR and Copa in 4G and 5G
cellular networks.

Evaluations of CCAs in different conditions in current cellular networks
could help identify issues with the CCAs and facilitate the development
of enhancements. Notably, there have not been many evaluations that
closely evaluate the performance of popular classical and modern CCAs
in conditions where the 5G access link is likely the bottleneck. Through
extensive evaluations of notable CCAs in several papers, Paper [[V]
Paper [V] and Paper [V this thesis illustrates the need for enhancements
to the CCAs in 4G and 5G networks. This contribution addresses RQ4
through experimental evaluations of the congestion control schemes of
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recently-proposed popular CCAs and the modifications proposed in this
thesis over multiple cellular scenarios.

5 Research Methods

The research works included in this thesis are concerned with applied
research that aims at identifying and providing solutions to specific prob-
lems in a certain field [116]. Thus, the research work follows the general
steps of design, data collection, analysis, and evaluation and recommenda-
tions [117]. Accordingly, the overall research process for this thesis is as
follows: To gain a good understanding of the works in the subject area, we
first conduct a literature review of related works and some experimental
evaluations. Once a good understanding of the subject area or system is
achieved, we propose solutions to research gaps uncovered in the review or
evaluation stage. The feasibility of the proposed solutions is discussed, and
an implementation framework is chosen to realize the proposed solutions.
Next, a prototype system is built to evaluate the viability of the proposed
solution and validate the conceptual framework. The implementation is
thoroughly evaluated to determine its viability or performance.

The research work that resulted in Paper [I] (RQ1) was part of
the stage where the available solutions for congestion control in current
cellular networks were explored to uncover existing research gaps. To
uncover these research gaps, various databases were searched with specific
keywords to find a list of papers dealing with cellular network congestion
control. Outdated congestion control proposals that deal with cellular
network issues that are less likely to exist in 4G and 5G networks were
eliminated early by reviewing the abstract of the papers. The same
approach was used to remove non-end-to-end solutions. The references of
the papers were examined to locate more solutions of interest. The above
process is repeated at different times to discover new works. The work in
Paper [[] contributes to the formulation of the concepts that support the
overarching theoretical framework of this thesis [118§].

To address RQ2, we framed the issue as a measurement problem
and defined the requirements the measurement mechanism should fulfill.
Since the Kalman filter is a widely used technique with several variations
to improve its robustness, we explored adaptations of the filter that
could fulfill the requirements specified for the measurement problem by
conducting a literature search. We formulated the filter equations to
fit our measurement problem with assumptions to simplify the system
complexity. The core assumption being that the system is characterized
by a Gaussian process and measurement noise. To verify the viability
of our approach, we apply our filter equations to multiple rate traces
collected over different 4G networks. The viability of this approach is
presented in Paper [[T]

To realize the solution that addresses RQ3, discussions were held
with research supervisors to assess the ease of implementation and po-
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tential deployability of the proposed extension in prevalent transport
protocols. QUIC was then selected based on the above criteria. Once a
specific transport protocol was selected, the codebases of multiple QUIC
implementations were explored. Potential implementations were com-
pared based on complexity, language used, popularity, supported protocol
versions, available testing tools, familiarity to authors, and inclusion of
multiple CCAs. The mvfst implementation from Facebook was selected
based on the above-mentioned criteria. The extension is then added to
mvfst by including a new feedback frame definition and updating the
codebase to include the frame in the appropriate packets. We also include
the conditions for writing the rate feedback data into the frame in an
outbound packet as well as reading the data in the feedback frame of
a newly arriving packet. After the implementation of the extension is
complete, the extension is used in the CCA modifications proposed in
Paper [T} Paper [[V] and Paper [V]]

To address RQ4, we select a certain group of CCAs based on current
interest, future potential, and availability. Through review of the algo-
rithms and empirical evaluations, we identify possible performance issues
in the CCAs, and build a hypothesis on how to overcome those limitations.
We propose solutions to test the hypothesis and enhance the CCAs. After
implementing the CCA enhancements in the selected QUIC framework, we
evaluate the modified and original CCAs and compare their performance
through emulation and real 4G and 5G network tests. The emulations
enable real implementations to be tested in a setup that emulates some
desired characteristic of the real network while precluding the impact of
other variables. In addition, through the emulations we are able to make a
comparison between the CCAs by evaluating them over identical systems.
The real network tests suggest how the CCAs would work in the wild,
where the tester has no control over the environment variables. These
tests also allow the tester to see how realistic the emulation performances
are compared to the real-world results. While the results for Paper [IT]]
and Paper [VI] were acquired through emulations, all the steps in the
above methodology were applied to produce the results in Papers [[V]
and Paper [V] Figure [J illustrates the connection between the research
question, research contributions, research methods, and publications.

6 Summary of Appended Papers

Paper I — End-to-End Congestion Control Approaches for High
Throughput and Low Delay in 4G/5G Cellular Networks

In this paper, we review recent congestion control algorithms that are
either explicitly proposed for modern cellular networks or indirectly ad-
dress issues experienced in cellular networks. We identify problems with
conventional loss-based CCAs and challenges that new CCAs have to
overcome in contemporary cellular networks. The paper proposes a classi-
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Figure 9: Illustration of the relationship between the research questions,
research methods, research papers and research contributions

fication scheme for the reviewed CCAs based on the approach taken by
the CCAs and provides a brief overview of the CCAs belonging to each
group. The paper also discusses factors that affect the deployment of the
CCAs and presents directions for future research. This paper contributes
to answering RQ1.
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Paper IT — Rate Measurement Over Short Time Scales in Sta-
tionary Cellular Receivers

This paper proposes an approach to obtain a viable delivery rate estimate
from rate samples made over short time intervals. We achieve this by
applying the Kalman filter to the short-time-interval rate samples. A
dynamic process and measurement noise approximation technique is inte-
grated into the system to deal with the unknown and changing conditions
that affect the delivery rate. We show the viability of the approach by
comparing it to Kalman-filtered estimates with static parameters and
raw measurements done over longer intervals. This paper contributes to
answering RQ2.

Paper III — WIP: Leveraging QUIC for a Receiver-driven BBR
for Cellular Networks

In this paper, we introduce the idea of extending BBR with rate feedback
and propose and implement an extension to the QUIC protocol to convey
this information. The proposed extension is a new QUIC frame to carry
delivery rate samples from the receiver to the sender. The sender will then
use the feedback rate to estimate the bottleneck bandwidth in BBR. We
perform evaluations using emulations on coarse-grained mmWave traces
to show that packets experience shorter delays without noticeable loss in
throughput.This paper contributes to answering RQ3 and RQ4.

Paper IV — RBBR: A Receiver-driven BBR in QUIC for Low-
latency in Cellular Networks

This paper presents RBBR, which is a modification of the work in Paper
[IIT] and uses the Kalman-filter-based technique proposed in Paper [[1]
to estimate the bottleneck bandwidth of BBR. The paper also presents
enhancements to the QUIC extension to consider sender-limited scenarios.
Through emulations on fine-grained 4G and coarse-grained mmWave
traces and real-world 4G network experiments, we show that BBR’s delay
performance worsens for highly bursty and/or variable cellular network
conditions. RBBR can mitigate these issues and produce a consistent low
delay performance. In addition, the robustness of the proposed CCA in
different emulated conditions and for different parameters is presented
in the paper by comparing its results to unfiltered and exponentially
weighted moving average filtered rate estimates. This paper contributes
to answering RQ3 and RQA4.

Paper V — Performance of QUIC Congestion Control Algorithms
in 5G Networks

In this paper, a host of CCAs in the mvfst QUIC framework and their
variants are evaluated in a 5G scenario. We perform the evaluations
on BBR, Copa, RBBR, and CUBIC. For Copa, we evaluate the CCA
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with different parameter configurations and evaluate two approaches of
calculating the queuing delay used by the CCA. Our evaluations are done
over a real-world 5G testbed and emulations with traces collected from
the 5G testbed. The evaluations are also performed at multiple locations
and using various traces to characterize the performance of the CCAs
under different bottleneck conditions. The results reveal inconsistencies in
Copa’s performance, longer queueing delays for BBR, and bufferbloat for
CUBIC. We also show that RBBR achieves a more consistent performance
with a lower delay than BBR and Cubic, and higher throughput than
Copa. This paper contributes to answering RQA4.

Paper VI — Copa-D: Delay Consistent Copa for Dynamic Cellular
Networks

This paper introduces Copa-D, a modification to the Copa congestion
control algorithm for achieving consistent delay. In Copa-D, motivated
by the inconsistencies of Copa observed in Paper [V] we modify the
previously static latency-throughput tradeoff parameter of Copa to change
dynamically based on the bottleneck bandwidth, propagation RTT, and
desired maximum delay. We evaluate our modification through emulations
over fixed bottlenecks and multiple 4G/5G traces. The results show that
Copa-D is able to maintain a consistent delay without significant impact
on throughput in fixed bottlenecks. In cellular traces, Copa-D maintains
similar delay consistency as in the fixed network with a throughput
performance dependent on the desired maximum delay configuration.
This paper contributes to answering RQ4.

7 Conclusion and Future Work

The deployment of new cellular technologies, transport protocols, and
congestion control algorithms (CCAs) is growing to meet the needs of
new applications and improve the performance of existing ones. Thus,
studying the interaction between contemporary cellular networks and the
latest transport protocols and CCAs is important to reveal performance
issues and propose solutions. This thesis is a collection of works that
review the approaches, evaluate the throughput and delay performances,
and enhance the mechanisms of modern CCAs and transport protocols to
improve their performance in cellular networks.

As a first contribution, this thesis reviews existing end-to-end con-
gestion control solutions that target achieving high throughput and low
delay. Most of the reviewed solutions were intended for use in cellular
networks, however, other solutions that were not explicitly meant for
cellular networks, but target achieving high throughput and low delay
were also reviewed. The review also provides a method for grouping the
CCAs together, explores factors that could affect the deployment of the
CCAs, and suggests pathways for future research.
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The delivery rate is an important piece of information used by several
CCAs to make better congestion control decisions. Therefore, another
contribution of this thesis is an adaptive way of extracting a steady delivery
rate from highly variable short-interval rate samples. An adaptive Kalman-
filter-based rate estimation mechanism is implemented and validated
to achieve the above goal. To utilize the processed rate estimates for
congestion control mechanisms that are typically implemented at the
sender side, this thesis proposes an extension to the QUIC transport
protocol to convey rate feedback from the receiver to the sender. This
thesis elaborates on the proposed extension and presents a prototype
implementation in a production QUIC framework.

In this thesis, we also provide an extensive evaluation of the perfor-
mance of modern CCAs in current cellular networks through emulations
and real network experiments. The evaluations show that modern CCAs,
such as BBR and Copa, can diverge from an optimal performance behav-
ior and exhibit inconsistent behavior across different cellular bottlenecks.
Modifications to the above CCAs are then proposed to improve the delay
performance of BBR and the consistency of Copa. The modifications
make use of the delivery rate estimation proposed as part of this thesis.
Through extensive evaluations, the BBR modifications are shown to sig-
nificantly decrease the delay of the CCA in scenarios where the bottleneck
fully resides in the cellular access network. The modification to Copa
allows a more intuitive selection of an operating parameter to produce
predictable delay across a range of bottlenecks.

Cellular networks are continuously evolving as multi-staged deploy-
ment strategies are employed to progressively roll out different technologies
and support different use cases. Therefore, the performance of the new
CCAs and their modifications should be evaluated continuously as new
technologies and use cases are deployed over cellular networks to under-
stand the effect of such new variables. Improving the robustness of CCAs
to the impact of such changes in the network is an interesting avenue for
future research. Based on the premise of per-user queues in cellular access
networks, this thesis has given less attention to the impact of competition
among flows. Future work may also consider solutions to allow fair opera-
tion between competing flows with the same or different CCAs when flow
isolation is not guaranteed. Finally, the ultimate goal of newly proposed
CCAs is to improve the performance of target applications. As such,
evaluating the impact of proposed CCAs on the QoE of the applications
can give a better idea for research directions to achieve the ultimate goal.
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Connections

The continuous increase in the number and type of Internet services and their
requirements for improved QoS has driven the evolution of cellular networks
towards the fifth-generation (5G) systems. However, updating the network to 5G
is insufficient to satisfy application requirements since legacy transport protocols
and congestion control algorithms (CCAs) are not suitable for applications with
requirements for both throughput and delay.

In this thesis, we aim to enhance transport protocols and CCAs to achieve
low delay and high throughput in cellular networks. We provide an extensive
review of contemporary end-to-end CCAs for cellular networks, along with the
challenges in designing suitable CCAs and future directions for research. We
also propose a technique to obtain a steady estimate of the delivery rate for a
cellular bottleneck and an extension to one of the major transport protocols of
the Internet (QUIC). The proposed extension makes receiver-side delivery rate
estimates available to the sender CCA:s.

Using the proposed rate estimation method and extension to the QUIC protocol,
we propose modifications to two prominent modern CCAs, i.e. BBR and Copa.
Through extensive evaluation, this thesis shows that the modified BBR results in
lower packet delays, and the modification to Copa provides a more consistent
and predictable delay performance.

ISBN 978-91-7867-364-3 (print)

ISBN 978-91-7867-365-0 (pdf)

ISSN 1403-8099

DOCTORAL THESIS | Karlstad University Studies | 2023:11




The continuous increase in the number and type of Internet services and their
requirements for improved QoS has motivated the steady evolution of cellular
networks towards the current fifth generation (5G) systems. However, updating the
network to 5G is insufficient to satisfy application requirements since performance
limitations can also exist in the transport used by the applications. Legacy transport
protocols and congestion control algorithms (CCAs) are not suitable for applications
with requirements for both throughput and delay. This mismatch has inspired
new transport protocols and CCAs, such as QUIC and BBR. Nevertheless, cellular
networks present challenges that can make it difficult for newly proposed CCAs to
achieve consistent throughput and delay.

The main focus of this thesis is enhancing transport protocols and CCAs to achieve
lower delay and high throughput in cellular networks. An extensive review of
available end-to-end CCAs for cellular networks is provided in this thesis, along with
the challenges and future directions for research. The delivery rate at a receiveris an
important quantity that has found increased use inmodern CCAs, andin this thesis,
we propose and validate a Kalman-filter-based technique to obtain a steady estimate
of the delivery rate for a cellular bottleneck. This thesis also proposes an extension
to the QUIC protocol to make receiver-side delivery rate estimates available to the
sender CCAs. Using the proposed rate estimation method and extension to the
QUIC protocol, this thesis proposes modifications to the recently proposed CCAs
BBR and Copa. The proposed modifications are evaluated over real cellular networks
and through extensive trace-based emulations. The modified BBR results in lower
packet delays with similar throughput to standard BBR in cellular bottlenecks. On
the other hand, the modification to Copa strives to provide a more consistent and
predictable delay performance across different cellular bottlenecks.
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