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Abstract

Cancer is one of the leading causes of death worldwide. In 2020, there were around 10 million cancer deaths
and nearly 20 million new cancer cases in the world. Radiation therapy is essential in cancer treatments
because half of the cancer patients receive radiation therapy at some point. During a radiotherapy treatment
planning (RTP), an oncologist must manually outline two types of areas of the patient’s body: target, which
will be treated, and organs-at-risks (OARs), which are essential to avoid. This step is called delineation. The
purpose of the delineation is to generate a sufficient dose plan that can provide adequate radiation dose to a
tumor and limit the radiation exposure to healthy tissue. Therefore, accurate delineations are essential to
achieve this goal.

Delineation is tedious and demanding for oncologists because it requires hours of concentrating work
doing a repeated job. This is a RTP bottleneck which is often time- and resource-intensive. Current software,
such as atlasbased techniques, can assist with this procedure by registering the patient’s anatomy to a
predetermined anatomical map. However, the atlas-based methods are often slowed down and erroneous for
patients with abnormal anatomies.

In recent years, deep learning (DL) methods, particularly convolutional neural networks (CNNs), have
led to breakthroughs in numerous medical imaging applications. The core benefits of CNNs are weight sharing
and that they can automatically detect important visual features. A typical application of CNNs for medical
images is to automatically segment tumors, organs, and structures, which is assumed to save radiation
oncologists much time when delineating. This thesis contributes to resource efficient automatic segmentation
and covers different aspects of resource efficiency.

In Paper I, we proposed a novel end-to-end cascaded network for semantic segmentation in brain
tumors in the multi-modal magnetic resonance imaging challenge in 2019. The proposed method used the
hierarchical structure of the tumor sub-regions and was one of the top-ranking teams in the task of
quantification of uncertainty in segmentation. A follow-up work to this paper was ranked second in the same
task in the same challenge a year later.

We systematically assessed the segmentation performance and computational costs of the technique
called pseudo-3D as a function of the number of input slices in Paper II. We compared the results to typical
two-dimensional (2D) and three-dimensional (3D) CNNs and a method called triplanar orthogonal 2D. The
typical pseudo-3D approach considers adjacent slices to be several image input channels. We discovered that
a substantial benefit from employing multiple input slices was apparent for a specific input size.

We introduced a novel loss function in Paper III to address diverse issues, including imbalanced
datasets, partially labeled data, and incremental learning. The proposed loss function adjusts to the given data
to use all accessible data, even if some lack annotations. We show that the suggested loss function also
performs well in an incremental learning context, where an existing model can be modified to incorporate the
delineations of newly appearing organs semi-automatically.

In Paper IV, we proposed a novel method for compressing high-dimensional activation maps, which
are the primary source of memory use in modern systems. We examined three distinct compression methods
for the activation maps to accomplishing this. We demonstrated that the proposed method induces a
regularization effect that acts on the layer weight gradients. By employing the proposed technique, we reduced
activation map memory usage by up to 95%.

We investigated the use of generative adversarial networks (GANs) to enlarge a small dataset by
generating synthetic images in Paper V. We use the real and generated data during training CNNs for the
downstream segmentation tasks. Inspired by an existing GAN, we proposed a conditional version to generate
high-dimensional and high-quality medical images of different modalities and their corresponding label
maps. We evaluated the quality of the generated medical images and the effect of this augmentation on the
performance of the segmentation task on six datasets.
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