
ACTA

UNIVERSITATIS

UPSALIENSIS

UPPSALA

2008

Digital Comprehensive Summaries of Uppsala Dissertations
from the Faculty of Science and Technology 562

Reduction Techniques for Finite
(Tree) Automata

LISA KAATI

ISSN 1651-6214
ISBN 978-91-554-7313-6
urn:nbn:se:uu:diva-9330



����������	
 �����
��� �� 
������ 

�������� �	 �� �������� �����
�� �
 ����� �	����������
�
��� �� ��������������
 �� 
�������  ������ !	������ �"� �##$ �� #%&"' (	� ��� ������ 	(
�	��	� 	( ����	�	���) *�� �����
���	
 +��� �� �	
������ �
 ,
�����)

��������

-����� �) �##$) .������	
 *���
�/��� (	�  �
��� 0*���1 2��	����) 2��� 

�����������

������
���) ������� �	
��
�
����
 ��

���
� 	� ������� ����
�����	�� ��	
 ��
 ������� 	�
���
��
 ��� �
���	�	�� '��) �' ��) 
������) 345! %6$7%"7''�768"87�)

 �
��� ���	���� ������ �
 ���	�� ����� ���
�� 	( �	������ ����
��� (	� ������� �
 �	���
������
�� �
 
������ ��
����� ��	�����
� �
� �
 �������� ���	��) 3
 ��
� ���������	
� +����
(�
��� ���	���� 	����� �� �� ������ ��������� �	 ���� +��� ���	���� ���� ��� �� ����� �� �	�������
�
 	���� �	 ���� ���	�� �� +��� �� ��������	
 ����)
�������
����� (�
��� ���	���� 0� 2�1 ��
 �� ��
���9�� �((����
���� �)�)� � � 2 ��
 ��

�	
������ �	 �
 �/������
� � 2 ���� ��� � ��
���� 
����� 	( ������) *��� �� 
	� ��� ���� (	�

	
7�������
����� (�
��� ���	���� 0! 2�1) *	 ��
���9� �
 ! 2 +� 
��� �	 �	����� ���
�	�����	
��
� � 2 ���
� ������ �	
�������	
 �
� ��
���9� ��� �������
� ���	���	
)
:	+����� ������ �	
�������	
 ��� ���� �	 �
 ���	
�
���� ��	+7�� �
 ��� ��9� 	( ��� ���	���	

�
� �����(	�� ���
 �( ��� ��
���� � 2 ��� �� ������ �� ����� 
	� �� (������� �	 �	����� �� �

�������� ��
�� +� 
��� �	 ���(	�� ��� ����
���� ������ �	
�������	
)
*	 ���	� ������ �	
�������	
 +� ��
 ������ ��� ��9� 	( �
 ! 2 ���
� ��������� ����	��)

*��� ��
 �� �	
� �� ���
��(��
� �
� �	������
� ������ ���� ��� �/��� +��� ������� �	 �	��
�������� �/������
�� ������	
 ���� ��������� ��� ��
����� 	( ��� ���	���	
) *�� ��	��� 	( �

�/������
�� ������	
 �� � �����7	(( ���+��
 ��� ������� ��	�
� 	( �������	
 �
� ���
�	�������	
 ���� ��
�� ��� �	����� � ������	
 ��� ��� �	�� ����
���� �� �� �	 �	�����) *��� +��
+� 	����
 � �������	
 ����	� (	� ! 2� ���� �� ���(�� �
 ��������)
3
 ���� ������ +� ������� ��� ��	���� 	( ������
� ��� ��9� 	( 
	
7�������
����� ���	����)

;� �	
����� �+	 ��((���
� �	�������	
 �	����& (�
��� ���� ���	���� �
� (�
��� ���	����)
 �
��� ���	���� ��
 �� ���
 �� � ������� ���� 	( (�
��� ���� ���	���� �
� ��� 	( ��� �����	����
��
��	
�� ������� �	
���
�
� (�
��� ���	���� ��� ���������� �	 ���� ���	���� �� +���)  	�

	
7�������
����� �	��	�7�� ���� ���	����� +� �����
� � ��	�� �������� 	( ��((���
� ������	
�
���� ��
 �� ���� �	 ������ ����� ��9�) *�� ������	
� ��((�� �
 ����� �	�������	
�� �	��������
�
� �������	
 ������������) ;� ���	 ��	���� �((����
� ���	������ �	 �	����� ��� ������	
�
+���� +� ���
����� ��� ��	���� 	( �	�����
� � ����
 ������	
 	
 � ���� ���	���	
 �	 ���
��	���� 	( �	�����
� ��� ������	
 	
 � (�
��� ���	���	
)
 	� (�
��� ���	����� +� ���� ����
��� �
� ��7(	�������� �+	 ���	������ (	� �	�����
�

����������	
 �
� ��������	
 	
 ���
����	
 ������� �	 	������ 	
 (�
��� ���	���� +���
���������) 3
 ����������� +� �	
����� � �	��� 	( ���	���� +���� ��� ������ ��� �
�	���
����	������� �
� +� ��	���� �
 ���	����� (	� �	�����
� ����������	
 	
 ���� ������� ����	���
�
�	��
�)

�
��	����  �
��� ���	����� ���� ���	����� ����������	
� ��
���9���	
� ��������	
� �	��	���
����������	
� �	��	��� ��������	


���� ������ �
����

�� 	�  ��	�
���	� �
���	�	��� !	" ##$� ������� ����
������ �%&$'()'
�������� ��
�
�

< ���� -���� �##$

344! "�'"7��"�
345! %6$7%"7''�768"87�
��
&
�
&��&��&����7%88# 0����&==��
)��)��=���	���>��
?��
&
�
&��&��&����7%88#1



Till Mosa och Elias som gör livet så mycket roligare att leva.





“Notice that the stiffest tree is most easily cracked, while

the bamboo or willow survives by bending with the wind.”
– Bruce Lee





List of Papers

This thesis is based on the following publications, which are referred to in

the text by their Roman numerals. The thesis contains extended versions of

all the papers.

I. Efficient Bisimulation Minimization of Non-Deterministic

Automata with Large Alphabets

Abdulla, P.A., Deneux, J., Kaati, L., Nilsson, M.

In Proc. of 10th International Conference of Implementation and

Application of Automata LNCS 3845:31–42 (2005).

II. Bisimulation Minimization of Tree Automata

Abdulla, P.A., Högberg, J., Kaati, L.

In Proc. of 11th International Conference of Implementation

and Application of Automata LNCS 4094:173–185 (2006).

Int. J. Found. of Comput. Sci. 18(4):699-713 (2007).

This paper was given the award: BEST PAPER AWARD CIAA 2006.

III. Computing Simulations over Tree Automata:

Efficient Techniques for Reducing Tree Automata

Abdulla, P.A., Bouajjani, A., Holík, L., Kaati, L., Vojnar, T.

In Proc. of 14th Int. Conf. on Tools and Alg. for the Construction

and Analysis of Systems LNCS 4963: 93–108 (2008).

IV. Composed Bisimulation for Tree Automata

Abdulla, P.A., Bouajjani, A., Holík, L., Kaati, L., Vojnar, T.

In Proc. of 13th International Conference of Implementation

and Application of Automata LNCS 5148:212–222 (2008).

Int. J. Found. of Comput. Sci., submitted (invited paper).

This paper was given the award: BEST PAPER AWARD CIAA 2008.

V. A Uniform (Bi-)Simulation-Based Framework for Reducing

Tree Automata

Abdulla, P.A., Holík, L., Kaati, L., Vojnar, T.

Proceedings of MEMICS 2008 (to appear).



My Contribution

I. I developed the algorithm together with Marcus Nilsson. I implemented the

algorithm (both the symbolic and the non-symbolic versions) in the frame-

work of Regular Modelchecking and did all the experiments with other

tools (CWB-NC and CWB). I participated in all parts of the work.

II. With Johanna Högberg I developed the idea of bisimulation for tree au-

tomata. I implemented the algorithm and participated in all parts of the

work.

III. I participated in the discussions and I implemented the algorithm. I wrote

the experimental section.

IV. I implemented the algorithm and with support from my supervisor, did

most of the writing.

V. I implemented the algorithm, conducted all experiments, and participated

in the discussions and writing.



Tack till:

Parosh Abdulla, världens bästa och smartaste handledare. Utan dig hade det

här varit helt omöjligt. Tusen tack för all din hjälp!

Min forskningsgrupp, som varit ett ovärderligt stöd under mina år som dok-

torand. Ett speciellt tack till Noomene Ben Henda och Ahmed Rezine som

varit med mig under hela min doktorandtid. Ni är bäst!

Mina kloka kollegor i the dreaming team: Tomáš Vojnar, Ahmed Bouajjani

och Lukáš (aka the minimization king) Holík.

Johanna Högberg som gör det roligt att forska.

Alla på IT-institutionen, framför allt Ivan Christoff som gör livet på Pollax

lite lättare. Extra tack till alla som brukar fika klockan 10.

Dom bästa kompisarna som finns: Li Söderberg och Caroline Lindstrand.

Tack för att ni finns och gör mitt liv så mycket roligare. Ett extra tack till

världens bästa Li som gjort det fina omslaget och bilderna till den här avhan-

dlingen.

Till alla på Communication Security Lab på Ericsson Research där jag

gjorde mitt examensarbete. Utan er hade den här avhandlingen aldrig blivit

till.

Alla mina nya kollegor på FOI, speciellt Pontus Svenson och Christian

Mårtenson som gör det roligt att komma till jobbet.

Tack till alla som hjälpt mig genom att läsa och kommentera delar av den

här avhandlingen: Johann Deneux, Johanna Högberg, Per Svensson och Joel

Brynielsson.

Rafael Lindqvist för att du försöker muntra upp när det känns tungt.

Världens finaste syster Erika, som är så förstående och snäll som bara den

bästa systern kan vara. Jag älskar dig!

Tack också mamma Ann-Sofi och pappa Gunnar som alltid har stöttat mig

oavsett om det gäller balletdrömmar, kampsport i Kina, boxningsmatcher eller

doktorerande. Tack, tack älskade ni! Ett extra tack till pappa Gunnar för att du

orkar läsa igenom min avhandling.

Tack Mosa (min älskling!), för att du tålmodigt lyssnar på mig och alltid

stöttar mig. Du är klokast, roligast och bäst i världen.





Contents

1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

1.1 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

1.1.1 Automata on Trees . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

1.1.2 Minimizing Automata . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

1.1.3 Outline . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

2 Finite Automata . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19

2.1 Automata on Words . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19

2.2 Deterministic Finite Automata . . . . . . . . . . . . . . . . . . . . . . . . 20

2.2.1 Symbolic Encoding . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

2.3 Relations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

2.4 Minimizing Finite Automata . . . . . . . . . . . . . . . . . . . . . . . . . . 23

2.5 Minimizing Non-deterministic Automata . . . . . . . . . . . . . . . . . 25

2.6 Bisimulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

2.6.1 Computing Bisimulation . . . . . . . . . . . . . . . . . . . . . . . . . 26

2.6.2 Labels . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26

2.6.3 Automata with Large Alphabets . . . . . . . . . . . . . . . . . . . 26

2.7 Simulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27

2.7.1 Computing Simulation . . . . . . . . . . . . . . . . . . . . . . . . . . . 28

2.7.2 Extending an Existing Algorithm . . . . . . . . . . . . . . . . . . . 29

3 Finite Tree Automata . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

3.1 Automata on Trees . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

3.2 Minimizing Tree Automata . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

3.3 Bisimulation for Tree Automata . . . . . . . . . . . . . . . . . . . . . . . 34

3.3.1 Composed Bisimulation . . . . . . . . . . . . . . . . . . . . . . . . . . 36

3.3.2 Computing Bisimulation for Tree Automata . . . . . . . . . . 37

3.4 Simulation for Tree Automata . . . . . . . . . . . . . . . . . . . . . . . . . 38

3.4.1 Composed Simulation . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

3.4.2 Computing Simulation for Tree Automata . . . . . . . . . . . . 40

3.5 Combining Simulation and Bisimulation . . . . . . . . . . . . . . . . . 41

3.6 Different Combined Relations . . . . . . . . . . . . . . . . . . . . . . . . . 43

3.6.1 Reduction Capabilities of Relations . . . . . . . . . . . . . . . . . 44

4 Contribution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

4.1 Relations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

4.2 Efficient Algorithms . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

4.3 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48



5 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49

5.1 Minimizing Finite Automata . . . . . . . . . . . . . . . . . . . . . . . . . . 49

5.1.1 Bisimulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49

5.1.2 Symbolic algorithms . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

5.1.3 Simulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

5.2 Minimizing Tree Automata . . . . . . . . . . . . . . . . . . . . . . . . . . . 52

5.2.1 Bisimulation for Tree Automata . . . . . . . . . . . . . . . . . . . . 52

5.2.2 Simulation for Tree Automata . . . . . . . . . . . . . . . . . . . . . 53

6 Conclusions and Directions for Future Work . . . . . . . . . . . . . . . . . 55

6.1 Finite Automata . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55

6.2 Tree automata . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55

7 Summary of Papers . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57

8 Sammanfattning (Summary in Swedish) . . . . . . . . . . . . . . . . . . . . . 61

Bibliography . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65



1. Introduction

1.1 Background

A finite automaton is a mathematical model consisting of a finite number of

states and transitions between these states. An automaton can move from one

state to another when it reads a symbol. An automaton that accepts a sequence

of symbols (called a word) is called a word automaton. Even though finite

automata are fairly simple computational models they are common in almost

every branch of computer science.

There are a considerable number of applications in which finite automata

are incorporated. One such application is natural language processing in which

finite automata are used to describe different phases of lexical analysis. An-

other related application is text processing where automata are used in text

compression and file manipulation [53]. Automata are also useful in the area

of formal verification and model checking where they can be used to model

behavior of systems and to ensure that systems work correctly.

1.1.1 Automata on Trees

Finite tree automata are natural generalizations of word automata. While a

word automaton accepts a word a tree automaton accepts a tree (or term).

Trees appear in many areas of computer science and engineering and tree au-

tomata are used in applications such as XML manipulation, natural language

processing, and formal verification.

The fact that both word automata and tree automata are used in so many dif-

ferent areas of computer science, has generated a growing number of software

systems designed to operate on automata and software tools where automata

are used as internal representations. Therefore, it is important to develop effi-

cient algorithms that operates on automata. One important issue in this context

is to design algorithms that reduce the size (number of states) of automata. In

most applications, it is highly desirable to deal with as small automata as pos-

sible because it saves both computation time and computer memory. In fact,

for some applications, the task of reducing the size of automata is essential to

make computations feasible.
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1.1.2 Minimizing Automata

Algorithms used for minimizing automata are used in applications

ranging from compiler construction to hardware circuit minimization [54].

Minimization is also used in the frameworks of both regular tree
model checking (RTMC) [1] and abstract regular tree model checking
(ARTMC) [11]. Both these frameworks relies heavily on efficient automata

reduction methods since the size of the automata that are generated during

the verification process often explodes. In these frameworks, computations

without reduction are not feasible.

Any deterministic finite (word or tree) automata, can be converted algorith-

mically to an equivalent automaton which has a minimal number of states.

These results, however, do not hold for non-deterministic automata. Minimiz-

ing non-deterministic automata is PSPACE-complete [41]. To minimize a non-

deterministic automaton (tree or word), we need to convert the automaton into

the corresponding deterministic version using subset construction and per-

form minimization. However, subset construction may lead to an exponential

blow-up in the size of the automaton, and the minimal deterministic automa-

ton might be larger than the original non-deterministic automaton. Moreover,

even if the minimal deterministic automaton is very small, it might neverthe-

less be impossible to compute it because of the high amount of resources that

are required for subset construction.

In this thesis the focus is on the problems of reducing the size of non-

deterministic automata and non-deterministic bottom-up tree automata. Non-

deterministic automata are usually smaller than deterministic automata and

they appear naturally in many of the previously mentioned applications.

Reducing the size of non-deterministic automata has a great practical value

in many applications. We need to develop heuristic methods for reducing the

size of automata that are useful in practice.

The approach here to solve the problem is to group states that are equivalent

according to some suitable equivalence relation. The choice of equivalence

relation depends on the desired amount of reduction and the computation time.

In general, the more reduction capabilities a relation have, the higher are the

resource requirement for computing it.

Our goal is to present a broad spectrum of relations differing in their com-

putation complexity and reduction capabilities. The range of relations yields

a possibility of a fine choice between the amount of reduction and the compu-

tational demands.

1.1.3 Outline

The structure of the thesis is as follows. In Chapter 2 the notion of finite au-

tomata and how to reduce the size of automata is explained. In Chapter 3

tree automata and several different approaches to reducing the size of tree

automata is presented. Chapter 4 contains a summary of the contributions pre-

14



sented in this thesis and Chapter 5 contains a brief review of work related to

ours. Chapter 6 contains some concluding remarks and directions for future

work. Finally, a short summary of Paper I–V can be found in Chapter 7.
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2. Finite Automata

2.1 Automata on Words

A finite automaton is a directed graph with a finite number of nodes called

states. Some states are called initial (or starting) states and some states are

called accepting (or final) states. The edges, which are called transitions, are

labeled with one or more symbol from some alphabet. A formal definition of

finite automata is given below.

Definition 2.1.1. (Finite Automata) A finite automaton is a 4-tuple
(��Σ�Δ� � ) where
� � is a finite set of states, with ��� = �

� Σ is a finite set of symbols, with �Σ� = �.
� Δ is the transition relation,
� � is a set of initial (or starting) states
� � � � is a set of accepting states.

The transition relation is usually described as Δ : �� Σ � 2�. We write

�
�
�� � or � � Δ(�� 	) to denote that the automaton moves from state � to

state �, reading the symbol 	 (assuming that there is such a transition in Δ).

By removing the accepting and initial states from a finite automaton, we

obtain a labeled transition system (LTS). If the labels are removed the LTS is

called a transition system (TS).

A string (or a word) is a sequence of symbols from an alphabet. A language
consists of a possibly infinite set of strings. An example of a language is the

set of binary strings consisting of some number of 0’s followed by an equal

number of 1’s, i.e., �
� 01� 0011� 000111� ���	 where 
 denotes the empty string.

The language of a finite automaton is the set of strings that label paths starting

in an initial state and ending in an accepting state. In other words, a finite

automaton accepts a string � = 	1	2���	� if there is a path that begins in a start

state and ends in an accepting state and has a sequence of labels 	1	2���	�.

An automaton that accepts a set of strings (or words) is sometimes called

a word automaton or a string automaton to separate it from automata that

operates on other kinds of structures.

A finite automaton describes a regular language. A regular language is

commonly described using regular expressions. Figure 2.1 shows an example

of a finite automaton. The language of the automaton is the set of all strings

containing two 	:s followed by zero or more 
s. The regular expression de-

scribing this language is 		
�. The initial state of the automaton is marked

17



1start 2 3
a a
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Figure 2.1: A finite automaton with three states accepting the language ���
�

1start 2

3

4
a

a

b

c

c b

Figure 2.2: A non-deterministic finite automaton accepting the language �����������.

with an ingoing arrow (state 1) and the accepting state has a double circle

(state 3).

2.2 Deterministic Finite Automata

If the transition relation is defined as a function, the finite automaton is

called a Deterministic Finite Automaton (DFA). The difference between

a Non-deterministic Automaton (NFA) and a DFA is that for a DFA the

next possible state is always uniquely determined. Figure 2.2 shows a

finite automaton with four states accepting the language �����������. The

automaton is non-deterministic since it can move from state 1 to both state 2

and state 3 on symbol �. A DFA is defined as below.

Definition 2.2.1. (Deterministic Finite Automata) A deterministic finite au-
tomaton is a 5-tuple (��Σ�Δ� �0� � ) where
� � is a set of states,
� Σ is an alphabet of input symbols,
� �0 is an initial state,
� � is a set of accepting states, and
� Δ is a transition function.

Despite the fact that DFAs and NFAs have different definitions, it can be

shown that for any given NFA a DFA accepting the same language can be
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constructed and vice-versa [49]. Even though NFAs are not more powerful

than DFAs in the sense that they accept more languages, they are still useful

since they are usually easier to construct and in many cases they have fewer

states than the corresponding DFA.

2.2.1 Symbolic Encoding

An alternative way of writing the transition relation is to describe it as a

relation Δ : � � � � 2Σ. Intuitively, this means that the automaton can

change state from � to � on a set of symbols described as Δ(�� �). We write

� � Δ(�� �) to denote that �
�

�� �.

This alternative way of writing the transition relation is useful when dealing

with sets of symbols instead of just one symbol. The encoding allows us to use

a symbolic representation of labels on the edges of the automaton.

Symbolic encodings are used to represent sets in a compact way to save

computing time and computer memory. One way to symbolically encode sets

is to use Binary Decision Diagrams (BDDs) [6]. A BDD is a data structure

that is used to represent a Boolean function. A BDD is a rooted, directed and

acyclic graph. A BDD consists of a set of decision nodes and two terminal

nodes that are called the 0-terminal and the 1-terminal. Each decision node is

labeled by a Boolean variable and has two children nodes. The children nodes

are called the low child and the high child. An edge from a node to a low

child represents an assignment of the variable to 0 (false) and an edge from a

node to a high child represents an assignment of the variable to 1 (true). It is

common to let a dashed line to represent the false branch and a filled line to

represent the true branch (see Figure 2.3).

A path from the root node to the 1-terminal represents a variable assignment

for which the represented Boolean function is true.

When we use the term BDD we actually refer to a Reduced Ordered Binary

Decision Diagram (also known as ROBDD [6]). The advantage of an ROBDD

is that it is canonical (unique) for a particular function. This property makes it

useful when checking equivalences since this can be done in constant time.

When using BDDs to encode a set of symbols from a given alphabet Σ
we start by encoding each symbol of the alphabet by a finite binary word.

Furthermore, we encode sets of symbols of Σ by Boolean expressions that

can be represented by a BDD.

An extension of BDDs where the leaves are labeled with natural numbers,

rather than only 0 or 1, is called Algebraic Decision Diagrams (ADDs) [7].

ADDs are used to encode multisets of symbols in Σ. A multiset may contain

several occurrences of an element, for example the multiset ��� �� �� �� �� con-

tains three occurrences of the element �. Example 1 illustrates how sets and

multisets can be encoded using BDDs and ADDs.

Example 1. We consider the alphabet ��� �� �� �� 	� 
�. We use the encoding
�: 000, �: 001, �: 010, �: 011, 	: 100, 
 : 101. A dashed line in Figure 2.3
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represents the false branch while the filled line represent the true branch of the
BDD (ADD). Figure 2.3 a) shows a BDD characterizing the set ��� �� ��, while
Figure 2.3 b) shows an ADD representing the multiset ��� �� �� �� �� �� �� ��

V0

V1

1 0

V1

V2

V0

V1 V1

V2 V2 V2

2 3 10

a) b)

Figure 2.3: Example of a BDD and an ADD.

2.3 Relations

For a relation �, we write ��� to denote that � is related by � to �.
If a relation is reflexive then we have ��� for each � � �. A relation �

is said to be symmetric if ��� implies ���. A relation � is transitive if ���
and ��	 implies ��	. An equivalence relation is a binary relation between two

elements of a set that groups them together as being “equivalent” in some way.

An equivalence relation is reflexive, symmetric, and transitive. A pre-order is

a binary relation that is reflexive and transitive. For example, all equivalence

relations are pre-orders. A partial order is a pre-order that is antisymmetric.

A relation � is antisymmetric if ��� and ��� then � = �. This means that not

all elements in a partially ordered set are related to each other.

The equivalence class of an element 
 with respect to an equivalence rela-

tion � is the set of all � such that 
��. We call each equivalence class a block.

For an equivalence relation � on a set �, we use �
 � to denote the set of

blocks in �. A partition of a set is a division of the set into (non-overlapping)

blocks that cover all elements in the set.

2.4 Minimizing Finite Automata

In many applications where finite automata are used, it is highly desirable to

deal with automata that are as small as possible in order to save both memory

and time. Minimization of finite automata is a well-studied problem, where

the objective has been to find the unique minimal (minimal in the number of
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states) finite automaton that recognizes the same language as a given automa-

ton.

There are several algorithms for minimizing deterministic finite automata.

An effective (in terms of time complexity) algorithm was proposed by

Hopcroft in [35]. Hopcroft used a “process the smaller half” strategy to

obtain a bound of 0 (� � log�) where � is the size of the alphabet and � is the

number of states. This bound was later improved in [52] where an algorithm

is described that runs in time 0 (� log �) where � is the number of defined

transitions and � the number of states.

The idea behind Hopcroft’s algorithm is to start with an initial partition of

the states where the accepting states are separated from the rest of the states.

At each step of the algorithm a block � and a symbol � are selected to refine

the partition. The selected block is called a splitter. The refinement procedure

splits each block � of the partition according to whether the states of �,

when consuming the symbol �, go to a state that is in the block � or not. The

algorithm terminates when there are no more blocks to refine. In the end, each

block of the partition is a set of equivalent states.

The low bound on the computation time for Hopcroft’s algorithm is

achieved by choosing suitable data structures and in each iteration of the

algorithm, instead of iterating over the set of all states, only iterate over the

states of the block that is used as a splitter.

For non-deterministic automata, finding an automaton with a minimal num-

ber of states is PSPACE-complete [44]. Moreover, in general there is not a

unique minimal NFA (as in the case of deterministic automata) recognizing a

given regular language [43] since there are regular languages for which several

minimal NFAs accepting these languages exist.

However, any NFA can be mechanically converted to an equivalent (accept-

ing the same language) DFA that can be minimized. This procedure is called

subset construction. The basic idea of subset construction is to define a DFA

whose states are sets of states of the NFA. A final state of the DFA is a set

which contains at least a final state of the NFA. The transition function is

defined as the union of all the transitions from a set of states.

Definition 2.4.1. (Subset Construction) Given a NFA � = (�	Σ	Δ	 
	 � ),
we construct an equivalent DFA � = (��	Σ	Δ�	 
	 ��) where:
� �� = 2�, i.e., the set of all subsets of �. Each state in �� is called a

power state.
� �� is the set of power states � � �� such that � � � �= �
� For a symbol � � Σ the transition function for a power state � � �� is

defined as Δ�(�	 �) = ��Δ(
	 �) �
 � � 	

Converting a NFA to a DFA may cause an exponential blowup in the num-

ber of states. Therefore, even if the minimal deterministic automaton may be
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Figure 2.4: A non-deterministic automaton accepting the language (���)��(���)2

small, it might not be feasible to compute it in practice because of the size of

the non-minimized deterministic automaton.

A non-deterministic automaton accepting the language (���)��(���)2 with

4 states is shown in Figure 2.4. The corresponding minimal deterministic au-

tomaton has 8 states. Figure 2.5 shows such a deterministic automaton accept-

ing the language (���)��(���)2.
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Figure 2.5: A deterministic automaton accepting the language (���)��(���)2.

2.5 Minimizing Non-deterministic Automata

To avoid subset construction, NFAs can be reduced by identifying and collaps-

ing states that are equal with respect to some suitable equivalence relation.

Given a NFA � = (��Σ�Δ� �� � ) and an equivalence relation � on �, the

quotient automaton derived from � and the equivalence relation � is �� =
(���Σ�Δ�� ��� ��) where

� �� is the set of equivalence classes �� of �
� Δ� is defined such that �1

�
�� �2 iff 	

�
�� 
 for some 	 � �1, 
 � �2

where �1� �2 � ��. That is, there is a transition in the quotient automaton

iff there is a transition between states in the corresponding blocks of the

original automaton.
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� �� contains a block � iff � � � �= �. Intuitively, a block is initial if it

contains a state that is initial.

� �� contains a block � iff � � � �= �. Intuitively, a block is accepting if it

contains a state that is accepting.

The choice of equivalence relation is a trade-off between the desired amount

of reduction and the time it takes to compute the relation. One equivalence

relation that is suitable for minimizing automata is bisimulation.

2.6 Bisimulation

Intuitively, two states are bisimilar if the observable behavior of the states

coincide.

Definition 2.6.1. (Bisimulation) Given an NFA� = (��Σ�Δ� � ) a bisimula-
tion relation is a binary relation � over � such that for every pair of elements
�� 	 in � with (�� 	) � �, for all 
 � Σ, and for all �� � �,

�
�

�� ��

implies that there is a 	� � � such that

	
�

�� 	�

and (��� 	�) � �. Also, symmetrically for all 	� � �,

	
�

�� 	�

implies that there is a �� � � such that

�
�

�� ��

and (��� 	�) � �.

2.6.1 Computing Bisimulation

In 1987, Paige and Tarjan [48] developed an algorithm for computing bisim-

ulation equivalence on transition systems. Their algorithm is a generaliza-

tion of the minimization algorithm for deterministic automata developed by

Hopcroft [35]. To deal with non-determinism Paige and Tarjan introduced a

data structure called a counter. The counter keeps track on how many prede-

cessors each state has in a certain block. During each iteration of the algorithm

a block � is chosen as a splitter. By using the counter, each block in the par-

tition is split into three possible parts: one containing states that can move

to �, one containing states that can move to the complement of � and one

containing states that can move both to � and to the complement of �.

By using suitable data structures Paige and Tarjan’s algorithm runs in

0 (� log �) time where � is the number of edges and � is the number of

states in the (unlabeled) transition system.
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Figure 2.6: An automaton from the verification process in the framework of regular

model checking.

2.6.2 Labels

Paige and Tarjan’s [48] algorithm operates on unlabeled transition systems.

Bisimulation for labeled transition systems and finite automata is considered

in [24], where an extension of Paige and Tarjans algorithm is presented. How-

ever, several applications give rise to automata with large alphabets. For in-

stance, transition systems generated by verification tools such as SPIN [34]

and regular model checking [47] usually have very large alphabets [23]. Fig-

ure 2.6 shows a small example of an automaton that arose during the verifica-

tion process in the framework of regular model checking. For automata with

large labels it is useful to use a symbolic representation of the labels.

The algorithm in [24] uses an explicit representation of the symbols in the

alphabet and is therefore not applicable to automata where labels are encoded

symbolically.

2.6.3 Automata with Large Alphabets

We have developed an algorithm for computing bisimulation for automata (or

LTS) with large alphabets where the labels are symbolically encoded using

BDDs. Our algorithm is an extension of Paige and Tarjan’s algorithm [48],

but it differs from their original algorithm since it operates on automata with
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symbolic encoding of the labels. Our algorithm has the same complexity as

the algorithm in [24].

We have implemented our algorithm and compared the execution times of

our implementation of the algorithm with a non-symbolic version of the Paige-

Tarjan algorithm. We noticed that the symbolic version is almost insensitive

to increases in the size of the alphabet, while the non-symbolic version ex-

hibits an exponential increase. We have also compared our implementation

with The Concurrency WorkBench (CWB) [19] and The Concurrency Work-

Bench of The New Century (CWB-NC) [20]. Both CWB and CBW-NC shows

a similar behavior to the non-symbolic version of our code when we increase

the size of the alphabet. By running a number of tests where we each time

increased the size of the alphabet, we noticed that a symbolic encoding of the

labels is crucial when handelling automata with large (more than 32 symbols)

alphabets.

2.7 Simulation

Another approach to minimizing NFAs (and LTSs) is to compute a relation

called simulation. Simulation is a weaker relation than bisimulation and there-

fore the resulting minimized automaton might be smaller. However, the better

reduction capabilities has a price, computing simulation is more expensive in

terms of resources than bisimulation.

For two states � and � in an automaton, we say that � simulates � if � can

do at least everything that � can do (but possibly more).

Definition 2.7.1. (Simulation) Given a NFA � = (��Σ�Δ� � ) a simulation
pre-order is a binary relation � over � such that for every pair of elements
�� � in � with (�� �) � �, for all � � Σ, for all ��

� �,

�
�

�� ��

implies that there is a ��
� � such that

�
�

�� ��

and (��� ��) � �.

The simulation relation is a pre-order. Two states � and � are considered

to be simulation equivalent if � simulates � and � simulates �. Simulation

equivalence is, as the name indicates, an equivalence relation.

The notion of simulation is very close to the notion of bisimulation. As in

the case of bisimulation, minimizing an automaton using simulation equiva-

lence preserves the language of the automaton. However, since the conditions

in the definition of simulation are weaker than the ones in the definition of
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Figure 2.7: A non-deterministic labeled transition system where state �
� simulates

state �
� and state � and � are simulation equivalent.

bisimulation, simulation provides a better reduction of the automaton. Fig-

ure 2.7 shows an example of an automaton where simulation equivalence dif-

fers from bisimulation equivalence. In the figure, state �� simulates �� and state

� and � are simulation equivalent (but not bisimilar).

2.7.1 Computing Simulation

Simulation equivalences are harder to compute than bisimulation

equivalences [38]. A number of simulation algorithms exists, the most

well-known are developed by Henzinger, Henzinger and Kopke [29], Bloom

and Paige [8], Bustan and Grumberg [16], Tan and Cleaveland [51] and

Gentilini, Piazza and Policriti [27].

In 2007 Ranzato and Tapparo [50] presented a simulation algorithm that im-

proves all previous simulation algorithms in both time and space complexity.

Their algorithm performs a number of iterations while computing a partition

consisting of blocks of simulation equivalent states and a simulation relation

on the blocks. During each iteration of the algorithm, the blocks in the par-

tition are split and the relation is updated accordingly. The Ranzato-Tapparo

algorithm operates on unlabeled Kripke structures, which is equivalent to un-

labeled transition systems.

2.7.2 Extending an Existing Algorithm

To compute a simulation relation on labeled transition systems (or finite au-

tomata), we extended the algorithm in [50] to operate on labeled transition

systems (LTS).

The algorithm is extended by the introduction of a set �������(	) for

each 
 in the alphabet and each block 	 of the partition. Such a set con-

tains states that do not have a transition labeled with the symbol 
 going

into the states that are in 	 or any state in a block that simulates 	. The set

26



�������(�) is used, in a similar manner as the splitter in Paige and Tarjan’s

algorithm [48], to split blocks in the partition.

Our extended algorithm runs in time 0 (� ������ �	� + ������ �Δ�) where �

is the size of the alphabet, ���� the set of blocks containing simulation equiv-

alent states, and Δ is the transition relation. The complexity of the extended

algorithm compared to the original algorithm (operating on unlabeled struc-

tures) differs in the factor �. The reason for this is that the size of the alphabet

is equal to one in the original algorithm.
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3. Finite Tree Automata

3.1 Automata on Trees

An automaton that deals with tree structures instead of words as in the pre-

vious section is called a finite tree automaton. The theory of tree automata

arises as a straightforward extension of the theory of finite automata [21].

Even though the two models are used in different settings they are closely re-

lated to each other since a finite automaton can be seen as a special case of a

finite tree automaton.

According to the manner in which the automaton run on the input tree,

finite tree automata can be either bottom-up or top-down. A top-down tree

automaton starts its computation at the root of the tree and then simultaneously

works down the paths of the tree level by level. The tree automaton accepts

the tree if such a run can be defined. A bottom-up tree automaton starts it

computation in the leaves of the input tree and works its way up towards the

root.

A finite tree automaton can be either deterministic or non-deterministic.

This is an important issue since deterministic top-down automata are strictly

less expressive than non-deterministic top-down automata. For the bottom-

up case, a deterministic bottom-up tree automaton are just as powerful, from

the point of view of language equivalence, as a non-deterministic bottom-up

tree automaton [53]. Non-deterministic top-down tree automata are equivalent

to non-deterministic bottom-up tree automata. Throughout this thesis we will

consider bottom-up tree automata.

Definition 3.1.1. (Ranked Alphabet) A ranked alphabet Σ is a finite set of
symbols together with a function # : Σ � � where � is the set of all natural
numbers. For � � Σ, the value #� is called the rank of � . For any � � 0, we
denote by Σ� the set of all symbols of rank � from Σ.

A tree � over an alphabet Σ is a partial mapping � : �� � Σ that satisfies

the following conditions:

� ���(�) is a finite, prefix-closed subset of �� , and

� for each � � ���(�), if #�(�) = � � 0, then �	 � �	 � ���(�)� =
�1
 � � � 
 ��.

Each sequence � � ���(�) is called a node of �. For a node �, we define the

	�� child of � to be the node �	, and we define the 	�� subtree of � to be the

tree �� such that ��(��) = �(�	��) for all �� � ���(��). A leaf of � is a node �
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which does not have any children, i.e. there is no � � � with �� � ���(�). We

denote by � (Σ) the set of all trees over the alphabet Σ.

Definition 3.1.2. (Tree Automata) A finite bottom-up tree automaton (TA) is
a quadruple � = (	
Σ
Δ
 � ) where
� 	 is a finite set of states,
� Σ is a ranked input alphabet,
� Δ is a finite set of transition rules, and
� � � 	 is a set of accepting (final) states.

Each transition rule is a triple of the form ((�1
 
 
 
 
 ��)
 �
 �) where

�1
 
 
 
 
 ��
 � � 	, � � Σ, and ����(�) = �. We use (�1
 
 
 
 
 ��)
�
�� � to

denote that ((�1
 
 
 
 
 ��)
 �
 �) � Δ.

In the special case where � = 0, we speak about the so-called leaf rules,

which we sometimes abbreviate as
�
�� �.

We use ���(�) to denote the set of left-hand sides of rules, i.e., the set of

tuples of the form (�1
 
 
 
 
 ��) where (�1
 
 
 
 
 ��)
�
�� � for some � and �.

If a TA can choose more than one transition rule for an input symbol, it is

called a non-deterministic finite tree automaton (NFTA). Otherwise it is called

a deterministic finite tree automaton (DFTA).

We denote by ����(�) the smallest � � � such that � � � for each

� � � where ((�1
 
 
 
 
 ��)
 �
 �) � Δ for some �� � 	, 1 � � � �. If no

confusion arise, we drop the reference to � and denote ����(�) with �̂.

A run of � over a tree � � � (Σ) is a mapping � : ���(�) � 	 such that

for each node � � ���(�) where � = �(�), we have that if �� = �(��) for

1 � � � �, then Δ has a rule (�1
 
 
 
 
 ��)
�(�)
�� �.

We write �
�

=� � to denote that � is a run of � over � such that �(�) = �.

We use � =� � to denote that �
�

=� � for some run �.

The language of a state � is defined by �(�) = 	� 
 � =� ��, while the

language of a tree automata � (called a tree language) is defined by �(�) =
�
��	 �(�). As in the case of finite automata, a tree language is regular if it is

recognized by a tree automata [30].

An environment is a triple of the form ((�1
 
 
 
 
 ���1
�
 ��+1
 
 
 
 
 ��)
 �
 �)
obtained by removing a state ��, 1 � � � �, from the ��
 position of the left-

hand side of a rule ((�1
 
 
 
 
 ���1
 ��
 ��+1
 
 
 
 
 ��)
 �
 �), and by replacing it

by a special symbol � �� 	 (called a hole). Like for transition rules, we write

(�1
 
 
 
 
�
 
 
 
 
 ��)
�
�� � if ((�1
 
 
 
 
 ���1
 ��
 ��+1
 
 
 
 
 ��)
 �
 �) � Δ for

some

�� � 	. Sometimes, we also write the environment as

(�1
 
 
 
 
��
 
 
 
 
 ��)
�
�� �
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to emphasize that the hole is at position �. We denote the set of all environ-

ments of � by ���(�) and we will drop the reference to � if no confusion

may arise.

Example 2. Let Σ = Σ2�Σ0 where Σ2 = ��� �� and Σ0 = �	�. Consider the
tree language 
, such that a tree is an element of 
 if it contains at least one �
and exactly one � that are not leafs. For a NFTA to recognize the language 
 ,
we need a set � of 4 states:

- a state �� such that Æ(
) = �� if and only if 
 contains neither �’s nor �’s,
- a state �� such that Δ(
) = �� if and only if 
 contains �’s but no �’s,
- a state �� such that Δ(
) = �� if and only if 
 contains exactly one �, but no
�’s,

- a state ��� such that Δ(
) = ��� if and only if 
 contains at least one � and
exactly one �.

Among these states, only ��� is final. Also, Δ contains the transition rules:

�
�� ��

(��� ��)
�
�� ��

(��� ��)
�
�� ���

(��� ��)
�
�� ���

(��� ��)
�
�� �� for �� � � ��� 	�

(��� ��)
�
�� ��� for � � ��� 	� and � � ��� ���, or � � ��� ��� and � � ��� 	��

A (rejecting) computation on a input tree is illustrated as follows, where the
transitions “consume” the tree stepwise from the leaves towards the root:

�

�

� �

�

�

� �

�

�

�

� �

�

�
�

�

�

�� ��

�

�

�� ��

�

�

�

�� ��

��

��

�

�

�� �

�� �

�

�� ��

��

�

�

�� �

�� �

��� ��

�

�

�� �

�� ���

�

�

�� ���

�

No applicable

transition rule

exists.

When consuming 
 we can see that Δ(
) contains no accepting state which
indicates that 
 does not belong to 
.
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3.2 Minimizing Tree Automata

Reducing the size of tree automata is crucial in many applications. As in the

case of deterministic automata, there exists a unique minimal tree automaton

(in the number of states) for a given DFTA [21]. An algorithm for comput-

ing the minimal deterministic bottom-up tree automaton is given in [21]. The

algorithm constructs a DFTA with a minimal number of states for its tree lan-

guage.

When minimizing non-deterministic tree automata, the same approach as

for word automata can be applied. That is, the NFTA can be transformed into

a DFTA using subset construction. Subset construction for tree automaton is

described in [36] and [21]. The DFTA resulting from the subset construction

can be minimized using an algorithm described in [21]. However, similar to

the case of automata for strings, converting a NFTA to a DFTA using subset

construction may cause an exponential blow up in the number of states.

Quotient Tree Automata

To avoid subset construction, a tree automaton can be reduced using the same

techniques as in the case of finite automata. The idea is to identify suitable

equivalence relations on the states and then group states that are equivalent

and create a new automaton where each state consists of a set of equivalent

states. Consider an NFTA� = (��Σ�Δ� � ), and an equivalence relation� on

�. The quotient tree automaton derived from � and the equivalence relation

� is �� = (���Σ�Δ�� ��) where

� �� is the set of equivalence classes of �

� (�1� ���� ��)
�

�� � iff (�1� ���� ��)
�

�� � for some �1 � �1� ���� �� �

��� � � �. That is, there is a transition in the quotient tree automaton

iff there is a transition between states in the corresponding blocks of the

original automaton.

� �� contains a block � iff � � � �= �. Intuitively a block is accepting if it

contains a state that is accepting.

3.3 Bisimulation for Tree Automata

When minimizing a tree automaton using bisimulation we obtain a tree au-

tomaton that has possibly less states than the original automaton and accepts

the same language. In this thesis, we provide several definitions of bisimula-

tion for tree automata. The first attempt to define and compute bisimulation

for tree automata is presented in Paper II.

Definition 3.3.1. (Bisimulation) For a tree automaton � = (��Σ�Δ� � ), a
bisimulation � is a binary relation on � such (�� 	) � � if
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(i) whenever (�1� � � � � �� � � � � ���1)
�
�� �� then there are �1� � � � � �� such

that (�1� � � � � �� � � � � ���1)
�
�� �� and (��� ��) � � for each � : 1 � � � �;

and
(ii) symmetrically, whenever (�1� � � � � �� ���1)

�
�� �� then there are

�1� � � � � �� such that (�1� � � � � �� � � � � ���1)
�
�� �� and (��� ��) � � for

each � : 1 � � � �.
(iii) � � � if and only if � � � �.

This definition of bisimulation is somewhat restrictive. A weaker relation

is downward bisimulation which is also referred to as backward bisimulation

in [32]. In [32] it is shown that given a tree automaton 	, every bisimulation

according to Definition 3.3.1 on 	 is also a downward bisimulation on 	 and

that every downward bisimulation on 	 has at most as many states as every

bisimulation according to Definition 3.3.1.

The definition of downward bisimulation is the following:

Definition 3.3.2. (Downward Bisimulation) For a tree automaton
	 = (
�Σ�Δ� � ), a downward bisimulation � is an equivalence relation on

 such that if (�� �) � �, then

(i) whenever (�1� � � � � ��)
�
�� �, then there are �1� � � � � �� such that

(�1� � � � � ��)
�
�� � and (��� ��) � � for each � : 1 � � � �; and

(ii) symmetrically, whenever (�1� � � � � ��)
�
�� �, then there are �1� � � � � ��

such that (�1� � � � � ��)
�
�� � and (��� ��) � � for each � : 1 � � � �.

For a given tree automaton, there is a unique maximal downward bisimula-

tion (referred to as backward bisimulation in [32]).

In this thesis we consider several different relations. Upward bisimulation

is a relation that do not preserve the language of the automata. Instead it pre-

serves the so-called language of contexts. A context is a tree with a single

hole1, the language of contexts of a state � is the set of contexts on which

there is an accepting run if the hole is replaced by �.

Definition 3.3.3. (Upward Bisimulation) Given a tree automaton
	 = (
�Σ�Δ� � ) and a downward bisimulation �, an upward bisimulation
� wrt � is an equivalence relation on 
 such that if (�� �) � � , then

(i) whenever (�1� � � � � ��)
�
�� �� with �� = �, then there are �1� � � � � �� such

that (�1� � � � � ��)
�
�� �� where �� = �, (��� ��) � �, and (��� ��) � � for

each 
 : 1 � 
 �= � � �; and

1In Paper III the term contexts has a different meaning, namely as a rule where all leaves are

holes.
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(ii) symmetrically, whenever (�1� � � � � � ��)
�
�� �� with �� = �, then there

are �1� � � � � �� such that (�1� � � � � ��)
�
�� �� where �� = �, (��� ��) � � and

(��� ��) � � for each � : 1 � � �= � � 	; and, finally,
(iii) � � 
 iff � � 
 .

If we use the identity relation instead of a downward bisimulation in the

definition of upward bisimulation we obtain a language preserving equiva-

lence relation that corresponds to the notion of forward bisimulation that was

introduced in [32]. Combining different relations is further described in Sec-

tion 3.5.

3.3.1 Composed Bisimulation

Composed bisimulation is a combination of upward and downward bisimula-

tion that preserves the language of tree automata (recall that upward bisimu-

lation alone does not preserve the language of an automaton).

Like downward bisimulation, composed bisimulation preserves language

equivalence, but the composed bisimulation may be much coarser than down-

ward bisimulation. Experimental results that are presented in Paper III show

that composed bisimulation gives a far better reduction on our example tree

automata compared to downward bisimulation.

For a given downward bisimulation � and an upward bisimulation � in-

duced by �, we define composed bisimulation as an equivalence relation

� � ��1. The relation � is a pre-order that satisfies the following two prop-

erties:

(i) � is transitive and

(ii) � � � �
�
� Æ ��1

�
.

The relation � has on one side the downward bisimulation � and, on the

other side the composition of � and the inverted upward bisimulation � . This

means that the relation � is possibly stronger than the composition of � and

��1 but weaker than (or equal to) �.

To compute the relation �, we first compose the two relations � and ��1.

� is then obtained by removing all states in the composed relation that violates

transitivity, while all elements from the relation � are maintained. Composed

bisimulation is defined to be � ���1.

Notice that depending on how the transitive fragment is computed, we may

find several relations satisfying the condition of composed bisimulation.

3.3.2 Computing Bisimulation for Tree Automata

Computing bisimulation for tree automata is more complicated than comput-

ing bisimulation for finite automata. In Paper II we present an algorithm for

computing bisimulation according to Definition 3.3.1. The algorithm operates
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on tree automata and runs in time 0 (�̂2 � log�)2, where �̂ is the maximum

rank of the input alphabet, � is the number of transitions, and � is the number

of states.

In Paper IV we present a method to transform tree automata into transition

systems. This technique simplifies both the computations and the algorithms

used to compute bisimulation since we operate on transition systems instead

of tree automata.

Computing Downward Bisimulation

Instead of computing downward bisimulation directly on a tree automaton

� = (��Σ�Δ� � ) we translate the problem to the bisimulation problem on a

derived LTS �� = (���Σ��Δ�). Each state and each left hand side of a rule

in � is represented by a state in ��, while each rule in � is simulated by a set

of rules in ��.

The set �� contains a state �� for each state � � � and a state 	� for

each left-hand side 	 � 
��(�). The set Δ� is the smallest set such that if

(�1� 
 
 
 � ��)
�
�� � � Δ, and we denote the left-hand side (�1� 
 
 
 � ��) by 	�,

then the set Δ� contains the rules:

��
�
�� 	�

	�
1
�� ��1

	�
2
�� ��2






	�
�
�� ���

The label on each transition rule in Δ� depends on the position of the state

on the right hand side of the rule. The problem of computing downward bisim-

ulation is now reduced to the problem of computing bisimulation on the re-

sulting LTS ��. Computing downward bisimulation using this method can be

done with an algorithm with time complexity 0 (�̂3 � log�), where � is the

number of transitions, � is the number of states and �̂ is the maximal rank of

the alphabet.

Computing Upward Bisimulation

In a similar manner to the downward bisimulation, we translate the upward

bisimulation problem on a tree automaton � = (��Σ�Δ� � ) to the bisimula-

tion problem on a transition system �� = (���Δ�).

The set �� contains a state �� for each state � � � and a state �� for

each environment � � ���(�). The set Δ� is the smallest set such that if

(�1� 
 
 
 � ��)
�
�� � � Δ, where 1 � � � �, then the set Δ� contains the rules

2In Paper II, the time complexity is written as 0 (�̂ �� log �), where �� is the total size of the

transition table corresponding to �̂�.
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��� �� ���

��� �� ��

where �� is of the form (�1� � � � ��� � � � � ��)
�
�� �.

To compute upward bisimulation, we create an initial partition on the states

of �� where we take into account the downward bisimulation on the states

of the original tree automaton. We group states of the transition system that

are bisimular (using e.g. Paige and Tarjan’s algorithm) and transform the re-

sult back to the corresponding tree automaton. Upward bisimulation can be

computed in time 0 (�̂ � log �).

Computing Composed Bisimulation

Composed bisimulation is computed as follows:

� First, the composition of downward bisimulation and upward bisimulation

is computed.

� Secondly, all states that are not included in the downward bisimulation but

violate the transitivity of the relation are removed.

In this way, we get a transitive relation (but possibly not the unique maximal
transitive relation) that preserves the language of the automaton.

To compute the unique maximal combined relation that satisfies the condi-

tion stated for composed bisimulation we can use the weakening combination
operator that is presented in definition 3.5.3. Such a unique maximal com-

bined relation can be computed in time 	(�3) where � is the number of states

of the original automaton.

3.4 Simulation for Tree Automata

Another approach to minimize tree automata is to use simulation relations. As

in the case of simulation for finite automata, simulation for tree automata is

more expensive (in computation time and space) to compute than bisimulation

but in general it gives a better reduction.

We introduce a number of different simulation relations; downward simula-
tion, upward simulation and composed simulation.

Definition 3.4.1. (Downward Simulation) For a NFTA � = (
�Σ�Δ� � ), a
downward simulation � is a binary relation on 
 such that if (�� �) � � and

(�1� � � � � ��)
�
�� �, then there are �1� � � � � �� such that (�1� � � � � ��)

�
�� � and

(��� ��) � � for each 
 such that 1 � 
 � �.

Two states � and � are considered to be downward simulation equivalent if �

simulates � and � simulates �. Downward simulation equivalence is a relation

that is suitable for minimizing tree automata since it preserves the language

of the automata.
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In Figure 3.1, some of our experimental results that shows the amount of re-

duction for a number of tree automata using downward simulation and down-

ward bisimulation is presented. The tree automata that are used in the ex-

periments are extracted from a verification process in the framework of tree

regular model checking [1]. The experimental results show, what is already

known theoretically, that (at least in these cases) downward simulation gives

a better reduction than downward bisimulation.
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Figure 3.1: Experimental results showing the amount of reduction in percent using

downward bisimulation and downward simulation.

Upward simulation do not preserve the language of the automata; it is de-

fined below.

Definition 3.4.2. (Upward Simulation) Given a NFTA� = (��Σ�Δ� � ) and
a downward simulation �, an upward simulation � induced by � is a binary

relation on � such that if (�� �) � � and (�1� 	 	 	 � ��)
�
�� �� with �� = �,

1 � 
 � �, then there are �1� 	 	 	 � ��� �
� such that (�1� 	 	 	 � ��)

�
�� �� where

�� = �, (��� ��) � � , and (�� � ��) � � for each � such that 1 � � �= 
 � �.

3.4.1 Composed Simulation

Composed simulation is a combination of upward and downward simulation

that preserves the language of the tree automaton. Composed simulation is

similar to composed bisimulation except that we use downward and upward

simulation instead of downward and upward bisimulation.

Consider a tree automaton � = (��Σ�Δ� � ). Let 
� be a partitioning of

� such that (�� �) � 
� iff either �� � �� � or �� � � � . Assuming that we
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have a downward simulation � and an upward simulation � induced by �
and that � � �� . Composed simulation is an equivalence relation � � ��1

defined by a pre-order� satisfying certain properties. The relation � satisfies

the following two properties:

(i) � is transitive and

(ii) � � � �
�
� Æ ��1

�
.

The relation � has on one side the downward simulation � and on the

other side the composition of � and the inverted upward simulation � . The

relation � is therefore possibly stronger than the composition of � and ��1

but weaker than (or equal to) �.

3.4.2 Computing Simulation for Tree Automata

When computing simulation, we use almost the same technique as for com-

puting bisimulation relations. We transform the problem of computing simu-

lation over a tree automaton into the problem of computing simulation over

finite automaton instead.

The overall time complexity for computing downward simulation for a

NFTA � = (��Σ�Δ� � ) is the complexity of computing simulation over the

generated finite automaton. Using our re-formulation (described in Paper III

) of the simulation algorithm from [50] and the standard assumption that the

maximal rank and the size of the alphabet are constants we can obtain an al-

gorithm that runs in time 0 (�Δ� � �	
�(�)� �=���� �) where 	
�(�)� �=����

is the partitioning of the left-hand sides of all the transition rules according to

the downward simulation.

When computing upward simulation we also use a transformation of the

tree automaton into a finite automaton. Given an NFTA � = (��Σ�Δ� � )
and using the same assumptions as when computing downward simulation,

we can write the complexity of computing upward simulation as

0 (�Δ� � �
��(�)� �=�� � � log �). Here, 
��(�)� �=�� denotes the

partitioning of the set of all environments of � according to upward

simulation.

Composed simulation is computed using the same strategy as when com-

puting composed bisimulation (see subsection 3.3.2).

3.5 Combining Simulation and Bisimulation

Another approach to obtain a language preserving relation suitable for mini-

mizing tree automata is to combine various upward and downward relations.

This way, a broad spectrum of relations can be achieved that allows a more

refined choice between the reduction power and computation time.

To combine different relations we introduce some new notation. Two rela-

tions; one upward relation and one downward relation, can be combined in a
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suitable way to obtain a new language preserving relation. We say that an up-

ward relation (e.g. simulation or bisimulation) is parameterized or induced by

a downward relation. We call a downward relation (e.g. simulation or bisimu-

lation) that is used as a parameter of an upward relation an inducing relation.

For the downward relations, we simplify the further reasoning by con-

sidering just downward simulations and handling bisimulations as a special

case. This simplification can be done since any downward bisimulation is a

downward simulation. The definition of downward simulation and downward

bisimulation can be found in Section 3.4 and Section 3.3, respectively.

The upward relations that we consider are upward simulation and upward

bisimulation. We write upward (bi-)simulation when both upward bisimula-

tion and upward simulation are considered.

Definition 3.5.1. (Induced Upward Simulation)

Given a tree automaton � = (��Σ�Δ� � ) and an inducing downward simu-
lation pre-order �, an upward simulation � induced by � is a binary relation
on � such that if ���, then

(i) if (�1� 	 	 	 � ��)
�
�� �� with �� = �, 1 � 
 � �, then (�1� 	 	 	 � ��)

�
�� ��

with �� = �, (��� ��) � � , and ����� for each � : 1 � � �= 
 � �;
(ii) � � � =� � � � .

The definition of an induced upward bisimulation is similar.

Definition 3.5.2. (Induced Upward Bisimulation)

Let � = (��Σ�Δ� � ) be a tree automaton and let � be a downward sim-
ulation pre-order. An upward bisimulation � on � induced by � is a binary
relation on � such that if ���, then

(i) whenever (�1� 	 	 	 � ��)
�
�� �� with �� = �, then there are �1� 	 	 	 � �� such

that (�1� 	 	 	 � ��)
�
�� �� where �� = �, (��� ��) � 
, and (��� ��) � � for

each � : 1 � � �= 
 � �; and

(ii) symmetrically, whenever (�1� � 	 	 	 � ��)
�
�� �� with �� = �, then there

are �1� 	 	 	 � �� such that (�1� 	 	 	 � ��)
�
�� �� where �� = �, (��� ��) � � and

(��� ��) � � for each � : 1 � � �= 
 � �; and, finally,
(iii) � � � iff � � � .

Upward simulation equivalences and upward bisimulations alone cannot

be used for reducing tree automata since they do not preserve the language

of the automaton. As in the case of composed bisimulation and composed

simulation, we have to take into account the inducing relation as well. A pair

of an inducing and an induced relation can be combined into a new language

preserving equivalence that is suitable for reducing tree automata.

The combination of the two relations is done by using a combination op-

erator that we call the weakening combination operator. The weakening com-
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bination operator allows us to combine any inducing downward simulation

(i.e., also a bisimulation or identity) with any induced upward simulation or

induced upward bisimulation.

The weakening combination operator � is applied to an inducing down-

ward simulation and an induced upward (bi-)simulation. It can also be used

on arbitrary pre-orders.

Definition 3.5.3. (Weakening Combination Operator) Given two
pre-orders � and � over a set �, for �� � � �, �(� � �)� iff

i �(� Æ �)�
ii �� � � : ��� =� �(� Æ �)�

Here, � Æ � is the standard composition of relations.

The weakening combination operator provides a unique maximal combined
pre-order for a given upward (bi-)simulation and its inducing downward simu-

lation. The weakening operator can be used when computing composed bisim-

ulation and composed simulation as well since it satisfies the same properties

as the composed relation. The difference is that using the weakening com-

bination operator we get a unique maximal relation instead of a randomly

computed relation.

Note that the inducing relation is used in two different ways: as a parameter

of the upward (bi-)simulation and as a constituent of the combined relation.

By considering various inducing relations, we obtain a wide spectrum of com-

bined relations differing in their computational complexity and coarseness.

3.6 Different Combined Relations

By allowing combinations of the relations we get a broad spectrum of rela-

tions that can be used for reducing the size of automata. The relations we will

consider as inducing relations are:

� the identity,

� the maximal downward bisimulation, and

� the maximal downward simulation.

As induced relations we will consider the the maximal upward bisimulation

and upward simulation.

By using the weakening operator on a induced relation and the correspond-

ing inducing relation we obtain several different relations that can be used to

minimize tree automata. The different combinations of relations that we have

considered are:

� Upward bisimulation induced with identity (corresponds to forward bisim-

ulation as described in [32]).

� Upward bisimulation induced with downward bisimulation (composed

bisimulation).

� Upward bisimulation induced with downward simulation.
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Figure 3.2: Coarseness of the various combined equivalences.

� Upward simulation induced with identity.

� Upward simulation induced with downward bisimulation.

� Upward simulation induced with downward simulation (composed simula-

tion).

3.6.1 Reduction Capabilities of Relations

Figure 3.2 shows a partial order based on the coarseness of the combined rela-

tions. We consider each relation to be maximal and in Figure 3.2 the relations

considered are the combined relations obtained by using the weakening com-

bination operator on the corresponding relations.

For a fixed inducing relation, if we move from the strongest upward relation

to to the coarsest one, that is we start with identity and then moving on to

bisimulation and finally simulation, we obtain coarser and coarser equivalence

relations.

For an automaton�, we denote the combined equivalence� on� as� (�).

In Figure 3.2, an arrow between two combined equivalences �1 and �2, de-

notes the fact that �1 (�) ��2 (�). Intuitively, an arrow between two com-

bined relations denotes that the relation that the arrow points to is coarser than

the relation where the arrow originates.
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Incomparability of Relations

The combined relations that are not connected with arrows in Figure 3.2 are

incomparable. This means that for each pair�1��2 of different types of com-

bined equivalences that are not connected in Figure 3.2, there exists an au-

tomaton � such that that neither �1(�) � �2(�) nor �1(�) � �2(�). That

is, the two automata�1(�) and�2(�) can not be compared since the equiva-

lence classes of the different automata are not subsets (or equal to) each other.

An example of such an automaton wcan be found in Paper V.
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Figure 3.3: The reduction of the size in percent when minimizing tree automata using

some of the different relations in the framework.

Figure 3.3 show some of our experimental results of the reduction in per-

cent using composed simulation, composed bisimulation, upward bisimula-

tion induced with downward simulation and upward simulation induced with

downward bisimulation. The example automata taken from the framework of

regular tree model checking. The experimental results show that composed

simulation gives the best reduction, followed by upward bisimulation induced

with downward simulation, upward simulation induced with downward bisim-

ulation and finally composed bisimulation.
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4. Contribution

The main objective of this thesis is to present reduction techniques for non-

deterministic tree automata and word automata. In this chapter the contribu-

tions of of Paper I – V are described. The contribution are organized by the

type of result. In Section 4.1 the relations we have developed are described,

Section 4.2 describes some efficient algorithms that we have developed for

computing various relations and Section 4.3 finally describes some of the ex-

periments we have conducted.

4.1 Relations

We introduce a number of new relations for tree automata. In Paper II, the no-

tion of bisimulation for tree automata is introduced. This is to our knowledge

the first work concerning bisimulation for tree automata.

In Paper III we present simulation relations for tree automata. We also

present a relation called composed simulation that is a combination of upward

and downward simulation that preserves the language of tree automata.

Paper IV is an extension of our work on simulation to bisimulation. In this

paper we present downward and upward bisimulation and a combination of

these two relations that we call composed bisimulation.

Paper V is a further development of the work presented in Paper III and IV.

Here we present a unified framework for simulation and bisimulation rela-

tions. This paper extends our previous work and provides an understanding for

how different relations can be combined. In this paper we present a number of

new relations in which we allow combination of simulation and bisimulation.

We also provide an analysis of the relationship of all our different relations.

A partial ordering on some of the relations is established and we note that

several of the relations are incomparable.

4.2 Efficient Algorithms

In Paper I, we provide an algorithm for computing bisimulation on word au-

tomata. The algorithm operates on a partial symbolic encoding of the automa-

ton where each label is encoded symbolically. The algorithm is an extension

of an existing algorithm by Paige and Tarjan [48]. Our contribution here is

an algorithm that operates on a partial symbolic encoding of an automaton.
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To obtain the low bound on the complexity, we carefully choose a number of

different data structures. We also make use of ADDs to count the occurrences

of the different symbols.

In Paper III, we provide an extension of a simulation algorithm by Ran-

zato and Tapparo [50]. The original algorithm operates on unlabeled automata

while our extension operates on LTS.

For tree automata, we present efficient algorithms for computing all the

previously mentioned relations. Paper II provides an algorithm that operates

directly on the structure of tree automata. The algorithm that is used in this

paper is a (non-trivial) extension of Paige and Tarjans algorithm to the domain

of trees.

In Paper III, IV and V, we use a transformation technique and translate

the problem of computing any of the mentioned relations into computing the

relation on a derived word automaton. This simplifies the algorithms for com-

puting the different relations since algorithms that operates on LTS and TS

can be used instead.

When composing two relations to achieve a greater reduction, we use the

notion of combined relation. In Paper III and IV we use a randomly computed

combined relation where certain properties holds. In Paper V we introduce the

notion of the weakening combination operator that is used when combining

two relations to achieve a unique maximal combined relation. We also provide

an algorithm for computing the unique maximal combined relation.

4.3 Experiments

Paper I – V contains experimental results showing that our theoretical results

hold in practice as well. In Paper I our experiments are conducted on ran-

domly generated automata. The experimental results in this paper shows that

a symbolic encoding of the alphabet is necessary if one wants to minimize au-

tomata with large alphabets. For automata with large alphabets our algorithm

behaves better than the algorithms operating on an explicit representation of

the alphabet.

In Paper II, III, IV and V we use examples from the framework of regular

tree model checking [1] and from abstract regular tree model checking [11].

The tree automata that we have used emerged during the verification process

of some protocols that were verified using the frameworks. Our experiments

show that we have obtained a broad range of algorithms that differs in their

reduction capabilities and computation time complexity.
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5. Related Work

In this chapter we present some related work. First, we consider work done on

finite automata. and then some work related to tree automata.

5.1 Minimizing Finite Automata

The problem of minimizing finite automata (FA) has been extensively re-

searched. The objective has been to find the unique minimal FA that recog-

nizes the same language as a given FA. Let � denote the number of states

of the input automaton, � the number of transitions and � the size of the al-

phabet. For deterministic finite automata (DFA), Hopcroft [35] constructed an

efficient algorithm that computes the minimal automaton in time 0 (� � log�)1.

Recently, this bound was improved and in [52] an algorithm that runs in time

0 (�� log�) where �
� is the number of defined transitions was presented.

Unfortunately, these results do not hold for non-deterministic finite automata

(NFA). For this more general device, there might not exist a unique minimal

automaton and finding a minimal automaton is PSPACE complete [41, 44].

5.1.1 Bisimulation

The concept of bisimulation was originally introduced by Milner in [45] as a

tool for investigating labeled transition systems. Bisimulation equivalence can

be used to relate observably equivalent systems and to reduce the state space

of a labeled transition system by combining bisimulation equivalent states.

Bisimulation is one approach to reduce the size of NFAs that preserves the

language of the automaton.

Over the years, several methods have been proposed to compute bisimu-

lation. The most famous one is the algorithm developed by Paige and Tar-

jan [48]. Paige and Tarjan solves the coarsest partition refinement problem

which is equivalent to bisimulation minimization of NFAs. The algorithm that

they present operates on an explicit representation of an unlabeled transition

system.

Paige and Tarjan’s algorithm was later extended by Fernandez in [24] where

an algorithm that runs in time 0 (� � log �) for labeled NFA is presented. The

algorithm by Fernandez operates on an explicit representation of the NFA,

1Since � is a constant, the complexity for Hopcrofts algorithm is usually expressed as

0 (� log �).
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Figure 5.1: Two variants of finite automata. One where each edge is labeled with one

symbol and the other where each edge is labeled with a BDD representing a set of

symbols.

where each edge is labeled with one symbol. The approach that Fernandez

uses differs from the approach described in Paper I. In our case, an edge is

labeled with a binary decision diagram (BDD) which characterizes a set of

symbols. More precisely, this means that we can replace each edge labeled

with one symbol, by a set of edges carrying a set of symbols encoded as a

BDD.

Figure 5.1 shows an example of two automata. In the upper automaton (a)

each edge is labeled with one symbol while in the lower automaton (b) each

edge is labeled with a set of symbols encoded using a BDD. In the figure,

������ represents an encoding of the symbols � and � using a BDD.

5.1.2 Symbolic algorithms

A different symbolic approach to the problem of bisimulation minimization is

presented by Bouali and De Simone [14]. They present a symbolic encoding

using BDDs for the entire automaton. Bouali and De Simone do not perform

a complexity analysis on their algorithm but report that they do not gain a

significant improvement in computation time when they compare a symbolic

version of their algorithm with an explicit version of the algorithm. This in-

dicates that a fully symbolic representation of the automaton might not be

useful. Instead, it may be more efficient to use a partial symbolic encoding or

operate in an explicit version of the automaton. The fully symbolic represen-

tation of Bouali’s and De Simone’s differs from the representation we use in

Paper I in which only the alphabet is encoded symbolically.

More symbolic algorithms for bisimulation minimization are decsribed in

a paper by Fisler and Vardi [25]. In this paper, the authors compare symbolic

versions of Paige and Tarjan’s algorithm, the algorithm by Bouajjani, Fernan-
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dez, and Halbwachs in [10], and an algorithm by Lee and Yannakakis [39].

The paper argues both theoretically and based on experimental data that Paige

and Tarjan’s algorithm performs better than both [10] and [39]. This indicates

that Paige and Tarjan’s algorithm is not only the most appropriate algorithm

for an explicit representation of the automaton, but also that it is well suited to

be extended to operate on symbolic encodings. The results from [25] serves as

a motivation for our choice of an algorithm to extend to the partial symbolic

encoding that we use in Paper I.

Klarlund presents in [37] an algorithm where the entire automaton is rep-

resented symbolically. However, this algorithm for computing bisimulation

minimization on a symbolic encoding of the automata can only be applied on

deterministic automata.

5.1.3 Simulation

Simulation is yet another approach to minimizing a NFA while preserving the

language. Computing simulation equivalence has a higher time complexity

than computing bisimulation. A number of simulation algorithms exists. The

most well known ones are by Henzinger, Henzinger and Kopke [29], Bloom

and Paige [8] Bustan and Grumberg [16], Tan and Cleaveland [51] and Gen-

tilini, Piazza and Policriti [27].

In 2007 a simulation algorithm by Ranzato and Tapparo [50] that improves

all previous simulation algorithms in both time and space complexity was

presented. The algorithm operates on unlabeled transition systems. We have

extended this algorithm to operate on automata with labels. The extension of

Ranzato and Tapparo’s algorithm that we present in Paper III introduces a

factor corresponding to the size of the alphabet to the time complexity of the

original algorithm.

Lynch and Vaandrager in [40] describes backward and forward simulation.

Forward simulation considers the future of states such that if a state � for-

ward simulates a state �, then � can do at least all transitions that � can.

Forward simulation corresponds to simulation as described in [50, 51, 27,

29]. Backward simulation considers the past instead of the future. Forward-

backward and backward-forward simulations that are essentially compositions

of one forward and one backward simulation and vice versa are also consid-

ered in [40].

5.2 Minimizing Tree Automata

Tree automata are an important tool in computer science. It was designed in

the late 50’s for the context of circuit verification [21]. In the 1970’s many

results concerning tree automata were established. As in the case for deter-

ministic word automata, there exists a unique minimal deterministic tree au-
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tomaton (minimal in the number of states) for a given recognizable tree lan-

guage [21]. An algorithm for computing the minimal deterministic tree au-

tomaton (DFTA) was first presented in [21], later an algorithm with a lower

bound on the computational complexity was presented in [32].

If the tree automaton is non-deterministic, we need to make it determinis-

tic before we can compute the minimal deterministic tree automaton. How-

ever, instead of finding the unique minimal tree automaton one can try to find

a smaller non-deterministic tree automaton (NFTA) that preserves the same

language as the input automaton.

5.2.1 Bisimulation for Tree Automata

The first attempt to our knowledge to define bisimulation for tree automata

ever was done in Paper II. The definition was somewhat restrictive and in [32]

backward and forward bisimulations were introduced.

Backward bisimulation provides a better reduction than the definition of

bismulation described in Paper II. Forward bisimulation [32] is useful on de-

terministic tree automata since it computes the unique minimal DFTA rec-

ognizing the same language as the input DFTA. The experimental results pre-

sented indicate that alternating application of backward and forward bisimula-

tion may reduce the size of the input automaton more than a single application

of either algorithm.

The algorithms used for computing backward resp. forward bisimulation

are similar to the algorithm described in Paper II. These algorithms differ from

the algorithms for computing bisimulation in Paper IV in the sense that they

operate on the actual tree automata structure while the algorithms in Paper IV

operates on transition systems (the translated tree automaton).

Our notion of downward bisimulation corresponds to backward bisimula-

tion presented in [32]. By combining upward bisimulation with the identity

relation (using the identity as an inducing relation) we get a relation that cor-

responds to forward bisimulation as described in [32].

Composed bisimulation (upward bisimulation induced with downward

bisimulation) roughly gives the same experimental results as running

backward bisimulation followed by forward bisimulation as described

in [32]. For complexity reasons, it is more efficient to compute backward

bisimulation followed by forward bisimulation since the forward bisimulation

is then computed on an already reduced automaton.

In [31] backward and forward bisimulation are defined for weighted tree

automata. A weighted tree automata accepts trees with a weight taken from

a semiring � . Along with the definitions, efficient algorithms for computing

backward resp. forward bisimulation are introduced. Bisimulation minimiza-

tion of weighted automata on unranked trees are considered in [33]. In this

paper, two models for weighted unranked tree automata: weighted stepwise
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unranked tree automata and weighted parallel unranked tree automata are con-

sidered. For these models, forward and backward bisimulation are defined.

5.2.2 Simulation for Tree Automata

Downward and upward simulation relations was first introduced in [4] were

they were used for proving soundness of some acceleration techniques used

in the context of regular tree model checking. However, the problem of com-

puting these relations was not addressed in the paper.

A combination of upward and downward simulation is also described in [4]

but this combination does not preserve the language of the tree automata and

can consequently not be used for minimization of tree automaton.

We use the same definition of upward and downward simulation as in [4]

but in order to preserve the language of the automata we have developed a

combination of the two relations that preserves the language of the automaton.
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6. Conclusions and Directions for
Future Work

In this chapter some conclusions of the work on reduction techniques for non-

deterministic finite (tree) automata are drawn and some suggestions for direc-

tions of future work are presented.

6.1 Finite Automata

For finite automata we have presented a version of the Paige-Tarjan algorithm

where the edge relation for labeled automata is represented symbolically using

BDDs. One direction for future research, is to consider Boolean encodings of

the alphabet which are not canonical (as is the case with BDDs) and then use

SAT solvers to perform the necessary operations on the symbolic encoding. It

is well-known that SAT solvers outperform BDDs in certain applications, and

it would be interesting to find out whether this is the case for minimization of

automata.

We have also presented an algorithm for computing simulation based on

an algorithm by Ranzato and Tapparo [50]. One interesting direction is to

investigate if it is possible to extend this algorithm to operate on a symbolic

encoding of automata.

6.2 Tree automata

For tree automata, we have presented a number of different relations that can

be combined and used for reducing the size of automata while preserving the

language. Instead of computing the relations directly on a tree automaton, we

translate the problem to computing different relations on a finite automaton.

Since each transformed automaton is a bipartite graph, it would be interesting

to see if the algorithms that we use for computing the relations could be opti-

mized. If that is the case, a lower bound on the time complexity for computing

the corresponding relations on tree automata could be obtained.

Another interesting direction for future work would be to use symbolic en-

coding of tree automata and try to translate our algorithms to work in a sym-

bolic setting.
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Further more, it would be interesting to extend our algorithms to operate

on different kinds of tree automata. The definitions and algorithms in [32]

where successfully translated into weighted tree automata [31] and weighted

automata on unranked trees [33]. Similar extension of our algorithms could

probably be done. Another interesting model to consider reduction techniques

for is automata over nested words as described in [5].

An additional approach is to explore the principle of the combined relations

deeper. It would be interesting to see if it is possible to define a weaker rela-

tion that still preserves the language of the automaton. If this is possible, the

relation would be useful for word automata as well as for tree automata.
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7. Summary of Papers

This chapter contains a summary of the papers included in this thesis.

Paper I. Efficient Bisimulation Minimization of
Non-deterministic Automata with Large Alphabets

One of the most famous algorithms for computing bisimulation minimization

on a transition system is the one suggested by Paige and Tarjan [48]. The

algorithm has a complexity of 0 (�����) where m is the number of edges and

n the number of states.

In this paper we present an extension of an algorithm developed by Paige

and Tarjan [48]; the original algorithm is extended to deal with automata with

large alphabets. Many applications give rise to automata with large alpha-

bets. For instance, transition systems generated by verification tools such as

SPIN [34] usually have very large alphabets [23]. Also, the bottle-neck in ap-

plications of regular model checking is often the size of the alphabet in the

automata which arise during the analysis [2, 3].

To deal with the size of the alphabet, we use a symbolic representation of

labels on the edges of the automaton. Each label is represented by a Binary
Decision Diagram (BDD) [15] and to give a compact representation of the

counters (that are crucial in Paige-Tarjans algorithm) we use Algebraic Deci-
sion Diagrams (ADDs) [7].

We show that our algorithm has an overall complexity of 0 (� � log �). In

other words, the algorithm have the same worst case behavior as other algo-

rithms based on Paige-Tarjans algorithm such as [24]. We have implemented

the algorithm and our experiments shows that the compact representation of

the labels allows us to deal with automata with large alphabets. We have com-

pared our implementation of the algorithm with several tools that are non-

symbolic and our experimental results show that our prototype tool can handle

automata with significantally larger alphabets.

Paper II. Bisimulation Minimization of Tree Automata

In this paper we present an algorithm that minimizes non-deterministic

bottom-up tree automata with respect to bisimulation equivalence in time
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0 (�̂2
� log �), where �̂ is the maximum rank of the input alphabet, � is the

total size of the transition table, and � is the number of states.

The algorithm is an extension of Paige and Tarjans algorithm [48] to the

domain of trees. Since the time complexity reduces to 0 (� log �) if �̂ is con-

stant, the algorithm retain the complexity of [48] in all cases where the maxi-

mum rank of the input alphabet is bounded.

This work was motivated by the need for a fast, but not necessarily opti-

mal, algorithm that could be used to reduce the size of non-deterministic tree

automata in the field of regular tree model checking [4]. To our knowledge, it

was the first attempt to define bisimulation on tree automata.

The algorithm was implemented and experiments were conducted on tree

automata that arose during computations in tree regular model checking.

Paper III. Computing Simulations over Tree Automata:
Efficient Techniques for Reducing Tree Automata

Paper III considers the problem of computing simulation relations over tree

automata. In particular, downward and upward simulations on tree automata

are considered. The problem of computing these simulation relations is re-

duced to the problem of computing simulation on a labeled transition system

(LTS).

Downward simulation corresponds to a natural extension of the usual notion

of simulation. This relation is compatible with tree language equivalence and

can therefore be used for size reduction of non-deterministic tree automata.

Upward simulation is a relation that is parameterized by a downward simu-

lation. Upward simulation does not preserve the language of the tree automata,

it is rather compatible with the so-called context language equivalence.

By combining upward- and downward simulation in a suitable way we get a

relation that preserves the language of tree automata which can be used for an

efficient size reduction. We call this combined relation composed simulation.

To compute simulations relation on the generated LTS we have extended

a simulation algorithm by Ranzato and Tapparo [50] to work on transition

systems with labels (the original algorithm operates on transition systems that

has no labels).

We have implemented our algorithms and performed experiments on au-

tomata from the framework of regular tree model checking. The experiments

show that downward simulation and composed simulation provides significant

reductions of these automata. The reduction is better than existing reduction

techniques using bisimulation.
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Paper IV. Composed Bisimulation

In Paper IV a new bisimulation relation is proposed called composed bisimu-
lation; which is a composition of downward bisimulation and its dual upward
bisimulation.

Here we provide efficient algorithms for computing upward and downward

bisimulation by reducing the problem to computing bisimulation on a labeled

transition system (LTS).

Composed bisimulation is a relation that can be computed efficiently pro-

viding a better reduction than using only downward bisimulation.

The algorithms are implemented in a prototype tool and some experiments

using composed bisimulation, composed simulation, downward simulation

and downward bisimulation were conducted. The experimental results show

that composed bisimulation indeed reduces the size of tree automata more

than both downward bisimulation and downward simulation.

Paper V. A Uniform (Bi-)Simulation-Based Framework
for Reducing Tree Automata

In Paper V a uniform framework that allows combining various upward and

downward bisimulation and simulation relations is proposed. The relations

are language-preserving and suitable for reducing the size of tree automata

without the need to first determinise them.

The framework provides a broad spectrum of different relations yielding a

possibility of a precise choice between the amount of reduction and the com-

putational demands. The relationships of the various considered relations are

analyzed and we establish a partial order between their reduction capabilities

but we also show that many of the relations are incomparable.

We also propose an improved way of computing the combined

(bi-)simulation relations. Previously, the composition was accomplished

by randomly looking for some combined relation satisfying the needed

requirements. Here, we establish that there always exists a unique maximal
combined relation and we show that it can be computed by a simple algorithm

in time 0 (�3) . The use of the maximal combined relations turns out to give

much better results in our experiments than previously known algorithms.

To examine the different relations within our framework, we have

performed some experiments on tree automata with a prototype tool. The

automata we have used in our experiments are from the domain of formal

verification of infinite-state systems based on the so-called regular tree model

checking and abstract regular tree model checking [11]. Our experiments

shows that the framework contains a number of relations that differ in their

computation complexity and reduction capabilities.

55





8. Sammanfattning (Summary in
Swedish)

En automat är en matematisk modell av ett verkligt fenomen. Automater an-

vänds bland annat som hjälpmedel vid design, implementation, analys och

modellering av olika typer av system.

Ändliga automater

En sträng (eller ett ord) är en ändlig horisontell sekvens av sammanfogade

tecken från ett alfabet. Exempel på strängar är 01101, abba och elias. Ett

språk består av en, möjligtvis oändlig, mängd av strängar.

En automat kan ses som en maskin som konsumerar strängar. Generellt kan

man säga att en automat består av en mängd tillstånd och en mängd övergångar

mellan tillstånden. Tecknen i strängarna driver automaten till olika tillstånd

då automaten förflyttas från det ena till det andra tillståndet beroende vilket

tillstånd automaten befinner sig i och vilket tecken den har konsumerat.

1start 2 3
a

b

a

a

b

a

Figur 8.1: En ändlig automat som accepterar alla strängar bestående av symbolerna �

och � som innehåller två stycken efterföljande �.

En automat kan ha tre typer av tillstånd: starttillstånd, accepterande tillstånd

och tillstånd som varken är starttillstånd eller accepterande tillstånd. En sträng

som startar i ett starttillstånd och slutar i ett accepterande tillstånd accepteras

av automaten. Detta innebär att ordet ingår i automatens språk. Om automaten

har ett ändligt antal tillstånd kallas den för en ändlig automat.

Automaten i figur 8.1 har tre tillstånd: tillstånd 1 är starttillståndet och till-

stånd 3 är ett accepterande tillstånd. Automaten accepterar alla strängar bestå-

ende av symbolerna � och � som innehåller två efterföljande �.

En automat är deterministisk när den måste agera på ett entydigt sätt. En

deterministisk automat har bara ett starttillstånd och bara ett tillstånd att flytta

till varje gång automaten läser ett tecken. En icke-deterministisk automat kan
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däremot ha flera starttillstånd och kan förflytta sig till flera olika tillstånd för

samma tecken.

Minimering

Minimering av automater har en viktig funktion i de tillämpningar där auto-

mater förekommer. Man kan spara både tid och minne genom att använda sig

av storleksmässigt mindre automater. Om automaterna är för stora går vissa

beräkningar inte ens att utföra eller tar allt för lång tid.

För varje deterministisk automat finns det en motsvarande unik minimal de-

terministisk automat som accepterar samma språk. Så är emellertid inte fallet

för icke-deterministiska automater. För det första så är det inte säkert att det

existerar en unik minimal automat för ett givet språk, för det andra så kan man

inte beräkna en minimal icke-deterministisk automat i rimlig1 tid.

För att beräkna en unik minimal automat för ett givet språk måste man först

göra automaten deterministisk med en operation som kallas determinisering.

Först därefter är det möjligt att minimera den deterministiska automaten. I vis-

sa fall har det dock visat sig att en determinisering av en automat kan leda till

en så kallad tillståndsexplosion, detta innebär att antalet tillstånd i automaten

ökar markant.

Om man inte är intresserad av den unika minimala automaten utan bara vill

ha en mindre automat än den ursprungliga kan man använda sig av heuris-

tiska metoder. Man kan då istället gruppera tillstånd som är ekvivalenta, det

vill säga man slår ihop tillstånd som beter sig på samma sätt (enligt en given

egenskap). På detta sätt kan man skapa en automat som ofta har betydligt fär-

re tillstånd än den ursprungliga automaten utan att behöva hantera de negativa

konsekvenserna som kan följa av determinisering.

Trädautomater

Inom automatateorin studeras flera olika modeller av automater med olika

egenskaper och beräkningsförmågor. Det finns flera typer av automater, t.ex

tidsautomater som har utrustats med klockor för att kunna hantera tid, och

sannolikhetsautomater som används för att beräkna sannolikheter. En automat

som accepterar träd istället för strängar kallas för en trädautomat. Ett träd är

ett sätt att representera hierarkiska beroenden i grafisk form. Ett exempel på

ett träd finns i figur 8.2; i figuren visas ett träd med fem noder. Noden som är

märkt med symbolen � kallas för trädets rot. Trädautomater är en modell som

bland annat används inom databasteorin, verifiering och språkanalys.

En trädautomat består liksom en ändlig automat av ett antal tillstånd, ett

alfabet och en uppsättning övergångar (som även kallas för regler). En träd-

automat läser ett träd och avgör om trädet tillhör automatens språk eller inte.

Ett träd kan läsas uppifrån och ner eller nerifrån och upp beroende på typen

av trädautomat.

1Med detta menas att en minimal icke-deterministisk automat inte kan beräknas i polynomiell

tid.
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Figur 8.2: Ett exempel på ett träd.

Minimering av trädautomater

Liksom för ändliga automater kan en kompakt representation av trädautoma-

ter vara avgörande för att vissa beräkningar överhuvudtaget ska kunna utföras.

Minimering av trädautomater fungerar på samma sätt som för ändliga automa-

ter. En icke-deterministisk trädautomat kan man antingen determinisera och

därefter minimera resultatet, eller gruppera de tillstånd som beter sig på sam-

ma sätt och på så sätt få en trädautomat med färre tillstånd som accepterar

samma språk som den ursprungliga trädautomaten.

Effektiva algoritmer och tekniker

Avhandlingen presenterar effektiva tekniker och algoritmer för att minimera

icke-deterministiska ändliga automater och icke-deterministiska ändliga träd-

automater.

För ändliga automater presenterar vi två algoritmer som beräknar bisimule-

ring samt simulering. Algoritmen för bisimulering är en utvidgning av Paige

och Tarjans algoritm [48] där skillnaden från Paige och Tarjans algoritm är

att automaterna tillåts ha ett alfabet. Vår algoritm är dessutom optimerad för

att fungera för automater med stora alfabeten. Simuleringsalgoritmen är en

omformulering av en algoritm som beskrivs i [50] där ursprungsalgoritmen

anpassats för automater med alfabet (den ursprungliga algoritmen hanterar in-

te automater med alfabet).

För trädautomater presenterar vi ett flertal relationer samt möjligheten att

kombinera dessa relationer för att på så sätt få ett flertal språkbevarande ekvi-

valensrelationer. Vanligtvis förhåller det sig så att ju större reduktion av auto-

maten man vill åstadkomma desto kostsammare är relationen att beräkna. Det

är därför fruktbart att kombinera flera olika typer av relationer för att där ige-

nom finna den kombination som passar den tillämpning där den ska användas.

För att underlätta valet av relation visar vi en partiell ordning mellan de

olika ekvivalensrelationerna samt att vissa av ekvivalensrelationerna inte är

jämförbara.

Beräkningen av de olika relationerna sker genom användandet av effektiva

algoritmer samt en teknik där vi översätter trädautomater till ändliga auto-
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mater. Alla algoritmer har implementerats för att visa att de experimentella

resultaten överensstämmer med teorin.

60



Bibliography

[1] P.A. Abdulla, B. Jonsson, P. Mahata, and J. d’Orso. Regular Tree Model Check-

ing. In Proc. of CAV’02, volume 2404 of Lecture Notes in Computer Sci-
ence. Springer, 2002.

[2] P.A. Abdulla, B. Jonsson, M. Nilsson, and J. d’Orso. Algorithmic improve-

ments in regular model checking. In Proc. Nth 15 Int. Conf. on Computer
Aided Verification, volume 2725 of Lecture Notes in Computer Science,

pages 236–248, 2003.

[3] P.A. Abdulla, B. Jonsson, Marcus Nilsson, and M. Saksena. A survey of regular

model checking. In Proc. CONCUR 2004 Nth 15 Int. Conf. on Concurrency
Theory, pages 348–360, 2004.

[4] P.A. Abdulla, A. Legay, J. d’Orso, and A. Rezine. Tree Regular Model Check-

ing: A Simulation-based Approach. The Journal of Logic and Algebraic
Programming, 69(1-2):93–121, 2006.

[5] R. Alur. Marrying words and trees. In PODS ’07: Proc. of the twenty-sixth
ACM SIGMOD-SIGACT-SIGART symposium on Principles of database
systems, pages 233–242. ACM, 2007.

[6] H. R. Andersen. An introduction to binary decision diagrams. Technical Re-

port DK-2800, Department of Information Technology, Technical University of

Denmark, 1998.

[7] R. I. Bahar, E. A. Frohm, C. M. Gaona, G. D. Hachtel, E. Macii, A. Pardo,

and F. Somenzi. Algebraic decision diagrams and their applications. In ICCAD
’93: Proc. of the 1993 IEEE/ACM international conference on Computer-
aided design, pages 188–191. IEEE Computer Society Press, 1993.

[8] B.Bloom and R.Paige. Transformational design and implementation of a new

efficient solution to the ready simulation problem. Science of Computer Pro-
gramming, 24(3):189–220, 1995.

[9] H. Björklund and W. Martens. The tractability frontier for nfa minimization.

In International Colloquium on Automata, Languages and Programming
(ICALP(2)’08), volume 5126 of Lecture Notes in Computer Science, pages

27–38, 2008.

61



[10] A. Bouajjani, J.C. Fernandez, and N. Halbwachs. Minimal model generation.

In Proc. Workshop on Computer Aided Verification, Rutgers, New Jersey,

1990.

[11] A. Bouajjani, P. Habermehl, A. Rogalewicz, and T. Vojnar. Abstract Regular

Tree Model Checking. In Proc. of 7th International Workshop on Verifica-
tion of Infinite-State Systems, INFINITY’05, pages 15–24, 2005.

[12] A. Bouajjani, P. Habermehl, A. Rogalewicz, and T. Vojnar. Abstract Regular

Tree Model Checking. ENTCS, 149:37–48, 2006.

[13] A. Bouajjani and T. Touili. Extrapolating tree transformations. In Proc. of
CAV’02, volume 2404 of Lecture Notes in Computer Science. Springer,

2002.

[14] A. Bouali and R. de Simone. Symbolic bisimulation minimisation. In Proc.
Workshop on Computer Aided Verification, volume 663 of Lecture Notes
in Computer Science, pages 96–108, 1992.

[15] R.E. Bryant. Graph-based algorithms for boolean function manipulation. IEEE
Trans. on Computers, C-35(8):677–691, Aug. 1986.

[16] D. Bustan and O. Grumberg. Simulation based minimization. In Conference
on Automated Deduction, pages 255–270, 2000.

[17] E.M. Clarke, O. Grumberg, and D. Peled. Model Checking. MIT Press, Dec.

1999.

[18] R. Cleaveland, J. Parrow, and B. Steffen. The Concurrency Workbench. In

Clarke, Sifakis, and Pnueli, editors, Automatic Methods for the Verification
of Finite-State Systems, pages 24–37. Springer, 1989.

[19] R. Cleaveland, J. Parrow, and B. Steffen. The Concurrency Workbench: A se-

mantics based tool for the verification of concurrent systems. ACM Transac-
tions on Programming Languages and Systems, 15(1), 1993.

[20] R. Cleaveland and S. Sims. The NCSU concurrency workbench. In Proc. Nth
8 Int. Conf. on Computer Aided Verification, volume 1102 of Lecture Notes
in Computer Science, pages 394–397. Springer, 1996.

[21] H. Comon, M. Dauchet, R. Gilleron, F. Jacquemard, D. Lugiez, S. Tison,

and M. Tommasi. Tree automata techniques and applications. Available on:

http://www.grappa.univ-lille3.fr/tata, 1997. release October, 1rst 2002.

[22] J. Cristau, C. Löding, and W. Thomas. Deterministic automata on unranked

trees. In FCT, volume 3623 of Lecture Notes in Computer Science. Springer,

2005.

62



[23] A. Dovier, C. Piazza, and A. Policriti. An efficient algorithm for computing

bisimulation equivalence. Theoretical Computer Science, 311(1-3):221–256,

2004.

[24] J-C. Fernandez. An implementation of an efficient algorithm for bisimulation

equivalence. Sci. Comput. Program., 13(1), 1989.

[25] K. Fisler and M.Y. Vardi. Bisimulation and model checking. In Conference on
Correct Hardware Design and Verification Methods, pages 338–341, 1999.

[26] M. Galley, M. Hopkins, K. Knight, and D. Marcu. What’s in a translation rule?

In In Proc. NAACL-HLT, pages 273–280, 2004.

[27] R. Gentilini, C. Piazza, and A. Policriti. Simulation as coarsest partition prob-

lem. In Tools and Algorithms for Construction and Analysis of Systems,

pages 415–430, 2002.

[28] G. Gramlich and G. Schnitger. Minimizing nfa’s and regular expressions.

J. Comput. Syst. Sci., 73(6):908–923, 2007.

[29] M.R. Henzinger, T.A. Henzinger, and P.W. Kopke. Computing simulations on

finite and infinite graphs. In Proceedings of the 36th Annual Symposium on
Foundations of Computer Science, pages 453–462. IEEE Computer Society

Press, 1995.

[30] J. Högberg. Contributions to the Theory and Applications of Tree Lan-
guages. PhD thesis, Umeå Univeristy, 2007.

[31] J. Högberg, A.Maletti, and J.May. Bisimulation minimisation for weighted tree

automata. In Proc. 11th Int. Conf. Developments in Language Theory, vol-

ume 4588 of Lecture Notes in Computer Science, pages 229–241. Springer,

2007.

[32] J. Högberg, A. Maletti, and J. May. Backward and forward bisimulation min-

imisation of tree automata. In Proc. 12th Int. Conf. Implementation and
Application of Automata, volume 4783 of Lecture Notes in Computer Sci-
ence, pages 109–121. Springer, 2007.

[33] J. Högberg, A. Maletti, and H. Vogler. Bisimulation minimisation of weighted

automata on unranked trees. Technical Report TUD-FI08-03, Technische Uni-

versität Dresden, 2008.

[34] G.J. Holzmann. Design and Validation of Computer Protocols. Prentice

Hall, 1991.

[35] J. E. Hopcroft. An � ��� � algorithm for minimizing states in a finite automa-

ton. In Z. Kohavi, editor, Theory of Machines and Computations. Academic

Press, 1971.

63



[36] N. Klarlund. Progress measures, immediate determinacy, and a subset construc-

tion for tree automata. In Logic in Computer Science, pages 382–393, 1992.

[37] N. Klarlund. An � log � algorithm for online bdd refinement. J. Algorithms,

32(2):133–154, 1999.

[38] A. Kucera and R. Mayr. Why is simulation harder than bisimulation? In CON-
CUR ’02: Proceedings of the 13th International Conference on Concur-
rency Theory, pages 594–610, London, UK, 2002. Springer.

[39] D. Lee and M. Yannakakis. Online minimization of transition systems. In Proc.
Nth 24 ACM Symp. on Theory of Computing, 1992.

[40] N. Lynch and F. Vaandrager. Forward and backward simulations for timing-

based systems. Technical Report MIT/LCS/TM-458, 1991.

[41] A. Malcher. Minimizing finite automata is computationally hard. Theoretical
Computer Science, 327(3):375–290, 2004.

[42] W. Martens and J. Niehren. On the minimization of XML schemas and tree

automata for unranked trees. Journal of Computer and System Sciences,

73(4):550–583, 2007.

[43] O. Matz and A. Potthoff. Computing small nondeterministic finite automata. In

Proc. Workshop on Tools and Algorithms for the Construction and Anal-
ysis of Systems, Dept. of CS, Univ. of Aarhus, pages 74–88. Springer, 1995.

[44] A. R. Meyer and L. J. Stockmeyer. The equivalence problem for regular expres-

sions. In Proc. 13th Ann. IEEE Symp. on Switching and Automata Theory,

pages 125–129, 1972.

[45] R. Milner. A Calculus of Communicating Systems. Springer, 1980.

[46] F. Neven. Automata, logic, and xml. In CSL ’02: Proceedings of the 16th
International Workshop and 11th Annual Conference of the EACSL on
Computer Science Logic, pages 2–26. Springer, 2002.

[47] M. Nilsson. Regular Modelcheking. PhD thesis, Uppsala University, 2005.

[48] R. Paige and R. Tarjan. Three Partition Refinement Algorithms. SIAM Journal
on Computing, 16(6):973–989, 1987.

[49] Michael O. Rabin and Dana Scott. Finite automata and their decision problems.

IBM J. Res. Develop., 3:114–125, 1959.

[50] F. Ranzato and F. Tapparo. A New Efficient Simulation Equivalence Algorithm.

In Proc. of LICS’07. IEEE CS, 2007.

[51] L. Tan and R. Cleaveland. Simulation revisited. Lecture Notes in Computer
Science, 2031:480–495, 2001.

64



[52] A. Valmari and P. Lehtinen. Efficient minimization of dfas with partial tran-

sition functions. In Proceedings of the 25th International Symposium on
Theoretical Aspects of Computer Science (STACS 2008), pages 645–656,

2008.

[53] J. van Leeuwen, editor. Handbook of Theoretical Computer Science, Vol.
B: Formal Models and Semantics. MIT Press, 1994.

[54] B. W. Watson. A taxonomy of finite automata minimization. Technical Report

Computing Science Report 93/44, Department of Computing Science, Eind-

hoven University of Technology, 1994.

[55] K. Yamada and K. Knight. A syntax-based statistical translation model. In

Meeting of the Association for Computational Linguistics, pages 523–530,

2001.

65



Acta Universitatis Upsaliensis
Digital Comprehensive Summaries of Uppsala Dissertations
from the Faculty of Science and Technology 562

Editor: The Dean of the Faculty of Science and Technology

A doctoral dissertation from the Faculty of Science and
Technology, Uppsala University, is usually a summary of a
number of papers. A few copies of the complete dissertation
are kept at major Swedish research libraries, while the
summary alone is distributed internationally through the
series Digital Comprehensive Summaries of Uppsala
Dissertations from the Faculty of Science and Technology.
(Prior to January, 2005, the series was published under the
title “Comprehensive Summaries of Uppsala Dissertations
from the Faculty of Science and Technology”.)

Distribution: publications.uu.se
urn:nbn:se:uu:diva-9330

ACTA

UNIVERSITATIS

UPSALIENSIS

UPPSALA

2008


	Abstract

	List of Papers
	My Contribution

	Tack till

	1. Introduction
	1.1 Background
	1.1.1 Automata on Trees
	1.1.2 Minimizing Automata
	1.1.3 Outline


	2. Finite Automata
	2.1 Automata on Words
	2.2 Deterministic Finite Automata
	2.2.1 Symbolic Encoding

	2.3 Relations
	2.4 Minimizing Finite Automata
	2.5 Minimizing Non-deterministic Automata
	2.6 Bisimulation
	2.6.1 Computing Bisimulation
	2.6.2 Labels
	2.6.3 Automata with Large Alphabets

	2.7 Simulation
	2.7.1 Computing Simulation
	2.7.2 Extending an Existing Algorithm


	3. Finite Tree Automata
	3.1 Automata on Trees
	3.2 Minimizing Tree Automata
	3.3 Bisimulation for Tree Automata
	3.3.1 Composed Bisimulation
	3.3.2 Computing Bisimulation for Tree Automata

	3.4 Simulation for Tree Automata
	3.4.1 Composed Simulation
	3.4.2 Computing Simulation for Tree Automata

	3.5 Combining Simulation and Bisimulation
	3.6 Different Combined Relations
	3.6.1 Reduction Capabilities of Relations


	4. Contribution
	4.1 Relations
	4.2 Efficient Algorithms
	4.3 Experiments

	5. Related Work
	5.1 Minimizing Finite Automata
	5.1.1 Bisimulation
	5.1.2 Symbolic algorithms
	5.1.3 Simulation

	5.2 Minimizing Tree Automata
	5.2.1 Bisimulation for Tree Automata
	5.2.2 Simulation for Tree Automata


	6. Conclusions and Directions for Future Work
	6.1 Finite Automata
	6.2 Tree automata

	7. Summary of Papers
	Paper I. Efficient Bisimulation Minimization of Non-deterministic Automata with Large Alphabets
	Paper II. Bisimulation Minimization of Tree Automata
	Paper III. Computing Simulations over Tree Automata: Efficient Techniques for Reducing Tree Automata
	Paper IV. Composed Bisimulation
	Paper V. A Uniform (Bi-)Simulation-Based Framework for Reducing Tree Automata

	8. Sammanfattning (Summary in Swedish)
	Bibliography

