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Abstract

For a sales representative, a complex part of their work is determining the
outcome of a potential deal with a customer. Most (if not all) processes
today are based on guesses and gut feelings, making it hard to track progress.
Given great advancements in digitizing processes of companies, many sales
companies use a software system to manage deals and relations with customers,
known as a CRM system.

This project aims to help determine the outcome of a sales opportunity
using supervised learning and data from the CRM systems of hundreds of
companies. A Random Forest classifier is trained on three types of data,
company, financial, and data from interactions; the constructed classifier
reaches an accuracy better than sales representatives using only a limited
set of numerical features. The classifier is evaluated both by itself and in
comparison with predictions done by sales representatives, using accuracy,
precision, recall, and Brier score.

The evaluation showed an accuracy of 69.3% for the random forest classifier,
compared to an accuracy of 66.8% for sales representatives, a statistically
significant difference. The study shows similarities in the predictions made
by the classifier and sales representatives. When observing the results, the
classifier shows better performance across all evaluated performance metrics.
The only metric where the sales representatives managed to outperform the
classifier was certainty, the results of which were just slightly in favor of the
representatives. The certainty of predictions is measured using Brier score,
presenting a score of (.22 for the sales representatives and a score of 0.31 for
the classifier. Unlike previous research, the proposed classifier is trained and
predicts on the opportunities of multiple companies.

Keywords

CRM, B2B, Win propensity prediction, Sales, Supervised Learning, Machine
Learning
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Sammanfattning

For en siljare dr en komplex del av deras arbete att forutspé resultatet av en
potentiell affar med en kund. De flesta (om inte alla) processer idag baseras
pa gissningar och magkinsla, vilket gor det svért att forutspd resultat. Med
tanke pa stora framsteg nir det giller att digitalisera processer for foretag,
anviander manga forsiljningsforetag ett mjukvarusystem for att hantera affarer
och relationer med kunder, ként som ett CRM-system.

Detta projekt syftar till att hjélpa till att forutspa resultatet av en forsdljningsmaojlighet
med hjilp av maskininldrning och data frin flera hundra foretags CRM-

system. En Random Forest-klassificerare trinas pé tre typer av data, foretagsinformation,
finansiella matt och data frin interaktioner; den konstruerade klassificeraren

ndr en noggrannhet béttre dn séljare med endast en begrinsad uppsittning
numeriska funktioner. Klassificeraren utvirderas bade individuellt och i jimforelse

med fOrutsigelser gjorda av séljare, med hjilp av noggrannhet, precision,
aterkallelse och Brier-score.

Utvirderingen visade en noggrannhet pa 69, 3% for Random Forest-klassificeraren,
jamfort med en noggrannhet pa 66, 8% for siljare, en statistiskt signifikant
skillnad. Studien visar likheter i de forutségelser som gjorts av klassificeraren

och forséljningsrepresentanter. Nar man observerar resultaten, visar klassificeraren
bittre prestanda Over alla utvirderade prestationsmatt. Det enda maéttet dir
sdljarna lyckades overtriffa klassificeraren var sikerhet, vars resultat var nagot

till fordel for siljare. Sdkerheten mits med hjilp av Brier-podng och nér en
podng pa 0,22 for sdljarna och en podng pa 0,31 for klassificeraren. Till
skillnad fran tidigare forskning &r den foreslagna klassificeraren tranad och
forutspér forsiljningsmdajligheter fran flera foretag.

Nyckelord

CRM, B2B, Forutsidgelse av affarsmojligheter, Forsiljning, Viglett 1drande,
Maskininldrning
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Chapter 1

Introduction

Companies adapt to sales management systems to systematically manage and
support their sales processes as the software industry grows fast. Business-to-
business (B2B) sales are sales where both parties of a deal are companies,
a sale for such companies usually takes longer and involves more steps,
compared to business-to-consumer (B2C) sales. A common approach for B2B
sales is identifying new business opportunities, i.e. a potential sale of a product
or service, and then entering them into the software. A sales representative
moves the opportunity through a pipeline, often divided using stages and
other attributes, representing different stages of a sales process. Eventually,
the opportunities turn into either a sale or no sale. A key objective of this
process is to increase the number of new opportunities that turn into sales.
Companies typically perform extensive and continual analysis of this process
to optimize this. They measure several essential metrics, such as the likelihood
of new opportunities turning into sales, the efficiency, and the performance of
each salesperson, a.s.o0. A daily struggle for a salesperson and their managers
is determining what opportunities in the pipeline will succeed, which need
more work, and which can be disqualified instantly. This win propensity, i.e.
likelihood of winning a deal, or an opportunity today is commonly estimated
manually, using assumptions and the sales representatives’ gut feeling. The
process is time-consuming and often requires much experience, no matter the
resulting accuracy.

A sales process tends to involve several meetings and multiple stakeholders.
Modern sales systems, commonly known as customer relationship management
(CRM), help salespeople and their managers keep track of everything and get
performance statistics. This project focuses on the part of the sales process



2| Introduction

from where a solution has been proposed, through a created opportunity, until
it is accepted or denied. Aiming to determine to what extent it is possible to
predict the win likelihood of an opportunity, using the information from CRM
systems of multiple companies, and thereby help the salespeople know which
opportunities to focus on and which to disqualify. Previous research shows
that it is possible to accurately predict the win propensity of an opportunity,
i.e. the likelihood of winning the opportunity. This is by training a machine
learning model on the data from a single company and then predicting new
opportunities presented by the same company. However, as sales processes are
vastly different among companies, this thesis aims to create a rather general
model, trained on data from multiple different companies, that can then also
be used by multiple companies.

Predicting the outcome of opportunities automatically and accurately will
save time for both managers and salespeople, allowing them to focus on the
promising opportunities and quickly disqualify the ones that are likely lost.
It would also result in more efficient managers, coaching the salespeople
instead of doing administrative work. Given that previous work in the area
has reached satisfactory accuracy in predicting win propensity, this project
hopes to achieve something similar using multiple companies’ data instead.

Therefore, this thesis aims to see how accurately a machine learning model can
predict the win propensity of opportunities for several companies and if this
accuracy is better than the manual estimations done by sales representatives
today.

1.1 Research questions

* How accurately can the win propensity of new sales opportunities be
calculated using machine learning techniques and previous sales data
from multiple companies?

* Can such a model outperform the estimations done today manually by
sales representatives?

1.2 Scope

This study is limited to evaluating a subset of the data provided by Upsales,
excluding data from customers with extensively modified systems. All data
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originates from companies selling to other companies since Upsales currently
only work with such companies. The study is also limited by evaluating
only a random forest classification model with numerical data. Using free-
text data was not possible as that data contained personal and confidential
information of Upsales customers, meaning the privacy of customers could
not be guaranteed then.

1.3 Thesis outline

In this thesis, I'll first cover some background on sales processes, CRM
systems, and basic machine learning knowledge in chapter 2. The background
chapter also includes descriptions of the performance metrics used and some
related work in the area. The subsequent chapter 3 covers the methodology and
information about the data used in the study. Results from the procedure are
then presented in chapter 4. Following the results is a discussion in chapter 5.
In the last chapter, chapter 6, I summarize the discussion and conclude the
research questions.
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Chapter 2

Background

2.1 Business to business (B2B) sales

This thesis targets the area of business-to-business (B2B) sales, i.e. when
the seller and buyer are both companies. This process is different from
what most of us are used to, business-to-consumer (B2C) sales, where the
buyer is an individual consumer, e.g. when you purchase groceries at your
local supermarket. The main difference between the two is the length and
complexity of a sales process, when buying groceries, you usually grab the
things you want, then go to a cashier and pay for them. In terms of B2B sales,
these processes tend to be longer, involving multiple meetings between the
two companies, where the products and terms are negotiated before finally
reaching a decision, on whether to buy the product or service or not. As a
product or service is offered to a specific company, a business opportunity
is created. This project aims to predict whether such an opportunity will
lead to the business in question accepting the business opportunity, i.e.
whether the company will buy the product or service. Given data about this
business opportunity, containing information about the two companies and
the interactions between them, the constructed classifier aims to classify an
opportunity as either being won or lost.

2.1.1 Sales process

A sales process is the sequence of steps a potential sales contact goes through
before becoming a customer with a closed deal. Before the initial contact
point of the two parties involved, the parties have to approach each other
somehow. It can be done in many different ways and heavily depends on many
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factors, e.g., which industry. Some examples are calling companies similar to
current customers or potentially relying on the potential customers (prospects)
to initiate the contact. The next step is for the seller to determine the potential
customer’s needs and provide a solution. If the customer’s needs can be solved,
an offer is presented for the customer to either accept or deny. If the offer
is accepted, it is a deal. Coming steps involve following up on the client to
potentially discover more needs and offer more solutions, repeating the same
process. The length of such a process varies a lot among different companies.
A sales process tends to involve multiple interactions of different kinds. The
interactions can, for example, be meetings, phone calls, emails, website visits,
and ads. [1]

2.1.2 Customer Relationship Management - CRM

Customer relationship management (CRM) is a category of computer software
that helps companies keep track of interactions and steps taken with their
existing and new clients through a sales process. Just as the name suggests, a
CRM strives to help manage the relationship with customers.

In the 1970s, companies started formally measuring customer satisfaction
by asking and through questionnaires. Before, most relied on the opinions
in relatively informal ways. In terms of technology, they could categorize
customers in lists using spreadsheets. As sales started to get a significant
customer focus, rather than the greater product focus it used to have, it became
increasingly important to keep track of and manage the relationship with the
customers. These spreadsheets and databases started to get used for marketing
a few years later, for example in 1982 by Kate and Robert D. Kestenbaum,
who analyzed such data and applied statistical methods to improve their sales
strategy. [2] [3]

The first system similar to a proper CRM system was released four years later
by two American software engineers Pat Sullivan and Mike Muhney, under the
name ACT!. A system that offered one of the core functionalities of a CRM
system, contact management. In 1993, the first real CRM system, very similar
to current systems, was released by Siebel Systems, but it was not until 1995
that the acronym CRM was introduced. The term later got traction in 1997
due to Siebel Systems’ work, and some later involved actors such as IBM and
Gartner. [3]
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Today’s CRM systems compile data from several different communication
channels over time. This is to make the sales team more efficient and effective
when interacting with prospects and customers. A typical sales representative
has multiple sales processes ongoing simultaneously, making a CRM system
particularly useful to help keep track of each, instead of relying on each sales
representative to remember what has been said and done in each interaction.
Another essential part commonly offered in CRM systems is the ability to
follow up the sales. Since the systems keeps track of all interactions with
customers and deals made, sales managers can get insights of the sales
representatives performance and how the company is doing in terms of sales.

Opportunity management is an essential part of a CRM system. An opportunity
is a proposed solution, presented as an offer. Systems help sales representatives
create and manage such opportunities. These opportunities serve as the core
entity of interest for this thesis. [4]

Concerning the sales process, some CRM systems tends to divide it into either
predefined or customizable stages. Each stage is associated with a probability
of an opportunity succeeding in that stage and some criterion’s that have to
be fulfilled for an opportunity to be placed in it. Examples of such criterion
are that the decision maker is involved, and that a verbal agreement has been
reached, among others. These make it possible for the user to determine the
state of each opportunity and avoids making the manual forecasting rely only
on someones gut feeling. [5]

2.1.3 Upsales CRM

The data used in this thesis originates from the customers of Upsales CRM
system. Other than the core functionality described above, Upsales also
provides arich database of companies and their financial information, allowing
their customers always to have access to the latest information about the
companies in their system. It also allows the model suggested in this thesis to
take advantage of more specific company information about the two involved
parties.

In Upsales, a sales process is set up to consist of user-defined stages, along
which the opportunities are moved. As mentioned above, each stage in the
sales process is configured with a probability of success. However, the system
also allows the user to manually set this probability for each opportunity if the
one indicated by the stage is not accurate for a specific opportunity. [5]
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2.2 Machine Learning

Machine learning is a field of study within artificial intelligence that, instead of
explicitly programming a system to solve a problem, it aims to train it instead.
Using large amounts of data associated with a task, the system algorithmically
creates a statistical model. Such a model discovers structures in the data,
allowing it to figure out rules for automating the task. [6]

2.2.1 Supervised learning

Supervised learning is a type of machine learning where the task is given NV
input-output pairs, known as a training set.

{(z, yz‘)}f\il

where z; is a feature vector containing values describing the input, and y;
is the output. Each pair is generated by some unknown function f(z) = v,
we want to find a function () that approximates the true function f(z). The
function h(z) is our hypothesis, and when learning, we strive to find the best
performing hypothesis on both the given input-output pairs in the training set
but also for new ones. We introduce a test set that contains new input-output
pairs distinct from the training set to evaluate how good a hypothesis is. A
hypothesis is said to generalize well if it predicts y for new inputs correctly.
When the output y is within a finite set of values, the learning problem is called
classification. If there are only two possible values in such a set, it is a binary
classification problem. [7]

2.2.2 Overfitting

When training a machine learning, the model is trained on a limited dataset,
referred to as the training dataset. However, when training is complete, its
performance on the test data and other unseen samples matters. The concept
of overfitting a model means that our model might perform well on the training
data but fails to predict as accurately on yet-unseen data. Thus, the model has
become too fitted to the specific training data, meaning it might not be general
enough to be used in any other context. [7]

The more flexible a model is, the fewer assumptions it makes regarding the
data structure. Consequently, a flexible model is based on the specific data
it is trained on and does not have as much of a set goal shape. The model
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may find patterns that do not exist on the entire distribution and simply learn
patterns that happened by chance. In this project, a random forest model (see
subsection 2.2.4) will be used, consisting of decision trees. Decision trees are
relatively flexible, therefore, measures will have to be taken to avoid overfitting
the model. [8]

2.2.3 Decision tree

A decision tree serves as a tool for decisions, using a tree-like model of a series
of decisions and consequences. It can, e.g., be used to visualize algorithms
built upon conditional control statements and in different operations contexts.
As visualized in Figure 2.1 a decision tree has a flowchart-like structure
where each node represents a test on a particular attribute, and each branch
originating from that node represents the outcome of the test. Each leaf node
indicates the decision taken by the tree, usually in the form of a class.

Decision trees also came to serve as a rather simple yet successful form of
supervised learning in machine learning, introduced by Morgan and Sonquist
[9]in 1963. In this context, a decision tree represents a function taking a vector
of input values and returning a single output value, the decision. The decision
is one out of two values for a binary decision tree. The tree uses observations
about e.g., an item, to draw conclusions. There are two main types of decision
trees used in machine learning, classification trees, and regression trees. The
former are trees where the target value or decision only takes on a discrete
set of values. A regression tree instead has the target as a continuous value,
usually a real number. Techniques commonly referred to as ensemble methods
construct multiple decision trees; an example of such is Random Forest (see
subsection 2.2.4).



10| Background

Is the order value greater than 40 000

N

YES NO

v \,

Is the number of future activities greater than 2 WIN

N

YES NO

i N

Does the buyer have more than 1 employee LOSS

YES NO

/ \

Figure 2.1: An example of a decision tree, deciding if an opportunity was won
or lost. The tree considers three features. Each node is a binary decision,
either yes or no, determining the path taken down the tree. Once a leaf node
is reached, the tree returns it as its output.

Creating a decision tree is done with a so-called decision-tree-learning-
algorithm. There are a few different algorithms for inducing decision trees and
more explicitly, deciding what attributes to build the tree upon. Constructing
an optimal decision tree is an NP-complete problem; therefore heuristics are
used to construct trees where the most locally optimized decision is done at
each node. CART is the more common algorithm used when constructing
classification and regression trees, introduced by Breiman et al. [10]. It utilizes
a greedy divide and conquer strategy that first tests the most important feature.
Importance is measured as the feature that makes the greatest difference in
the classification of an example, using a metric called Gini impurity (see
subsection 2.4.5). It works top-down, choosing the most important feature
at every step. It stops when it is impossible to continue, when the minimum
number of samples required for a split cannot be met, or whenever the
maximum level is reached. This methodology ideally helps the tree make
correct classifications with shorter and more shallow trees. Some other
common algorithms for creating the trees include MARS (multivariate adaptive
regression splines) by Salzberg [11] and C4.5 by Friedman [12]. [7] [13] [14]

A decision tree will be generated even if there is no pattern in the training
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data, sometimes resulting in an over-complex tree. This could lead to an
overfitted classifier. To combat overfitting, decision trees uses a technique
called decision tree pruning, that eliminates irrelevant nodes in a decision tree.
A common method called cost-complexity pruning is used. Cost-complexity
pruning prune nodes that adds more complexity, measured using gini impurity,
to the tree than it improves the accuracy. Resulting in more straightforward and
simpler trees. [14]

Unfortunately, decision trees tend to overfit, when used by themselves. Therefore
multiple trees are usually combined, e.g. into a random forest, partially to
overcome this issue. [15]

2.2.4 Random Forests

Random forest is an ensemble method that builds a so-called forest out of
decision trees visualized in Figure 2.2. It was first introduced by Ho [16].
It creates a diverse set of classifiers by introducing randomness when each
classifier is constructed, using a technique called bagging, later suggested
by Breiman [15]. The final output of the forest is given as the averaged
decision of the individual classifiers. The decision trees are built using a
new sample drawn with replacement from the testing set for every tree. Each
drawn sample leaves out a part of the input data (set by a hyperparameter).
Upon creation of the decision trees, when the nodes are split, only a random
subset of features are considered instead of all. The size of this subset is
controlled by a hyperparameter. The randomness of using drawn samples and
the modification of the tree construction algorithm helps decrease the variance
of the decision trees. Randomness also helps produce trees with somewhat
decoupled prediction errors, as taking the average of all decision trees allows
some errors to cancel each other out. When using random forest, pruning is
not done on the decision trees; instead, each tree is grown to the largest extent
possible, limited by the set hyperparameters. A random forest ensemble does
not overfit by adding more trees; one can create as many trees as possible. It
does, however, mean some loss of interpretability compared to decision trees.
[15]
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[1,2,3,4,5,6,7,8,9]

Majority voting / Average prediction

]

Final classification

Figure 2.2: A visualization of a random forest with three decision trees. The
decision trees all give a classification based on the inputted sample. The final
classification is the averaged one from the three trees.

The random forest classifier used in this project uses the described parameters
in Table 2.1. Having more trees in the forest (n_estimators) will result
in a longer training time and slower predictions but better performance.
However, there is a point where the results will stop getting significantly better.
The maximal number of features in each tree (max_features) is set to the
square root of the total number of features, by default. The maximum depth
(max_depth) determines the maximum allowed depth for a decision tree, and
the minimum number of samples required to split (min_samples_split) both
influencing the decision of when a node should be split. These parameters are
set to that resulting in the best random forest. [17]

Parameter Description

n_estimators The number of decision trees in the random forest
max_features The maximal amount of features considered in each tree
max_depth The maximum depth of a decision tree
min_samples_split | The minimum number of samples required to split a node
bootstrap Whether to use bootstrapping or not

Table 2.1: The parameters used when creating the random forest

The returned classification of the random forest classifier is the class predicted
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by the majority of trees, thus, even if only 51 out of 100 trees classify positively
in a binary classification, the predicted classification will be positive. This
brings up the question of uncertainty in the random forest classifier; how
certain is the classifier when making the classification? There are metrics
to measure this; an example of such is the Brier score (see subsection 2.4.7),
which is used in this project. The area is also researched, and modifying the
ratio of trees required for a class to be predicted shows promising results. [18]

2.3 Hyperparameter tuning

A hyperparameter is parameter which value is used to control the learning
process of a machine learning model, and therefore something every machine
learning model has. In order to get the best-performing model, we need to
optimize the model’s hyperparameters. We strive to find which hyperparameters
result in the best performance when optimizing these hyperparameters based
on some metric. To determine the optimal settings we try many different
combinations and evaluate the performance of each model. Generally, any
black box optimization method can be used for hyperparameter tuning. For this
project, two methods were used, random search (see subsection 2.3.2) and grid
search (see subsection 2.3.3). In order to avoid overfitting when optimizing the
parameters, cross-validation was used. [19]

2.3.1 Cross-validation

Cross-validation is a way to ensure robustness in a model; unfortunately, the
computing time is sacrificed. It is a re-sampling method that uses different
parts of the data for training and testing in every iteration. One approach,
called k-fold cross-validation, splits the training data into k& partitions, as
illustrated in Figure 2.3. The model is then trained on k£ — 1 partitions and
evaluated on the remaining partition. This process is repeated for each of the
k partitions (folds). The performance is then averaged across all folds for the
final result. [20]



14 | Background

All data
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Fold 1 Fold 2 Fold 3 Fold 4 Fold 5

Split1 | Fold1 | | Fold2 | | Fold3 | | Fold4 | | Fold5 |
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spits | Fod1 | | Fold2 | | Fod3 | | Folds | | Fouds |

Figure 2.3: Visualization of 5-fold cross validation. Splitting the training data
into five folds, the model is trained on four folds in each iteration and evaluated
on 1. The result is then the average performance across all iterations.

2.3.2 Randomized search

Randomized search, as the name indicates, utilizes a random search. It is
used to search for the best hyperparameters for a model. Each hyperparameter
setting is sampled from a distribution over specified possible values. The
model is evaluated through a specified metric with each set of hyperparameters.
The number of samples evaluated is specified, allowing for setting a budget
independent of the number of hyperparameters. The technique works well
for finding a narrow range for each hyperparameter that can then be evaluated
through a more exhaustive search. In order to avoid overfitting when searching
for parameters, the randomized search can be combined with cross-validation.
[19]

2.3.3 Grid search

Grid search exhaustively evaluates each combination of values for each hyperparameter,
within a set range. The search is guided by a specified performance metric,

all possible combinations of hyperparameter values are evaluated and the best
combination according to the metric is retained. This method can be combined

with cross-validation to avoid overfitting when evaluating parameters. [19]



Background |15

2.4 Performance metrics

There are many possible metrics available for evaluating machine learning
models. The best-suited metrics depend on the used model and its purpose.
When working with classification models, many metrics are based upon the
confusion matrix. A confusion matrix has one axis indicating what class the
model predicted and one indicating the actual class. For binary classifications
used in this study, it results in a binary 2 x 2 matrix, as seen in Figure 2.4. [21]

Predicted class
Won Lost

Won TP FP

True class

wst | FN TN

Figure 2.4: A binary confusion matrix, with the two classes: won and lost

The columns in the matrix show the following, respectively:

* TP - True positive means that the model was correct in predicting
positive

* TN - True negative means that the model was correct in predicting
negative

* FP - False positive means that the model was incorrect in predicting
positive

* FN - False negative means that the model was incorrect in predicting
negative
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Whenever the model classifies a sample, we simply increment the column it
belongs to in the matrix. This makes it easier to see and draw conclusions
about the model’s performance. To allow for comparisons among confusion
matrices, these columns are often normalized.

2.4.1 Accuracy

Accuracy indicates how many of all predictions are correct. By taking all the
correct predictions and dividing those by all predictions made:

TP+TN
TP+TN+FP+FN

Accuracy =

accuracy does not consider any imbalances between the positive and negative
instances. For example, if we consider the case of business opportunities and
let us say that we have an imbalanced set where 95 % of the opportunities
end up as lost, a negative outcome. The classifier can then learn always to
predict negative and still get an accuracy of 95 %, even if it becomes useless.
However, it is a useful metric when there are no imbalances. [22]

2.4.2 Precision

Precision quantifies the number of predictions that are positive and correct.
Thus, it gives an accuracy among the positive instances. It is calculated as
follows:
Precision = TPT+—PFP

This metric is handy when it is essential not to give a false positive. Suppose
the model in question is trying to predict whether or not an opportunity will
be won. A high precision will make it unlikely for a lost opportunity to be
predicted as won. As the metric only considers the positive instances, it is
very useful at giving insight among those; however, it does not consider the
false negative instances. Therefore, even with high precision, it could be that
the model seldom predicts an opportunity as won. This metric is used together
with the metric Recall. [23]

2.4.3 Recall

Recall quantifies the percentage of positive instances that the model managed
to predict. It is calculated by dividing all positively predicted instances that
were right by all positive instances.
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_ TP
Recall = TPLFN

Serving as a good counterpoint for precision, recall indicates how many
positive instances the model missed. In predicting opportunities, it measures
how many opportunities were predicted as won out of all won opportunities.
This metric does not care about how many of the positive predictions turned
out to be false. [23]

2.4.4 F1 score

By combining the two metrics’ precision and recall into a single metric, the
F1 score can be calculated. It is calculated as the harmonic mean of the two
metrics, as follows:

Flscore — 2 % Precision x Recall

Precision + Recall
Unless there is great harm with either false negatives or false positives
specifically, the goal is to minimize the total amount of errors made by the
model. This lets us improve the model concerning either of the variables on a
higher level, rather than focusing on precision and recall separately. The metric
is beneficial when comparing machine learning models. There are several
ways of computing the F1 score when working with multi-class contexts.

The first is the weighted F1 score. The weighted F1 score is calculated by
taking the F1 score for each class; these are then weighted by the number of
actual instances of each class. This results in several proportionate F1 scores,
the mean of these is the final F1 score. This is particularly useful when there
is an imbalance among the classes, and we want to assign a more significant
contribution to classes with more examples.

When there is an imbalance among the classes, but all classes are equally
important, the macro average F1 score is well suited. It is calculated by taking
the arithmetic mean of each class F1 score.

If there is no imbalance among the classes, the micro F1 score simply
computes a global average across all classes. It is calculated by counting
the sums of false positives, false negatives, true positives, and true negatives.
These are then plugged into the standard F1 score formula above. This serves
as a good metric if the data is balanced, but if not, it can be deceiving. [23]
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In this project, the macro F1 score will be used as part of the evaluation. Since
there is a slight imbalance among the classes, and all classes are considered
equally important in this study.

2.4.5 Gini Impurity

The impurity is a metric of the probability of incorrectly classifying a randomly
chosen sample in a dataset if it were given a random class according to the class
distribution in the dataset. It is calculated as follows:

G = Zp(i) (1 —p(3))

where C' is the number of classes and p(7) is the probability of randomly
picking a sample of class 7. An impurity of O is the lowest possible value, and
indicates that all samples are of the same class, i.e. when p(i) = 1 or p(i) = 0.

The metric is commonly used in decision trees to determine the quality of a
node split. The metric is used to compare features to each other and determine
the most crucial feature when creating each node. [10]

2.4.6 Mean Decrease in Impurity - MDI

Mean Decrease in Impurity (MDI) is a measure indicating the importance of
each feature in a random forest. Itis defined as a feature’s total decrease in node
impurity weighted by the probability of reaching that node, averaged over all
decision trees in the random forest. [24] This measure is used to quantify the
importance of each feature in the Random Forest classifier.

2.4.7 Brier score

Brier score measures the accuracy of probabilistic predictions. The measure
is especially appropriate for outcomes that can be structured and represented
as true or false. It is defined as follows:

N

1 2
BS = N Z(ft - Ot)

t=1
where NN is the number of prediction instances, f; the probability the class
was predicted in instance ¢, and o; the actual outcome for that instance. This
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results in a value between 0 and 1, where a lower value is preferred, indicating
more calibrated predictions. [25]

2.5 Bootstrapping

Bootstrapping is an approach primarily used to estimate properties of statistics,
such as sampling variances and confidence intervals. It is based on the idea
that resampling from a sample dataset is representative of a population. Thus
assuming that observed data can give us inferences of a population. Given
this, by drawing samples at random with replacements from a dataset, we use
it to conclude on a broader level than with the initial dataset. In this thesis, we
draw samples from the set of predictions made by sales representatives, then
use those to conclude sales representatives in general. [26]

2.6 Related work

This section will discuss related work in the area of predicting the win
propensity of opportunities in B2B sales. Most related work in the area
forecasts sales on an aggregate level, looking at the numbers of all or a subset of
opportunities instead of a lower level, distinguishing each opportunity, which
means that the amount of research targeting sales on an opportunity level is
relatively scarce.

There are some papers written in the area of predicting win propensity today
using machine learning techniques. An example of such is a paper by Yan
et al. [27] using a regression technique. The authors combine several features
from the actual clients in question and their interactions with them. The data
used originates from a global fortune 500 company, consisting of data from
several markets. Their model is shown to perform better than a salesperson’s
somewhat subjective rating in almost all instances, with an average gain score
of 0.729 over all evaluated geographic markets.

Another paper also originating from IBM Research by Yan et al. [28] proposes
another machine learning model to estimate the win propensity of opportunities.
Similarly, it combines the client-specific information with the seller’s activities
from a single large multinational company. They used a two-dimensional
Hawkes Process model. In terms of performance, it outperformed all estimations
of the sales representatives, with an average area under the curve (AUC) of
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0.72.

Mortensen et al. [29] from the University of Virginia produced a model
on data from a large paper and packaging company. The intention was
to create a model to predict sales success with reasonable accuracy. The
research generated a few models for this, choosing the model with the greatest
predictive power. The four models used the following techniques: Multiple
Logistic Regression, Decision Trees, Random Forest, and XGBoost. The one
performing best turned out to be the Random Forest one, with an accuracy of
82.39 %.

A paper by Lambert [30] selected eight different methods for predicting the
win propensity of business opportunities. All using a dataset from a single I'T
company’s CRM system, targeting B2B sales. The resulting accuracies ranged
from 76% to 81%, where the highest accuracy of 81.27% originated from an
Adaboost model. A random forest model came at a close third place, with an
accuracy of 80.35%.

Custédio, Costa, and Carvalho [31] target the problem at a slightly aggregated
level, focusing on predicting whether a lead will purchase or not, which means
that the features used are more focused on the company itself instead of the
business opportunity. The author also has access features describing to what
extent the lead uses software today. A few different machine learning models
are evaluated in the paper, the best performing being an support vector machine
(SVM) and a random forest model. The SVM performed best on accuracy and
F1 score, reaching an accuracy of 87.1%. The random forest model performed
better in other metrics, such as the AUC.

Another approach taken by Zahid et al. [32], utilizes multiple classes for
determining the outcome of opportunities. Instead of classifying the opportunity
as a win or loss, they use several loss and win classes to allow a sales
representative to better understand why the opportunity will be won or lost.
The authors used a tree-based LightGBM Classifier trained on CRM data from
a large IT organization. The classifier reached an accuracy of 85%.

Eitle and Buxmann [33] used two years of data from a Fortune 500 company’s
CRM system to create three models, targeting different stages of the sales
process. One model predicts whether a lead will lead to a created opportunity,
one predicts if an opportunity will lead to a deal, and one predicts if a lead
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will result in a deal. The authors used a few different models, e.g., an SVM,
Random Forest, and CatBoost. The results suggest that the CatBoost and
Random Forest models performed best. The CatBoost model performed better
for the lead to opportunity model and opportunity to deal model, resulting in an
accuracy of 78% and 79% respectively. The Random Forest model performed
best on the lead to deal model, resulting in 71% accuracy.

With data from one of the largest IT service providers Guo et al. [34] created
models predicting the outcome of potential IT service contracts. As the model
targeted a particular type of sales, it had access to rather detailed features about
the possible deal. It used both static features and dynamic features that were
aggregated before being used. The authors created two models, one using
Logistic Regression and one using Gradient Boosting. The latter proved to
perform best, with an accuracy of 92.6%.

Unfortunately, a lot of the prior work in this area is done by companies
through internal proprietary technologies and sold B2B services, e.g., Implisit,
recently bought by Salesforce. Meaning that the performed research is not
available to the general public. [35]

This thesis creates a general model that predicts the win propensity of several
companies’ opportunities instead of a single company’s data, which has been
done successfully in the previous research. Meaning a model aimed to work
for any sales company using a CRM system with a not too customized sales
process. With access to years worth of CRM data from hundreds of companies
being used to train the model, hoping to provide some valuable insights even
for new companies without the possibility to create such models themselves
and missing access to years of CRM data.
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Chapter 3
Method

The methodology of this study can be broken down into three parts; the first
part involved fetching the data, processing it, and analyzing it. The second part
was to create a classifier, train it and evaluate its performance. The final part
was the processing and evaluation of the results from the sales representatives.
With the trained model, its results and features were analyzed and compared
to the performance of the sales representatives.

3.1 Dataset

The data used in this study were sourced by Upsales and consisted of their
customers databases. All sensitive properties, such as passwords and personal
information, were either removed or hashed to protect their customer’s integrity
and privacy. Free-text properties were disregarded to ensure the privacy
of their customers. The resulting dataset only contained numerical and
categorical data, making it easier to process and handle. The dataset as a whole
included data from approximately 1800 customers with a varying amount of
data from 7 years between 2014 and 2021.

Opportunities was the primary entity in this study; several entities were linked
to it—for example, activities, contacts, orders, emails, and marketing events.
Due to the subscription model of Upsales, some related entities required the
customers to have purchased specific add-ons for them to be populated. Linked
entities populated through free add-ons were included, whereas those from
paid ones were excluded. This is to not make the model dependent on users
having to pay for a particular add-on when used.
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Figure 3.1: An illustration visualizing the processing of the data. First,
the customer databases where filtered, excluding the databases belonging to
customers not fulfilling the requirements outlined in subsection 3.1.1. Next
the opportunities from these databases where extracted and represented as
snapshots outlining the changes made to them. Features from related entities
were pulled in and lastly features with a high amount of missing values were
excluded (e.g. Feature 1 in the illustration).

3.1.1 Pre-processing

This project focused on business-to-business (B2B) opportunities through the
customer’s sales processes. During the dataset analysis, it was clear that the
customers could be split into three categories. The first was customers who
primarily used the customer resource management (CRM) system to manage
their customers and their activities; they created orders but not opportunities,
making it hard to track each sales process. The second category consisted
of customers that had created self-built custom integrations that modified
the intended workflow for order and opportunity creation. The last category
included those considered ideal users, using the system just as designed. These
manage their complete sales process and customer base in the system and
utilize the features the way they were intended. For example, they were
creating activities, and appointments, among others, but more importantly for
this study, creating opportunities and moving these through a sales process
before ending up as a won or a lost opportunity.
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This study wanted to use data from customers in the last category. Primarily
because those customers’ data was well structured and uniform, making it
easier to process and use when training a prediction model. However, finding
all those customers required setting up a few criteria that had to be fulfilled for
a customer’s data to be included:

» Customers were required to actively integrate with an enterprise resource
planning (ERP) system and a calendar provider. Such integrations
automatically synchronize orders and appointments with external systems,
meaning, if activated, they are likely to utilize those entities.

» Targeting the amount of data the customer had, they had to have at
least ten opportunities moved through a sales process of at least two
days. Thus, disregarded customers who only created orders after a sale
is complete, without utilizing opportunities and sales process stages,
therefore not containing data helpful to this study.

* It had to be an active and paying customer; thus, excluding all trial
customers. Most trial customers didn’t try the system with their actual
data; instead, they created an example environment with mock data.
Therefore, data from these customers was not considered trustworthy
nor representative of a B2B company’s sales process.

The filtering described above resulted in a subset containing 295 companies
data and 33625 opportunities. Table 3.1 presents some insights into the
used dataset. The opportunities were represented through 131013 opportunity
snapshots.

3.1.2 Opportunity snapshots

Each opportunity was linked with surrounding activities, interactions, and
general information about the customer and its client, e.g., turnover, previous
sales, and the number of employees. The data was turned into a format
containing a snapshot of each state for each opportunity, where a new state
appeared every time an opportunity was moved to a different phase in the sales
process, i.e., when its probability was changed. Each snapshot only considered
surrounding interactions visible and created at the date of the snapshot, to
make it representative of the actual scenario and distinguishable from other
snapshots of the same opportunity. The outcome of the opportunity, i.e.,
whether it was won or lost, was added to each snapshot.
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Measure Value
Number of customers 295
Number of opportunities 33625
Number of opportunity snapshots 131013
Ratio of won opportunities 52%
Average number of days from opportunity to decision | 17.2 days

Table 3.1: Basic insight of the used dataset

3.1.3 Feature engineering

The result after the pre-processing was a collection of opportunity snapshots.
Each snapshot had a lot of features available, leading to an extensive part
of the project being determining what features to include and building a
pipeline to extract these. Table 3.2 shows all the used features, and the
section below details the extracted features. Features with a high percentage
of null values were not considered, since they would restrict the sample size;
specifically, a threshold of 50% was required for a feature to be included. Some
features indicated the sellers’ performance over time, and if included, would
require that information when predicting too. Therefore, make the classifier
dependent on the seller of each opportunity. Even though including the seller’s
performance might have been advantageous for reaching better results, as the
seller does likely matter. Hence, including them would hinder the goal of
creating a general model that can easily be used on new customers that do not
have any data regarding the performance of their sales representative’s.

Opportunities

The most core features describe the basic information about each opportunity,
e.g., the recipient, the buyer’s reference, the creation date, a.s.o. These features
were consistent throughout all snapshots for an individual order, meaning there
were no missing data points on these features. The order value in SEK and
dates were extracted from the opportunities. However, as the exact date is
not very useful for predicting future opportunities, it was represented as the
number of days in relation to the opportunity snapshot. Each opportunity
also had a feature indicating the probability of it being won, set by the
associated sales representative. This was not included when training the
classifier, as it would make it dependent on the user’s predictions. However,
the feature allowed for a comparison between the created classifier and the
sales representative’s predictions. The entity also included features linking it
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Feature

Description

days_since_created

Days since the opportunity was created
creation

order_value

The value of the opportunity

su_revenue Revenue of the buyer
su_revenue_percent_change Change rate in revenue of the buyer (1 year)
su_result Result of the buyer

su_ebitda EBITDA of the buyer

su_profit_margin

Profit margin of the buyer

su_current_ratio

An aggregated ratio, indicating the growth of
the buyers finances

su_solidity

Solidity of the buyer

su_no_employees

Number of employees of the buyer

su_no_employees_percent_change

Change rate in number of employees of the
buyer (1 year)

su_group_size

Number of companies in the company group
of the buyer

cu_up_sni

SNI code (industry code) of the seller

cu_cf _revenue

Revenue of the seller

cu_cf_revenue_percent_change

Change rate in revenue of the seller (1 year)

cu_cf _result

Result of the seller

cu_cf ebitda

EBITDA of the seller

cu_cf_profit_margin

Profit margin of the seller

cu_cf current_ratio

An aggregated ratio, indicating the growth of
the sellers finances

cu_cf_solidity

Solidity of the seller

cu_cf_no_employees

Number of employees of the seller

cu_cf_no_employees_percent_change

Change rate in number of employees of the
seller (1 year)

cu_nbr_activities_avg

Average number of activities for seller

cu_avg_order_value

Average order value for seller

cu_avg_order_duration

Average order duration for seller

last_interaction_activity

Days passed since last activity between the
seller and buyer

previous_interactions

Number of previous interactions between the
seller and buyer

previous_closed_interactions

Number of previous completed interactions
between the seller and buyer

next_interaction_activity

Days until the next planned activity between
the seller and buyer

upcoming_interactions

Number of future scheduled activities
between the seller and buyer

Table 3.2: The features of an opportunity snapshot used in the classifier
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to other entities, e.g., the contact, the company, a.s.o. These were utilized to
fetch those entities but not included in the final dataset.

Activities

All the interactions with customers were registered as activities of different
types in the system, and these features represented a significant part of the data
set. As a sales process consists of a sequence of events and actions leading up
to a sale or a loss, representing the data as a time series might initially seem
reasonable, which it might be. Given that this dataset had relatively short
periods, short sales cycles, and few interactions, it was decided to represent
the activities within the snapshots of each opportunity instead. This meant
that activities was aggregated when included in each snapshot. Specifically,
the amount of activities before and after the snapshot date and the time period
between the snapshot and the activity. To conclude, the number of days since
the last activity, the number of previous activities, the number of previously
completed activities, the number of days until the next activity, and finally, the
number of planned future activities.

Seller

Even if customers had similar sales processes, there were still some differences
between them. What differed a lot was the length of the average sales process,
the number of interactions, and the value of each opportunity. The following
additional features were calculated, the average sales process duration, the
average opportunity value, and the average number of activities during a sales
process.

Buyer

As for the buyer in the sales process, there was not much information available
other than what company it was. It was possible to fetch general financial data
for most of these companies with the company information available.

Financial data

Given the official registration number for a company, and the fact that all
companies are legally obligated to provide financial information in Sweden, all
this financial data was available. This registration number had to be manually
added for it to be available. Because of this, the information was available for
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all sellers, as Upsales does this for all of their customers. However, the buyers’
data required the sellers to add this registration number, which most do, but
not everyone. Due to this, approximately 15% of the buyers missed these data
points.

The financial data included information such as the number of employees,
revenue, and SNI code. All features are listed in Table 3.2.

3.1.4 Imputation strategy

Ideally, the dataset would have been complete, and there would be no missing
values, but unfortunately, since some features are dependent on non-required
user input, some features had missing data points. As the classifier cannot
handle missing values as is, something had to be done with the dataset to
handle this. The options were either to remove the samples with missing
values or use an imputation strategy. Removing samples with missing data
points would have a too big impact on the sample size; therefore, imputation
was used instead.

A clear majority of missing data points originated from the buyer’s financial
data, as mentioned above. The dataset also contained some numeric features
where a missing value was necessary. For example, if there was no next
activity planned, the feature describing the number of days until that activity
would be left empty. All these data points were processed before being sent to
the classifier as the random forest classifier by itself does not support missing
values. Two different imputation strategies were used to complete the missing
values, one for the financial data and another for the features intentionally
left empty. The imputation done for the missing financial data was using the
mean value as its strategy, meaning that each missing value was replaced with
the mean of that feature. As for those features intentionally left empty, the
imputation used a constant value as its strategy; to not interfere with the other
values among those features, a constant value of —1 was used since there were
no negative values for those features in the dataset.
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3.2 Classifier

3.2.1 Random Forest Classifier

The study used a random forest classifier as it continuously showed good
results and ranked high in related work, e.g. by Mortensen et al. [29] and
Eitle and Buxmann [33]. Although the problem was different in related work,
as these only targeted a single company’s data, it still used the same type of
data to predict the same type of outcome, only with more limited dataset. It
also showed promising results when tested. The classifier was built to take
an opportunity snapshot as input, then provide a prediction for the binary
outcome as its output. The outcome was either positive or negative, where
positive indicates that the opportunity was won and negative that it was lost or
put aside.

3.2.2 Training

Before training the model, the data were divided into two sets. One training
set and one testing set, where 70% of the data was put into the training set
and the rest into the testing set. Before splitting into the two sets the data
was randomized with some restrictions. Since each snapshot belonged to an
order and a customer’s data set, these couldn’t be randomized completely.
Even if it would be different snapshots, having the same order in both the
test and training set would likely result in a higher accuracy, but make it
worse at predicting on new unseen companies data. Therefore when splitting
the set, the randomization required each customer to only be in one of the
sets. Thus, the actual ratio between the sets was not exact; instead, it ended
up at approximately 70%. The classifier was trained 50 times, and then the
averages and confidence intervals within runs were calculated to account for
the randomness of the training procedure.

3.2.3 Hyperparameters

The hyperparameters were decided using a randomized search, to avoid testing
every possible combination. The search utilized 3-fold cross-validation to
avoid overfitting when evaluating the parameters. A randomized search helped
narrow down the range for each parameter; the results were then used in a grid
search to find the best-performing parameters. The parameters were evaluated
using accuracy when searching.
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3.2.4 Evaluation

The classifier was evaluated in two different contexts. First, it was assessed by
itself to measure its performance of it. The second context meant comparing it
to the users’ predictions in the system to see if this classifier is an improvement
compared to sales representatives doing this task manually. The evaluation
was done using the set aside testing data to ensure the classifier had not seen
the data before.

The classifier’s performance was measured in terms of accuracy, macro
average precision, macro average recall, and macro average F1-score. Accuracy
estimated the classifier’s raw predictive performance, counting how many
predictions were correct. However, this measure did not consider which
predictions were wrong and if there were any imbalances among the classes.
Thus, the macro Fl-score, precision, and recall were calculated. Lastly,
the Mean Decrease in Impurity was calculated for each feature to better
understand the model and outline what features were of greater importance
to the classifier.

As random forest makes its prediction by taking the majority vote from the
decision trees in the ensemble, the result is binary. However, we can also get
the number of trees voting for each class and this percentage says a lot about
the uncertainty in each prediction and enables us to evaluate the uncertainty
of the classifier as a whole. The accuracy of the probabilistic predictions was
measured, calculating the Brier score for each class.

3.3 Comparison with sales representatives

The sales representatives entered their predictions in terms of probability.
The dataset offered a total of 131013 predictions by sales representatives.
To compare the sales representatives with the classifier, some modifications
was done. Since the classifier outputted a binary prediction. The sales
representative’s predictions were converted to a binary format using a threshold,
deciding when a prediction was positive or negative. The threshold was set to
that who gave the best accuracy for the sales representatives, more specifically
52 %. The comparison between the classifier and the sales representatives
could then be done with the same evaluation metrics.

To further evaluate the predictions done by the sales representatives, more
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specifically, a bootstrapping approach was used, since just a small sample
of all sales representatives was available. Multiple samples were randomly
drawn with replacements from the dataset of predictions; each sample was
then evaluated individually before being combined to estimate the uncertainty.
To measure the variability a confidence interval of 95% was presented.

Lastly, to determine whether the performance of the classifier and sales
representatives are statistically significant t-tests were performed. As the
sample sizes were very different Welch’s t-tests were performed on the metrics
of the classifier and the bootstrapped results of the sales representatives.
It was assumed that the predictions from the sales representatives and the
classifier were independent and that the predicted results both followed a
normal distribution.
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Chapter 4

Results

In this section, we test the performance of the previously described classifier.

This section first presents the hyperparameters, performance of the classifier,

and the importance of the used features. Then the sales representative’s
performance is presented and lastly the comparison between the sales representative’s
and the classifier, determining if the difference is statistically significant.

4.1 Hyperparameters

Table 4.1 displays the used hyperparameters when training the classifiers,
see subsection 2.2.4 for more details about the parameters. It also shows
the range of values in which each parameter was tested before reaching
the best parameters to train the classifier. The table does not present all
hyperparameters; it only presents those being gradually optimized to achieve
the results presented in Table 4.2. The final values for all hyperparameters are
also shown in Appendix A.

Hyperparameters
Parameter Final value | Evaluated values
Number of estimators 323 [100...1000]
Minimum samples split 4 [2..20]
Maximum features 6 [5, 6, 32]
Maximum depth 59 [5..200]
Bootstrap Yes [Yes, No]

Table 4.1: The used hyperparameters when training the random forest
classifier.
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4.2 Classifier performance

Table 4.2 presents the evaluation metrics for the random forest classifier. The
metrics used were accuracy, macro average precision, macro average recall,
and macro average F1 score. For each metric, the average and the lower
and upper bound of a 95% confidence interval are presented from all trained
classifiers. The table shows an average accuracy of 69.3%. The precision,
recall, and F1 score indicate that the classifier performs similarly for all classes,
thus no indication of an imbalance among the classes.

Evaluation metrics
Accuracy Precision Recall F1 score Brier score
0.6932 0.6995 0.6954  0.6920 0.3068
+0.0029 +£0.0026 +£0.0027 +0.0029  +0.0029

Table 4.2: Evaluation metrics for the random forest classifier. The bold
numbers are the average of the multiple runs, while the numbers below indicate
the lower and upper bound for a confidence interval of 95%. For all metrics
except the Brier score, a higher value is better.

In Figure 4.1 is a normalized confusion matrix over the classifier’s predictions.
The matrix indicates that the classifiers are slightly better at predicting whether
an opportunity is lost, compared to if it’s won. Showing an accuracy of 78%
for lost opportunities and 62% for won.
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Confusion Matrix for Random Forest Model
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Figure 4.1: Normalized confusion matrix for the Random Forest classifier.
The numbers are the averages across the 50 trained classifiers.

4.2.1 Feature importance

In Figure 4.2 the MDI of each feature is plotted. The results indicate that the
value of each opportunity is of the most significant importance. Next was the
number of days since the last interaction. Of least importance was some of the

financial information about the seller, which had a relatively low importance
score.
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Figure 4.2: The average MDI of each feature indicates how important each
feature was. The higher the value, the more important the feature. The red
line indicates the standard deviation of the MDI.

4.3 Sales representative’s performance

As mentioned in section 3.3, the sales representative’s predictions accompanied
each opportunity. The sales representative’s predictions were evaluated in
a binary form, converted using a threshold of 52 9%. Since there was no
randomization involved when calculating these metrics only a single value is
presented for each metric. The sales representative’s predictions resulted in an
accuracy of 66.8%. The results show a slightly lower recall than precision for
the representatives, indicating a slight imbalance among the classes.

Evaluation metrics for sales representatives
Accuracy Precision Recall F1 score Brier score
0.6679 0.6920 0.6724 0.6606 0.2182

Table 4.3: Evaluation metrics for sales representative’s predictions.
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Figure 4.3 shows a normalized confusion matrix for the sales representative’s
predictions. Indicating an accuracy of 83% when predicting lost opportunities.
As for won opportunities, the sales representatives are worse, showing an
accuracy close to random, when predicting won opportunities.

Confusion Matrix for Sales Representatives

Loss

0.17

True label

-0.4
Win
-0.3

-0.2

\955 \N\(\
Predicted label

Figure 4.3: Normalized confusion matrix for the sales representative’s
predictions

Figure 4.4 shows that the accuracy differs a lot between different customers.
Indicating that some customers have a 0% accuracy, and some even as
high as 100%. In Figure 4.5 it is shown that the more confident the sales
representatives are in an outcome the more correct they are. The plot presents
a particularly high accuracy for those opportunities with a set high probability.
When the predicted probability is lower the accuracy is also lower, however,
the lowest accuracy occurs with a predicted probability between 40% and 70%
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Figure 4.4: Histogram over the different selling companies accuracy. Showing
the frequency of companies on the y-axis and the accuracy on the x-axis.
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Figure 4.5: Plot indicating the accuracy of the sales representative’s
predictions for different probabilities. The x-axis shows the probability set
by the sales representatives, whereas the y-axis shows the accuracy among
those instances.
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Success rate for different probabilities
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Figure 4.6: Plot indicating the success rate in relation to the sales
representative’s predictions. The x-axis shows the probability set by the
sales representatives, whereas the y-axis shows the actual success rate of the
opportunities. The red line show y = z for reference.

The relation between the success rate and the predicted probability is shown
in Figure 4.6 . Indicating whether the sales representatives overestimate or
underestimate the probability of success. The graph indicates a tendency of
underestimation for lower probabilities. For probabilities between 60% and
80% there is a slight overestimation.

4.3.1 Bootstrapping

In Figure 4.7 a histogram of the different metrics from the sample, distribution
is presented. Each sample consisted of 131013 predictions randomly drawn
with replacement. The figure indicates the distribution of 10000 drawn
samples. Table 4.4 outlines the detailed results. The results show an accuracy
of 66.8%. It also indicates similar precision and recall, only a slightly higher
precision. It also shows the lower and upper percentiles for a confidence level
of 95%. Meaning that the mean accuracy is between 66.5% and 67.0% 95%
of the time.
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Figure 4.7: Sampling distribution of the means, from 10000 distributions with
131013 samples each. The x-axis shows the mean of each metric and the y-axis
the number of samples.
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Evaluation metrics
Accuracy Precision Recall F1 score Brier score
0.6678 0.6920 0.6724  0.6606 0.2182
£0.0026  £0.0025 +£0.0024 =+0.0026  +0.0012

Table 4.4: Evaluation metrics for the bootstrapping of the sales
representative’s predictions. The bold numbers are the average of the
multiple runs, while the numbers below indicate the lower and upper bound
for a confidence interval of 95%. For all metrics except the Brier score, a
higher value is better.

4.4 Comparison

Comparing the classifier’s performance in Table 4.2 to the sales representative’s
performance in Table 4.3 indicates a slightly better performance of the
classifier on all evaluated metrics. The classifier shows an accuracy that is
approximately 3 percentage units higher. In terms of macro precision, recall,
and, F1 score, the difference is similar, showing a benefit to the classifier over
the sales representatives. The Brier score shows that the sales representatives
are more confident in their predictions. In terms of accuracy for the different
classes, both the classifier and sales representatives are better at predicting lost
opportunities than won. Both shows a similar accuracy for lost opportunities,
but for won opportunities, the classifier is slightly more accurate. The accuracy
of the sales representatives differs a lot between different customers, meaning
that the classifier clearly outperforms some customers, whereas it is weaker
for some.

4.4.1 Statistical significance

For each of the 5 metrics, accuracy, precision, recall, F1 score, and Brier score,
The following null hypothesis is presented:

Hj : The means of the metric for the sales representatives and the classifier are equal

Accuracy
psr = 0.6678, o5 = 0.0013, Ny = 10000
Helf = 06932, Oclf = 00104, Nclf =50
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a = 0.05, P =0.000000, t = 417.2357
Given that P < «, we can reject the null hypothesis Hj, thus there is a
statistical significance between the accuracy’s.
Precision

sy = 0.6920, o4 = 0.0013, N, = 10000

e = 0.6995, o¢p = 0.0095, Ny = 50

a = 0.05, P =0.000001, t = +5.582161
Given that P < «, we can reject the null hypothesis Hj, thus there is a
statistical significance between the precision’s.
Recall

s = 0.6724, o, = 0.0012, N, = 10000

teiy = 0.6954, o4¢ = 0.0096, Ny = 50

a = 0.05, P =0.000000, t = £16.940438
Given that P < «, we can reject the null hypothesis H, thus there is a
statistical significance between the recall’s.
F1 score
tsr = 0.6606, o5 = 0.0013, N, = 10000
terf = 0.6920, o¢p = 0.0105, Ngp = 50

a = 0.05, P =0.000000, t = 421.145050
Given that P < «, we can reject the null hypothesis Hy, thus there is a
statistical significance between the F1 score’s.
Brier score

e = 0.2182, o4 = 0.0006, Ny = 10000

ters = 0.3068, op = 0.0104, Ny = 50
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a = 0.05, P =0.000000, t = +£60.239557

Given that P < «, we can reject the null hypothesis Hj, thus there is a
statistical significance between the Brier score’s.

4.4.2 Conclusion

From the above tests, we can conclude that there is a statistical significance
between the sales representatives and the classifier on all metrics. For all
metrics except the Brier score, the classifier performs better. In terms of the
significant difference in the Brier score, it indicates that the sales representative
are significantly more certain in their predictions.
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Chapter 5

Discussion

5.1 Predicting win propensity

Looking at the performance of the resulting classifier, it achieved an accuracy
of approximately 70%, which means that it, on average, can determine the
outcome of a business opportunity correctly in 70% of the cases, assuming a
balanced data set. The precision and recall ended up at approximately 0.70
with a slightly higher precision. Even though the difference is minimal, I
would argue that a higher precision is preferred over a high recall in a sales
context. It is up to the sales representative to take action upon the predicted
outcome and close the potential deals. Having these actions influenced by
the classifier might delude the sales representatives, leading to a distrust in
the classifier. Thus it is more useful if some opportunities can be accurately
classified and trusted rather than having all opportunities classified with lower
accuracy.

In terms of the classifications made, it is shown that the classifier is better at
correctly determining lost deals than won. Accurately predicting 78% of lost
deals, but 62% for won.

As for the importance of the used features, it is shown that the order value,
number of days since the last interaction, and the earnings before interest,
taxes, depreciation and amortisation (EBITDA) of the buyer are most important,
the measure indicates the profitability of the business. Fascinating is that
the EBITDA is ranked high, as such financial data have not been included
in previous research. Thus, suggesting that it helps predict an opportunity’s
outcome. The order value and days since the last interaction are usually
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measures evaluated when classifying opportunities manually and thus were
expected to be of high importance for the model.

5.2 Generalization

The goal of this thesis was in part to create a general model that can
be used by more than one company. As the classifier was trained and
evaluated on approximately 300 customers’ data, this only represents a small
subset of all companies working with B2B sales. Thus, it is impossible to
claim that this model can be used and perform similarly on all other B2B
companies. Although, it could, with the assumption that Upsales customers
are representative for companies in general, since the classifier have only been
exposed to data from Upsales customers. There will, of course, be companies
where this model performs better and companies where it performs worse.
Since the customer’s average sales cycle is relatively short in the dataset and
most opportunities target buyers with no previous orders, it is likely beneficial
for companies similar to those. Thus, this thesis does achieve a general model,
but the usefulness will heavily depend on the customer using it.

5.3 Can machine learning outperform sales
representatives?

Perhaps the most exciting question arising in this project is whether the
classifier can outperform sales representatives in predicting the outcome of
business opportunities. This thesis can conclude that there is a statistically
significant difference between the accuracy of sales representatives and the
classifier, benefiting the classifier—a difference of just below 3 percentage
units. The two show similar characteristics in the predictions made, where
both tend to be slightly better at classifying an opportunity as lost than won.
However, the sales representatives are better in terms of the certainty in the
predictions made. There are, without a doubt, more parameters that determine
the outcome of an opportunity than one would imagine. I believe a lot of
helpful information can be retrieved from the free text communication between
the parties and the written notes. As the free-text fields allow for more detailed
information, about e.g. the interactions, the interest of the buyer and the
product fit. Unfortunately it was not possible to include those, as previously
mentioned. The current classifier relies only on the available metadata, and
no information on who is involved in the process and what they’ve said is
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included. This information was out of scope for this thesis but would be an
exciting area to research further. Hopefully, this would help archive a better
certainty when predicting and perhaps an even better accuracy.

Looking closer at the sales representative’s data, it indicates that they are, on
average, more optimistic in predicting a deal as won, especially when assigning
higher probabilities to opportunities. Compared with the classifier, the sales
representatives are worse at identifying the won opportunities, meaning it
would be an advantageous scenario to utilize the classifier’s predictions.

5.4 The usefulness of the classifier

Given that the classifier performs slightly better than the evaluated sales
representatives, it certainly has several interesting applications. Although I
don’t expect nor aim for this classifier to replace the classifications of the
sales representatives, it is likely useful in assisting them and their managers.
Offering better classifications that are not influenced by someone’s gut feeling
and serve as an additional helpful input when deciding appropriate actions for
each opportunity. As for sales managers, it would provide insights into the
progress without having to take up time from the sales representatives. For a
CRM system provider, it would allow for recommendation features within the
system, highlighting deals that with higher confidence can be put into one of
the two classes. Giving recommendations with lower confidence that might
turn out to be wrong, would likely decrease the overall trust in the predictions
and might misguide the sales representatives, neither desirable for a CRM
provider.

5.5 Relation to previous research

Previous research has concluded that it is possible to reasonably accurately
predict the outcome of business opportunities for a single company. The best,
by Guo et al. [34], reaches an accuracy of slightly more than 92%, significantly
higher than the classifier presented in this thesis. Although this project aims
instead to show that it is possible to create a general model that can perform on
multiple companies’ data, it is not a fair comparison to make. It was neither
expected for this project to perform better than such related work. Since there
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is no previous public research targeting this specific problem, it is not possible
to compare it in a proper context yet.

5.6 Limitations and Future work

This thesis only evaluated one of many possible machine learning approaches
using a dataset from a single CRM system. There is arguably a tendency for
a particular seller to use Upsales as a CRM provider. Looking closer at the
data, customers with a longer sales period are underrepresented and rather
large enterprises. Although this does not reduce the classifier’s performance,
it limits its generalization of it.

This thesis aims to inspire future research in the area, showing that it is possible
to utilize machine learning to improve the sales representative’s performance.
There are primarily two directions for future work to move forward, either by
evaluating more machine learning methods or by including more features and
more data. Even if there was more features available for this project, some
of which could have improved the performance even more, unfortunately, it
was limited by the amount of data available on many features. As for more
machine learning methods, it would be fascinating to see if using a time series
approach is better and evaluating more complex deep learning methodologies.
In terms of more features and data, there is plenty of possible features to try
out; especially interesting would be to determine what impact free-text data
would have.

Another area of interest for further research is to perform accurate predictions
and provide insights about each prediction. Having a likely outcome is good,
but knowing its motivation allows a sales representative to determine the
appropriate action accurately.
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Chapter 6

Conclusions

The results of this project shows

* The win propensity of B2B opportunities can be determined with an
accuracy of 69.3% using data from multiple companies together with a
random forest classifier, answering the first research question.

* The classifier outperforms the predictions made by sales representatives
in terms of accuracy, precision, and recall,

* but the sales representatives are more confident in their predictions than
the classifier.

This means that in terms of the second research question the classifier
does outperform the sales representatives in terms of performance, but lacks
slightly behind in terms of confidence in its classifications. Both the sales
representatives and the classifier are better at predicting lost opportunities,
although, in comparison, the classifier is slightly better at predicting won
opportunities. Of interest to the classifier is especially the order value,
the number of recent activities, and the buyer’s finances. It achieves the
presented results when evaluated on multiple previously unseen companies’
opportunities, showing it does generalize to companies that it was not trained
upon. If assumed that Upsales customers are representative for B2B companies
in general, it could be used for all such companies. As the classifier does
perform better than the sales representatives, it would be helpful in helping
improve the current predictions. However, it is not expected to replace the sales
representatives but rather assist them and their managers. It also shows that it is
possible to reasonably accurately determine an opportunity’s outcome without
access to the conversations between the buyer and the seller. This project had
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some limitations and was yet shown successful; therefore, it would be of great
interest to further research the area of predicting across multiple companies’
opportunities.
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Appendix A

Model parameters

Hyperparameter Value
Number of estimators 323
Minimum samples split 4
Maximum features 6
Maximum depth 59
Bootstrap Enabled

Table A.1: All used hyperparameters when training the random forest
classifier.
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